
This is a postprint version of the following published document:

Liu, S., Reviriego, P., Hernandez, J. A. & Lombardi, F. 
(2021). Voting Margin: A Scheme for Error-Tolerant k 
Nearest Neighbors Classifiers for Machine Learning. 
IEEE Transactions on Emerging Topics in Computing, 
9(4), 2089-2098. 

DOI: 10.1109/tetc.2019.2963268

 © 2019 IEEE. Personal use of this material is permitted. Permission 
from IEEE must be obtained for all other uses, in any current or 
future media, including reprinting/republishing this material for 
advertising or promotional purposes, creating new collective works, 
for resale or redistribution to servers or lists, or reuse of any 
copyrighted component of this work in other works. 

https://doi.org/10.1109/tetc.2019.2963268


IEEE TRANSACTIONS ON JOURNAL NAME,  MANUSCRIPT ID 1 

 

Voting Margin: A Scheme for Error-Tolerant k 
Nearest Neighbors Classifiers for Machine 

Learning 
Shanshan Liu, Member, IEEE, Pedro Reviriego, Senior Member, IEEE, José Alberto Hernández 

and Fabrizio Lombardi, Fellow, IEEE 

Abstract—Machine learning (ML) techniques such as classifiers are used in many applications, some of which are related to 
safety or critical systems. In this case, correct processing is a strict requirement and thus ML algorithms (such as for classification) 
must be error tolerant. A naive approach to implement error tolerant classifiers is to resort to general protection techniques such 
as modular redundancy. However, modular redundancy incurs in large overheads in many metrics such as hardware utilization 
and power consumption that may not be acceptable in applications that run on embedded or battery powered systems. Another 
option is to exploit the algorithmic properties of the classifier to provide protection and error tolerance at a lower cost. This paper 
explores this approach for a widely used classifier, the k Nearest Neighbors (kNNs), and proposes an efficient scheme to protect 
it against errors. The proposed technique is based on a time-based modular redundancy (TBMR) scheme. The proposed scheme 
exploits the intrinsic redundancy of kNNs to drastically reduce the number of re-computations needed to detect errors. This is 
achieved by noting that when voting among the k nearest neighbors has a large majority, an error in one of the voters cannot 
change the result, hence voting margin (VM). This observation has been refined and extended in the proposed VM scheme to 
also avoid re-computations in some cases in which the majority vote is tight. The VM scheme has been implemented and 
evaluated with publicly available data sets that cover a wide range of applications and settings. The results show that by exploiting 
the intrinsic redundancy of the classifier, the proposed scheme is able to reduce the cost compared to modular redundancy by 
more than 60% in all configurations evaluated. 

Index Terms— Machine learning, k nearest neighbors, error tolerance 

——————————      —————————— 

1 INTRODUCTION
LASSIFICATION is one of the most popular and wide-
spread applications of Machine Learning (ML) [1]. Su-

pervised Machine Learning methods start from an existing 
labeled dataset whereby a collection of data points (char-
acterized by a set of input features X) are assigned to a tar-
get label y. From this information, the ML method seeks to 
build a function f that best relates the input features with 
the target label for a given training set, such as for instance 
by reducing some error function. When the target label y is 
continuously valued, the supervised learning strategy is re-
ferred to as regression; however if the label is discrete, the 
function f performs a classification task.  The ML model 
characterized by such a function f is said to be well con-
structed if the function is capable of generalizing, in other 
words, if it is capable of predicting the correct label for a 
new unseen data point [1]. A number of algorithms have 
been proposed in the technical literature to accomplish ac-
curate classifiers, such as Logistic Regression, Support Vec-
tor Machines, Decision Trees, and Deep Neural Networks 
[1],[2].  

One of the simplest, yet powerful classification algo-
rithms is the so-called k Nearest Neighbors (kNNs) [3]. This 
method, also called instance-based or lazy learning, uses 
the k closest elements (neighbors) in the dataset to predict 
the output class of a new data point by taking majority vot-
ing of the k closest neighbors [4].   

ML classifiers are implemented by computing or em-
bedded systems that are prone to suffer a number of errors 
and failures [5]. In some applications, failures are not ac-
ceptable, and the design must be able to mitigate them. 
For example, in automotive applications, systems have to 
comply with error tolerance requirements depending on 
criticality [6]. This means that the processors or algorithms 
used in those applications have to be designed to tolerate 
errors [7]. For example, radiation induced soft errors are 
one of the main reliability challenges for electronic systems. 
Errors can affect any circuit node and technology process 
or circuit level protection schemes incur in large area and 
power dissipation overheads [8].  An alternative approach 
to protect applications that have specific algorithmic prop-
erties is to exploit them to detect and correct errors at a 
lower cost than replication or low level techniques [9]. This 
has been done extensively for signal processing applica-
tions by using for example reduced precision redundancy 
[10] or by exploiting the adaptive nature of few signal pro-
cessing algorithms [11].  

As ML algorithms are incorporated into safety critical 
systems, there is a need for efficient error-tolerant 
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implementations [12],[13],[14]. Therefore, there is a strong 
motivation to design algorithmic-based error-tolerant 
schemes for classifiers that can reduce the protection over-
head of existing schemes.   

In this paper, Voting Margin (VM), a scheme to imple-
ment error-tolerant kNNs classifiers is proposed and eval-
uated. The results show that by exploiting the algorithmic 
features of the classifier, an efficient protection can be ob-
tained at a significantly lower cost than existing techniques.   

The remaining part of the paper is organized as follows. 
Section 2 covers the background on the kNNs algorithm 
and its implementation. Then, the effects of errors and ex-
isting error-tolerant schemes are also discussed. The pro-
posed VM scheme is presented in Section 3 and evaluated 
in Section 4. The paper ends in Section 5 with the conclu-
sion and a discussion of future work that could extend the 
innovative scheme here presented. 

2 PRELIMINARIES 
This section first provides a brief description of the kNNs 
algorithm and its common implementation; in the second 
part, the effects of errors on a kNNs classifier and existing 
protection schemes for different implementation options 
are discussed. Finally, the target implementation and error 
model for the proposed scheme are outlined.  

2.1 kNNs Algorithm and Implementation 
The kNNs algorithm is illustrated in Figure 1. The first step 
of the algorithm is to identify the k nearest neighbors to 
the element being classified (grey bullet in the figure) for 
some distance metric (typically Euclidean distance). To do 
so, the elements must be retrieved from memory and their 
distances computed keeping a list of the k ones with lowest 
distances. The second step is to vote among the k nearest 
neighbors to determine the class assigned to the grey ele-
ment.       

  

Class A
Class B k=5

 
 

Figure 1 Illustration of the kNNs algorithm. The yellow and blue ele-
ments are stored with their class. The grey element is the one being 
classified. As k = 5, first the five elements closest to it are identified 
(shown by the solid circle). Then a vote is taken among them to deter-
mine the class of the grey element. 

 
The first step accounts for most of the computational 

effort.  This depends largely on the number of elements 
stored and on the number of features used for classification 
because for each element, all features are used to compute 

the distance with the element being classified (and the dis-
tance is computed for all elements). If the number of ele-
ments is not large, an exhaustive comparison against all el-
ements can be performed resulting in a computational cost 
that is linear with the size of the stored set. If the number 
of elements is large, then more sophisticated schemes that 
use data structures to store and search the elements may 
be used [15]. Regardless of the data structure used, in this 
step, distances are calculated between the element being 
classified and all or some of the stored elements. 

The second step is significantly simpler; we just take the 
k nearest neighbors and vote to obtain the class assigned 
to the element being classified.        

Depending on the data structure used, the size of the 
data set stored and the application constraints, the algo-
rithm may be implemented on different platforms. Those 
include large computing systems that use MapReduce to 
implement the algorithm [16], specialized processors such 
as GPUs [17], FPGAs [18], microcontrollers and ASICs [19].  

2.2 Errors on kNNs Classifiers  
As discussed previously, there are two main components in 
a kNN implementation: 1) the classified elements that are 
stored in memory and 2) the computation of distances and 
comparisons to find the nearest neighbors. Next, the pro-
tection of both these components against soft errors is dis-
cussed as dependent on the target implementation.   

The classified elements are commonly stored in a 
memory in which errors may occur; however, memories can 
be efficiently protected against errors by error correction 
codes as widely used in computing systems [20].  For ex-
ample, a 64-bit data word can be protected against single 
bit errors with only 7 additional bits per word [21] and sin-
gle bit errors can be detected by adding a parity bit per 
word.  

The computation of distances can be also prone to suf-
fer from errors in the arithmetic circuitry. A number of tech-
niques can be used to detect and correct these errors by 
adding spatial redundancy. For example, Reduced Precision 
Redundancy (RPR) [10], [22], residue checking [23] or parity 
prediction [24] can be used to detect arithmetic errors.  
Those techniques add a detection circuitry that operates in 
parallel with the main circuit and check the validity of its 
output. The detection techniques combined with dual 
modular redundancy can correct an error by identifying the 
erroneous module and taking the output from the other 
module [8]. This requires a significant overhead, because 
the arithmetic circuitry has to be duplicated and detection 
circuitry must be added. Another alternative is to triplicate 
the arithmetic circuitry and vote among the three copies. 
However, this further increases the overhead [8]. Therefore, 
it is evident that techniques to correct errors based on spa-
tial redundancy imply a large overhead in terms of addi-
tional circuitry. Another option for protecting arithmetic 
operations against soft errors is to use time redundancy; so 
instead of computing an operation at the same time in rep-
licated modules, such operation is computed several times 
using the same circuit [8]. Time redundancy is commonly 
used in systems implemented on embedded processors, 
for example by using redundant threads that compute the 
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same operation and compare the results [25]. The over-
heads associated with time redundancy are still significant, 
because if an operation is executed twice, the power con-
sumption and use of processor resources are also doubled. 
The time to complete the operations is also double if the 
operations are executed sequentially. When run on differ-
ent cores of a processor in parallel, the time could be re-
duced. When using time redundancy, it is common to run 
the operation twice and only when the results are different, 
then a third execution run is used to obtain the correct re-
sult [26]. This has a cost of approximately 2x in terms of 
computation and power consumption (assuming errors are 
rare events) which may be acceptable for some applica-
tions. Hereafter in this paper we require the execution of an 
operation twice to detect errors and a third time to correct 
them as a time-based modular redundancy (TBMR) is em-
ployed.         

Therefore, regardless of whether spatial or temporal re-
dundancy is used to correct errors in the distance compu-
tations, the cost could be significant. Hence, the reduction 
in the cost of protecting classifiers against errors on arith-
metic operations is of interest.  

2.3 Target Implementation and Error Model   
Hereafter in this paper, we assume that kNNs is imple-
mented in a system based on a microprocessor or micro-
controller that stores the dataset on memory. The compu-
tations are performed in the arithmetic units of the proces-
sor. The main reason to focus on this implementation is that 
it is probably the most generic and used implementation.   

It is also assumed that the processor is given and thus 
we cannot make modifications on its internal structure to 
provide error protection.  Further, it is assumed that the 
processor has no protection against soft errors on its arith-
metic units (as often encountered in most processors).   

The error model considers soft errors on the arithmetic 
units. The reasoning is that memories can be efficiently 
protected with error correction codes as discussed previ-
ously and are thus less of a concern. Further, as soft errors 
are rare, it is assumed that during the classification of an 
element, at most a single soft error occurs. This assumption 
is common when protecting against soft errors as uphold 
also for traditional schemes, such as triplication with voting 
[5],[8].  

The technique that is used as baseline for comparison is 
TBMR executing the operation twice to detect errors and a 
third time to correct them when needed. As soft errors are 
random and seldom events, most of the executions would 
be error free and thus the cost of TBMR is approximately 
2x.   

3 VOTING MARGIN BASED PROTECTION 
The proposed scheme is based on the following two obser-
vations. 

1. An error in a distance computation can only mod-
ify one of the k nearest neighbors selected by the 
algorithm.  

2. When the vote among the k nearest neighbors has 
a majority margin, then a single error cannot affect 

the classification result.   

Therefore, when there is a sufficient majority in voting, 
there is no need for recalculation to detect errors as the 
classification result is already correct. Therefore, an error in 
a voter does not affect the result; this can be used to dras-
tically reduce the overhead (in both time and power) 
needed to detect errors as shown in the next section.  

To better illustrate the proposed margin strategy, the 
voting results for one of the datasets that will be used in 
the evaluation are shown in Table 1. In this case the kNNs 
classifier uses k = 3 (three voters), thus the following op-
tions are possible: (i) all three neighbors agree either on 
class A or B; or (ii) two neighbors vote for one class, while 
the third one votes for the other one. In the former case, 
there exists a margin because when a voter produces an 
error, the other two already agree on a majority. However, 
the second case has no margin because an error in a neigh-
bor causes an erroneous voting decision. In particular, as 
per Table 1 only two of the four voting results have margin. 
In general, for a vote of k, k-1 out of the k+1 possible voting 
results have margin.  

TABLE 1 
DISTRIBUTION OF VOTES FOR CLASS A IN THE SONAR DATASET WHEN USING 

K=3 ACROSS ALL THE ELEMENTS IN THE TEST SET (62 ELEMENTS). 

Number of Class A Frequency 

0 29 
1 9 
2 5 
3 19 

 
Consider again Table 1, in the majority of the votes, there 

are either none or three elements of class A. Specifically, in 
46.77% of the cases there are no voters of class A and for 
30.65% three. This adds up to 77.42% of votes that have a 
margin. For all of them, there is no need to recompute to 
detect errors.  

Before describing the proposed scheme in detail, con-
sider the first observation. An error in the distance compu-
tation can affect the set of k elements selected as nearest 
neighbors in two ways. This is shown in Figure 1 (where the 
yellow (blue) elements belong to class A (B) and the grey 
element needs to be classified; elements in the range of the 
black solid (dot) circle are (were) the kNNs under a single 
error (in the error free case)): 

 Type 1: An element that should be in the set of k near-
est neighbors has a larger distance as result of the er-
ror and thus, it is no longer in the set, the k+1th nearest 
neighbor is in the set instead (as shown in Figure. 2 a)). 

 Type 2: An element that should not be in the set of k 
nearest neighbors has a smaller distance as result of 
the error that puts it in the set. The kth nearest neigh-
bor is therefore no longer in the set (as shown in Fig-
ure. 2 b)).  
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Class A
Class B k=5

Class A
Class B k=5

 
                       a)                                                       b) 

 
Figure 2 An error in a distance computation: a) an error of type 1; b) 
an error of type 2. 
 

Intuitively, the second case seems to have a larger im-
pact on the classification result, because the element that 
is brought into the decision has nothing to do with the 
original set of neighbors and thus, it can take any class 
value. Instead for the first case, the voting is done among 
the k+1 nearest neighbors, except the one that has been 
pulled away. The elements in this set are more likely to have 
the class value that would be selected by an error free 
kNNs. 

Consider the second observation and an example for k 
= 5. Then, a vote can take a majority of 3, 4 or 5 because 
the threshold is equal to┌(k+1)/2┐ (assuming that k is al-
ways odd). In the last two cases, an error that changes one 
of the elements in the voting set cannot change the result.  
For example, an error on a vote with a majority of 4 can 
only in the worst case make it a vote with a majority of 3, 
but the outcome would be the same.  Those cases have a 
VM, which means that a change of one of the elements 
does not change the outcome of the vote.   

It is interesting to note that the vote would be correct in 
some cases even if there is no VM, i.e., the vote is equal to 
the threshold (taking a majority of 3 in the case of k=5). For 
example, if applicable and the kth nearest neighbor belongs 
to the same class as the minority, an error of type 1 cannot 
affect the voting result (that element was brought into the 
set by an error). The reason is that no matter if the element 
that has been replaced by the current kth nearest neighbor 
belongs to the majority or minority class, then there are at 
least ┌(k+1)/2┐ majority elements, leading to the same 
classification result. This can be seen from Figure 3, which 
illustrates the example of k=5 with no VM (three blue ele-
ments and two yellow elements so B is the majority class). 
In Figure 3 a), the current kth nearest neighbor (a yellow el-
ement that belongs to the minority class A) has replaced a 
blue element due to an error of type 1. Then in the error 
free case, there are four blue elements and one yellow ele-
ment, so B was the majority class, which is the same as the 
result in the presence of an error of type 1. In Figure 3 b), a 
yellow element has been replaced by another yellow ele-
ment (the current kth nearest neighbor), so the classification 
result is not changed by the error.  

Conversely, if the k+1th nearest neighbor belongs to the 
same class as the majority, an error of type 2 could not af-
fect the voting result because there are also at least ┌
(k+1)/2┐ elements belonging to the majority class in the 
error free case. Figure 3 c) and d) show the cases in which 
an element (that is the current k+1th nearest neighbor) has 

been taken out of the set due to an error of type 2; so if the 
element moved by the error is a yellow element, there are 
four blue elements in the error free case, so the classifica-
tion result is B. Therefore, moving the yellow element re-
duces the majority to three, but the result is also B.  Instead, 
if a moved element is blue, then there are three blue ele-
ments in the error free case and we still have three after the 
error. The result in both cases is B and the error has no ef-
fect in the classification result. Therefore, when both con-
ditions are met (the kth nearest neighbor belongs to the mi-
nority class and the k+1th nearest neighbor to the majority 
class), even if there is no VM, the result is correct if an error 
has occurred in a distance computation. 

After this initial discussion, the proposed VM algorithm 
can be presented.  Figure 4 illustrates the different steps in 
the algorithm. The first step computes the kNNs as in an 
unprotected implementation. Once that is completed, the 
second step checks if the vote is reliable due to VM, if so, 
the classification result is output. If not, the condition that 
ensures a reliable vote even if there is no VM, is checked; if 
so, we can again safely output the classification result. Fi-
nally, if the vote cannot be determined to be reliable, it is 
required to recompute the kNNs and compare it with the 
first computation to detect errors. If no error is detected, 
the classification result is provided as output. If an error is 
detected, the kNNs is computed for a third time and a vote 
is performed to correct the error.  

The main benefit of the proposed scheme is that when 

Class A
Class B k=5

Class A
Class B k=5

 
a)                                                       b) 

 
Class A
Class B k=5

Class A
Class B k=5

 
c)                                                       d) 

  
Figure 3 Classification result for the new element is B with no VM: a) 
the kth nearest neighbor belongs to the minority class A under an error 
of type 1 affecting a blue element; b) the kth  nearest neighbor belongs 
to the minority class A under an error of type 1 affecting a yellow ele-
ment; c) the k+1th nearest neighbor belongs to the majority class B 
under an error of type 2 affecting a yellow element; d) the k+1th near-
est neighbor belongs to the majority class B under an error of type 2 
affecting a blue element. 
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a vote can be determined to be reliable, there is no need to 
recompute the kNNs. Therefore, the benefit of the pro-
posed scheme depends on the classification dataset, the 
accuracy of the classifier and the value of k. In the next sec-
tion the proposed algorithm is evaluated for a wide range 
of datasets and configurations to determine the settings 
for which it provides significant benefits. 

Start

Compute distances 
and pick KNNs

Is there
 voting margin? 

Does the kth nearest neighbor belong to 
the minority class and the k+1th nearest neighbor 

to the majority class?

Output R1

Are R1 and R2
the same? 

Y

N

Y

N

Y

N

Do majority voting among R1, R2 
and R3, and output the result

Recompute distances 
and pick KNNs

Compute distances for the 
third time and pick KNNs

Vote the class and obtain 
the classification result R1

Vote the class and obtain 
the classification result R2

Vote the class and obtain 
the classification result R3

End

Output R1

Output R1

 
Figure 4 Diagram of the proposed Voting Margin (VM) algorithm 
 

The proposed VM scheme protects against errors in the 
distance computations as the main part of the kNNs exe-
cution. There are however other parts of the algorithm on 
which errors could occur. For example, once the kNNs have 
been selected, voting counts the number of elements in 
each class. An error in the counting can modify the classifi-
cation result. Similarly, to select the kNNs, the distances 
must be compared and again an error in the comparisons 
may lead to an incorrect selection of the kNNs. To prevent 
errors on these operations from modifying the classifica-
tion result, TBMR can be used, i.e.  counting of the votes 
and the comparison of the distances can be executed twice 

to detect errors. If an error is detected, a third execution is 
used to correct the error. Since the comparison and count-
ing of the votes are significantly simpler than the distance 
computations, the use of TBMR on them only introduces a 
small overhead in the classification process. 

In the next section, the use of the proposed VM scheme 
for the classification of elements in kNNs is evaluated, be-
cause it is in classification when the algorithm is more likely 
to run on a resource constrained system. However, VM 
could also be used to avoid errors during the hyperparam-
eter tuning with cross-validation that determines the opti-
mal k to use for classification. The evaluation of VM during 
the cross-validation phase is left for future work. Intuitively, 
it seems that this phase is more robust as a single error in 
the classification of an element does not affect the selec-
tion of k in most cases.   

4 EVALUATION 
The proposed VM scheme has been evaluated using sev-
eral widely used datasets taken from a public repository 
[27]. The selected datasets cover a wide range of applica-
tions and have different number of features, classification 
performance and optimal k. The goal of using a large num-
ber of datasets is to show that the proposed VM scheme 
consistently provides significant computation savings re-
gardless of the dataset used.  In the experiments, a wide 
range of values of k in addition to the optimal one are also 
evaluated. The main reason for this evaluation is to assess 
the dependency of the savings of the VM scheme with k. 
Finally, in all experiments the Euclidean distance on the fea-
ture values is used in the algorithm, the evaluation of other 
distance metrics is left for future work. 

The relevant parameters of the datasets are summarized 
in Table 2 and the performance of kNNs for different values 
of k are shown in Figure 5.  This large number of datasets 
allows to analyze the performance of the proposed scheme 
under different conditions and obtain insights on the con-
figurations for which it is more effective. In all cases, 70% 
of the data set elements have been used for training, while 
the remaining 30% of the data is left for testing. The 70% 
training set is split into 10 blocks of equal size to run the 
well-known 10-fold cross-validation methodology [35] for 
the accurate selection of the algorithm’s hyperparameters, 
in this case the optimal number of neighbors k. The aver-
age accuracy is plotted in Figure 5.  

As discussed in section 2.3, the baseline for comparison 
is TBMR running each distance computation twice to detect 
errors. Therefore, in TBMR the percentage of re-computa-
tions is always 100% and all errors are corrected. In the pro-
posed VM scheme, also all errors are corrected, but the per-
centage of re-computations is lower. Therefore, the main 
metric for comparison is the percentage of recomputations. 
For example, if for a given dataset, VM requires only 50% 
of recomputations, its cost is approximately 1.5x compared 
to 2x of TBMR.     
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Figure 5 Classification accuracy of different datasets with different 
number of neighbors k 

 
In a first experiment, errors were injected in the unpro-

tected classifiers. The position of the errors was selected 
randomly with a uniform distribution and the magnitude of 

the errors was set as a random value within the range of all 
computed distances. A single error on a distance was in-
serted when classifying an element and the process was re-
peated 10,000 times for each element.  

The results are presented in Table 3 in which the values 
that correspond to the optimal k are highlighted in bold 
and underlined. The kNNs implementation is capable of 
masking many errors; for all configurations considered, the 
percentage of errors that modify the classification result, is 
below 5%. This is an interesting observation that shows the 
intrinsic robustness of the kNNs algorithm and means that 
for some applications that can tolerate a few errors, an un-
protected implementation may be acceptable. However, for 
critical applications, additional protection needs to be 
added to ensure that single errors do not lead to a failure.  

In the second experiment, we simulated the proposed 
scheme to validate its effectiveness and evaluate its over-
head in terms of execution time. The results are shown in 
Table 4; it shows the percentage of elements for which we 
need to recompute the kNNs to detect errors. It can be ob-
served that for the optimal k, the percentage is always be-
low 40%. Hence, the time needed to compute the kNNs 
and detect errors is less than 1.4x of the unprotected im-
plementation (so significantly less than the 2x of TBMR). 
Moreover, for the majority of the datasets, the percentage 
is below 10%, so corresponding to a factor of only 1.1x. 
These results show that the proposed VM scheme can 

TABLE 2 
CONSIDERED DATASETS WITH TWO CLASSES 

Dataset Application # Elements # Features Optimal k Top accuracy Class A Class B 

Pima Indians diabetes Medicine 768 8 19 74.07% 34.90% 65.10% 
EEG eye state Medicine 14980 14 3 82.25% 44.88% 55.12% 

LSVT voice rehabilitation [28] Medicine 126 308 9 77.98% 33.33% 66.67% 
Sonar [29] Physics 208 60 3 80.18% 46.63% 53.37% 

Ionosphere [30] Physics 351 34 11 60.00% 35.90% 64.10% 
Electrical grid stability simulated data [31] Electricity 10000 13 19 94.49% 36.20% 63.80% 

Banknote authentication Business  1372 4 7 99.86% 44.46% 55.54% 
Qualitative bankruptcy [32] Business  250 6 3 96.88% 57.60% 42.40% 

Phishing websites [33] Computer 2456 30 5 93.25% 44.54% 55.46% 
Climate model simulation crashes [34] Physics 540 17 5 91.55% 64.81% 35.19% 

 

TABLE 3 
PERCENTAGE OF ERRORS THAT MODIFY THE CLASSIFICATION RESULT IN THE UNPROTECTED KNNS SCHEME (RESULTS FOR THE OPTIMAL K ARE HIGH-

LIGHTED IN BOLD AND UNDERLINED) 

k 

Pima 
Indian 
diabe-

tes 

EEG 
eye 

state 

LSVT voice 
rehabilitation  

Sonar Ionosphere 

Electrical  
grid stability 

simulated 
data 

Banknote  au-
thentication 

Qualitative 
bankruptcy 

Phishing 
websites 

Climate 
model  

simulation 
crashes  

3 2.88% 0.10% 2.68% 4.13% 1.52% 2.20% 0 0.84% 1.12% 2.37% 
5 2.71% 0.06% 1.71% 2.24% 1.19% 1.38% 0 0 0.77% 1.11% 
7 2.01% 0.06% 1.82% 1.19% 0.56% 0.98% 0 0.95% 0.70% 0.41% 
9 1.85% 0.04% 1.05% 2.85% 0.65% 0.87% 0 1.39% 0.52% 0.54% 
11 1.40% 0.04% 0.95% 1.74% 1.83% 0.67% 0 0.88% 0.49% 0.46% 
13 1.36% 0.03% 0.97% 2.18% 1.02% 0.46% 0 1.47% 0.44% 0.04% 
15 1.02% 0.03% 1.66% 3.19% 0.34% 0.57% 0 0.97% 0.43% 0.02% 
17 0.79% 0.03% 1.63% 1.74% 0.38% 0.51% 0 1.61% 0.30% 0.07% 
19 0.89% 0.02% 1.84% 1.76% 0.58% 0.40% 0 3.20% 0.36% 0 
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significantly reduce the execution time (and thus power 
consumption) of kNNs.  The percentages in Table 4 are 
larger than those in Table 3 because even when there is no 
voting margin, many errors do not change the classification 
result. For example, an error on an element that belongs to 
the majority class and is not a kNN, does not affect the 
classification result.   

The savings of the proposed scheme increase with k for 
most datasets. This is intuitive, because in general the 
larger the number of votes, the larger the probability to 
have VM. An exception is the Banknote bankruptcy data set 
for which the percentage of re-computations increases with 
k. 

To further study the effects of errors on the kNNs algo-
rithm a third experiment was conducted. In this case, the 
inserted errors model a single bit error and thus its magni-
tude depends on the bit position. Therefore, it was 

assumed that the distances were quantized with 16 bits and 
errors that correspond to the magnitude of an error on 
each of those bits, were inserted.  

The results are shown in Table 5 for the optimal k value 
of each dataset. Errors on the least significant bits (LSBs) 
tend to have limited impact on the classification result. This 
is expected because they can only slightly move the ele-
ments and are thus less likely to change the kNNs. Differ-
ently from pure arithmetic computations [22], the most sig-
nificant bits (MSBs) are not the ones that have a larger im-
pact on the result.  This can be explained going back to the 
two types of errors discussed in the previous section. Errors 
of type 1 are those on which an element that should have 
been in the set of kNNs, is moved away. Errors on the MSBs 
are more likely to cause this type of error (because in the 
datasets considered in this paper, most computed dis-
tances have values below 32 and thus the MSBs are always 

 

TABLE 4 
PERCENTAGE OF ELEMENTS FOR WHICH RE-COMPUTATION IS NEEDED IN THE PROPOSED SCHEME (RESULTS FOR THE OPTIMAL K ARE HIGHLIGHTED 

IN BOLD AND UNDERLINED) 

k 

Pima 
Indian 
diabe-

tes 

EEG 
eye 

state 

LSVT voice 
rehabilitation  

Sonar 
Iono-

sphere 

Electrical  
grid stability 

simulated 
data 

Banknote  au-
thentication 

Qualitative 
bankruptcy 

Phishing 
websites 

Climate 
model  

simulation 
crashes  

3 44.24% 35.11% 42.58% 19.90% 13.52% 19.90% 0 2.69% 13.49% 17.80% 
5 32.29% 24.48% 28.97% 12.84% 7.80% 12.47% 0 2.23% 9.68% 8.37% 
7 26.29% 19.30% 26.24% 14.08% 5.69% 8.95% 0 4.33% 7.43% 4.36% 
9 17.34% 16.25% 23.18% 14.79% 5.99% 7.38% 0.10% 4.80% 5.21% 2.41% 
11 13.45% 14.16% 15.63% 14.45% 8.31% 5.81% 0 5.07% 5.28% 2.46% 
13 13.18% 12.35% 13.55% 14.68% 5.78% 5.14% 0 7.24% 4.76% 1.28% 
15 11.86% 11.49% 16.34% 16.02% 3.13% 4.94% 0 6.84% 3.63% 0.22% 
17 9.14% 11.31% 20.39% 12.02% 4.00% 4.39% 0 9.88% 3.53% 0.69% 
19 9.25% 10.30% 17.79% 10.02% 3.55% 3.50% 0 11.48% 3.74% 0.04% 

 

TABLE 5 
PERCENTAGE OF ERRORS (ON DIFFERENT BIT POSITION OF THE COMPUTED DISTANCES) THAT MODIFY THE CLASSIFICATION RESULT IN THE UNPRO-

TECTED KNNS SCHEME IN THE CASE OF OPTIMAL K (LARGEST VALUES ARE HIGHLIGHTED IN BOLD AND UNDERLINED)  

#bit 

Pima 
Indian 
diabe-

tes 

EEG 
eye 

state 

LSVT voice 
rehabilitation  

Sonar Ionosphere 

Electrical  
grid stability  

simulated 
data 

Banknote  au-
thentication 

Qualitative 
bankruptcy 

Phishing 
websites 

Climate 
model  

simulation 
crashes  

15 0.08% 0 0.50% 0.15% 0.14% 0 0 0 0 0.05% 
14 0.09% 0 0.61% 0.19% 0.11% 0 0 0 0 0.02% 
13 0.07% 0 0.76% 0.08% 0.07% 0 0 0 0 0.05% 
12 0.09% 0 0.71% 0.10% 0.05% 0 0 0 0 0.01% 
11 0.11% 0 2.79% 0.23% 0.18% 0 0 0 0 0.02% 
10 0.25% 0 3.76% 8.21% 1.90% 0 0 0 1.49% 0.02% 
9 1.81% 0.76% 2.18% 1.48% 1.27% 0.97% 0 0.77% 1.49% 2.20% 
8 1.14% 5.59% 1.18% 1.29% 0.86% 0.14% 0 0.51% 0.27% 0.38% 
7 1.06% 6.79% 1.03% 0.63% 0.22% 0.04% 0 0.05% 0 0.19% 
6 0.09% 2.29% 0.24% 0.13% 0.08% 0.01% 0 0.16% 0 0.06% 
5 0.04% 0.65% 0.05% 0.08% 0.19% 0 0 0 0 0.01% 
4 0.01% 0.13% 0 0.03% 0.03% 0 0 0.03% 0 0.01% 
3 0.02% 0.07% 0 0.03% 0.01% 0 0 0 0 0.01% 
2 0 0.04% 0 0 0 0 0 0 0 0.01% 
1 0 0.04% 0 0 0 0 0 0 0 0.01% 
0 0 0 0 0 0 0 0 0 0 0 
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0, so only causing errors of type 1). The second type error 
occurs when an element that should not be in the set of 
kNNs is moved close to the element being classified due to 
the error. In this case, this can occur when the original dis-
tance is similar to the change introduced by the bit error 
such that the element is moved close to the element being 
classified. The probability of this occurrence depends on 
the distribution of the distances as explained next. 

When comparing the two error types, the first one can 
only occur during the computation of the k distances for 
the elements that are the kNNs for the element being clas-
sified. The second type of error can occur during the com-
putation of the distances of the remaining elements. As in 
most cases the training set is larger than k, so the second 
error type is more likely. Moreover, as discussed in the pre-
vious section, an error of the first type implies that the vote 
is taken among the k+1 NNs without the element affected 
by the error. This vote is likely to be the same as in the error 
free one. Therefore, errors of type 2 tend to have a domi-
nant impact on the errors for the classification result. This 
is the reason for errors on the more significant bits not hav-
ing the largest impact on the classification outcome. 

Consider next errors of type 2 in more detail. To affect 
the classification result, the error must bring the erroneous 
element close to the element being classified, thus the bit 
error should change a "1" to "0" in the unsigned binary rep-
resentation. This includes two cases: a bit error on one of 
the integer bits of the computed distance, and one of the 
fractional bits. Consider the first case, starting from the 
analysis of the upper bound of the distances of kNNs. The 
Sonar dataset is taken as an example; Table 6 shows the 
distribution of the kth (k=3 in the Sonar dataset) nearest 
neighbor distance (only for the integer part) across all test 
elements that can be classified incorrectly due to a type 2 
error. As per the proposed VM scheme, these elements can 
be identified by checking if there is no VM and the classifi-
cation of the kth element is a majority (there are 11 such 
elements in the Sonar dataset). From Table 6, the largest  
distances of kNNs have values of 7, 8 and 9 (i.e., the 9 bits, 
from 15th to 7th bits, for the integer part of the distance are 
"000000111", "000001000" and "000001001" in binary rep-
resentation). Therefore, elements that have a distance 
within the range of 8 to 15 (i.e., "000001000" to 
"000001111") are likely to be moved into the kNNs by a "1" 
to "0" bit error on the 10th bit (in bold and underlined, which 
will cause the distance to be smaller than the kth nearest 
neighbor distance), and those that have a distance within 
the range of 16 to 25 (i.e., "000010000" to "000011001") are 
most likely moved into the kNNs by a "1" to "0" bit error on 
the 11th bit, and so on. Figure 6 shows the distribution of 
distances from the 11 test elements that can fail to all train-
ing elements that are not kNNs. The largest value has an 
integer part of 19 and most of the distances have an integer 
part within the range of 8 to 15; therefore, a bit error on the 
10th bit of the distance has the largest effect on the classi-
fication result, which is consistent with the results in Table 
5 (i.e. 8.21%).  

 

TABLE 6 
DISTRIBUTION OF THE KTH NEAREST NEIGHBOR DISTANCES (FOR THE 

INTEGER PART IN DECIMAL) BETWEEN ALL TEST ELEMENTS (THAT MAY 
CAUSE ERRORS OF TYPE 2) AND THE TRAINING ELEMENTS (THAT DO 

NOT BELONG TO THE KNNS, WHERE K=3) IN THE SONAR DATASET  

Distance Frequency  
5 1 
6 2 
7 3 
8 2 
9 3 

 

 
Figure 6 Distribution of the distances (in decimal) between all test 
elements and the training elements (that do not belong to the kNNs, 
where k=3) in the Sonar dataset 

 
Consider the second case, i.e. the bit error occurs on the 

fractional bits. In this case, a classification failure can only 
be caused by the elements that are near to kNNs in the 
error free case because the distance changes slightly, so the 
impact is low. Moreover, a bit error on the MSBs of the dec-
imal bits has a bigger impact than the LSBs (with an error 
on these bits the elements are unlikely to move). This con-
sideration is also consistent with the simulation results of 
Table 5. 

  Therefore, the effects of a bit error are dependent on 
the dataset and the distribution of distances. This is shown 
in Table 5 in which for some datasets, the most critical bit 
is nine or ten.  An interesting point is that the dependency 
of the impact of the error on the distance distribution can 
be exploited to design schemes that propagate errors to 
the upper bits so that they introduce a large error in the 
distance as for example in [36] for a different application.  

An interesting observation is that for some datasets (for 
example the EEG eye state) increasing the value of k shows 
a significant reduction in re-computations (from 35.11% to 
10.30% in Table 4), while classification accuracy is only 
slightly worse (as shown in Fig. 5).  Therefore, in some cases, 
selecting a near optimal k instead of the optimal value can 
be of interest to improve performance at the cost of a mi-
nor accuracy loss in classification.   

Table 7 summarizes the evaluation results for the com-
parison of the three options considered. Obviously, an un-
protected implementation has the lowest (none) computa-
tional overhead. However, it can result in classification 
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errors of up to 4% depending on the dataset. Instead, both 
TBMR and VM can effectively protect against soft errors in 
a distance computation and ensure that they do not affect 
the classification result. However, this comes at a cost of 2x 
for TBMR. The proposed VM scheme is able to reduce such 
cost to less than 1.4x in all the datasets considered. So, at 
least 60% of the additional computation introduced by 
TBMR is saved. This clearly illustrates the benefits of the 
proposed scheme.    

 
TABLE 7 

COMPARISON OF DIFFERENT KNN PROTECTIONS  

Scheme 
Impact on classification 

accuracy   
Computational over-

head 
Unprotected 0-4% 1x 

TBMR None 2x 
Proposed VM None < 1.4x 

 

5 CONCLUSION AND FUTURE WORK 
In this paper, Voting Margin (VM) has been proposed; VM, 
a technique to protect k Nearest Neighbors (kNNs) classi-
fiers against errors in arithmetic operations, has been pre-
sented and evaluated. The proposed scheme exploits the 
intrinsic redundancy of kNNs to drastically reduce the num-
ber of re-computations needed to detect errors. This is 
achieved by noting that when voting among the k nearest 
neighbors has a large majority, an error in one of the voters 
cannot change the result. This observation has been refined 
and extended in the proposed VM scheme to also avoid re-
computations in some cases in which the majority vote is 
tight.  

The VM scheme has been evaluated using publicly avail-
able datasets that cover a wide range of applications, num-
ber of features and dataset sizes. The results show that in 
all configurations tested it can significantly reduce the pro-
tection overhead. Specifically, for the optimal k, the pro-
posed scheme is able to reduce the overhead by at least 
60%.  

Although this paper has focused on a particular classifi-
cation algorithm (kNNs), we think that the properties of 
classification algorithms and more generally ML algorithms 
can be efficiently used to provide protection against errors 
at a lower cost than existing techniques.  This opens a new 
and interesting area for future research on algorithmic-
based error-tolerance. In particular, some of the techniques 
presented in this manuscript could be applicable to classi-
fication ensembles that use several classifiers and vote 
among them to obtain a better result [34]. In the case, when 
there is a VM, then there would be no need to recompute 
the classification result to detect errors. Moreover if there 
is no VM, recomputing the classifiers that vote with the ma-
jority should be sufficient to detect errors that can affect 
the final result.  The extension of the proposed ideas to 
classification ensembles seems therefore an interesting 
area for future work. 
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