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Abstract—Detecting the effects of transient faults is a key point in many processor-based safety-critical applications. This 

paper proposes to adopt the debug interface module existing today in several processors/controllers available on the market. In 

this way, we can achieve a good detection capability and small latency with respect to control flow errors, while the cost for 

adopting the proposed technique is rather limited and does not involve any change either in the processor hardware or in the 

application software. The method works even if the processor uses caches and we experimentally evaluated its characteristics 

demonstrating the advantages and showing the limitations on two pipelined processors. Experimental results performed by fault 

injection using different software applications demonstrate that the method is able to archieve high fault coverage (more than 

95% in nearly all the considered cases) with a limited cost in terms of area and performance degradation.   

Index Terms—control flow checking, debug interface, on-line test 

——————————      —————————— 

1 INTRODUCTION

ACING the effects of faults in electronic systems is an

increasingly important issue, especially when they are

used in safety- or mission-critical applications. Reduced tran-

sistor size, higher density, lower voltage and more aggres-

sive clock frequency may increase the susceptibility to soft 

errors to unacceptable levels. Other phenomena (e.g., aging 

and wear-out effects) also impact negatively the reliability of 

modern circuits. As a consequence, the need for effective 

techniques providing the ability to detect the possible occur-

rence of faults during the operational phase is becoming a 

major issue from a practical point of view. 

Processor-based systems are commonly used in a wide va-

riety of applications, including safety-critical and high avail-

ability missions, e.g., in the automotive, biomedical, telecom-

munication and aerospace domains. In these fields, an error 

may produce catastrophic consequences. Thus, dependability 

is a primary target that must be achieved taking into ac-

count tight constraints in terms of cost, performance, power 

and time to market. Several solutions exist, acting either on 

hardware or software: however, they all have to face the 

high efforts required for designing, manufacturing, testing 

and qualifying processor-based systems. Standards and regu-

lations (e.g., ISO 26262, DO-254, IEC 61508) clearly specify 

the targets to be achieved and the methods to prove their 

achievement. In this scenario, techniques working at system 

level (i.e., without changing the technology and the proces-

sor) are particularly attracting, especially if they can effec-

tively meet dependability needs more efficiently without 

changes in the existing hardware and software. Solutions 

based on additional modules that monitor the processor be-

havior and check its evolution looking for possible fault ef-

fects belong to this category. 

Among the techniques that can be applied at system level, 

Control Flow Checking (CFC) is particularly effective. Control 

Flow Checking consists in verifying the sequence of instruc-

tions executed by a processor. It must be noted that CFC 

alone cannot detect data errors, i.e., errors in data registers or 

data memory, and must be generally complemented by some 

technique focused to data error detection. However, a signifi-

cant percentage of errors in a processor usually manifest 

themselves as Control Flow Errors (CFE), and most data errors 

can be effectively addressed by adding proper fault manage-

ment mechanisms to memory and relevant registers (e.g., pari-

ty check or hamming codes). 

Several CFC approaches are based on signature monitor-

ing [1]: the program is divided into a set of blocks (named 

basic blocks), having only one entry-point and only one exit-

point: hence, whenever the entry-point instruction is execut-

ed, the following instructions in the block are executed. Each 

basic block has an associated signature that is calculated at 

compile time and stored in the system. During the opera-

tional phase, a run-time signature is calculated and (at the 

end of the block execution) compared with the reference 

signature, thus allowing to detect any error affecting the 

block execution flow. 

Signature monitoring techniques usually require software 

and/or hardware modifications to calculate the run-time sig-

natures and perform comparisons. Since the calculation of 

signatures is computationally expensive, dedicated hardware 

(e.g., a watchdog processor) is sometimes used for this pur-

pose. In some cases the approach is combined with software 

modifications, which support the watchdog processor opera-
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tion. The Disjoint Signature Monitoring (DSM) approach [6], 

[7] solves these problems by storing reference signatures in

an auxiliary memory and using a watchdog processor to

compare the reference signatures with the run time signa-

tures. This approach does not require support from the soft-

ware program. However, a drawback of the DSM approach

is that the watchdog processor does not have access to the

internal operation of the processor, which leads to a lower

error coverage, particularly with complex processors [7].

The main scientific contribution of the present paper con-

sists in a new method that adopts the control flow checking 

approach resorting to available debug infrastructures as a 

means to monitor the processor behavior. Debug infrastruc-

tures are intended to support software debugging in embed-

ded system development, and are very common in modern 

processors. Since they are useless when the operational phase 

is entered, they can be easily reused for on-line monitoring 

in an inexpensive way [9], [10], [11], [12]. On the other hand, 

they can provide internal access to the processor without 

disturbing it and do not require any modification either to 

the processor or to the software running on it. It must be 

noted that in some processors the debug information is pro-

cessed and compacted by a specialized module, such as LE-

ON3’ Debug Support Unit (DSU) or ARM’s Embedded Tracce 

Module (ETM). Such modules are not used in our approach, 

which is based on direct access to the trace interface. 

In the proposed approach, control flow checking is per-

formed by an external hardware module that monitors the 

sequence of instructions executed by the processor through 

the debug interface and performs some checks to detect pos-

sible deviations. The developed hardware module, named 

Control Flow Checking Module, consists of a core able to 

perform some checks at the end of each basic block, using 

the information provided by the debug interface. The detec-

tion capability of the developed module has been experimen-

tally evaluated by means of fault injection on two different 

pipelined processors. Experimental results show that the 

method achieves high fault coverage (higher than 95% on 

most of the considered applications and processors).  

In detail, the external module monitors the output of the 

debug port, which continuously provides the values of the 

Program Counter and the Instruction Register, and uses 

these values to perform the checks. We also evaluated the 

hardware cost of such a module, and evaluated different so-

lutions to trade-off the detection capabilities with the hard-

ware cost. 

The advantages of the proposed method lie first of all in 

its low intrusiveness, since it does not require any change in 

the processor or in the software it runs; moreover, the ex-

perimental results show that the method can detect a high 

percentage of control flow errors. Latency of fault detection 

is also very limited. The required external hardware module 

is relatively small and is independent on the application 

software. Finally, the method is effective even if the proces-

sor uses caches. 

This paper is organized as follows. Section 2 outlines the 

state of the art in terms of Control Flow Checking tech-

niques. Section 3 describes the proposed approach and the 

Control Flow Checking module architecture. Section 4 shows 

the experimental results obtained using the miniMIPS and 

LEON3 processors as test cases. Finally, Section 5 draws 

some conclusions. 

2 BACKGROUND 

Approaches to detect soft errors are traditionally divided in 

techniques that deal with faults affecting the data and faults 

affecting the control flow. In order to mitigate errors affect-

ing data, the common approach is duplication. Duplication 

can be accomplished at different levels: computation duplica-

tion, procedure duplication and program duplication. Many 

of the methods to detect soft errors affecting data require 

some software modification. Because of the required duplica-

tion and additional data checks, a considerable performance 

decrease is produced, as illustrated in [13] and [14]. 

Several approaches have been proposed to detect and mit-

igate soft errors affecting the control flow. The most com-

mon approach is known as Embedded Signature Monitoring 

(ESM) [1]. Variations can be applied to this technique but the 

basic idea consists in pre-computing a signature for certain 

parts of the code and then re-computing the same signature 

at run time, checking whether the two match. In these 

techniques, code is divided into sections called Basic Blocks 

(BBs). A BB is a fragment of code that does not contain any 

incoming or outgoing branch, i.e., all the instructions belong-

ing to the BB are always executed sequentially, once the first 

is reached. 

In Enhanced Control flow Checking using Assertions 

(ECCA) [2] ESM is implemented through assertions. In each 

block, two assertions are included: one at the beginning of 

the block which assigns an identifier to the block and 

checks the correctness of the branch previously taken and 

the other at the end of the block, which updates the identi-

fier and checks it. In this technique, short blocks increase 

the error detection capability as well as decrease the latency. 

The main drawback of this technique is the high memory 

and performance overhead it introduces. 

In Control Flow checking by Software Signature (CFSS) 

[3], a signature is assigned to each block. At runtime, a sig-

nature is continuously computed out of the opcodes of the 

executed instructions: each time a branch takes place the 

signature is compared with the expected one. Signatures are 

computed in different ways depending on the number of 

predecessors the block has. The main limitation of this 

method lies in its limited detection capability, since some 

errors (e.g., when the processor wrongly executes another 

instruction of the same block, or when a legal but incorrect 

branch is taken) are not detected. 

In Control flow Error Detection through Assertions (CE-

DA) [4], the signatures are computed in different ways de-

pending on the block type. For each block two signatures 

are assigned (the signature at the beginning and the signa-

ture at the end of the block). Check instructions are inserted 

in certain points of the code to verify the correctness of the 

signature. 

In Automatic Correction of Control-flow Errors (ACCE) [5], 

a software method allows not only to detect, but also to cor-

rect control flow errors. 

Summarizing, all the described techniques compute one or 

several signatures and compare them with the ones previous-

ly assigned and stored. Mismatches between signatures trig-
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ger an error signal, and the possible correction. Detection 

problems can arise when incorrect branches are taken inside 

a block or when legal but incorrect branches are taken. As a 

major limitation, most of the methods involve a significant 

overhead in terms of memory and performance. 

Other methods, essentially based on an additional monitor 

processor, like the approaches presented in [6], [7], [8] require 

a large overhead of hardware resources to detect the soft 

errors; moreover, the detection capability is not independent 

from the application. Thus, not surprisingly, in these meth-

ods the error detection capability increases with the complex-

ity of the additional hardware. 

Another drawback of these methods is the difficulty in 

observing the processor behavior from the outside. In [7] a 

watchdog processor connected to the cache memory is used 

to detect soft errors. This watchdog processor uses a combi-

nation of techniques that are applied when a block ends or 

when frequent instructions are executed. For intra-block in-

structions a special signature is computed and address check-

ing is performed. For non-conditional branch instructions the 

destination address is compared with the information about 

the code stored previously, while for conditional branch in-

structions, the watchdog processor verifies the correctness of 

the taken branch. Exceptions are also taken into account by 

accessing the interrupt vector. Data errors are handled by 

duplicating only critical variables. Although the error cover-

age is incremented, the proposed watchdog processor is quite 

complex and requires a large amount of resources for its im-

plementation.   

Some major limitations of these methods are the follow-

ing: 

1. The presence of caches prevents the watchdog to

know what the processor is exactly doing, and may

significantly decrease the detection capabilities of the

approach.

2. If the processor is based on a pipeline architecture,

observing the bus during the fetch operation does

not allow to understand which instructions are really

executed, due to the effects of branches.

In [9] the authors proposed a method to implement some 

checks (partly in hardware, partly in software) able to detect 

both data and control flow errors; according to the authors 

the method is able to detect all possible faults, but it re-

quires some relevant modifications on the application soft-

ware, and it assumes that the processor bus is accessible, 

which is not the case when caches exist. 

The use of debug infrastructures has been proposed as a 

way to increase the observability of soft errors with very 

limited latency, as presented in [10] [11] [12]. This paper fol-

lows the same approach, taking advantage of the already 

available features existing in many processors (standalone or 

cores) and using them to detect soft errors. In particular, the 

method we propose exploits the feature offered by some de-

bug architectures, which allows tracing the values of both 

the Program Counter and the Instruction Register during the 

execution of an application. In order to exploit on-the-fly 

these information, an external hardware module is added, 

which monitors the values provided by the debug port and 

processes them for detection purposes. In this way the pro-

cessor is not modified and the connection to it can be made 

in an easy and efficient way, while caches do not represent 

any more an obstacle.  

In [10] the debug infrastructure is exploited to get the 

value of the Program Counter of two processors running the 

same application, checking for possible divergences caused 

by faults. The technique explored in [12] further extends this 

idea, and assumes that either time, or hardware redundancy 

is used, and the debug interface allows checking for discrep-

ancies between the two execution replicas. An extension of 

this idea is presented in [11] where the authors evaluate the 

effectiveness and cost of different checks that can be per-

formed on the values stemming from the debug port.  

In [18] and [19] we presented a preliminary version of the 

work described in this paper.  

3 PROPOSED APPROACH 

This paper proposes a method in which: 

 the address and machine code of each executed instruc-

tion is available through the debug port

 these two information items are processed on-the-fly by

a suitable hardware module (called CFC module) aiming

at detecting possible CFEs affecting the processor.

3.1 Basics 

The CFC module can be implemented either as an Infrastruc-

ture IP (if SoCs are considered) or as an additional device (if 

board systems are considered): in the latter case it could also 

be implemented on an FPGA located close to the processor. 

The CFC module implements some checks aimed at detecting 

control-flow errors and triggers an Error signal when it de-

tects any error. The architecture of the resulting system is 

shown in Fig. 1.  

Our method for CFE detection requires that the target 

processor be equipped with a debug port interface available 

for the external CFC module to link with; moreover, we as-

sume the debug port provides a continuous flow of infor-

mation about instructions executed (i.e., completed) by the 

processor, skipping instructions which are fetched, and then 

aborted (due for example to branch effects). This assumption 

is justified by the fact that many of current existing proces-

sors have a trace bus (such as the ones compliant with IEEE-

ISTO 5001-1999 Class 2+). 

In this paper we assume that the CFC module performs 

the following checks: 

1. Check #1: at each clock cycle, the CFC module re-

Fig. 1. Architecture of a system adopting the proposed approach. 
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ceives the address and machine code of the currently 

completed instruction (if any): it checks whether the 

address is correct with respect to the previous in-

struction. In particular, if the previous instruction 

was a branch, the CFC module decoded it and com-

puted the target address T: hence, the address Xi of 

the current instruction i should be equal either to T 

(branch taken) or to Xi-1 + IS (branch not taken), be-

ing Xi-1 the address of the previous instruction, and 

IS the instruction size in bytes. 

2. Check #2: the CFC module continuously compacts

the machine codes of the executed instructions: each

time a branch instruction is executed, a BB ends, and

the module compares the computed signature for the

block with the expected one. The signature is com-

puted by compressing into a single value the ma-

chine codes of the instructions belonging to the BB.

3.2 The CFC Signature Table 

The CFC module supports the executions of both Check #1 

and Check #2. The implementation of a hardware module 

supporting Check #1 requires some proper logic, able to re-

member some proper information about the previous instruc-

tion, as well as to perform the proper comparison between 

the new and expected values of the PC. 

Supporting Check #2 is more complex, since it requires 

some mechanism to store the signatures for each BB, and to 

allow an easy and fast access to the corresponding signature 

each time a given BB ends. 

The solution we propose is based on a table (called CFC 

Signature Table, or CFC-ST) composed of different entries, 

each storing the information about a BB. In particular, each 

CFC-ST entry stores 

 the address of the first instruction in BB(Starting

Address or SA)

 the signature S of the BB.

In order to provide a fast and effective way to access the

table content, the information about the i-th BB is stored in 

the entry k identified by the following expression 

𝑘 = 𝑖 𝑚𝑜𝑑 𝑁𝐶𝐹𝐶−𝑆𝑇

where 𝑁𝐶𝐹𝐶−𝑆𝑇 is the number of entries composing the CFC-

ST. the value of k can be easily computed by taking the n 

least significant bits of the BB starting address, with  

𝑛 = 𝑙𝑜𝑔2𝑁𝐶𝐹𝐶−𝑆𝑇.

Hence, the method requires a preliminary step, analyzing 

the application code and performing the following tasks: 

 identifying the BBs

 computing SA and S for each BB

 storing them in the proper entries of the CFC-ST.

During the application execution, each time the proces-

sor reaches the end of a BB, the k-th entry is accessed and 

the check is performed.  

However, since the size of the CFC-ST is necessarily 

limited, two or more BBs having the same n least significant 

bits may be mapped to the same CFC-ST entry (collision). 

Hence, each access to the CFC-ST must check whether 

the proper BB is stored in the selected entry. If not, the ac-

cess results in a fail, and in this case the method cannot 

provide the information about the BB signature required to 

perform the check.  Fig. 2 reports the pseudo-code of the 

behavior of the CFC module each time the end of a BB is 

reached. 

k = i mod NCFC-ST

if(CFC-ST[k].SA==SA) 

if(CFC-ST[k].S!=S) 

error; 
Fig. 2. Pseudo-code of the CFC module behavior when accessed at 
the end of a BB having starting address SA and for which a signature 
S has been computed during the execution.  

To improve the method, we take inspiration from the ar-

chitecture of set associative caches and propose an enhanced 

architecture for the CFC-ST. 

In particular, we propose to organize its entries into 

𝑀𝐶𝐹𝐶−𝑆𝑇 sets, each composed of m entries, where typical

values for m are 2 or 4.  

The information about the i-th BB can be stored in any 

entry belonging to the j-th set, where  

j = 𝑖 𝑚𝑜𝑑 𝑀𝐶𝐹𝐶−𝑆𝑇

Hence, when the execution reaches the end of a BB, the 

CFC computes the corresponding value j, and accesses to the 

m entries in the j-th set, checking whether any of them 

stores the data about the i-th block. Fig. 3 reports the pseu-

do-code of the behavior of the CFC module each time the 

end of a BB is reached assuming that m=2 and each set 

stores two entries 0 and 1. 

j = i mod MCFC-ST

if(CFC-ST[j][0].SA==SA) 

if(CFC-ST[j][0].S!=S) 

error; 

else if(CFC-ST[j][1].SA==SA) 

if(CFC-ST[j][1].S!=S) 

error; 
Fig. 3. Pseudo-code of the CFC module behavior when accessed at 
the end of a BB having starting address SA and for which a signature 
S has been computed during the execution.  

This solution slightly increases the complexity of the CFC, 

but provides a higher fault coverage capability, once the 

value for 𝑁𝐶𝐹𝐶−𝑆𝑇 is given, as it is experimentally demon-

strated in Section 4. 

3.3 CFC module architecture 

This section presents the CFC module architecture required 

to support the behavior described in the previous sub-

section. The module receives the flow of information coming 

from the debug port, i.e., the value of the PC and IR at 

each clock cycle, as depicted in the developed architecture 

illustrated in Fig. 4. 

Fig. 4. CFC module architecture diagram block. 
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The CFC module consists of the following blocks: 

1. Instruction Decoder (ID) block: this block detects

when a new instruction is being executed and checks

whether the instruction is a branch instruction or

not, in order to identify the beginning and end of a

BB execution.

2. Signature Monitor: it computes the signature of the

executed machine code values by means of a MISR

(Multiple Input Shift Register).

3. CFC-ST: this block stores the signature S and the

starting address SA of different BBs.

4. Control block: it is in charge of managing the CFC

module behavior, enabling and clearing the signature

monitor for each BB, reading the off-line signature

and triggering the error signal when the on-line sig-

nature differs from the pre-computed value. The con-

trol block is also in charge of implementing the

Check #1.

The starting address of each BB corresponds to the ad-

dress of the first instruction executed after the end of the 

previous BB. In the case of the first BB to test, the identifi-

cation can be performed by configuring the CFC module 

with its starting address. The ID block detects the beginning 

and ending of a BB execution and sends this information to 

the Control block. When a new BB is identified, the Control 

block stores the Starting Address and starts the calculation 

of a new signature by clearing and enabling the MISR; 

when the end of that BB is achieved, the Control block ac-

cesses to the CFC-ST to read the expected signature and 

compares both values to detect a possible error. 

3.3 CFC-ST content selection 

When the size of the software running on the processor or 

the critical part of it, in terms of number of BBs, is relative-

ly small, the CFC-ST may be able to store the inromation 

about all or most of the BBs. In this scenario, the method is 

able to achieve high fault coverage with a reasonable hard-

ware overhead. However, even with set associative map ap-

plied in the CFC-ST, collisions may still happen. In general, 

when the number of entries in the CFC-ST NCFC-ST is smaller 

than the number of BBs in the software, some technique for 

selecting the BBs to be stored in the CFC-ST is needed. 

The selection can be based either on a static analysis of 

the application code or on a dynamic analysis based on the 

results of a few execution runs, performed with input stimu-

li which are considered “typical” for the application behavior. 

The following techniques can be adopted in order to op-

timally select the subset of BBs to be stored in the CFC-ST. 

1. Technique #1: BBs are ranked according to their size

(in terms of instructions). The information about the

NCFC-ST top ranked BBs is then stored in the CFC-ST.

The rationale behind this technique is that the

chance for a fault to affect a BB is proportional to its

size.

2. Technique #2: Some execution runs are performed,

applying to the application program inputs some

values, which are representative of its “typical” be-

havior. BBs are ranked according to the number of

times they are executed. The information about the

top ranked BBs is then stored in the CFC-ST.

3. Technique #3: Some execution runs are performed,

applying to the application program inputs some

values, which are representative of its “typical” be-

havior. BBs are ranked according to the number of

times they are executed, times the number of instruc-

tions composing each of them. This ranking combines

the previous two. The information about the top

ranked BBs is then stored in the CFC-ST.

Experimental results reported in Section 4 show that the 

results produced by Technique #3 generally outperform 

those of the two other techniques. 

3.4 The Dyn-CFC method 

When the number of entries in the CFC-ST is significantly 

smaller than the number of BBs to be monitored, the pro-

posed method is hardly able to archieve a high fault cover-

age. To cope with this scenario, we propose an enhanced 

version, where the content of the CFC-ST is not determined 

a priori based on one the techniques described in Section 3.3, 

but changes on-the-fly during the execution of the software 

to be monitored. Hereinafter, we will denote this enhanced 

version of the method as Dynamic CFC (or Dyn-CFC) which 

architecture is illustrated in Fig. 6, while the basic version 

described in Section 3.1 will be referred to as Static-CFC. 

In Dyn-CFC, the CFC-ST is initially empty, and it is filled 

by the module itself during the execution of the application 

with the information about the executed BBs. 

In particular, to enable the on-the-fly update of the CFC-

ST content, a write-port is added to the CFC-ST, as shown 

in Fig. 6. Check #1 works as for Static-CFC. Meanwhile, 

Check #2 is modified so that in case of the currently exe-

cuted BB’s signature can not be found in the CFC-ST (a fail 

event), the signature of the BB from the Signature Monitor, 

together with the SA of the BB, is inserted into the CFC-ST 

for future references. 

When a new BB entry is to be inserted into CFC-ST, 

again a collision may happen. Similarly to what happen for 

the cache replacement algorithm, the Least Recently Used 

(LRU) policy is applied to resolve the collisions when updat-

ing the content of the CFC-ST. 

Fig. 5 reports the pseudo-code of the behavior of the 

Dyn-CFC module each time the end of a BB is reached as-

suming that m=2 and each set stores two entries 0 and 1. 

j = i mod MCFC-ST

if(CFC-ST[j][0].SA==SA) 

if(CFC-ST[j][0].S!=S) 

error; 

else if(CFC-ST[j][1].SA==SA) 

if(CFC-ST[j][1].S!=S) 

error; 

else 

w = Least Recently Used entry in set j; 

CFC-ST[j][w].SA=SA; 

CFC-ST[j][w].S=S; 

Fig. 5. Pseudo-code of the Dyn-CFC module behavior when ac-
cessed at the end of a BB having starting address SA and for which 
a signature S has been computed during the execution. 
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Fig. 6. Dyn-CFC module architecture. 

Differently than for the Static-CFC, the Dyn-CFC method 

does not require a static pre-analysis of the software and the 

CFC-ST can start empty. With the software running, the 

Dyn-CFC module will automatically fill in the CFC-ST. Re-

garding the fault coverage, when compared to the CFC 

module with static CFC-ST, the Dyn-CFC module may initial-

ly miss to detect some faults due to the fact that the CFC-

ST is initially empty. However, the Dyn-CFC method has the 

advantage that it continuously tends to store in the CFC-ST 

the information about the most recently executed BBs, thus 

intrinsically optimizing the usage of the available space. In 

this way it is possible to achieve a high fault coverage even 

when the gap between the number of BBs in the software to 

be monitored and the number of entries in the CFC-ST I 

slarge, as it is proved by the experimental results reported in 

Seciton 4. 

4. EXPERIMENTAL RESULTS

4.1 Experimental setup 

To experimentally evaluate the fault detection capabilities 

of the proposed method we used the miniMIPS [15] and LE-

ON3 [20] processors.  

The miniMIPS’ architecture is based on 32-bit registers 

and addresses, and includes a 5-stages pipeline, accounting 

for about 45k equivalent gates when synthesized (with mul-

tiplier) with the FreePDK45 Generic OpenCell Library from 

NanGate [16].  

The LEON3 processor implements the full SPARC V8 

standard and it is widely used in space applications. The 

LEON3 core has the following main features: 7-stage pipeline 

with Harvard architecture, separate instruction and data 

caches, hardware multiplier and divider, on-chip debug sup-

port and multiprocessor extensions. The register file is divid-

ed in a configurable number of register windows, so that at 

any one instant a program sees 8 global integer registers 

plus a 24-register window. The number of register windows 

is implementation-dependent and can be configured within 

the limit of the SPARC standard (2-32), with a default set-

ting of 8. A basic configuration has been built to perform a 

fault injection campaign. The system configuration includes 

one LEON3 integer unit with 8 register windows, instruction 

and data caches (2 kB each), instruction trace interface, in-

terrupt controller, system bus (AMBA), memory controller 

and general purpose input/output. Using the same synthesis 

design flow and library used for miniMIPS, the size of the 

LEON3 model we used is about 150K equivalent gates. 

The LEON3 model includes a debug interface which per-

fectly fits the requirements of our method, and allows the 

continuous tracing of both the PC and IR registers. 

For miniMIPS, in order to mimic the behavior of a debug 

interface, which is not available in our miniMIPS model, we 

modified its VHDL code so that the address and machine 

code of the instruction which is currently being executed 

(i.e., which is in the EXE stage) are available.  

We then implemented the CFC Module in VHDL, custom-

ized it in two versions to make it suitable for usage with 

each of the two processors and synthesized the two versions 

in the same way as above. Figures about these two imple-

mentations are reported in Section 4.4. 

Moreover, we selected five benchmark applications, whose 

characteristics are reported in Table I: 

1. Bubble implements the Bubble Sort algorithm on a

vector composed of 8 integer elements

2. Matrix computes the multiplication between two 3 by

3 integer matrices

3. Dijkstra implements the Dijkstra shortest path search-

ing algorithm on a weighted graph with 9 nodes

4. RLE implements the Run Length Encoding and De-

coding algorithm on a data set composed of 100 inte-

gers (of two different values)

5. MF implements the Ford-Fulkerson algorithm which

computes the maximum flow in a flow network (of

32 nodes connected with at least 64 random edges).

4.2 Analysis of the fault detection capabilities 

In order to evaluate the detection capabilities of our method 

we adopted the three fault modules originally proposed in 

[3], and then adopted in several other works on CFE detec-

tion, such as [4] and [5]: 

1. Fault Module #1: a randomly chosen branch instruc-

tion is changed into a NOP instruction

2. Fault Module #2: a randomly chosen bit in the PC

value is flipped at a random time

3. Fault Module #3: a randomly chosen bit in the oper-

and of a branch instruction is flipped at a random

time.

We then set up a simulation-based fault injection envi-

ronment based on the ModelSim tool by Mentor Graphics, 

able to inject the above Control Flow oriented faults and to 

observe the results. 

Finally, we performed an extensive fault injection cam-

paign, in which for every experiment and every fault model 

we injected 10,000 faults, observed the results they produced 

and observed the behavior of the system including the CFC 

module, identifying those faults that are detected by the two 

checks it implements. For every benchmark, we repeated 

each experiment 5 times, each with different random input 

TABLE I 
BENCHMARK APPLICATIONS 

Size [#instr] Duration [#cc] BBs [#] 

miniMIPS LEON3 miniMIPS LEON3 miniMIPS LEON3 

Bubble 39 26 710 867 12 19 

Matrix 45 61 1,240 1,500 19 20 

Dijkstra 113 147 4,174 2,888 31 24 

RLE 229 257 8,567 7,699 58 43 

MF 1,082 744 456,560 401,332 253 172 
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values, and made the average of the gathered results (which 

appear to be very stable among the experiments). We under-

line that the number of injected faults is large enough to 

produce stable and representative results for all considered 

benchmarks: we experimentally verified that by increasing 

that number the results (in terms percent of distribution of 

faults among the different categories) do not change. 

Table II reports a first set of results coming from this 

campaign: among the faults we injected, some faults have no 

effect on both the execution flow and the final memory con-

tent, e.g., even though a corrupted instruction affected by 

fault injection is fetched, the processor may abort the in-

struction due to wrong branch prediction before execution. 

Others (i.e. CFEs) change the sequence of executed instruc-

tions. 

Moreover, some of the CFEs also cause errors in memory 

at the end of the program execution: these faults are denot-

ed as Wrong Results. Given the characteristics of the 3 faults 

models we adopted, faults belonging to the Wrong Results 

category necessarily belong to the CFEs category. Results 

change significantly from one benchmark to another and 

from miniMIPS to LEON3: however, we can state that in the 

average, about one half of the faults do cause an error in 

the final results. 

We then computed how many of the CFEs can be detect-

ed by one or the other of the two checks implemented by 

the CFC module. Results reported in Table III refer to the 

ideal case in which the size of the CFC-ST is large enough 

to store the information about all the BBs of the application, 

and these information items are uploaded in the CFC-ST be-

fore starting the execution. These results show that the 

method we propose detects all the CFEs, if the necessary 

information exist in the CFC-ST, no matter the considered 

processor and benchmark. 

 Regarding the latency (i.e., the time between error oc-

currence and detection, measured in clock cycles) for all de-

tected faults, with the two checks implemented for correct-

ness checking at the end of each basic block, in the worst 

case the latency will correspond to the execution time of the 

largest basic block. 

4.2.1 Static-CFC method 

We then evaluated the effects of having a CFC-ST with a 

size lower than the total number of BBs in the considered 

application: hence, it may happen that the signature of some 

BBs is not stored when Check #2 is performed. 

As we discussed in Section 3, if a static CFC-ST is used in 

the design and the size of the CFC-ST is smaller than the 

number of BBs to be monitored, some mechanism needs to 

be used to decide which BB’s information should be stored 

in the CFC-ST. 

We analyzed the fault coverage with decreasing CFC-ST 

size while adopting the three BB ranking techniques (denot-

ed as T1, T2 and T3, respectively) explained in Section 3, 

and reported the results in Table IV for the 3 largest 

benchmarks. For each line, we marked in bold the best re-

sult. 

The reported fault coverage figures first of all demon-

strate that using a CFC-ST with a number of entries relative-

ly lower than the number of BBs, the method we propose 

can still provide reasonable fault coverage. This result also 

matches what was reported in [17] for a similar problem and 

related to a higher number of larger benchmark applications. 

Secondly, they demonstrate that the technique T3 outper-

forms the two others, providing the best result in 20 and 21 

cases out of 24 on miniMIPS and LEON3, respectively. 

TABLE II 
FAULT INJECTION RESULTS 

Fault 
Model 

Injected 
Faults 

CFEs 

(miniMIPS) 

CFEs 

(LEON3) 

Total 
Wrong 

Results 
Total 

Wrong 

Results 

Bubble 

#1 10,000 6,173 4,145 7,306 3,122 

#2 10,000 7,377 4,148 8,078 5,243 

#3 10,000 6,136 2,453 3,623 623 

Matrix 

#1 10,000 9,252 6,079 9,747 5,232 

#2 10,000 8,305 6,908 7,267 5,042 

#3 10,000 9,283 3,421 5,855 4,577 

Dijkstra 

#1 10,000 6,175 3,069 9,161 3,683 

#2 10,000 7,792 3,866 7,863 6,589 

#3 10,000 6,129 4,169 4,197 2,110 

RLE 

#1 10,000 8,235 5,096 7,810 2,346 

#2 10,000 7,954 6,079 7,617 6,792 

#3 10,000 8,160 3,732 3,942 1,173 

MF 

#1 10,000 9,670 9,290 8,757 5,504 

#2 10,000 9,457 7,523 8,337 6,614 

#3 10,000 9,720 5,139 5,719 3,165 

TABLE III 
DETECTION CAPABILITIES (UNLIMITED CFC-ST SIZE) 

Fault 
Model 

miniMIPS LEON3 

Faults Causing 
CFEs & Wrong 
Results 

Detected 

(%) 

Faults Causing 
CFEs & Wrong 
Results 

Detected 

(%) 

Bubble 

#1 4,145 100 3,122 100 

#2 4,148 100 5,243 100 

#3 2,453 100 623 100 

Matrix 

#1 6,079 100 5,232 100 

#2 6,908 100 5,042 100 

#3 3,421 100 4,577 100 

Dijkstra 

#1 3,069 100 3,683 100 

#2 3,866 100 6,589 100 

#3 4,169 100 2,110 100 

RLE 

#1 5,096 100 2,346 100 

#2 6,079 100 6,792 100 

#3 3,732 100 1,173 100 

MF 

#1 9,290 100 5,504 100 

#2 7,523 100 6,614 100 

#3 5,139 100 3,165 100 
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Differences between the results obtained with the two 

processors can mainly be explained by noting that the exact 

time when the PC and IR registers are sampled by the de-

bug interface may affect the fault detection capability. 

Results we gathered with the Static-CFC method show 

that the Fault Coverage, although clearly decreasing with 

the CFC-ST size, does not collapse, but slowly decreases, al-

lowing the designer to trade-off between achieved Fault 

Coverage and hardware cost. Clearly, the method effective-

ness weakens when the size of the program overcomes a 

given threshold, as it happens for the largest among our 

benchmarks. 

4.2.2 Dyn-CFC method 

Even though the Static-CFC method can provide high fault 

coverage with relatively low cost when the number of BBs 

in the application to be monitored is low, when it comes to 

large software running on the processor, the Static-CFC 

method will lose information of most of BBs and fail in 

achieving an acceptable fault coverage. The Dyn-CFC method 

can be used in these cases. 

In our experiments we analyzed the impact of decreasing 

the size of CFC-ST on fault coverage using the Dyn-CFC 

method. We performed the same fault injection campaign 

with the Dyn-CFC module. In this case the CFC-ST is left 

empty at the beginning of each run, and along the execu-

tion of the software it is automatically filled. The fault cov-

erage achieved for miniMIPS and LEON3 processor is report-

ed in Table V for the largest benchmarks. 

As we can see from the figures, the Dyn-CFC method can 

still achieve very high fault coverage, even when the CFC-

ST size is significantly smaller than the number of BBs to be 

monitored. The fault coverage appears to be lower for small-

er benchmarks than for larger ones. The reason for this be-

havior is because the Dyn-CFC method starts with an empty 

CFC-ST, and hence cannot detect some faults in the early 

phases of the application execution, which can be detected 

by the static method. After the CFC-ST is filled up, the dy-

namic method becomes more effective than the static one. 

For large applications the initial drawback is negligible, and 

the advantages of the dynamic method (in terms of ability 

to dynamically store in the CFC-ST the most useful infor-

mation) dominate. In this scenario, the designer need to de-

termine which version and which size of the CFC-ST is most 

suitable for the actual system to achieve optimal results. 

4.4 Hardware Overhead 

Though the method we propose does not require any modi-

fication to the target processor or to the software running 

on it, an external CFC module has to be introduced into the 

system, leading to a certain level of hardware overhead. 

To evaluate it quantitatively we implemented in VHDL the 

CFC module, then created two versions customized for the 

miniMIPS and the LEON3 processor, and finally synthesized 

them using the same OpenCell library. Thecost (excluding 

the CFC-ST, which is implemented as a memory) amounts in 

about 800 and 2300 equivalent gates, corresponding to less 

than 2% and 1.4% of the total hardware size of the mini-

MIPS and LEON3 processor, respectively. 

5. CONCLUSIONS

This paper describes a method to detect Control Flow Errors 

TABLE V 
DETECTION CAPABILITIES WITH DYN-CFC MODULE 

CFC-ST 
Size 

Fault 
Model 

miniMIPS LEON3 

Detected (%) Detected (%) 

Dijkstra 16 

#1 86.02 93.76 

#2 98.89 99.94 

#3 98.22 95.36 

RLE 

32 

#1 96.29 97.53 

#2 98.83 100.00 

#3 98.04 99.66 

16 

#1 92.50 89.60 

#2 81.74 100.00 

#3 89.34 95.82 

MF 

128 

#1 99.78 99.92 

#2 99.70 99.98 

#3 99.32 99.96 

64 

#1 99.49 99.49 

#2 99.36 99.98 

#3 98.74 99.76 

32 

#1 98.41 98.97 

#2 97.64 99.98 

#3 97.14 99.39 

16 

#1 96.26 97.89 

#2 94.96 99.98 

#3 93.54 98.14 

TABLE IV 
FAULT COVERAGE WITH A SMALLER CFC-ST – STATIC CFC 

CFC-
ST 

Size 

Fault 
Model 

Detected (miniMIPS) Detected(LEON3) 

T1 T2 T3 T1 T2 T3 

% % % % % % 

Dijkstra 

16 

#1 89.35 98.11 98.11 97.80 94.46 99.24 

#2 91.33 96.61 96.43 99.94 99.94 99.94 

#3 83.71 98.22 98.22 98.48 98.53 98.53 

8 

#1 71.91 75.86 88.95 43.36 77.36 71.63 

#2 63.32 79.51 88.57 99.94 99.94 99.94 

#3 63.49 87.57 89.66 83.84 95.36 91.85 

RLE 

32 

#1 85.69 98.00 98.00 71.44 99.66 99.66 

#2 92.45 96.46 97.07 100 100 100 

#3 88.83 96.60 96.60 90.20 99.06 99.06 

16 

#1 81.30 77.53 89.60 46.80 58.65 62.66 

#2 61.23 69.11 85.08 100 100 100 

#3 83.31 60.26 84.38 83.80 91.82 88.92 

MF 

128 

#1 99.09 99.89 99.93 97.52 99.80 99.83 

#2 69.03 99.74 99.75 99.93 99.98 99.98 

#3 39.97 99.65 99.82 87.48 99.80 99.98 

64 

#1 97.96 98.73 99.22 87.97 98.77 98.92 

#2 60.45 97.69 98.10 99.93 99.98 99.98 

#3 24.91 95.74 96.69 80.36 99.12 99.32 

32 

#1 96.54 96.43 96.51 43.42 98.23 98.23 

#2 53.70 93.45 94.66 99.90 99.98 99.98 

#3 21.29 90.19 91.17 67.58 98.83 98.91 

16 

#1 95.94 95.47 95.34 42.85 93.59 93.87 

#2 52.73 89.15 89.96 99.90 99.98 99.98 

#3 7.90 86.32 85.02 67.22 95.08 95.24 
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in a processor-based system exploiting the debug features 

existing in some processors. The information which can be 

extracted on the fly from the processor using the debug in-

terface are managed by an external module which is able to 

perform a few checks and to guarantee a high Fault Cover-

age with respect to CFEs. 

The method does not require any change either in the 

processor hardware or in the application software: it only 

involves adding outside the processor an application-

independent module which monitors the output of the de-

bug port, and compares it with the expected values, which 

must be statically computed at compile time, or when the 

machine code is available. No performance penalty is in-

volved. A major advantage of the proposed method with re-

spect to previous ones lies in its ability to work even with 

processors equipped with caches. 

We also proposed some advanced techniques for selecting 

the BBs whose information are most suitable to be stored in 

the external module, as well as a smart organization of the 

memory in the module, so that a significant Fault Coverage 

can be achieved even when the memory is not large enough 

to store the information about all the BBs in the code. Fur-

thermore, to avoid the CFC-ST inside the module becomes 

unmanageable in the circumstance that the size of the appli-

cation to be monitored is too large, we proposed the Dyn-

CFC method, which requires no pre-analysis of the software, 

and is able to maintain high fault coverage while the size of 

the CFC-ST is significantly smaller than the software run-

ning on the processor. 

Experimental results gathered by performing extensive 

fault injection campaigns on the miniMIPS and LEON3 pro-

cessors show that the method detects a high percentage of 

the faults causing Control Flow Errors. Although the result-

ing figures are sometimes slightly lower than the ones 

achieved by other methods, it should be taken into account 

that this result comes at practically no cost in terms of 

hardware or performance overhead. Experimental results also 

demonstrate that the hardware overhead of the proposed 

external module is very limited. 

As a conclusion, the method we propose (that can be 

complemented by other methods to address data faults, too) 

provides high fault detection capabilities at low cost, and its 

adoption is characterized by minimal intrusiveness and easy 

integration into existing design flows. 
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