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Abstract

Wireless communication is a transformative technology that has changed the way we
work, communicate and enjoy our free time. The number of connected devices is expected
to increase to 29.4 billion by 2030. As a result, there is a demand for higher data rates,
lower delays and constant connectivity of wireless devices. These demands have driven
the networking community to seek new technologies as these requirements are beyond the
capabilities of current networks. Communication at higher frequencies, beyond 10 GHz
where most of current communications systems operate, could be the game changing
technology for the next generation of networks. At millimeter-wave frequencies, 30-300
GHz, the available spectrum is larger than all spectrum currently allocated to cellular and
wireless area networks (WLAN). The unlicensed spectrum at 60 GHz alone can offer 10
to 100 times more spectrum than it is available in current unlicensed WLANs. The larger
bandwidth allocations allow for increased datarates. These multi-gigabit per second rates
and milisecond latencies are now achievable thanks to new directional high gain antennas
and cost-effective CMOS technology that can operate at mm-wave frequencies.

However, with the use of this new technology new challenges arise. For example, since
the communication is directional in mm-wave, the best direction to communicate needs
to be decided, and updated in mobility scenarios. Aside from the technical deployment
challenges at this frequency, another challenge is how to provide increased capabilities
for the network such as localization and passive localization. The specific characteristic
of propagation at mm-wave frequencies such as the quasi optical patterns, the dense
deployments and the multi path diversity warrant designs of localization schemes aimed
at exploiting these characteristic. Finally, stepping away from conventional network
design, the future generation of networks can be enhanced by Machine Learning. Machine
Learning has shown to be a powerful tool in many domains and has increased the
autonomy of chatbots and self-driving cars. As we go further in frequency, ML can help
design the different layers of the future communication networks to embrace the hardware
imperfections, that are more relevant at higher frequencies, and to serve applications in
the optimum way in different environments.

The thesis is divided into two parts, first we study the challenges in the optimization
and features of conventional mm-wave networks, and second, we consider a new way
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of designing mm-wave communications using Machine Learning. In the first part, we
study the challenge of scaling mm-wave networks to dense deployments, and secondly
we increase the capabilities of mm-wave networks by proposing a passive localization
mechanism that is standard compliant. Currently the beam training mechanisms deployed
to establish a directional link result in a large overhead in communications and this
prohibits dense deployments. This is specially due to station beam training. While the
APs can beam train with multiple stations simultaneously, the stations have to train one
at a time. This overhead is even larger in mobile deployments where the devices require
constant re-training to maintain communication. To overcome this overhead and allow
dense deployments we propose a low-overhead beam training mechanism, SPIDER, that
eliminates the station beam training overhead entirely. To this end, stations carry out
phase-coherent measurements by switching through multiple receive beam patterns on a
time-scale of tens of nanoseconds when receiving a packet preamble to calculate the AoA
to the AP and select the best beam pattern for communication. Our results show that
our algorithm achieves highly accurate angle estimation used to drive the beam steering
decisions and that it reduces the overhead by an order of magnitude compared to IEEE
802.11ad beam training.

The second work presented in the first part of this thesis is regarding the use of
the network as a sensor in mm-wave frequencies. Joint communication and sensing
approaches would allow for an extremely distributed cost-effective sensor network. At
higher frequencies, due to the larger bandwidth, the theoretical precision of localization
information is higher than at lower frequencies. However, localization algorithms for
mm-wave frequencies can not directly build from the lower frequency ones. At lower
frequencies, these algorithms leverage information from multiple antennas with separated
RF chains, while in mm-wave phased antenna arrays are usually connected to a single
RF chain, so the phase information per antenna can not be obtained. However, several
properties of mm-wave communications have implications in the design of localization
systems. The high path loss attenuation due to the high frequency implies that the
line of sight paths (LOS) can be distinguished from the NLOS paths. Additionally,
reflections on surfaces have limited scattering. These properties generate channels with
sparse multi paths, for which geometrical propagation assumptions become appropriate.
Additionally, the need for directional communication due to the high path loss results in
the need for mechanisms that enable beam selection, which are the focus of the earlier
works. Such beam training mechanisms become relevant for localization in mm-wave
frequencies. Since during the beam training the environment is scanned using beam
patterns in different directions, these information can be used to detect and track moving
reflections. We present POLAR, the first passive mm-wave localization algorithm for
mm-wave commercial devices with zero overhead. We use commercial APs whereas the
station design is based on a full-bandwidth 802.11ad compatible FPGA-based platform
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with a phased antenna array. The stations exploit the preamble of the beam training
packets of the APs to obtain channel state information measurements for all antenna
patterns. With this, we determine distance and angle information for the different multi-
path components in the environment to passively localize a mobile object. We evaluate
our system with multiple APs and a moving robot with a metallic surface. Our results
show that is is possible to obtain 6.5cm mean error accuracy and sub-meter accuracy in
100% of the cases performing joint localization and sensing in a mm-wave testbed.

In the second part of this thesis, we study a new way to design communications with
the concept of AI-native air-interface framework in mm-wave. In this area of research,
some works have proposed to learn to communicate using an end-to-end communication
approach using deep learning (DL). However, a channel model is needed in order to train
these models, and analytical channels were shown to produce a reduced performance in
experimental scenarios. In order to extend this to real channels, model-free approaches
have been presented in which the model can be learned implicitly from data. Building
on this works to obtain an explicit channel model would also allow for transfer learning
to speed up the training on time-variant channels. In this thesis, we present a neural
network architecture based on Mixture Density Networks to explicitly learn the channel
model for end-to-end communications for SISO and MIMO systems. Our results show
that it is possible to learn complex stochastic channel models from data with differentiable
methods that are compatible with the training of the autoencoder structure. These end-to-
end learning methods will become increasingly important in future generations of wireless
networks, where the system complexity will increase due to a higher number of antennas,
higher frequencies, wider bandwidths, and more complex hardware, making ML-based
physical layer design highly appealing.

Second, we study the scaling propeties of end-to-end ML models for large-scale MIMO
systems. We conclude that the bottleneck that prevents the scaling of such networks, in
the state-of-the-art architectures, is due to the input and output representations. Large
MIMO systems constitute highly demanding scenarios in which training would require
unmanageable memory resources. We study typical approaches available in DL to reduce
the memory allocation and show that a bit-wise architecture for MIMO allows to reduce
the memory allocation by several orders of magnitude. Our results show that with the
bit-wise architecture it is possible to extend the end-to-end approaches to large systems of
antennas. This study is an important first step towards developing practical end-to-end
learning algorithms for large scale MIMO systems.

So far, end-to-end systems have only been applied in a per symbol manner as training
these systems for blocks of symbols is complex as it introduces implicit channel coding.
Optimizing the receiver only would allow to reduce the complexity and train in blocks of
symbols while helping to deal with imperfections and other non-linearities without having
to explicitly correct them. We explore the gains that can be achieved by using an ML
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based design on the receiver of single carrier mm-wave systems for frequency selective
channels, where due to the multi-path and the resulting inter symbol interference block
wise treatment is required. Our results show that it is possible to outperform baseline
typical receivers in static scenarios.

In summary, mm-wave technologies will open the door to the next generation of
applications, however, new challenges need to be tackled. We provide new solutions
to enable scalable deployments and show that the beam training station overhead can be
completely eliminated. We introduce the feature of passive localization and sensing for
mm-wave frequencies, and show the high accuracy achievable in an experimental FPGA
based testbed. Finally, explore new ways of designing the physical layer to reduce the
effect of hardware imperfections in mm-wave and show gains compared to state-of-the-art
receivers.
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1 Introduction

1.1. Introduction

In the last decade, we have seen a fast-evolving technology rollout and adoption.
Some examples are high-resolution streaming using multimedia platforms, remote fitness
devices which have become as standard as watches, industry 4.0, and the thriving of
the autonomous driving industry starting with companies such as Tesla. In the advent
of this rapidly changing environment of applications and the rapid increase of data
use, networks need to adapt to the growing demand and applications’ needs, as the
requirements for bandwidth, latency, and infrastructures of these services are beyond the
current capabilities current WiFi standards. For example, for an autonomous driving
application high bandwidth sensor data from the vehicle needs to be offloaded to road
side base stations in a short contact time due to the high mobility [10].

As these requirements scale further with new applications, discussion about what the
next generation of networks will need to achieve, beyond 5G, have started [11, 12]. By
2030, beyond the applications described above, new capabilities are being envisioned.
An emerging application is the fusion of digital and real worlds, denoted as twin-worlds
[13, 14]. Twin worlds go further than augmented reality and virtual reality, by providing
interactions between our world and the virtual world. For example, interaction from the
virtual world to the real world can be through holographic displays [14]. These would
allow remote interactive telepresence, permitting to project participants into a room, or
technicians to troubleshoot remotely using holographic twin renderings of machines in
hard-to-reach locations [14]. In the other direction, we could interact with the virtual
world by providing information, for example with autonomous driving by sharing the
sensor information or manipulating the holographic displays. These applications would
have short delay requirements and critical applications, such as the self-driving car, do
not tolerate losses.

As described in [13], new emerging technologies would need to be developed to achieve
the greatest experience across the physical and digital worlds and these technologies

1



2 Introduction

will require new connectivity solutions. For example, new sensing technologies would
need to be created to operate the digital world from the physical world, e.g. tactile
networking applications [15]. Also, the computing requirements for these applications will
scale quickly and solutions such as edge cloud, distributed computing, and new storage
data systems would need to be put in place.

1.2. Motivation

In order to provide connectivity and synchronization for these emerging applications,
the works in [11, 13,14, 16] list six key technologies that would be needed: new spectrum
technologies to increase the data rates and latencies, AI/ML air-interface to adapt to
hardware impediments and to new applications, the use of the network as a sensor to
provide location services to applications, RAN-Core convergence to evolve the architecture
to cope with new applications, extreme connectivity, and increased security to share more
information in a federated way. This thesis attempts to provide solutions for the first
three. Where the focus is on creating mm-wave networks that have, at the same time,
higher performance and flexibility using Machine Learning (ML) as a tool, and increased
capabilities e.g. passive and active localization.

New spectrum technologies Due to the congestion in the allocation of
spectrum at lower frequencies below 10 GHz [17], the spectrum will need to be
expanded to higher bands where the available bandwidth is larger and the delays can
be reduced. The unlicensed spectrum at 60 GHz in the millimeter-wave (mm-wave)
band alone offers a ten-fold increase compared to the unlicensed spectrum available
below 6 GHz, where most of the current Wireless local area networks (WLANs) are
operated (i.e. at 900 MHz, 2.4 GHz, 5 GHz).

60 GHz is an excellent study area to develop a prototype for the next generation of
networks. Firstly, the mm-wave spectrum ranges between 30 GHz and 300 GHz and
it is currently used for military, backhaul, and radar, but in contrast to the lower
frequencies it has much of the spectrum available [17]. The unlicensed spectrum
at 60 GHz is available throughout the world, following the ITU recommendations
of having the 57 to 66 GHz frequencies for the unlicensed spectrum. As in
previous decades, where harmonized global allocations of unlicensed spectrum
allowed technology to evolve as manufacturers could focus on global markets, the
unlicensed spectrum at 60 GHz has already started to see this impulse. The
implementation challenges and propagation characteristics of these bands have been
the focus of a large number of research studies in the past years. As well, the
advancements on complementary metal oxide semiconductors (CMOS) and silicon
germanium (SiGe) technology have made operation at mm-wave cost-effective. The
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802.11ad standard [18] and the 802.11ay standard [19] are available which facilitate
the adoption and creation of consumer devices. As a result, there are already
available consumer devices at 60 GHz [20, 21]. Finally, the study of the 60 GHz
WLAN and cellular will support and inform the next generation of mm-wave and
terahertz systems.

However, with the use of mm-wave frequencies there come new challenges. Since
the path loss at these higher frequencies is higher, communication needs to be
directional. This can be achieved by integrating a larger number of antenna elements
into a phased antenna array, enabling beamforming. To establish a directional link
the mm-wave networks need to do beam sweeping to determine the direction with
larger power strength. In order to scale such beam sweeping algorithms to large
networks, there will also be the need to design new scheduling and beam training
algorithms to enable applications at scale.

Network as a sensor New opportunities arise at higher frequencies; the
networks can be designed to act as sensors using simultaneous communications and
sensing strategies [16]. The applications could be supplemented by new sensors,
such as cameras e.g. in VR environments. While this is a feasible solution, in
the interest of cost and complexity it is more promising to have a single system
for both communication and localization. In contrast to cameras, measurements
from the network allow extracting location information by measuring the delay time
and the Angle of Arrival (AoA) of the path and possibly velocity information by
measuring the Doppler shift. At lower frequencies, joint communications and sensing
approaches [22–25] are already used to track movement in indoor locations such as
malls, or to classify activities. System such as [22, 23] achieve ∼ 40-35 cm location
error. At the higher frequencies, mm-wave and THz bands, the potential for high
precision sensing is larger due to the larger bandwidths. Some situations that could
benefit from this decrease in latency and increase in accuracy are manufacturing
environments, in which ∼ 40 cm is not enough precision to accurately handle tools.
Another example would be to create high-accuracy maps of the surroundings to
produce digital-twin worlds in near real time. For example, we could envision a map
of the environment being created as we move inside a building. Joint communication
and sensing technology has been largely developed for radar in the field of vehicular
communications [26–29], and this is an important step as some of the infrastructure
already in place has transmit/receive capabilities [16]. However, the field of joint
communication and sensing for point-to-point communications at higher frequencies
has just started to develop in the last few years [30–32]. The characteristic properties
of propagation at the mm-wave, such as the directionality of communications, the
need for dense deployments due to the high path loss and the limited scattering have
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important implications in localization. New active and passive localization schemes
designs will need to exploit these characteristics.

AI-native air-interface framework In networking, ML has been widely
applied at higher layers of the stack, for example for resource allocation
optimization, reduction of complexity of algorithms, and traffic prediction [33]. In
contrast, going further than the use of ML in 5G networks, a new area of research
is being developed to use ML to build and design parts of the physical and MAC
layer in a way that is application dependent. This has been denoted an AI-Native
Air Interface (AI-AI) [11]. The motivation behind it is that as the communication
environments become more complex and the hardware imperfections become harder
to model, due to the radio hardware scaling to higher and higher data rates and
frequencies, the AI-AI could learn to take into account these constraints and serve
applications in the most efficient way. Some of the possible benefits of such AI-AI
would be: i) to have non-restrictive bespoke waveforms such as OFDM to optimally
adapt to the transmitter limitations and to learn new modulation schemes and
codes to optimize the performance in a given environment and application. ii)
Secondly, the transmitters would not need heuristic parameter settings and costly
calibrations, as the network would learn to adapt the communication specifically for
that hardware. iii) Finally, the AI-AI would reduce the need for standardization,
reducing the time of deployment.

1.3. Challenges and the main goal of the thesis

New network technologies are needed to provide the capabilities for the next generation
of applications. In this thesis, we focus on the use of mm-wave frequencies, specifically 60
GHz, as a prototype of new spectrum technology and we address two sets of challenges
which compose the two parts of this thesis.

1.3.1. Optimization and features of conventional mm-wave networks
related challenges

Scalability limit of static and mobile mm-wave networks A key challenge that
limits the applicability of mm-wave networks to large deployments is the overhead of beam
training mechanisms. mm-wave communications use analog beamforming techniques,
which steer the signal energy in a desired direction, to overcome the high path-loss at
such frequencies. The set of directional beam patterns, covering different directions, form
a codebook. To determine which beam pattern inside the codebook is selected, mm-wave
standards such as IEEE 802.11ad specify beam training mechanisms for both access points
as well as client stations. However, the overhead of the beam training limits scalability.
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While an Access Point (AP) can beam train with multiple stations simultaneously (the
beam training messages are received by all stations), the stations have to train one at a
time since the APs have a single RF chain and cannot concurrently receive from multiple
stations. The beam training overhead thus scales with the number of APs and stations in
the network. Therefore, in a large deployment with many stations, where due to mobility
of blockage the stations potentially need to beam train with several APs, the station beam
training overhead is critical for scalability. This is especially important if mobile devices
that require constant re-training are to be supported.

Therefore, one of the goals of these thesis is first, to quantify the current scalability
issues of the proposed standards. And second, to develop improved beam training
algorithms that allow to scale the networks to larger deployments and mobile scenarios.

Passive tracking at mm-wave frequencies. Tracking actively and passively has
been largely studied for lower frequencies. Lower frequency tracking algorithms achieve
high accuracy due to the rich multi-path environment and strong reflections. The classical
multi-resolution algorithms such as MUSIC and ESPIRIT rely on MIMO systems with
one RF chain per antenna, to obtain per antenna information, to estimate the CSI. Also,
these systems rely on OFDM to obtain Time of Arrival (ToA) information to refine the
measurement over many subcarriers.

For mm-wave systems, there exists recent research on active location systems [30–32].
These works aim to localize users to achieve better beam training and predict handovers.
There, the goal is to estimate the dominant main path but not the multi-paths, which
would give information about the environment. Little work has been done, however, on
passive localization and sensing at mm-wave frequencies which would open the door to a
high accuracy and highly distributed sensing network. Initial works have showcased the
capabilities of these technologies with horn antennas [34,35], but these require mechanical
steering to focus the energy in one direction and do not suffer from sidelobes. Other
works, [34,35], use RSS information and not more sophisticated channel information that
would allow to obtain more information about the environment. It is a challenge to obtain
this information as the techniques from lower frequencies are not valid. mm-wave systems
use a phased array connected to a single RF chain, which makes channel estimation
significantly harder and classical algorithms not useful as the per antenna information is
not directly available. Also, current mm-wave systems are single carrier and cannot use
OFDM-based ToA refinement. Additionally, reusing existing mm-wave communication
links for passive object localization is significantly more challenging than radar-based
approaches due to the sparsity of the millimeter-wave multi-path environment and the
weakness of the reflected paths compared to the line-of-sight path. Therefore, the
problem of passive tracking in mm-wave is one of the goals of this thesis as achieving
joint communication and sensing at mm-wave frequencies would enable an extremely
distributed sensing network at a low cost, since the infrastructure is already in place for
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communications. In particular, this thesis is concerned with providing new algorithms
that exploit the nature of the mm-wave sparse multi-path and beam forming capabilities
to provide the joint communication and sensing capability. Additionally, we evaluate the
accuracy that such algorithms can achieve in real platforms.

Testbeds. There is active commercial deployment of devices in the 60 GHz carrier
frequency, [20, 21]. However, the number of available devices is small and the software
they run is proprietary, not allowing for physical and MAC layer modifications and
customizations that are essential for experimentation when using the network as a sensor.
For example, the Mikrotik routers, [20], implement the 802.11ad standard, and although
there have been efforts to hack these devices, they do not allow changes to the beam
training mechanism or fast beam pattern changes. This reality makes the challenge of
experimentation at 60 GHz apparent. There exist custom experimentation platforms
such as [36–38] but some of them do not meet the bandwidth requirements for the
standard and all of them suffer from high complexity and cost. Aside from the challenge
of accessing such platforms, stepping away from simulated scenarios and working with real
hardware and environments presents an even larger challenge, as this requires prototyping
the algorithms to higher levels of technology readiness by adding blocks such as packet
detection and synchronization. Additionally, although platforms such as [39] present ideal
capabilities for experimentation at 60 GHz due to giga-sample rate capability, access to
physical layer data, and reconfigurability, they present hardware imperfections such as
non-linearities in linear amplifiers, IQ imbalances, and other impediments, that even if
accounted for and calibrated, can result in residual imperfections.

One of the main goals of this thesis is to showcase the validity of the proposed
algorithms on real platforms. This increases the readiness level of the developed research
and allows for the experimental evaluation of the accuracy and overhead of the algorithms
in real scenarios.

1.3.2. AI/ML air-interface challenges

The concept of using ML to design the physical layer was introduced recently in
2017 [40]. Since then, the idea to overcome imperfections and adapt to applications using
ML for the physical layer has gained interest in the research community. This can be
observed from the recent publications on this topic [41–46]. The area of AI-AI is still in
its early development stages and most of the presented works focus on first-principles:
mathematical foundation and low-level experimentation [40, 43, 44, 46, 47]. Some more
recent works are progressing from exploratory principles to practical use [45,48]. However,
there are still many challenges to be addressed both in the lower stages and in higher
levels of technology readiness to bring AI-AI to deployment. In this thesis, we focus on
the most immediate challenges to test current networks on real testbeds: learning real
channels from data in an explicit, differentiable manner and the scalability of current
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architectures to higher-order modulations and a higher number of antennas.
Explicit differentiable channel modeling The first proposal of learning end-to-end

communication systems using Deep Learning (DL) was presented in [40]. In this work,
the authors propose to use an autoencoder network to learn the transmitter/receiver
(modulation and demapping) for a specific channel. The autoencoder is trained using
the Stochastic Gradient Descent (SGD) method to optimize the loss function and needs
of a differentiable channel model. When a function is designed and used as a channel
model we denote this network as model-aware, e.g using an Additive White Gaussian
Noise (AWGN) channel or simple models for phase offset and Carrier Frequency Offset
(CFO) [42]. However, as the channel models become more complex due to interference,
hardware imperfections or quantization effects, building analytical functions becomes
more burdensome and these functions may not be differentiable, restricting the use of
the backpropagation algorithm. Due to this limitation, model-free approaches have been
proposed. A model-free approach does not need an explicit model but can implicitly learn
the end-to-end link including channel characteristics and non-linearities of the system
directly from the training data. Although some approaches exist, [49], the downside
of these is that no explicit channel model is obtained. One of the benefits of learning
an explicit channel model is that it enables transfer learning to speed up the training on
time-variant channels using the knowledge from previous training. This makes the system
more robust to environmental changes as training the model on a per-packet basis is not
realistic (for mm-wave a typical packet can last ∼ ms and retraining a model to produce
a new encoder/decoder is in the second’s scale).

For these reasons, one of the goals of this thesis is to explore ML architectures to
learn explicit stochastic channel models for model-free approaches, for both single-input
single-output (SISO) and multi-input multi-output (MIMO) systems. These will allow
increasing the practicality of end-to-end approaches for the design of the physical layer
in high-frequency communications.

Scalability to MIMO systems. Due to the small lifetime of AI-AI, ML algorithms
for end-to-end communication have mostly been evaluated to learn SISO communications
and low modulation orders. Whereas current wireless standards use MIMO and high-order
modulation schemes to increase capacity. The memory requirements of current end-to-
end ML algorithms for wireless communications increase exponentially with the number of
antennas and thus they cannot be used for advanced physical layers and massive MIMO.

For this reason, one of the goals of this thesis is to study the requirements of end-to-end
ML models for large-scale MIMO systems, determine the bottlenecks of the architecture,
and design different solutions that reduce overhead and allow training higher MIMO and
modulation orders.

Extension to frequency selective channels. So far we have discussed the
challenges of designing and training in practical scenarios end-to-end approaches. The
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end-to-end architectures proposed in the literature showcase proofs of concept of what
could be achieved with the use of ML for the physical layer. Currently, these architectures
only consider a single time instant (they are symbol-wise), so they would not perform well
in multi-path environments. Although they could be extended to blocks of symbols, with a
resulting increase in complexity, this would result in the autoencoder learning an implicit
channel coding. Considering a receiver only architecture allows to evaluate what gains
can be achieved from the receiver side in uncoded and coded data without the effect of
the code learned by the transmitter, and to explore where these gains are being achieved
on the receiver to further understand the use of ML for the physical layer. Another
reason to consider the receiver only design is that this could simplify online training, as it
could be trained with known sequences, while end-to-end approaches would need actual
feedback due to the change in encoder over training. For these reasons, some works
have focused on using ML for receiver only designs. However, so far, only sub 6 GHz
Orthogonal Frequency-Division Multiplexing (OFDM) systems have been studied, and
OFDM systems have been discouraged at for future high-frequency systems [50,51]. This
is due to the high peak-to-average power ratio (PAPR) in OFDM, which increases the
requirements for AP backoff meaning that a more power-hungry Power Amplifier (PA)
would be needed to maintain the same communications range [17]. Further, these systems
have strong spectral leakage, and strict synchronization procedures, and are more sensitive
to CFO. In addition, at high frequencies, the channels present a sparse multi-path
environment, and therefore Single Carrier (SC) systems perform well and have a less
complex implementation. For these reasons, one of the challenges of this thesis is to
study the performance of receiver ML designs for the next generation of SC systems.

1.4. Contributions of the thesis

In particular, this thesis makes the following main contributions:
Low-overhead beam-training mechanism As mentioned above, beam training is

a requirement of mm-wave communications in order to overcome high path loss. However,
current mechanisms limit the scalability as the density of the networks increases due to the
resulting overhead. In this thesis, the Scalable Phase-Coherent Beam-TraI ning for Dense
MillimetER-wave Networks (SPIDER) algorithm is introduced, a low-overhead beam-
training mechanism that eliminates station beam training overhead entirely. As a result,
the overhead of beam training scales only with the number of APs and the network remains
efficient even for high node densities. This is achieved by using the properties of the AP
Sector Level Sweep (SLS) mechanism. Stations carry out phase-coherent measurements by
switching through multiple receive beam patterns on a time-scale of tens of nanoseconds
when receiving a packet preamble during the APs’ SLS. The algorithm solves a joint
optimization problem over the received signals of the different beam patterns using a
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greedy algorithm to extract angle information. The minimum mean square error (MMSE)
problem is transformed into a two-step problem over the ToA and AoA. Based on the
estimated AoA the station determines which of its beam patterns to use for transmission.
Additionally, using phase-coherent beam pattern measurements allows for more accurate
angle estimation. The proposed algorithm makes use of the phase-coherent measurements
to estimate the full-multipath channel. So although this is not the principal contribution
of this work, the algorithm also allows sensing the environment.

Experimental validation of low-overhead beam-training mechanism SPIDER
is tested on a custom mm-wave experimentation platform with off-the-shelf APs to
evaluate its performance on different static and mobile scenarios. Also, state-of-the-
art (SOTA) algorithms are implemented and tested experimentally against SPIDER.

Passive localization algorithm for 802.11ad This thesis presents POLAR, the
first passive mm-wave location algorithm for IEEE 802.11ad devices with zero overhead,
that neither requires modifications to the beam training procedure nor the frame
structure. The proposed algorithm uses the properties of the beam training mechanism,
intrinsic to mm-wave, to obtain Channel State Information (CSI) measurements under
various beam patterns. The differences in amplitude due to the effect of the different
beam patterns allow to estimate the Angle of Departure (AoD) and to obtain a distance
estimation. Then, mobile reflections are discriminated from static ones using a correlation
measure based on the trapezoidal approximation over the Channel Impulse Responses
(CIRs). This results in a passive tracking algorithm that can be applied as often as the
SLS (every ∼ 1m) at zero cost. The scope of this algorithm goes beyond 802.11ad as
beam training is basic to any directional communication and similar algorithms can be
developed for future standards.

Experimental validation of passive localization algorithm for 802.11ad This
thesis presents the results of carrying out real-time indoor experiments to validate
the performance of the proposed passive localization algorithms using a full-bandwidth
receiver with standard-compliant 802.11ad frames on a large FPGA-platform connected
to a phased antenna array. This experimental validation provides the first accuracy
evaluation of passive location algorithms for 802.11ad.

Explicit channel model for end-to-end communications for SISO and
MIMO This thesis presents a novel neural network architecture that provides an explicit
stochastic model for both SISO channels, by learning the parameters of a Gaussian
mixture distribution from real channel samples. The extension to MIMO is achieved
by defining a new neural network to estimate the parameters of a mixture of multivariate
Gaussian distributions. These networks are denoted as the Gaussian Mixture Channel
(GM-Channel) network and Gaussian Mixture MIMO Channel (GMM-Channel) network.
To the best of the authors’ knowledge, model-free solutions have not been explored
for MIMO systems, where the gains of end-to-end learning may be larger due to the
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complexity involved in such systems. A proof of the convergence of the neural network
output to the real channel distribution is provided since its loss function is convex with a
minimum value equal to the distribution’s entropy when the output distribution equals the
target. These approaches allow us to learn the channel model from data while remaining
differentiable when it is introduced in the autoencoder structure since it remains in the
form of a neural network.

Experimental validation of explicit channel approximation In this thesis, the
proposed GM and GMM networks are validated experimentally using an FPGA-based
platform for SISO [52] and MIMO systems [53], which integrate 60 GHz front-ends with
phased antenna arrays and are able to send/receive signals covering 2 GHz of bandwidth.

Scalability analysis and reduction of memory consumption for high order
autoencoders In this thesis, a thorough analysis of the GPU memory consumption
of end-to-end MIMO architectures is carried out, depending on the system’s size and
modulation order using SOTA methods to estimate the memory of neural network
architectures. Due to the memory allocation being larger than just the storage of the
parameters of the network, the forward and backward propagation must be taken into
account. Current architecture scaling issues are presented, as the memory consumption
grows exponentially with the modulation order and the number of antennas. Different
SOTA ML techniques are evaluated to reduce the memory consumption and it is shown
that a bit-wise autoencoder (BAE) architecture vastly reduces the memory consumption
for large MIMO systems.

ML-enhanced receiver architecture for SC mm-wave systems In this thesis,
we propose a novel ML-enhanced receiver pipeline for frequency selective channels for
future high-frequency systems. This pipeline embraces both the hardware imperfections
and the channel variability. The network takes the received signal over a data block and
the channel estimation and outputs the log-likelihood-ratio (LLR) of the transmitted bits.
The ML-enhanced receiver has two trainable sub-blocks: improved channel estimation
and demapping; and it jointly optimized improved channel estimation, equalization, and
demapping to minimize a function of the bit error rate (BER). The information from
Guard Interval (GI) fields is introduced in the network, inside the improved channel
estimation sub-block, to augment the capacity of the network to interpolate the channel
in time. This information is available in SC systems to keep the complexity of the Fast
Forier Transform (FFT) low and to perform frequency domain equalization. The receiver
pipeline outperforms typical receivers with perfect channel knowledge. For short channels,
the performance is closer to Maximum Likelihood Sequence Estimator (MLSE) which is
the optimum, while maintaining the complexity of the MMSE, in simulation for short
channels.

Experimental validation of ML-enhanced receivers in 60 GHz testbed We
evaluate the implementation of our receiver design with an FPGA-based transmitter



1.5 Outline of the thesis 11

IEEE 802.11ad background

Introduction

2

1

PART I: Optimization and features of conventional mm-wave networks

PART II: A new way of designing mm-wave communications

3

5

7

6

Scalable beam training for dense
mm-wave networks

Scalable beam training for dense
mm-wave networks

MDN for deep learning-based
wireless PHY layer design

Scalable ML algorithms to design
Massive MIMO systems

ML-enhanced receiver for SC mm-
wave systems

Network as a sensor: Passive
localization and sensing

4

Conclusions

Figure 1.1: Layout of the thesis

and receiver. These are the first experiments of an ML enhanced receiver on a 60 GHz
platform. Our experiments show improved performance in the scenarios we investigated.

1.5. Outline of the thesis

This book is split into two parts. Part I is focused on improving limitations of
conventional mm-wave networks and extending the available features of these networks
with the use of the network as a sensor. It is comprised of chapters 2, Chapter 3 and
Chapter 4. Part II presents multiple designs to improve the implementation of an ML
design for the physical layer of mm-wave networks. These are presented in chapters
Chapter 5, Chapter 6, and Chapter 7. Where chapters Chapter 5 and Chapter 6 are
based on end-to-end approaches , and Chapter 7 focuses on the receiver only design. The
layout is shown schematically in Figure 1.1. We describe below the specific contributions
and findings of every chapter.

Chapter 2. We give an overview of mechanisms for mm-wave communications under
the 802.11ad standard ie. beam training using sector level sweep and the frame structure
and preamble processing.

Chapter 3. The previous chapter exploits the preamble structure and properties of
mm-wave channels to obtain joint communication and sensing with passive localization.
In this chapter, we focus on reducing the overhead of the beam training mechanisms
to solve the limits of scalability, specifically for mobile deployments where constant
retraining is needed. First, we present the algorithm design of SPIDER, a low-overhead
beam-training mechanism where only access points actively participate in the training
and stations perform passive compressive estimation of the angle-of-arrival. Then, we
present the testbed design. Since no suitable testbed platforms exist that support such
fast antenna reconfiguration, we design a high-performance, full-bandwidth FPGA-based
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testbed platform for flexible mm-wave experimentation, that we make available as open
source. Next, we present the results of the performance analysis on the testbed. These
show that SPIDER achieves a median angle estimation error of 0.5◦ for static scenarios
and 0.7◦ for mobile scenarios which leads to very accurate beam training decisions.
Furthermore, we achieve a reduction in overhead by a factor of 8.8 compared to standard
802.11ad beam training with 7 stations (measured) and a factor of 25 for 64 stations
(extrapolated). Finally, we survey related work and present concluding remarks.

Chapter 4. In this chapter, we explore the passive object localization accuracy that
can be achieved with IEEE 802.11ad devices. First, we explain the intuition behind
the algorithm and the signal processing needed for the implementation of POLAR. The
stations exploit the preamble of the beam training packets of the APs to obtain CIR
measurements for all antenna patterns. With this, we determine distance and angle
information for the different multi-path components in the environment to passively
localize a mobile object. Then, we present the testbed platform used to validate POLAR.
We use commercial APs whereas the station design is based on a full-bandwidth 802.11ad
compatible FPGA-based platform with a phased antenna array. Next, we present the
evaluation results. In this section, we evaluate our system with multiple APs and a
moving robot with a metallic surface. Our system operates in real-time and achieves
6.5cm mean error accuracy and sub-meter accuracy in 100% of the cases. Finally, we
review the related work and give some concluding remarks.

Chapter 5. In this chapter, we present a novel neural network architecture that
provides an explicit stochastic model for both SISO and MIMO channels. First, we
provide an overview of related work. Next, we introduce the system model and present
a neural network approach to learning SISO and MIMO channels for end-to-end learning
of the wireless physical layer. In this section, we introduce the architectures, the
reparametrization of the covariance matrix for the GMM-Channel network, and the
training methods for these networks. We also prove that the loss function is convex,
that it is minimum when the estimated channel distribution is equal to the real channel
probability almost everywhere, and that the loss value of the minimum is equal to the
distribution’s entropy. Also, we use this channel model in conjunction with an autoencoder
to learn a suitable modulation scheme. Since our system learns an explicit model for the
channel, we can use transfer learning to adapt more quickly to changes in the environment.
In the next sections, we discuss the performance of the proposed scheme in simulated and
real-world channels. We experimentally validate our proposed model in an FPGA-based
millimeter-wave testbed for both SISO and MIMO channels, showing that it is able to
reproduce the channel characteristics with good accuracy. We finish this chapter with
concluding remarks.

Chapter 6. In this chapter, we study the requirements and solutions for end-
to-end ML models for large-scale MIMO systems. First, we introduce end-to-end
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learning concepts for MIMO systems. Second, we analyze the Graphics Processing
Unit (GPU) memory requirements of MIMO autoencoders and show the bottlenecks of
the architecture. Next, we study different solutions that vastly reduce overhead and
allow training higher MIMO and modulation orders. We show that by training the
autoencoder in a bit-wise manner, the memory requirements are reduced by several
orders of magnitude, which is a critical step for ML-based physical layer design in
practical scenarios. Additionally, our design also improves performance over the classical
autoencoder for MIMO. Finally, we discuss existing literature on end-to-end learning
systems and give some concluding remarks.

Chapter 7. In this chapter, we present a full ML-enhanced receiver for frequency
selective channels for SC mm-wave communication systems. First, we introduce the
system model, and different receiver baselines together with their complexity. Next,
we present the ML-enhanced receiver architecture that builds on the preceding baselines.
The pipeline takes the received signal during a data block and the channel estimated
as an input, and it outputs the LLR of the transmitted bits. We present the training
strategy and the complexity of such receiver. In the following section, we give some
implementation details about the architecture. After, we present the simulation to train
and validate our approach. This section presents the generation of the data sets using the
Quadriga software that allows for continuous time evolution. We evaluate our receiver
under different channels and show that the soft information is compatible with the channel
coding used in WLAN. Next, we present the validation results of testing our pipeline using
an FPGA-based testbed with 60 GHz phased antenna arrays. The results show improved
performance compared to the typical MMSE equalization with a classical demapping
baseline, and also compared to the oracle baseline (in which the channel knowledge is
obtained in every data block). Finally, we discuss existing literature in ML for the physical
layer and give some concluding remarks.

Chapter 8. This chapter concludes the thesis by summarizing our findings and
discussing possible future research directions.
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2 IEEE 802.11ad background

In this chapter, we give some background on the standard 802.11ad that is common to
the first chapters of this thesis. This background is relevant as it explains the mechanisms
that are implemented in current mm-wave standards, and that will be exploited along this
thesis to improve the performance and features, and increase the flexibility of mm-wave
networks. We first describe the Sector Level Sweep (SLS) mechanism that is used in
millimeter-wave (mm-wave) networks to establish a directional link. Then, we discuss in
detail the frame structure of 802.11ad and the processing of the preamble of such packets.

2.1. Sector Level Sweep (SLS)

To establish a directional link in mm-wave networks, IEEE 802.11ad devices implement
a beam training mechanism as shown in Fig. 2.1. Commercial-Off-The-Shelf (COTS)
devices commonly use analog beam forming, where different phase shifts forming an
Antenna Wave Vector (AWV) are applied to the antenna elements. This creates a set
of directional beam patterns pointing in different directions, called a codebook. Which
pattern from the codebook to select is determined by the beam training mechanism SLS,
which is used to periodically (re-)align the antennas beams.

SLS, as used by current 802.11ad devices, works as follows. i) First, the Access
Point (AP) performs a so-called SLS, by sending beacon messages via each of its antenna
sectors [54], while the station is listening using a quasi-omnidirectional beam pattern.

ii) Then, the station performs its own SLS, sending sector sweep messages to the AP
via its different antenna sectors, while the AP is listening using a quasi-omnidirectional
beam pattern.

iii) Finally, the AP replies with a Sector Sweep Feedback that includes the ID of
the strongest station sector, and the station concludes with a Sector Sweep ACK. At
this point, both AP and station are aware of the best sector to use for communication.
Optionally, an additional Beam Refinement Phase (BRP) can be carried out after the
SLS, which allows to quickly probe several sectors over the course of a single packet and
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Figure 2.1: Two-step IEEE 802.11ad beam training

may be done with narrower antenna beams than during SLS to improve the link quality.

2.2. IEEE 802.11ad frame structure and preamble
processing

The IEEE 802.11ad standard specifies different physical layer modes: control, single
carrier, OFDM and low-power single carrier. However, only the control and single carrier
modes are supported by current devices. The frame structure shown in 2.2 is shared by
all modes. Both the AP and the station use short IEEE 802.11ad control frames during
the SLS phase [55]. The frame structure consists of a Short Training Field (STF) and a
Channel Estimation Field (CEF), which form the preamble, header, data blocks and an
optional beam forming training field, as shown in Figure 2.2. This general structure is
shared by all packet types.

-Gb128

Gu256 Gv256

-Ga128 Gb128 -Ga128 -Gb128 Ga128 -Gb128 -Ga128 -Gb128

STF

Preamble

CEF HEADER DATA BFT

Figure 2.2: General structure of IEEE 802.11ad packets with detailed Channel Estimation
Field for control frames

IEEE 802.11ad beam training uses control frames sent with the lowest Modulation
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Coding Scheme (MCS) 0 (BPSK modulation with 1/2-rate LDPC coding and a spreading
factor of 32), which makes them very resilient to noise. The STF part of the preamble
is used for frame detection, symbol synchronization, Carrier Frequency Offset (CFO)
estimation and compensation, and coarse synchronization, whereas the CEF is used to
estimate the Channel Impulse Response (CIR) for the equalization blocks and for fine
frame synchronization. The STF of control frames consists of 48 repetitions of Golay
sequences of length 128 Gb128, followed by a single −Gb128 and −Ga128 to detect the end
of the STF [18]. These sample sequences are composed of combinations of complementary
pairs Ga128 and Gb128, which make them suitable for CIR estimation thanks to their auto-
correlation properties, as discussed next. The STF duration is 3.63 µs.

Frame detection is usually performed through Normalized Auto Correlation (NAC),
which avoids having to store the Golay sequences in memory and simplifies hardware
implementation [52,56,57]:

NAC =

∣∣∣∑127
n=0[y]i−n[y]∗i−n−127

∣∣∣∣∣∣∑127
n=0[y]i−n[y]∗i−n

∣∣∣ , (2.1)

where y is the vector of received IQ samples. A frame is detected when the NAC
output exceeds a configurable threshold, which is adjusted to trade-off sensitivity and
false detection rate. The CFO estimation is based on the phase of the auto-correlation
(the numerator in (2.1)). To reduce noise and refine the estimate, phase measurements
are accumulated over multiple Golay sequences. In practice, accumulation over 7-8
Golay sequences (510 to 580 ns) is enough for a good estimate [58]. There are efficient
hardware implementations for the CFO estimation and correction using the CORDIC
algorithm [59]) and Direct Digital Frequency Synthesizers (DDFSs) [60], respectively.
Symbol synchronization can be performed using multiple parallel interpolation filters over
a discrete number of phase values [56], which reduce the processing time thanks to the
parallelization. Finally, the −Gb128 sequence at the end of the STF incurs a phase change
in the correlation and serves for boundary detection (coarse synchronization). The CIR
is computed in the CEF of the preamble. The CEF is composed of complementary Golay
sequences Ga128 and Gb128, which have the property that their auto-correlations sum up
to a 128 element vector with only one non-zero entry. This facilitates channel estimation
by providing an unbiased, error-minimizing CIR estimator.

2.3. Golay sequence aided CIR estimation

The CIR is computed, as presented in [61], by taking advantage of the auto-correlation
properties of complementary Golay sequences. The sum of the auto-correlation of a pair
of complementary Golay sequences GaN and GbN of length N gives the delta function
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δ[n] which makes it suitable for multi-path detection in noisy environments. The CIR for
each pair of complementary Golay sequences d is given by:

hG,d[i] = 1
N

N−1∑
n=0

rCEF [i+ n] × G∗
N [n] ∀ d = 1, ..., D (2.2)

rCEF is the CEF field of the received frame, D is the number of repetitions of Golay
sequences in the CEF and {·}∗ is the complex conjugate operator. We use (2.2) to
determine hGa,d and hGb,d for Ga and Gb, respectively. Finally, the estimated CIR
is obtained by adding and averaging individual hGa,d and hGb,d results from (2.2),
considering that D = 4 for the CEF structure from IEEE 802.11ad frames.

hest = 1
D

D∑
d=1

(hGa,d + hGb,d) (2.3)



3 Scalable Phase-Coherent
Beam-Training for Dense
Millimeter-wave Networks

3.1. Introduction

mm-wave network technology such as the IEEE 802.11ad [18] and the upcoming IEEE
802.11ay [19] standards for 60 GHz Wireless local area networks (WLANs) can provide
vastly higher data rates than networks operating below 6 GHz, due to the large bandwidth
available at millimeter-wave (mm-wave) frequencies. Thanks to the small wavelength,
mm-wave devices typically integrate phased antenna arrays enabling analog beamforming.
The beamforming gains of the antenna compensate for the higher path loss due to the
smaller effective capture area of the antenna elements [62]. The narrow beam patterns that
are possible with analog beamforming steer the signal in a desired direction. This not only
ensures a good link range but also reduces interference and thus improves spatial reuse.
It introduces new challenges to establish (and maintain) a high data rate communication
link, since the the main lobes of the phased arrays of the communicating devices need to
always be aligned, pointing towards the strongest multi-path components of the channel.

Beam training mechanisms are critical for efficient communication at mm-wave
frequencies, as introduced in chapter 2. With IEEE 802.11ad [18] beam training, one
device transmits frames using each available antenna configuration, while a target device
listens with a quasi-omnidirectional beam pattern. This avoids the complexity of training
both ends simultaneously. The target device then provides feedback with the index of
the antenna configuration that offers the highest Signal-to-Noise Ratio (SNR) [54]. IEEE
802.11ad also provides the option of a subsequent beam refinement to quickly probe
several (narrower) antenna sectors to further improve the beam alignment. Such brute
force or simple hierarchical beam training works well for relatively static deployments
of moderate density. However, the overhead may become prohibitive in more dense and
dynamic scenarios.

Wireless access point and client densities are expected to increase significantly, partly
to achieve higher data rates [63] and serve a higher number of connected devices per
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user, and partly due to new communication scenarios such as Internet-of-Things and
Machine-Type Communication [64]. While current IoT networks are typically low rate,
future use cases for example for Industry 4.0 networks and the Internet of Vehicles
are expected to involve massive amounts of data with very strict latency requirements
to transmit high definition video, sensor information from autonomous vehicles, and
support image-guided systems [65,66]. Mm-wave technology is highly appealing for such
future IoT networks, since the latency is lower than that of sub-6 GHz systems, the
ultra high bandwidth enables the data rates required by such demanding applications,
and directional communication enables high levels of spatial reuse for many concurrent
devices [67,68]. Its low interference footprint makes mm-wave technology extremely well
suited for such dense deployments. It is also part of 5G New Radio Access Networks,
where mobility plays a major role. In such use cases, beam training is triggered much
more frequently than in simple static scenarios, incurring excessive training overhead and
reducing the efficiency of the communication.

Mechanisms that better handle network dynamics may only probe sectors adjacent
to the current sector [69, 70] or other sectors predicted to work well [71, 72], or update
the beam direction using out-of-band information [73–76]. More complex hierarchical
approaches [77–79] further improve beam training performance and in the ideal case
their overhead scales logarithmically with the number of antenna sectors. However, they
usually require a large codebook and several feedback rounds which introduce additional
delay. Phase-coherent [80,81] or non-coherent [82–84] compressive beam training exploits
the sparsity of the mm-wave channel [85, 86] and achieve similar overhead using only a
single feedback round. Some of these schemes also cope well with imperfect beam shapes
with side lobes. Of these, only the non-coherent works from [82–84] have been evaluated
in real scenarios. Even better performance can be achieved by estimating the sparse
multi-path channel with a constant overhead per multi-path component [87]. However,
channel estimation from such few measurements requires solving a complex non-convex
optimization problem using a genetic algorithm.

Besides handling network dynamics, another important aspect is the scalability of
beam training with respect to the number of nodes in the network. A high node
density significantly increases training overhead (especially in combination with high
network dynamics). While an Access Point (AP) can beam train with multiple stations
simultaneously (i.e., its beam training messages are received by all of its stations), the
stations have to train one at a time, given that current APs only have a single RF chain
and cannot concurrently receive from multiple stations. The beam training overhead thus
scales with the sum of the number of APs and stations in the network. Even worse,
whenever a station has to connect to a new AP due to mobility or blockage, it potentially
needs to beam train with several or all of the APs in its vicinity, since only after beam
training does the station know which AP provides the best link quality. If the number of
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candidate APs increases with the AP density, the beam training overhead scales with the
product of the number of APs and stations in the network. All of the above mentioned
beam training algorithms have in common that both APs and stations actively participate
in the beam training. Given that networks usually have far more stations than APs, the
station beam training overhead is critical for scalability.

In this chapter, we design and implement a beam training mechanism that eliminates
station beam training overhead entirely, so that the overhead scales only with the number
of APs and the network remains efficient even for very high node densities and high
mobility scenarios. Our mechanism for Scalable Phase-Coherent Beam-TraI ning for
Dense MillimetER-wave Networks (SPIDER) is able to work with unmodified standard-
compliant IEEE 802.11ad APs that send out a beacon frames via each of their antenna
sectors. A station implementing SPIDER starts receiving those frames with a quasi-
omnidirectional antenna configuration like a normal station would. However, as soon as a
station detects the start of a valid frame during the preamble reception, the station starts
to rapidly switch between different receive antenna configurations on a time-scale of tens
of nanoseconds. The duration of this training takes only a small fraction of the preamble
without compromising the actual frame decoding. Using the measurements taken with
different receive beam patterns, we can extract accurate angle information of the received
signal. Based on the estimated Angle of Arrival (AoA) to the AP, the station then
determines which of its own beam patterns to use for the current channel and also gives
feedback to the AP to indicate which AP beam pattern provided the highest SNR. Beam
switching on a per symbol level is a prerequisite for 802.11ad beam refinement and for in-
packet training mechanisms in 802.11ay systems [88] and current devices already support
this [89]. Our mechanism requires only minor changes in the signal processing at the
stations. In contrast to prior work based on Received Signal Strength (RSS) [52], we use
phase coherent measurements taken for the different beam patterns over a single preamble,
which enable much more accurate angle estimation. Our phase-coherent approach can also
estimate the full multiple-path channel, whereas the approach in [52] only provides the
single strongest path. Furthermore, we design a simple method to measure the normalized
array response of the beam patterns, which is a prerequisite to implement SPIDER. With
this design, legacy stations operating in the network are not affected. The approach is
also compatible with compressive sector selection at the AP, where the AP trains only a
(small) subset of sectors to further reduce beam training overhead. Finally, the design may
be applicable in future 5G and 6G networks at sub-THz frequencies that use single-carrier
modulation with sufficiently long correctable sequences for channel estimation [90].

For a practical implementation of SPIDER, we design a mm-wave experimentation
platform which integrates a highly configurable FPGA baseband processor connected to
a 60 GHz RF front-end with a 16+16 element phased antenna array. The testbed is able
to transmit, receive and decode custom as well as standard-compliant IEEE 802.11ad/ay
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Figure 3.1: Comparison between IEEE 802.11ad beam training and the proposed SPIDER
algorithm

frames thanks to its multi giga-sampling rate capability. To support beam training
research, the testbed includes real-time packet detection and fast antenna reconfiguration
blocks that can reconfigure the antenna on a per symbol-level. The code and specifications
of our testbed are made available as open source to the research community [91].

We test the SPIDER station with off-the-shelf APs to evaluate its performance in
different static as well as mobile scenarios. We show that our mechanism can switch
through 10 receive beam patterns during a single preamble, without compromising the
detection accuracy or the frame decoding for typical SNR values. Only 3 beam pattern
changes are required to accurately estimate the angles of the multi-path components
of the channel. We also compare the performance of SPIDER to standard 802.11ad
beam training and to our previous work [52], which performs this estimation based solely
on RSS measurements. We further include experiments that demonstrate the multi-
path estimation capabilities, beam training with simultaneous AP and station mobility,
and more complex Line-of-Sight (LOS)/Non-Line-of-Sight (NLOS) trajectories. SPIDER
achieves a median angle estimation error of 0.5◦ for static scenarios and 0.7◦ for mobile
scenarios which leads to very accurate beam training decisions. Furthermore, we achieve
a reduction in overhead by a factor of 8.8 compared to standard 802.11ad beam training
with 7 stations (measured) and a factor of 25 for 64 stations (extrapolated).

3.2. Algorithm design

The main motivation for our algorithm is to reduce the beam training overhead in
highly dynamic and dense environments. To this end, we design a single phase beam
training mechanism as depicted in Fig. 3.1(b). Only the AP performs Sector Level
Sweep (SLS), and at the same time, all stations are trained simultaneously by means
of phase-coherent measurements during the preambles of the received AP frames, taking
advantage of the sparse nature of the mm-wave channel [85,86] for compressed estimation.
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(a) Signal processing tasks performed over the
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1.8 1.9 2 2.1 2.2 2.3 2.4 2.5 2.6 2.7
Time ( s)

-0.15

-0.1

-0.05

0

0.05

0.1

0.15

Am
pl

itu
de

 (V
)

0 2 4 6 8 10 12 14 16 18 20
Time ( s)

-0.15

-0.1

-0.05

0

0.05

0.1

0.15

Am
pl

itu
de

 (V
)

Packet Detection
CFO Estimation

Beam Pattern Changes
Sync. / Boundary Detection

STF
CEF

HEADER DATA

M =10 Beam Pattern Changes 

(b) Detailed beam pattern changes during the
preamble of the control frame in (a).

Figure 3.2: Received IEEE 802.11ad control frame with multiple antenna reconfigurations
performed during the preamble.

3.2.1. SPIDER overview

During the SLS, an AP sends N beacon frames, each via a different transmit sector,
while the stations listen with a quasi-omnidirectional receive pattern. As soon as a station
detects a frame, it starts switching through M (M ≪ N) different receive beam patterns
while the preamble is being received. The received I/Q samples are phase coherent
for the measurements over a single preamble. Moreover, each of the M sequences of
samples has different amplification and phase offset only due to the different receive beam
patterns. With the complex gain information of the different receive beam patterns, we
can then estimate the AoA of the signal arriving from the AP for each of the AP’s beacon
frames that is detected. We then estimate the full multi-path channel based on efficient
dimensionality reduction methods and joint estimation over all received beacon frames.

Since the receiver switches through different beam patterns only after frame detection
(i.e., the preamble has served its purpose), our method does not affect the detection
probability. However, it is important that the beam reconfigurations end before the end
of the preamble, to not compromise the decoding of the rest of the frame. To ensure
that this is the case, below we analyze the preamble processing tasks and in Section 3.4
we also validate this experimentally. As explained in Section 2.2, the 48 Golay sequences
Gb128 forming the Short Training Field (STF) of control frames last 3.49 µs and the frame
detection takes around 1000 samples (∼0.56 µs) for normal SNR conditions (see Section
3.4). Besides, Carrier Frequency Offset (CFO) estimation can be performed accurately
within 0.58 µs and the symbol synchronization using parallel interpolation filters can be
executed in 0.15 µs. Finally, the boundary detection can be performed over the last 500
samples of the STF (0.29 µs) to not compromise the Channel Estimation Field (CEF)
and header decoding. This leaves ∼1.91 µs which can be used for additional tasks to
be performed over the preamble. In this chapter, we consider an upper bound of 10
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beam pattern changes, each lasting 72.7 ns which matches the duration of a single Gb128

sequence). We thus require 727 ns or ∼20% of the STF duration to perform the 10
reconfigurations which is more than enough for accurate AoA estimation, as shown in
Section 3.4.1

Fig. 3.2(a) provides an example of a received IEEE 802.11ad control frame, where 10
antenna reconfigurations have been made over the preamble of the frame. The figure also
includes the other fields of the control frame. Fig. 3.2(b) is a zoom into the preamble from
Fig. 3.2(a), to show the amplitude pattern for the 10 different antenna configurations.
As can be seen from the graph, switching from one beam pattern to the next is extremely
fast and only affects very few IQ samples taken during the phase shifter reconfiguration.

3.2.2. Channel and transceiver model

To derive the algorithm to process the phase-coherent measurements, we use a wide
band geometrical channel model with additive paths, each with a specific AoA, Angle
of Departure (AoD), complex gain and time of arrival. We use the notation x,x,X for
scalar, vector and matrix, respectively. [x]a denotes the ath element of a vector, xH and
XH denote the Hermitian of a vector and a matrix, x∗,x∗ are the complex conjugate,
and Re(x) is the real part of x. |x| and ∥x∥ are the absolute value and Euclidean
norm and x1 ∗ x2 is the circular cross correlation with the fast Fourier implementation
ifft(fft(x1) ⊗ fft(x2)∗), where fft and ifft are the fast Fourier transform and its inverse.

The signal yr,t received with beam-patterns cr ∈ CKT ,1 for reception and pt ∈ CKR,1

for transmission is given by

yr,t =
L∑

l=1
αlcH

r aRx(θl)aH
Tx(ϕl)ptx ∗ δτl,t

+ n, (3.1)

where KT/R is the number of antenna elements at the transmitter (T) and receiver (R)
arrays. The transmitter emits the signal x that arrives at the transmit antennas with
the phase shifts of the selected beam-pattern pt and goes into the channel at angle ϕl,
i.e., it is multiplied by the steering vector aTx(ϕl) ∈ CKT ,1. These two effects combined
are commonly called array factor aH

Tx(ϕl)pt. The channel incurs a complex gain αl. At
the receiver, the signal reaches the antennas at angle θl and is multiplied by the steering
vector aRx(θl) ∈ CKR,1. It enters the device via the selected reception beam pattern with
weights cr. The signal is also shifted in time according to the time of arrival τl,t, which
is measured from the moment the first reception beam pattern is selected. This shift
depends on the packet detector delay and this delay may be different for different beam
patterns. Therefore, τl,t is not the absolute time of arrival of the LOS path, but the time

1The number of reconfigurations is limited by the antenna switching speed and the duration of a Golay
sequence. Phased arrays with switching speed of a few ns have been proposed [92], and shorter sequences
such as Gb64 can be used for channel estimation, although they may lead to a noisier estimation.
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differences of arrival of the paths are constant and correspond to the different multi-path
delays, i.e., τl1,t1 − τl2,t1 = τl1,t2 − τl2,t2 . The time shift is expressed by a convolution ∗
(in its continuous version) with the time response vector of delay τl,t, labeled δτl,t

. As
paths interact, the received signal is the sum of the ones received through each of the
paths. The receive antennas also capture additive white complex Gaussian noise W with
variance σ2 via the receive beam-pattern cr, which gives n = cH

r W. Since the beam
patterns are normalized to ∥cr∥ = 1, even though the dimension of n differs from that of
W, its distribution remains unchanged. Note that the noise is independent and different
for each r, t pair.

The objective of our algorithm is to estimate the angle of arrival θl of each path. The
direction of the dominant path yields the estimated AP direction and is used to determine
the best station beam pattern.

3.2.3. Fast channel estimation

Our channel estimation has to be performed using the samples from the STF of
IEEE 802.11ad control frames, i.e., solely using Gb128 Golay sequences. Therefore, classic
estimation techniques that take advantage of the correlation properties of complementary
Golay sequences Ga128 and Gb128 cannot be used [93]. This makes channel estimation
more challenging and we present a novel channel estimation algorithm that works well
with Gb128 Golay sequences.

We first discuss a simple greedy algorithm [94] to estimate the dominant path from
the receiver measurements (3.1). This algorithm is iterative, and in the first iteration
estimates the parameters of the dominant path l = 1 under the assumption that the
received signal yr,t is the result of only a single path. We then subtract this path from
the original signal, to obtain the information of the remaining multi-path components and
continue iterating to obtain all multi-path components, until the noise level is reached.

For simplicity, we drop the index l in (3.1) and group the effects not related to the
receiver in a variable βt = αaTx(ϕ)Hpt ∈ C and the ones corresponding to the receiving
radiation properties in br(θ) = cH

r aRx(θ) to obtain

yr,t = βtbr(θ)x ∗ δτt + n. (3.2)

Our problem consists of inferring the channel parameters βt, θ, τt that best fit the measured
signal yr,t. Since noise is Gaussian we can formulate a minimum mean square error
problem (MMSE)

min
βt,θ,τt

∑
r,t

∥yr,t − βtbr(θ)x ∗ δτt∥2. (3.3)

We obtain a problem in three dimensions, t, r, and the length of x, that is hard to
solve since decomposition methods are typically designed for two dimensions. At a high
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level, to solve (3.3) we find an expression for β and then reduce the problem to that
of comparing the entries of a matrix to obtain θ and τt. Since the signal x contains
only Gb128 Golay sequences instead of complementary pairs, we cannot use conventional
channel estimation. Instead, we obtain a solution by manipulating the expression in (3.3)
to reduce its dimensions from equations (3.4) to (3.5) and perform a joint optimization
over all receiver beam patterns in (3.6). Finally, by solving the minimization problem for
βt in (3.7), we transform (3.6) into a two-step element comparison problem, with (3.8)
for the first step over the time of arrival and (3.9) for the second step over the angle.

Concretely, we develop the expression (3.3) and eliminate the constant terms to obtain
the equivalent problem with reduced dimension

min
∑
r,t

|βt|2|br(θ)|2 − 2Re(βtbr(θ)(x ∗ δτt)yH
r,t). (3.4)

This exchanges the vector norm by two scalar terms, of which the right one matches the
angle radiation pattern with the measurements, while the left one acts as a regularization
term. It converts the MMSE problem into an easier regularized matching problem. Since
the correlation in the second term of (3.4) is acting on x but not on yr,t, we simplify the
problem to have a single signal in time.

We apply the circular cross correlation property (x ∗ δτt)yH
r,t = ⟨yr,t,x ∗ δτt⟩ = ⟨yr,t ∗

x, δτt⟩ = (yr,t ∗ x)∗(τt). Note that the convolution result is often used as a CIR estimator.
This result provides a formula depending on a CIR estimation (yr,t ∗ x) ∈ CP,1 as

min
∑
r,t

|βt|2|br(θ)|2 − 2Re(βtbr(θ)(yr,t ∗ x)∗(τt)), (3.5)

where P is the number of points in the inverse Fourier transform. We provide an example
of such Channel Impulse Responses (CIRs) in Fig. 3.3, measured in our testbed from
Gb128 sequences over a single preamble, for several different receive beam patterns and a
fixed transmit sector.

We group the sum over the different receiver beam patterns r and obtain the following
expression

min
∑

t

|βt|2∥b(θ)∥2 − 2Re(βtzH
t (τt)b(θ)), (3.6)

where zt(τt) ∈ CM,1, b(θ) ∈ CM,1 are the vertical concatenations over the index r of
(yr,t ∗ x)(τt), bRx,r(θ). We can now solve the minimization problem for βt, since it spans
only over term t.

βt = (zH
t (τt)b(θ))∗

∥b(θ)∥2 . (3.7)

Inserting the result in (3.6), the minimization problem becomes equivalent to the
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Figure 3.3: Estimated CIR yr,t ∗ x at the receiver for different receive beam patterns
(shown in different colors)

maximization of
max

∑
t

|zH
t (τt)b̄(θ)|2, s.t b̄(θ) = b(θ)

∥b(θ)∥ . (3.8)

Given the normalized array response per beam-pattern b̄(θ) (measured as discussed in
Section 3.4.1), only θ and τt are left to be computed. We estimate θ by correlating against
the known complex gains of the receiver beam patterns on a grid of K values, where K
is given by the resolution of of our angle estimation as explained in section 3.4.1. Denote
by B = [b̄(θ1), . . . , b̄(θK)] ∈ CM,K the matrix containing the complex gain information
of all receive beam patterns in the directions θ1, . . . , θK and let Z ∈ CM,N denote the
matrix in which the row Zt = [zt(1), . . . , zt(N)] = [(y1,t ∗ x)T, . . . , (yR,t ∗ x)T]T represents
the estimated CIR received through the rth beam pattern. Maximizing over τt in a joint
estimation over all transmitter sectors t

max
∑

t

max
τt

|[ZHB]τt,k|2, (3.9)

we estimate θ as the θk for which k maximizes (3.9).
In order to reconstruct the dominant path, we need to obtain τt and βt as follows. τt

can be retrieved as the one maximizing |[ZHB]τt,k̂|2 and βt is given by (3.7) in terms of
∥b(θ̂)∥ as βt = [ZHB]∗

τ̂t,k̂
/ ∥b(θ̂)∥.

3.2.4. Multi-path extension

We can extend this procedure to extract all the multi-path components of the channel.
While not strictly necessary for beam training, it is of interest for path ranking, for
example to deal with blockage of the dominant path.

Once the parameters of the dominant path are estimated, it is possible to reconstruct
it as

ŷr,t = [ZHB]∗
τ̂t,k̂

[b̄(θ̂)]rx ∗ δτ̂t , (3.10)
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and subtract its contribution to the received signal yr,t

y′
r,t = yr,t − ŷr,t. (3.11)

y′
r,t contains the information of the remaining multi-path components. We repeat the

process given in (3.5) for the new path variables τ ′
t , θ

′, β′
r with the signal y′

r,t in the
problem ∑

r,t

|β′
t|2|br(θ′)|2 − 2Re(β′

tbr(θ′)(y′
r,t ∗ x)∗(τ ′

t)), (3.12)

until we extract all visible paths from the measurements.

3.2.5. RSS baseline

This method is of very low complexity and uses the RSS information from the M
receive sectors for all the received transmit sectors during SLS, in a single optimization.

For a given transmit beam pattern t and a receive beam pattern r, the RSSt,r can be
calculated as

RSSt,r =
N−1+k∑

n=k

[y]n · [y]∗n (3.13)

where y is the vector with the received IQ samples, k denotes the sample index and N is
the number of IQ samples considered to compute the RSS value. We denote the Euclidean
norm by ∥y∥ and the inner product of two vectors x and y by < x, y >. For a single
transmit sector t, the station changes through M receive sectors.

Let Rt = [RSSt,1, . . . ,RSSt,M ] be the vector containing the M different RSS
measurements. For the receive beam patterns, let G denote the size of the grid of the
possible angles for which the antenna gain is known. Therefore, bm = [bm(θ1), . . . , bm(θG)]
defines the shape of the mth receive beam pattern and B = [B(θ1), . . . , B(θG)]T is the
matrix with columns containing the measurement of bm(θi) ∀m. In order to obtain the
AoA θ at the station, we must find the θ value that minimizes the differences between
the RSSt,r measurements at the receiver and the known receive beam patterns bm over
all transmit sectors

θ = arg min
θ

∑
t,m

min
αt(θ)

∥RSSt,m − αt(θ)bm(θ)∥2, (3.14)

where αt(θ) stands for the amplitude of the received beam pattern t that minimizes
the Euclidean norm for each t. We convert this problem to a correlation between the RSS
measurements and the known beam patterns. For this, we expand Eq. (3.14) to obtain:

θ = arg min
θ

∑
t,m

min
αt(θ)

∥RSSt,m∥2 + ∥αt(θ)bm(θ)∥2 − 2αt(θ)RSSt,mbm(θ)
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Summing over m we get

θ = arg min
θ

∑
t

min
αt(θ)

∥Rt∥2 + ∥αt(θ)B(θ)∥2 − 2αt(θ) < Rt, B(θ) >

Now, the minimization over αt(θ) is a quadratic problem that we can solve and substitute
while removing the constant term

θ = arg min
θ

∑
t

− < Rt, B(θ) >2 /∥B(θ)∥2.

Finally we change the variable B̄(θ) = B(θ)/∥B(θ)∥ and convert the problem into a
maximization problem

θ = arg max
θ

∑
t

< Rt, B̄(θ) >2 . (3.15)

3.3. Testbed design

One of the important contributions of this chapter is to provide a flexible testbed for
full-bandwidth real-time mm-wave experimentation (mm-FLEX). This not only allows to
experimentally validate our SPIDER mechanism, but more importantly fills an important
gap in available testbed platforms for the research community. Although Commercial-
Off-The-Shelf (COTS) mm-wave hardware includes functionality to quickly change the
antenna configuration, the fact that this functionality cannot be accessed and the beam
training implementation itself cannot be modified severely limits the usefulness of such
devices for beam training research. To the best of the authors knowledge, prior to the
proposed mm-FLEX design [52], there were no experimentation platforms that offered
the ability of fast antenna reconfiguration. The whole design and all required software is
made available as open source [91].

We now present the testbed architecture and features, and show how it can be used
to implement mm-wave protocols and specifically beam training algorithms.

3.3.1. Hardware components

The architecture follows the premise of using a limited number of readily available
hardware components, to make it easy to build the platform. The proposed system is
composed of two main components, i) a powerful baseband processor that can generate
and capture baseband IQ samples at multiple Giga-sampling rates from a ii) 60 GHz
RF front-end integrating phased array antennas with analog beam-forming capabilities,
which performs direct up/down conversion from/to the baseband samples, as shown in
Fig. 3.4(b). Fig. 3.4(a) provides a high-level block diagram of the experimentation
platform. While we describe the experimentation platform with 60 GHz RF front-end for
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Figure 3.4: Top-level hardware architecture of the proposed testbed

IEEE 802.11ad/ay research, the basedband system supports different front-ends, such as
28 GHz transceivers for 5G NR systems [95].

The baseband processor is built around a Vadatech chassis which is able to host
multiple slot cards. Specifically, we use an i) AMC599 board, integrating a Xilinx Kintex
Ultrascale FPGA, high-speed AD/DA converters and DDR4 memory banks, among other
features [96] and ii) an AMC726 board with an Intel Core i7 processor [97] which is
connected to the FPGA card through the chassis’ back-plane. The AMC599 board
provides the Programmable Logic (PL) to implement the hardware blocks for processing
the IQ samples that are sent to and captured from the converters and stored in the on-
board DDR memory. The AMC726 board provides the Processing System (PS), serving
as a management and configuration processor for the FPGA, AD/DA converters and
RF front-end. The PL and PS subsystems communicate through a PCIe interface. The
system can be extended to a MIMO configuration by connecting additional AMC599
boards managed from the same PS, e.g., to support the IEEE 802.11ay standard [19].

For the RF front-end we use the EVK06002 development kit from Sivers IMA [98]
with 60 GHz up/down converters. It supports the frequencies and bandwidth of IEEE
802.11ad/ay channels and includes a 16+16 (Tx/Rx) element phased array arranged in
two linear array structures. The kit provides 2D analog beam forming capabilities through
phase shifters with 6 bit resolution for each antenna element. The kit can be controlled
via three different interfaces: USB, SPI and GPIO pulses. We use the USB interface
(connected to the AMC726 processor) to configure the kit as transmitter or receiver (at
runtime), transfer the codebook, set the antenna sector, and configure the GPIO control
interface. Given that those tasks are not time-critical, the latency introduced by the USB
interface does not affect the performance of our system. In addition, the kit incorporates
fast beam switching capabilities through simple pulses via a GPIO interface, that allow
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to switch beam patterns every 10 ns. The kit has a maximum RF settling time of 35 ns
when changing beam patterns. The GPIO functionality is as follows: i) one GPIO input
is used to increment the pointer for the active sector in the stored codebook for each
received pulse; ii) a second input is used to return to a predefined sector, which can be
freely configured from the USB interface. The front-end supports codebooks containing
64 different antenna sectors. The standard codebook consists of a quasi-omnidirectional
beam pattern and 63 directional ones with main lobes at angles ranging from -45◦ to 45◦.
The upper part of Fig. 3.2(b) shows examples of the predefined beam patterns. The
codebook can be freely configured, allowing the user to design custom beam patterns as
needed.

Finally, an external dual channel clock board is used to generate independent sampling
clock signals for the AD/DA converters (i.e., we do not require that the communicating
transceivers are clock synchronized). The system specifications far exceed the bandwidth
and processing requirements for an IEEE 802.11ad compliant transceiver and offer enough
flexibility to be used for more powerful future mm-wave communication standards.

3.3.2. Basic functionality

To ensure modularity, simplify extension of the design, facilitate block interconnection
and avoid inter-block synchronization issues, we adopt AXI-streams as the interface for
both data paths (Fig. 3.4(a)) to move the IQ samples through the signal processing
blocks. To be able to process IQ samples at giga-sampling rates with an FPGA device, it
is necessary to adopt a Super Sample Rate (SSR) design. This allow to process multiple
IQ samples in parallel to stay within the clock frequency range of the PL. Here, we
adopt an SSR of 16 parallel samples for full-bandwidth operation. This parameter can
be configured depending on the specific design requirements, in favor of area reduction
or timing constraint relaxation. While the testbed can be used with a wide range of
sampling frequencies to support different standard requirements, in the remainder of this
chapter the sampling frequency for the DACs/ADCs is set to 3.52 Giga-Samples per
Second (GSPS), to support 1.76 Gsymbols/s at 2 samples/symbol, meeting the symbol
rate requirements of the IEEE 802.11ad/ay standards. This requires a clock frequency of
220 MHz for both data paths, considering an SSR of 16.

For communication between the PL and the PS, we design a PCI-to-AXI IP block
that enables fast large data transfers from/to the on-board DDR memory, as required
due to the Giga sampling rates. Access to the DDR memory from the PS and PL is done
by means of custom-designed DDR write and DDR read hardware blocks. These efficient
write/read operations to/from the on-board memory match the SSR adopted for the AXI-
stream data-width in the design. Specifically, the DDR write core is user configurable
from the PS to operate in two different modes: i) simple writing, where the user directly
triggers a configurable number of IQ samples to be stored in memory in a single capture
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and ii) burst saving, where the user specifies an external trigger (e.g., the signal coming
from a packet detector) to capture a configurable number of IQ samples. Using this basic
functionality, the system can be operated in a hardware-in-the-loop mode, streaming IQ
samples directly from DDR memory to the DACs, and writing the IQ samples from the
ADCs directly to DDR memory.

3.3.3. Real-time enhancement

While the system can be extended to a full real-time transceiver, to keep it flexible
we implement only the necessary functionality in hardware, whereas packet encoding and
decoding is done in software. To support real-time beam training algorithms, we design
packet detector and antenna reconfiguration blocks that match the SSR factor and clock
frequency of the system. They include AXI-stream wrappers for easy integration in the
datapath (Fig. 3.4(a)).
• The packet detector block detects the periodic Golay sequences used in the STF.
It implements the Normalized Auto Correlation (NAC) algorithm given in Eq. (2.1). In
our implementation, we rearrange the terms to avoid division and simplify the hardware
implementation [58]. A valid frame is detected when the NAC exceeds a programmable
threshold (configurable by the user at run-time from the PS). To improve the robustness
and reduce the amount of false packet detection, we add a stage that counts the number of
cycles during which the signal exceeds the threshold. This introduces a small additional
latency in the detection. The output of the packet detector serves as trigger for other IP
blocks. We use it in conjunction with the DDR write block to only write IQ samples that
belong to valid frames to the DDR memory.
• The antenna reconfiguration block enables fast real-time beam steering of the
antenna array from the PL by means of GPIO pulses. These are sent to the antenna
controller to perform rapid phase-shifters reconfiguration. The block implements a state
machine which continuously waits for a trigger signal to generate the corresponding pulses
to the RF front-end controller that change the beam-pattern. This trigger can be sent
from the PS or from other hardware blocks in the PL (e.g., the packet detector output).
Both the number of beam-pattern changes per input trigger as well as the separation
between the pulses can be configured. For our phase-coherent beam training algorithm, we
configure the block to perform 10 beam pattern changes with a spacing of 72.7ns (matching
the duration of a Gb128 Golay sequence). The block can also be used for standard IEEE
802.11ad beam training or in-packet training as used in IEEE 802.11ay [19,88].

3.3.4. AD/DA converter to FPGA latency

The AMC599 board uses a JESD204B interface [99] for data transfers between the
AD/DA converters and the FPGA. The interface serializes input at the transmitter side
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to reduce the number of pins required for the link. This introduces a deterministic latency,
which critically impacts our design, since we need to ensure that the beam pattern changes
occur at the right point in time during the preamble.

Through measurements we determine that the latency introduced by the buffering
and serialization process is 600 ns, and the overall latency is 700 ns due to the pipeline
registers used in the different processing blocks on the receiver datapath to meet timing
constraints in the design. All the signal processing operations needed for our algorithm
have to terminate before the end of the STF, which imposes tight timing constraints on the
design. The antenna reconfiguration block sends the GPIO pulses as soon as the packet
detector output goes high. To minimize the impact of the JESD204B interface latency, we
estimate the CFO and SNR during this delay. The CFO estimation requires 580 ns while
the interface latency is 700 ns. In parallel, we estimate the SNR over the same Golay
sequences used for CFO estimation, by subtracting the I/Q samples of one Golay sequence
from the next, to obtain an estimate of the noise variance. This is repeated over multiple
sequences for a more accurate estimate. Both CFO and SNR are thus obtained before
the changes in the signal due to the beam pattern reconfigurations affect the received IQ
samples.

3.3.5. IEEE 802.11ad software implementation

We develop the necessary functions to generate IEEE 802.11ad compliant frames for
the different Modulation Coding Scheme (MCS) (Single Carrier and Control PHY) as
well as the formatting functions to load them into the testbed. Similarly, on the receiver
side we include the necessary software functions to separate the received IQ samples into
frames (based on the packet detector flag from the hardware implementation), and do
preamble, header, and payload decoding. This allows to extract the MAC address of the
AP, which is used in the evaluation section to identify the source of the beacon frames
in multi-APs scenarios. Of course the system can also transmit and receive frames in a
custom frame format defined by the user. In this way, the user is able to generate and
decode frames with our experimentation platform in a hardware-in-the-loop manner. The
functionality is implemented offline in software, and is based on the WLAN toolbox from
MATLAB [100] as well as custom functions.

3.4. Experimental Evaluation

In this section, we first present the procedure to measure the normalized array response
of the receive beam patterns which is needed for SPIDER. We then experimentally
validate that our design does not compromise frame decoding. Finally, we present a
series of experiments under different conditions to validate the performance of our phase-
coherent algorithm in realistic scenarios.
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3.4.1. Measuring the normalized antenna array response

To measure the normalized array response of the beam patterns, we mount the phased
array on a motorized pan/tilt platform that mechanically steers over the whole azimuth.
We time the movement of the rotation table to wait for a full SLS before moving to the
next angle. We record n = 10 measurements of the signal for each receive beam pattern
r and transmit beam pattern t, respectively, obtaining

Yt,n = βt,nb(θ)x ∗ δτt,n + N, (3.16)

where θ is the AoA determined by the pan/tilt platform, and Yt,n,N is the vertical stack
of the different yr,t,n and n, respectively, over r. The rotation table advances in steps of
0.5◦, giving approximately 0.5◦ maximum resolution in our angle estimation. With the
obtained measurements, we use the following expression to obtain the normalized array
response of the beam patterns

E(Yt,nYH
t,n). (3.17)

Since the shape of (3.16) is such that Yt,n is expressed as a rank one matrix plus additive
white Gaussian noise, the maximum eigenvector of (3.17) converges to the normalized
version of the rank deficient matrix’s left vector b̄(θ), the normalized array response of
the receive beam patterns.

While the 60 GHz front-end allows to freely configure the codebook, in this chapter
we use the standard set of predefined beam patterns, consisting of a quasi-omnidirectional
beam pattern and 63 directional ones with main lobes at angles ranging from -45◦ to 45◦.

3.4.2. Preliminary measurements

We now analyze how SPIDER affects the normal operation of an IEEE 802.11ad
receiver. It is critical that the sequence of beam pattern changes of SPIDER terminates
before the end of the STF in the preamble, to not compromise packet decoding. Therefore,
frame detection has to occur sufficiently early during the preamble. Detection time
primarily depends on the SNR. In Fig. 3.5(a) we stack the delay for frame detection, the
ADC-to-FPGA latency, the time required for 10 receive beam pattern changes, as well as
the time for boundary detection. We also include a line at 6400 samples corresponding
to the duration of the STF. We observe that for SNR values from 14 to -4 dB the frame
detection delay indeed increases, but for all SNR values packet detection occurs early
enough for SPIDER to work. Moreover, as shown in Fig. 3.5(b), for SNR values below 2
dB, most of the frames cannot be correctly detected. SLS frames are most robust than
data frames, so that data communication at these SNR levels would be impossible. Thus,
SPIDER does not affect frame decoding.

In Section 3.3.4 we decided to estimate the CFO in the time between our receiver sent
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Figure 3.5: Frame detection for different SNR values

the GPIO pulses to the antenna controller and their effect appear in the received signal.
We present in Fig. 3.6 an analysis on how the number of Golay repetitions used to compute
the CFO, affects the accuracy of the estimation. To this end, we use the designed testbed
to capture SLS from a COTS IEEE 802.11ad router in different positions and distances.
We classify the measurements in low SNR (<10dB) and high SNR (> 10dB). As can be
seen from Fig. 3.6, the median relative error of the CFO estimation considering 8 Golay
sequences is 0.04 for both SNR scenarios. Furthermore, the different between selecting 8
or 10 Golay sequences for the estimation is less than 0.01 for both cases, which allow to
confirm that no significant deviation on the CFO estimation is introduced using 8 Golay
sequences compared with 10 sequences or more. The relative error for this experiment was
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Figure 3.7: Decoding probability

computed using as reference the CFO estimation performed using 20 Golay Sequences.
As we stated in Section 3.2.1, it is very important that the multiple antenna

reconfigurations do not compromise the frame decoding. To this end, it is important
that the beam pattern changes occurs during the STF without compromising the other
signal processing tasks, as explained in Section 3.2.1. We confirm this fact by means
of comparing the decoding probability between the decoder implementing the multiple
antenna reconfigurations over the preamble and the one without implementing SPIDER
(baseline). For this experiment, the number of antenna reconfigurations was set toM = 10
and the number of Golay sequences used to compute the CFO was set to 8. The baseline
was implemented using 8 and 20 Golay sequences for the CFO estimation to account
for this effect in the decoder behaviour. In all cases we capture the SLS frames from
a COTS IEEE 802.11ad AP and decode them offline using a software-based decoder.
We consider a decoding failure if any parity check equation of the payload “fails”. The
results of both experiments are presented in Fig. 3.7, where we can see that regarding
the CFO effect for the baseline approach, the results perfectly match for all SNR values
except for SNR≤ −6 dB where the decoding probability is 1% lower. When implementing
SPIDER, the decoder behaviour match for SNR higher than 5dB, while the difference in
the decoding probability is lower than 2% for SNR higher than -6dB. Finally, only for
SNRs lower than -6dB, the difference in the decoding probability is 10%. From these
results we can conclude than the implementation of SPIDER over the preamble of IEEE
802.11ad control packets does not compromise the decoding performance over a wide
range of SNR conditions.

3.4.3. Accuracy

We evaluate the accuracy of SPIDER under different conditions: i) we study the
impact of the number of reception beam pattern changes (M) during the preamble and
ii) the number of sectors in the AP SLS used for the AoA estimation. The specific
reception beam patterns are chosen heuristically using a structural similarity metric [101]
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Figure 10: CDF of angle error for the different methods

algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

Figure 3.8: Angle error CDF for different number of reception beam patterns for SPIDER
(top) and RSS (bottom)

to select sectors that well cover the maximum angular range. For this experiment we
capture packets from a single AP. The station is mounted on the pan/tilt platform and
rotates between −45◦ and 45◦ in steps of 2◦. For each angle, we take static measurements
comprising 20 SLSs. We compare the phase-coherent estimation of SPIDER with an
estimation based solely on RSS measurements [52,83].

Fig. 3.8 shows the results for different receive beam patterns. It include whisker plots
with median, quartiles, extremes (± 1.5 IQR) and outliers. SPIDER is able to determine
the direction of the AP with a median error of 0.5◦ with only 3 beam patterns (with one
single outlier, and no outliers for more than 3 patterns), as shown in Fig. 3.8 (top). In
comparison, the RSS-based method without phase information (bottom graph) requires
4 or more beam patterns for a sufficiently low mean error, but even for a larger number
of beam patterns has remaining estimation errors.

Fig. 3.9(a) shows the Cumulative Distribution Function (CDF) of the AoA estimation
error when the station receives 32 SLS frames from the AP, the standard number of beam
training frames sent by the COTS APs we use. We compare SPIDER and RSS approaches
for M = 10 and M = 3 beam pattern changes. For SPIDER with M = 10, the CDF curve
is well below 5◦ and thus within the half power beam width of the antenna (∼10◦). The
algorithm achieves less than 1◦ error for 97% of the cases and a median angle estimation
error of 0.5◦. Therefore, the selected beam pattern for communication would always be the
correct one. For M = 3, SPIDER’s angle error exceeds the half power beam width only in
2.3% of the cases and the selected beam pattern for communication would (temporarily)
be sub-optimal. This level of accuracy is more than enough for good link performance. In
contrast, the RSS-based approach has significantly more outliers and higher angle errors,
highlighting the importance of phase coherent estimation. We also consider estimation
using a lower number of SLS frames, as would be the case with compressive beam training



40
Scalable Phase-Coherent Beam-Training for Dense Mm-wave Networks

Phase-Coherent Beam-TrainingIEEE TRANSACTIONS ON MOBILE COMPUTING, VOL. XX, NO. XX, MONTH YEAR 10IEEE TRANSACTIONS ON MOBILE COMPUTING, VOL. XX, NO. XX, MONTH YEAR 10

2 3 4 5 6 7 8 9 10
0

50

100 Proposed

A
ng

le
Er

ro
r

(o
)

2 3 4 5 6 7 8 9 10
0

50

100 RSS

Number of Beam Patterns

Figure 9: Angle error CDF for different
number of reception beam patterns for
our proposal (top) and RSS (bottom)

0 20 40 60
0

0.2

0.4

0.6

0.8

1

HPBW

Angle Error ( o)

Pr
ob

ab
ili

ty

Proposed-10BP
Proposed-3BP
RSS-10BP
RSS-3BP

0 2 4
0.7

0.8

0.9

1

(a) CDF for AP SLS with 32 sectors

0 20 40 60
0

0.2

0.4

0.6

0.8

1

HPBW

Angle Error ( o)
Pr

ob
ab

ili
ty

Proposed-10BP
Proposed-3BP
RSS-10BP
RSS-3BP

0 2 4 6
0.7

0.8

0.9

1

(b) CDF for AP SLS with 14 sectors

Figure 10: CDF of angle error for the different methods

algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

(a) CDF for AP SLS with 32 sectors
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

(a) CDF for AP SLS with 32 sectors

0 20 40 60
0

0.2

0.4

0.6

0.8

1

HPBW

Angle Error ( o)

Pr
ob

ab
ili

ty

SPIDER-10BP
SPIDER-3BP
RSS-10BP
RSS-3BP

0 2 4 6
0.7

0.8

0.9

1

(b) CDF for AP SLS with 14 sectors

Figure 10: CDF of angle error for the different methods

error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.
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Figure 3.9: CDF of angle error for the different methods

at the AP side to reduce overhead [83]. As shown in Fig. 3.9(b), with 14 SLS frames the
angle error degrades but SPIDER still works well. For both cases M = 10 and M = 3,
the mean error remains at 0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection of a sub-optimal beam pattern,
the SNR of the link will decrease by factor corresponding to the difference of gains of
the optimum versus the chosen antenna pattern at the true angle. We compare the SNR
loss of SPIDER and the RSS-based approach with 10 receive beam patterns to standard
802.11ad beam training, which tests all beam patterns and thus would always select the
optimal one. To determine SNR, we generate traffic from the AP to the station using
iperf. After angle estimation using the respective algorithms, we configure the station
to receive the data packets using the beam pattern that provides the highest gain in the
estimated direction. We then decode the data packets to determine the SNR.2 The SNR
loss of SPIDER and RSS compared to exhaustive search is shown in Fig. 3.10. The
mean SNR loss for the phase-coherent approach is zero for any number of receiver beam
patterns, and has no non-zero outliers for 3 beam patterns or more. The RSS approach
matches the results of our proposal only for 5 beam patterns or more.

3.4.4. Multi-path estimation

As stated in Section 3.2.4, our phase-coherent algorithm can be extended to iteratively
estimate all the multi-path components of the channel. To this end, we set up an AP to
station link as described in the previous section, with the phased antenna array mounted
on the pan/tilt platform. The system is deployed in a empty room as shown in Fig.

2Since our FPGA implementation is not yet fully real-time capable and frames are decoded offline,
the ACK frames for the data packets from the AP are sent by COTS station located next to the FPGA.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

Figure 9: Angle error CDF for different
number of reception beam patterns for
SPIDER (top) and RSS (bottom)
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

(a) CDF for AP SLS with 32 sectors
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

Figure 9: Angle error CDF for different
number of reception beam patterns for
SPIDER (top) and RSS (bottom)
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.

(a) CDF for AP SLS with 32 sectors
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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algorithm achieves less than 1◦ error for 97% of the cases
and a median angle estimation error of 0.50◦. Therefore, the
selected beam pattern for communication would always be
the correct one. When consider the phase coherent case with
M = 3, it exceeds the half power beam width angle error
only in 2.3% of the cases and the selected beam pattern for
communication would (temporarily) be sub-optimal. This
level of accuracy is more than sufficient for good beam
alignment performance. In contrast, the RSS-based approach
has significantly more outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but our phase-coherent proposal
still works well. For both cases (M = 10 and M = 3), the
mean error remains at 0.5◦ and the errors exceed 5◦ only in
3.3% and 5.5% of the cases, respectively.

5.4 Multi-path estimation

Now, we want to test the accuracy of our proposed phase-
coherent algorithm for a single AP and single station sce-
nario. To this end, we rotate the station between −45◦ and
45◦ in steps of 2◦. For each angle, we take static measure-
ments comprising 20 SLSs. Fig. 11 shows a remarkable angle
accuracy, not just for the LOS path but even for the multi-
path components corresponding to weak reflections. Also
the spurious reflections may correspond to actual paths
from window frames, etc., but we were not able to clearly
identify the reflector.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.
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error, but even for a larger number of beam patterns has
remaining estimation errors.

Fig. 10a shows the Cumulative Distribution Function
(CDF) of the AoA estimation error for the case when station
receive 32 frames of the AP SLS. We compare SPIDER
with M = 10 and M = 3) and the RSS approach for 3
and 10 receive beam patterns. For SPIDER with M = 10,
the CDF curve is well below 5◦ and thus within the half
power beam width of the antenna (∼10◦). The algorithm
achieves less than 1◦ error for 97% of the cases and a median
angle estimation error of 0.50◦. Therefore, the selected beam
pattern for communication would always be the correct one.
When consider SPIDER with M = 3, it exceeds the half
power beam width angle error only in 2.3% of the cases
and the selected beam pattern for communication would
(temporarily) be sub-optimal. This level of accuracy is more
than sufficient for good beam alignment performance. In
contrast, the RSS-based approach has significantly more
outliers and higher mean angle error.

We also consider the scenario where not all frames
belonging to a AP SLS are received by the station, and the
estimation has to be performed using only a subset of beam
patterns. These results are presented in Fig. 10b. In this case
the angle error degrades but SPIDER still works well. For
both cases (M = 10 and M = 3), the mean error remains at
0.5◦ and the errors exceed 5◦ only in 3.3% and 5.5% of the
cases, respectively.

Whenever the estimated angle leads to the selection
of a sub-optimal beam pattern, the SNR of the link will
decrease by factor that corresponds to difference of the
gains of the optimum versus the chosen antenna pattern at
the true angle. We compare the SNR loss of SPIDER and
the RSS-based approach from [29], both with 10 receive
beam patterns, to brute force beam training which would
always select the optimal beam pattern. To determine SNR,
we generate traffic from the AP to the station using iperf.
After angle estimation using the respective algorithms, we
configure the station to receive the data packets using the
beam pattern that provides the highest gain in the estimated
direction. We then decode the data packets from the AP

to determine the SNR.1 The SNR loss of SPIDER and RSS
compared to exhaustive search is shown in Fig. 11. The
mean SNR loss for the phase-coherent approach is zero for
any number of receiver beam patterns, and has no non-
zero outliers for 3 beam patterns or more. TheRSS approach
matches the results of our proposal only for 5 beam patterns
or more.

5.4 Multi-path estimation
As we stated in Section 3.4, it is possible to extend our
phase-coherent algorithm to iteratively estimate the multi-
path components of the channel, and from them, estimate
their corresponding angle of arrival. To this end, we deploy
a single AP - station scenario, like the one from Section
5.3 where the phased antenna array is mounted over the
pan/tilt platform and it is connected to the FPGA processor
by means of 1m cables. The system is deployed in a empty
room scenario, like the one shown in Fig. 12.b where the AP
is located 10m meters apart from the receiver. We present in
Fig. 12 the results of the experiment, where it can be seen
that for the different rotation angles, it is possible to identify
not only the LOS path from the AP but also reflections
that follow a clear pattern from specific reflections from
the environment. We were able to identify four sources of
such reflections, coming from the walls, a metallic door and
even the rack where the FPGA is mounted (Fig. 5b). We also
detect some spurious reflections, as can be seen on Fig. 12.a,
that may correspond to actual paths from window frames,
etc., but we were not able to clearly identify the reflectors.

5.5 Mobility
To verify the angle estimation accuracy of SPIDER in real-
time, we perform tests with rotation at a fixed location and
trajectories through different scenarios.

5.5.1 Rotation experiments
For these experiments we use a setup where the station is
static but rotates, to be able to tightly control the angles.
The phased antenna array connected to the FPGA system

1. Since our FPGA implementation is not yet fully real-time capable
and frames are decoded offline, the ACK frames for the data packets
from the AP are sent by a Talon router in station mode located next to
the FPGA.
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Figure 3.10: SNR-loss of SPIDER (top) and the RSS-based method (bottom) compared
to IEEE 802.11ad beam training
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3.11.b, with the AP located 10 m away from the receiver. Fig. 3.11 shows that for the
different rotation angles, it is possible to identify not only the LOS path from the AP but
also reflections that follow a clear pattern for the different multi-path components present
in the environment. We are able to identify four sources of such reflections, coming from
the walls, a metallic door and the rack in which the FPGA is mounted (Fig. 3.4(b)). We
also detect some spurious reflections, as can be seen in Fig. 3.11.a, that likely correspond
to paths from the metallic window frames and similar room features, but we were not
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able to clearly identify the reflectors.

3.4.5. Mobility

To verify the angle estimation accuracy of SPIDER in real-time, we perform both
tests with rotation at a fixed location as well as several trajectories with actual mobility.

3.4.5.1. Rotation experiments

For these experiments we use a setup where the station is static but rotates, to be able
to tightly control the angles. The phased antenna array connected to the FPGA system
is mounted on a pan/tilt platform. For this experiment we use 10 receive beam pattern
changes. We deploy 5 APs in the room to show that our system can reliably estimate
angles of multiple APs at the same time, as depicted in Fig. 3.13(a). We use different
APs to show the compatibility with any IEEE 802.11ad device: one Talon AD7200 router
(AP1 at a distance of 6 m from the station), three Dell D5000 Wireless Docking stations
(AP2 at 6.5 m, AP3 and AP5 at 4.7 m), and a NETGEAR Nighthawk X10 (AP4 at
6.5 m).

First, the receiver is steered following a triangular angle pattern sweeping to angles
of 35◦ and -35◦ and back to 0◦. The complete cycle of the movement takes 2.8 seconds.
After that, the system remains with the original orientation, pointing towards AP1 at
0◦. As can be seen from Fig. 3.12(a), the station is able to follow the triangular angle
rotation pattern for the 5 APs even at the extreme angles. We also include a CDF of the
angle error for the 5 APs in Fig. 3.13(b). The median error is 0.8◦ and all of the values
are below the HPBW of the antenna array. Given that our pan/tilt system and FPGA
setup are not perfectly time synchronized and 1◦ error corresponds to only a 18 ms time
shift, these results are again within the measurement accuracy of our setup.

We perform an additional rotation test for a single AP-station pair (AP1 from Fig.
3.13(a)). In this case, the station is rotated following a pattern given by a gyroscope
trace of a walking person [102], while the AP is in a fixed position. The results are
presented in Fig. 3.12(b), showing that the station is able to follow the trajectory over
the whole duration of the experiment (8.3 s). As can be seen from the CDF shown in Fig.
3.13(b), the results are similar to the triangular pattern case despite the randomness of
the trajectory, achieving 0.8◦ of median error and with all errors below the HPBW.

3.4.5.2. Simultaneous AP and station mobility

We perform experiments in a smaller laboratory of 7.5 × 6.5 m, where windows and
office furniture (chairs, desks, computers, etc.) create a richer multi-path environment.
We test the performance of the system for the extreme case of both AP and station
mobility. While the station is rotating following the human walking pattern trace [102],
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the AP is moving towards the direction of the station from P1 to P2 as shown in Fig.
3.15(b). The results in Fig. 3.14 show that the angle pattern is similar to the one with only
rotation (Fig. 3.12(b)) but with an additional angle increase due to the AP movement.
Even with the additional challenge of movement at both sides of the link, the CDF of the
angle error shows a median error of 0.67◦, with the 96% of values below 2.4◦ and a single
outlier value beyond the HPBW of the antenna array.
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Figure 3.15: Simultaneous AP and station mobility in a laboratory environment

3.4.5.3. Multi-AP trajectory

We also perform experiments with real-time human mobility in which the station is
moved manually at walking speed along a trajectory that covers part of a corridor and then
goes into a laboratory, as shown in Fig. 3.17(b). For this experiment we deploy four APs,
with three of them placed in three of the corners of the laboratory while the fourth one is
located outside in the corridor. Due to the beam width and the different orientations of
the station, different APs are observed during different parts of the trajectory, as shown
in Fig. 3.16. We include in Fig. 3.16 the measured ground truth angles for each AP as
dashed lines. During the movement from P1 to P2, the station is only able to locate AP1
(in the corridor) until it is beyond -60◦. In this part of the trajectory, the station is also
briefly able to detect AP4 (bottom-right corner in Fig. 3.17(b)) through the open door.

Once the station reaches P2, it rotates by 90◦. It starts receiving frames from AP2
and AP1 through NLOS reflection coming from the metal locker next to AP2. AP2 is
visible at 0◦ during the P2-P3 trajectory and the angle changes when the station rotates
at P3. At this point, it starts locating AP3 and AP4 which are then successfully tracked
until the end of the trajectory. We include a CDF of the angle error corresponding to
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Figure 3.17: Multi-AP trajectory in a corridor-laboratory environment

the whole trajectory in Fig. 3.17(a). Despite the difficulties to get ground truth angle
information and the possible errors introduced by vibrations from the rack wheels (Fig.
3.4(b)), we achieve 0.68◦ of median error and 100% of the values below the HPBW of the
antenna. We tried multiple trajectories obtaining similar results, which demonstrates the
accuracy of the proposed algorithm.

3.4.6. Beam training overhead reduction

We cannot test SPIDER in a dense deployment of stations, since we only have two
FPGA transceiver nodes. However, since SPIDER is fully passive as discussed in Section
3.2, we can we get a precise estimate of the overhead by means of analyzing large standard
IEEE 802.11ad deployments and discounting the station overhead from such setups. The
beam training frequency is vendor specific, and most of the time it depends on the data
traffic and medium occupancy. To account for this, we set up deployments with up to
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Figure 3.18: Beam training overhead (in ms) of IEEE 802.11ad compared to SPIDER
(ratio on top of the bars)

22 Talon AD7200 routers, with 4 configured as APs, 16 as stations and the other 2 are
configured in monitor mode to redundantly capture the beam training messages. All
APs use the same channel and use the standard CSMA/CA for medium access. The
beam training of the devices uses 32 beacon frames, one per beam pattern in the default
codebook, and takes around 1.6ms in total for one AP/STA pair. The Talon routers
are designed for static scenarios and do beam training every 10 beacon intervals, but
in scenarios with mobility training might be needed each beacon interval (i.e., every 100
ms). We add background traffic of 250 MBit/s per station and compare the measured and
extrapolated overhead. To this end, we capture the traffic between 1 AP/station pair and
multiply the AP overhead (DMG Beacon frames) by the number of APs and the station
overhead (Sector Sweep during A-BFT and DTI, Sector Sweep Feedback, and Sector
Sweep ACK) by the number of stations. This latter setup corresponds to deployments
where the frequency of beam training cannot be reduced due to network dynamics. To
obtain the overhead reduction achieved by SPIDER, we divide the total overhead by
the overhead caused by a station implementing SPIDER (DMG Beacon, Sector Sweep
Feedback, and Sector Sweep ACK).

Fig. 3.18(a) shows measured and extrapolated beam training overhead. For 1 AP
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and 1 station, AP overhead is slightly larger than station overhead and IEEE 802.11ad
around 1.7 times the overhead of SPIDER). For 4 stations, the extrapolated station
overhead is exactly 4 times larger and thus IEEE 802.11ad overhead is 3.6× that of ours
(left bar). However, the Talon routers both slightly increase the DMG Beacon frequency
and significantly increase the station beam training frequency so that actually measured
IEEE 802.11ad overhead is higher by a factor of 4.1. For 7 stations, the Talon routers
reduce the beam training frequency due to the increase in data traffic with that many
stations, so that measured and extrapolated overhead almost match. Note that due to
issues with the newest Talon firmware it is not possible to connect 8 (or more) stations
to one AP. For 4 APs with 1, 2, and 4 stations per AP, when extrapolating the overhead
we obtain an IEEE 802.11ad overhead of 9, 12 and 19 ms, respectively, whereas the Talon
routers try to maintain a relatively constant overhead of 6, 7 and 9 ms. For these cases,
SPIDER reduces the overhead by a factor of 1.6 to 3.6. We see the effects of a reduction
in beaconing frequency as is done by the Talon routers in the time it takes stations to
connect to the network. For 4 APs and 4, 8, and 16 stations, the time it takes until the
last station connects increases from 6 to 10 to 13 seconds, respectively.

Fig. 3.18(b) shows the extrapolated overhead for the standard setting with 32 beacon
frames per beam training for IEEE 802.11ad and 10 beacon frames for SPIDER (right
columns), as well as a scenario for low end IoT devices with only 4 beam patterns and
thus 4 beacon frames (left columns) for both the IEEE 802.11ad baseline and SPIDER.
We consider one AP and 2, 16, 64 and 256 stations. As expected, the higher the number
of stations, the higher the beam training overhead for the baseline 802.11ad and the
higher the relative overhead reduction with SPIDER. For standard devices with 32 beam
patterns, the total beam training time with 256 stations is 227 ms, and thus beam training
would only be feasible every few seconds. In dynamic scenarios, such infrequent beam
training may lead to significant outage time. With SPIDER, beam training can still be
done every 100 ms without excessive overhead, consuming only 6 ms. For low end devices
with only 4 beam patterns, the overhead in general is substantially lower, as shown in
the bars on the left. Nevertheless, with the standard approach the total beam training
time would consume 32% of the total communication time (since the beam training lasts
32 ms every 100 ms) with 256 stations. Although this does not prohibit communication,
the time it takes significantly reduces the communication efficiency. Our approach would
reduce this by a factor of 6.8 to only 4%.

3.5. Related Work

We first discuss available mm-wave testbeds and then prior work on beam training.
Since the advent of mm-wave communication systems, different experimentation platforms
have been proposed, each trying to cover different types of experiments. These solutions
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differ vastly in cost, performance, and flexibility. Platforms using USRP software-defined
radios [60, 103] are bandwidth constrained which limits their applicability to narrow-
band experiments. Nevertheless, their low cost makes them a good solution for simple
experiments that do not require high performance. The X60 testbed [37] fulfills the
bandwidth requirements of the IEEE 802.11ad standard, but with limited flexibility
regarding the fast real-time configuration of the antenna array and relatively high device
cost. OpenMili from [36] increases the bandwidth capabilities compared to [60, 103], but
still does not meet the requirements of IEEE 802.11ad. Besides, the custom phased array
only includes very coarse phase control and its antenna reconfigurability is limited. Also
COTS devices have been modified to perform mm-wave experiments [83]. While they
are both low cost and standard compliant, they do not provide access to the physical
and lower MAC layers, which are important to develop and validate new MAC and
signal processing solutions. In contrast, our experimental platform with its fast real-
time antenna reconfiguration provides unique capabilities for mm-wave experimentation
with high mobility, where fast beam steering is important. It offers the flexibility to
implement custom algorithms such as SPIDER, which no other available testbed platform
can support. The platform allows to implement not only IEEE 802.11ad-based systems
but also other mm-wave standards such as IEEE 802.11ay, which requires fast beam
steering for its beam training mechanism and to track station movement during the data
communication phase [88].

We now review existing beam training approaches. The IEEE 802.11ad beam training
mechanism [18] selects the antenna sector that provides the highest SNR by exchanging
SLS frames using beam patterns from a predefined codebook, as discussed in more detail in
Section 2.1. Commercial devices typically have codebooks with up to 64 predefined sectors
[54]. Beam training for such codebook sizes typically takes several milliseconds, but can
take up to seconds in dense AP deployments [74, 89, 104]. It also incurs unacceptable
latency and a very high beam training overhead in mobile scenarios [105–107].

The IEEE 802.11ay amendment [19] introduces the concept of in-packet training,
where TRN fields are appended to the beacon frames. These fields allow to test different
beam pattern configurations within a single packet [88]. However, each TRN field
comprises several complementary Golay sequences, i.e., they are longer than the single
Golay sequence per beam pattern change used in SPIDER. Besides, IEEE 802.11ay
training requires additional fields, whereas SPIDER uses the existing frame preamble,
preserving 802.11ad compatibility.

More efficient beam training mechanism are mainly based on compressed beam
training techniques, since the sparsity of the mm-wave channel makes it amenable to
sparse estimation. Compressed sensing approaches reduce the number of sectors that
are probed to O(K logN), where N is the size of the codebook and K is the number
of dominant paths in the mm-wave channel [85, 86]. Phase coherent compressive beam
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training mechanisms [80, 81] require phase coherence among the training frames, which
is not supported by current COTS devices. For this reason, the authors only present
simulation results for large antenna arrays. More recent approaches [82–84] use RSS
information, which avoids the phase coherence requirement across frames and makes
them implementable on current hardware. The approach in [84] divides the beam search
space into narrow sectors and uses carefully designed multi-armed beam patterns which
explore the different sectors similar to a hashing algorithm. A voting process returns
the desired direction with a probability that depends on the specific hash functions and
on the beam pattern shapes used. Current consumer devices with low resolution phase
shifters, hardware imperfections and strong side-lobes will incur significant errors in this
estimation. Compressed beam training can even be implemented on COTS devices using
the (imperfect) beam patterns of the default codebook [83]. A subset of M out of the
N beam patterns are probed (M ≪ N), and the RSS measurements are correlated with
the known radiation patterns of the default sectors of the devices. The authors report
fluctuations in measuring the SNR which they address by estimation over multiple RSS
measurements. The algorithm determines the maximum of the weighted sum of the
radiation patterns over the search space, and the angle where this maximum is reached
corresponds to the estimated direction. They show that 14 beam patterns suffice for
reliable angle estimation.

Recent work proposes a new method for channel estimation using a linear block code
[108], which reduces the number of measurements required. However, the algorithm is only
tested in simulations with ideal beam patterns and therefore does not take into account
hardware limitations. It may fail in multi-path channels where paths have comparable
strength. A similar idea is presented in [109] with a two-phase algorithm that can estimate
a sparse multi-path channel from RSS measurements, as opposed to the authors’ own
prior work [82] that estimates only the dominant path. However, again only simulations
with ideal beam patterns are presented. The components of a sparse multi-path channel
can even be estimated with an overhead that only scales with the number of multi-
path components of the channel but not the number of antenna patterns [87]. However,
this approach requires solving a complex non-convex optimization problem via a genetic
algorithm that is difficult run on consumer hardware in real-time. It also requires multiple
packet transmissions from both the AP and the stations, whereas with SPIDER the
measurements taken over a single packet preamble from the AP suffice.

An approach that changes the beam pattern once in the middle of a preamble to a
custom multi-lobe beam pattern with a phase shift among the lobes is presented in [110].
This mechanism allows to track the direction of simple device rotation and achieves zero-
overhead device tracking with an angle error of less than 5◦ in most cases.

Few prior works address simultaneous station beam training [111, 112]. In [111], the
authors propose a modification to 802.11ad where for station beam training, APs transmit
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omni-directionally while stations switch through their different receive beam patterns.
However, such an approach is not compatible with 802.11ad. Beam training with multiple
APs is feasible but requires coordinating the beam training of all nodes of the network.
Also [112] proposes a simultaneous beam training mechanism which is not compatible
with legacy 802.11ad devices.

The main difference to our work is that SPIDER provides better scalability by
eliminating station beam training overhead entirely, whereas prior work requires active
station beam training. It is orthogonal to compressive beam training mechanisms that
reduce the number of sectors trained by the AP, and can be used jointly with them
to further reduce the overhead. Furthermore, our approach is compatible with current
802.11ad deployments, does not affect legacy stations, and can be implemented on current
devices.

3.6. Conclusions

In this chapter, we introduce and implement SPIDER, a beam training mechanism
that improves the scalability of IEEE 802.11ad systems for dense deployments. It makes
use of rapid receive beam pattern changes during preamble reception for passive channel
estimation at the stations, while an AP is performing standard beam training. The
preamble measurements are phase-coherent, which allows to rapidly estimate the full
multi-path channel based on dimensionality reduction methods and joint estimation over
all received frames. To implement and validate SPIDER, we design a flexible full-
bandwidth experimentation platform that is compatible with IEEE 802.11ad and allows
to test our SPIDER station implementation with commercial APs. The testbed design
and source code are made available to the research community as open source. Our
evaluation shows that SPIDER provides extremely accurate angle measurements at the
station that indicate the best beam pattern to be used. Besides, it reduces the beam
training overhead by an order of magnitude compared to IEEE 802.11ad. SPIDER also
works for asymmetric arrays where transmit and receive array geometry differ, as long as
the estimated angle can be mapped to an antenna sector.

Our mechanism can be further improved by designing custom beam patterns on the
fly, that maximize the antenna gain in the estimated direction, rather than selecting from
a pre-defined codebook. Furthermore, SPIDER can be used during data transmission
in addition to the SLS, to continuously update the beam direction in highly dynamic
scenarios. While data frame preambles are shorter than those of control frames, we
show that even with a very low number of receive beam pattern changes it is possible to
accurately track the AoA of the received signal. SPIDER can also be integrated at the
AP side to further reduce the overhead. Angle estimation is then carried out whenever
control messages from a station are received, and AP beaconing would only be necessary



3.6 Conclusions 51

to allow new stations to join the network within a reasonable amount of time and to
support legacy stations.





4 Passive localization with IEEE
802.11 ad using phased

antenna arrays

4.1. Introduction

Industry 4.0 will transform the manufacturing and retail industry, requiring high-
speed real-time information acquisition and massive data exchange between numerous
devices and multiple central controllers [113]. Thanks to its high data rate, low latency
and low susceptibility to interference due to the highly directional antennas, millimeter-
wave (mm-wave) communications will be an important technology to enable automation
and connectivity in future factories. At the same time, real-time tracking of moving
objects (robots, mobile machines, etc.) is an important feature for factory automation
that should, however, not interfere with the normal operation of the plant. Given the
large bandwidth of mm-wave bands, integrating mm-wave communications and passive
localization is an extremely promising approach to design accurate, scalable, low cost and
ubiquitous passive tracking systems. Unlike approaches using a laser [114] which require
an additional platform and resources, a wireless tracking system can be integrated with
mm-wave communication at zero cost.

Passive tracking has been widely studied for lower frequencies [22–25]. These
systems can achieve good accuracy due to the rich multi-path environment and low
attenuation of the reflected paths as well as the increases in bandwidth and higher-
order MIMO-capabilities of newer communication standards. While mm-wave systems
can potentially increase location accuracy given the high bandwidth and thus time
resolution of the channel compared to sub-6 GHz systems, building a sensing system
at mm-wave frequencies is significantly more challenging. To overcome the high path
loss in the mm-wave band, devices use phased-array antennas together with beamforming
techniques for directional communication. The multi-path environment is sparse and the
existing reflection paths are often weak or do not even reach a receiver. At the same time,
the beam patterns of such phased arrays have many significant side-lobes [83]. While
this is acceptable for communication, whenever a side-lobe illuminates the strong Line-of-
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Sight (LOS) path, weak reflections are often no longer detectable even when the pattern’s
main lobe is pointing towards that reflected path.

Prior work shows that mm-wave frequencies can provide sub-decimeter accuracy [115–
117], but these systems are based on radar, without offering a communication link, where
the aforementioned challenge of detecting reflections in the presence of a LOS path is
not a problem. While a feasible solution, in the interest of cost and complexity it is
much more promising to have a single mm-wave system for both communication and
localization. Also, systems for joint communication and radar have been proposed [26–
29], but they require simultaneous transmission and reception as well as very good self-
interference cancellation capabilities not supported by current mm-wave communication
devices. Other works use much more directional horn antennas [35], as then the impact
of the LOS path is reduced, resulting in stronger reflections. However, to avoid moving
parts and for rapid beam steering and switching between links, such fixed horn antennas
will only be used in (static) niche scenarios and most commercial communication devices
will use phased array antennas.

In this chapter, we explore the accuracy of mm-wave passive location systems that
can be achieved despite the aforementioned challenges. To this end, we design POLAR,
a passive object localization system, which leverages Channel Impulse Response (CIR)
information extracted from the preambles of beacon frames. Such beacon frames are sent
by an Access Point (AP) via each of its available beam patterns to carry out periodic
beam training – the so-called Sector Level Sweep (SLS) – and thus maintain alignment of
device’s antenna beams for communication. The CIR is measured at the stations by means
of correlating the incoming signal with repetitions of complementary Golay sequences of
the preamble of IEEE 802.11ad frames. By analyzing CIR measurements over the multiple
beacons corresponding to different beam patterns of a single SLS, we can estimate Angle
of Departure (AoD) and time-of-flight of the different multi-path components visible at
a given station. We further obtain the different amplifications each beam pattern causes
on a given path.

Tracking changes of the CIR over time allows classifying reflections into static and
mobile ones. This is a challenging task as some beam patterns may have a low amplitude
in the direction of the reflection, or reflections themselves may be so weak as to be close to
the noise floor in the CIR. However, the number of beam patterns in the SLS is typically
large enough so that at least a few of the patterns provide a sufficiently good signal to
be able to compare the different path amplifications due to the beam pattern shapes and
thus determine angle information of the moving object. The SLS in the IEEE 802.11ad
has a duration of around 1ms and happens every 102 ms [55], allowing for continuous
location data acquisition at a sub-second level. The system does require a sufficiently
strong reflector such as the smooth metallic surfaces that are very common in industrial
factory settings. In contrast, detecting humans would be extremely challenging due to
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the low and irregular reflectivity of clothing. A single AP-station pair only provides very
limited coverage given the constraints of planar phased arrays. Full coverage therefore
requires multiple APs and stations, as is typical for mm-wave deployments.

To evaluate our system, we implement a full-bandwidth receiver for standard-
compliant 802.11ad frames on a large FPGA-platform to which we connect a phased
antenna array. For the APs we use Commercial-Off-The-Shelf (COTS) 60 GHz devices.
We study the performance of the proposed approach in an extensive measurement
campaign.

This chapter makes the following contributions:

We design and implement POLAR, a passive mm-wave location system for
IEEE 802.11ad devices with zero overhead, that neither requires modifications to
the beam training procedure nor the frame structure.

We design a full-bandwidth FPGA-based testbed which is able to receive,
detect and decode IEEE 802.11ad standard-compliant frames.

We perform real-time indoor experiments tracking a moving robot using COTS
60 GHz APs together FPGA-based client stations. We show that the system
achieves 17.6 cm mean accuracy, 6.5 cm mean accuracy with trajectory filtering,
and sub-meter accuracy in 100% of the cases.

The chapter is organized as follows. In Section 4.2 we explain the intuition behind
our algorithm and the signal processing involved in the implementation of POLAR. Next,
we present our testbed platform used to validate POLAR in Section 4.3. The evaluation
results for the proposed scheme are presented in Section 4.4 . We survey related work in
Section 4.5 and finally give concluding remarks in Section 4.6.

4.2. Passive location system

Before presenting the details of POLAR, we first introduce some necessary background
related to the beam training and physical layer of the IEEE 802.11ad standard.

4.2.1. POLAR algorithm

The intuition behind our POLAR algorithm is as follows. We assume multiple APs in
an indoor industrial area, where mm-wave deployments are envisioned to be dense. The
CIRs is computed at the stations for each of the received frames. Note that COTS devices
already do this in any case and this information would only have to be passed up to the
driver level. Once a robot starts moving within the room, changes in the position (and
orientation) of the robot translate into changes in the CIR. By analyzing the changes in
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the reflection patterns from the CIRs, we can determine delay and angle information of
reflections which are then used to estimate the location of the moving robot.

For the measurements of an SLS, we develop a decision algorithm that allows us to
consider only useful frames that do show changes in the CIR. This allows us to discard
most of the data until a relevant reflection is detected, significantly reducing the overhead
of the algorithm and the detection time, which is crucial for industry scenarios. No
coordinating feedback between stations and APs is required and our passive location
system is only based on information already available from the mm-wave physical layer.
Good coverage in a small scenario is achieved with only 2 APs whereas a large room
requires 4 APs, as will be shown in the evaluation section.

As a first step, our location system converts CIR measurements into Time of Arrival
(ToA) at each station. Our algorithm localizes the moving object in 2D space. The
quasi-optical behavior of the mm-wave channel implies that the energy received at a
given station has reached it via a limited number of propagation paths. We denote by L
the number of relevant paths. The downlink channel matrix towards a station C is given
by

H =
L∑

l=1
αlsC(vl)sa(ψl)H , (4.1)

where the superscript H denotes the conjugate-transpose, αl is the complex power gain of
a path l (which includes path loss and phase shift), and vl and ψl are the unitary vectors
that define the direction of arrival at the station and the direction of departure from the
AP for the lth path, respectively. Finally, sC(vl) and sa(ψl) are the steering vectors of
the antenna arrays for station and AP for directions vl and ψl, respectively.

The CIR that is obtained at the station depends on the beam pattern p active at the
AP. Therefore, the channel observed by station C is

hC =
L∑

l=1
αlsC(vl)sa(ψl)Hp (4.2)

More specifically, the CIR measured at station C is

hC,m(t) =
L∑

l=1
αlpm(ψl)δt−τl

eiϕl =
L∑

l=1
βl,mδt−τl

eiϕl (4.3)

where m is the beam pattern index. We define the scalar value βl = αlpm(ψl) as the power
received from each path and τl and ϕl are the delay and phase of the path l, respectively.
Each path is amplified differently for each beam pattern. We use this fact to obtain the
angle information as explained in the next section.
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4.2.2. Angle of departure estimation
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Figure 4.1: (a) Intuition behind the POLAR algorithm, where different beam patterns
amplify the same path with different gains. (b) Calculated CIR from beam pattern A,
with less gain in the object direction, (c) Calculated CIR for beam pattern B, showing
higher amplification for the reflection from the object.

During beaconing, an AP changes through all of its available beam patterns.
Whenever an AP performs an SLS, the station captures the preamble and obtains the CIR
corresponding to the different beam patterns using (2.2) and (2.3), as shown in Figure 4.1.
As a first step, our algorithm converts the CIR information into directions of departure
of the reflections θl.

For this, it is necessary to first determine the peak which corresponds to the reflection
of the object. Because of the large bandwidth of mm-wave, the CIR can resolve the
different multi-path components pl captured by the receiver. During the motion of the
object in the environment, some of these multi-path components will remain stationary
while others will appear, disappear, or change. Let H = |h(t)C,m| denote the magnitude
of the calculated CIR. We define HS,m as the stationary components and HM,m as the
mobile ones for a given beam pattern m, where HS,m is obtained taking the empty room
as a reference. It is possible that certain reflections are not observed for all beam patterns,
as the beams cover different areas. Therefore, we estimate whether a certain frame shows
a non-stationary reflection. For this we define

ϕA,M,m(k) =
∫ 1+(k+1)w−kO

1+kw−kO
HM,m(τ)dτ (4.4)

where the integral is calculated with the trapezoidal approximation, w is the window of
the segmentation and O is the overlap between segments, so that the cluster structure is
preserved [118].
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We define the correlation between the smoothed CIR as

SM,S,m =< ϕA,M,m

∥ϕA,M,m∥
,
ϕA,S,m

∥ϕA,S,m∥
> . (4.5)

The binary result for a reflection is obtained by setting a similarity threshold to the
correlation function

χi =
{

0 if SM,S,m > κ,

1 if otherwise

where κ is the chosen threshold value. This method allows us to only check frames for
which χn = 1, i.e., a reflection from an object is estimated with high probability. This
reduction of frames translates into a lower computation time. In addition, the accuracy
of the estimated ToA is higher as no false peaks are detected. We compare the CIR
measurements for a given beam pattern i, and define the difference function Di(t)

Di(t) = HM,i(t) −HS,i(t) =
LM∑
l=1

βM,l,iδt−τl
−

LS∑
l=1

βS,l,iδt−τ ′
l
. (4.6)

With the above definitions, we use Algorithm Algorithm 1 to detect K new reflections,
with arrival times t1, .., tK . We define RM,S,i = E

{
HM,i(t+ z)H∗

S,i(z)
}

, and R is taken
as the reference time of arrival of the LOS path for all CIR measurements. Offsets are
corrected using the correlation function RM,S . The peaks function estimates all local
maxima in a vector of data and the remove duplicates function eliminates repeated
elements of a vector. We take κt = 0.3 to bound the normalized difference function,
ensuring that we only consider strong reflections. This method outperforms major peak
removal models for our application, since these would consider weak reflections.

Once a new path has been observed, the AoD θ̂ of the path is estimated using the
amplification am that the different beam patters introduce to the lth path. The amplitude
observed on the CIR of the lth path Pl amplified by beam pattern m of the AP is βl,m,
as in (Equation (4.3)). This can be observed in Fig. Figure 4.1, where different beam
patterns show different amplitudes for the same multi-path components.

We obtain Pl = [p1, . . . , pN ], the vector of powers of the path. Out of the 64 available
beam patterns, we consider the N beam patterns with the highest measured Signal-to-
Noise Ratio (SNR). Adding low SNR measurements to the estimation of the Angle of
Arrival (AoA) would result in a less accurate overall estimation. We normalize Pl

∥Pl∥ =
Al

∥Al∥ , where Al is the vector of introduced amplitudes to the lth path of the N beam
patterns. Let xm(θ) denote the amplification of the mth beam pattern in direction θ, and
Xm = [xm(θ1), . . . , xm(θG)] be the shape of the mth beam pattern. G denotes size of the
grid of the measured beam patterns. Then X = [X1, . . . , XN ]T is the matrix with column
i containing the measurement of Xm(θi) ∀m.

In order to obtain the NLoS AoD of path l, θ̂l, that best matches the power
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Algorithm 1: Estimation of the K new paths
Data: HM,n,HS,n ∀n st. χn = 1
Result: [t1, ...tK ], times of arrival of the new reflections.
initialization n = 1, R;
for i = 2 : N do

offsetM = R− max(RM,S,i)
HM,i = circshift(HM,i, offsetM )
offsetS = R− max(RS,M,i)
HS,i = circshift(HS,i, offsetS)

for i = 1 : N do
[t1,i, ..tl,i] = peaks( Di(t)

∥Di(t)∥) = peaks(Di(t))
[t1, ...tK ] = tk s.t Di(tk) > κt

[t1, ...tK ] = remove duplicates([t1, ...tK ])

measurements of the receiver, it remains to minimize the absolute error cost function:

θ̂l = argmin
θ

G∑
i=1

(
Al

∥Al∥
− X(θi)

∥X(θi)∥

)
(4.7)

4.2.3. CIR-based distance estimation

Using (Equation (4.7)) we can now formulate the tracking algorithm. Since no phase
information is assumed, and no time stamps are implemented, the distance information
is obtained from the CIR measurements. We consider the CIR measurements in which
the reflection is observable and obtain the difference of distance between the LOS path
and the reflection as the difference of samples between the two peaks, tLOS and treflection.
Sampling is done every 1

BW = 0.56 ns. Because of the cluster structure of the mm-wave
channel [118], we can distinguish reflections separated by a minimum of two samples.
Therefore, our algorithm has a resolution of 1.1 ns. With the previously calculated angle
information, the distance from the detected object to the AP i, Di,r is obtained as:

Di,r =
(di,j + dr)2 − d2

i,j

2(di,j + dr − di,j cos
(
θ̂
) (4.8)

where di,j is the (known) distance between APi and client j, θ̂ is the previously obtained
angle and dr = treflection ∗ 1

BW ∗ c, where c is the speed of light and the bandwidth BW of
our system is 1.79 GHz.
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4.2.4. Multiple AP coverage

Mm-wave deployments will typically be dense, to overcome range limitations and
blockage from obstacles, as well as limited antenna aperture. For our system, we use
COTS devices with an angular range of 60◦, while the phased antenna array connected to
the FPGA has an angular range of 120◦. While (limited) communication may be possible
beyond those angles, the gains are typically to weak to detect reflections. Therefore, in
order to ensure good location accuracy as well as coverage, our algorithm uses data from
available APs and stations.

4.2.5. Kalman filter correction

Given that the object motion is typically smooth, we apply a forward Kalman filter
to the trajectory. We consider the following mobility model

xt+1 = xt + w, w ∼ N (0, σ2
e)

yt+1 = xt+1 + v, v ∼ N (0, σ2
m)

(4.9)

where yt is the measurement of location of the client at time t and xt is the real location.
This model corresponds to uniform linear motion with location error σm. The expected
location is obtained by the following iterative model

xt+1 =

 1√
σ2

xn
+ σ2

e

+ 1
σm

−1 x̄n√
σ2

xn
+ σ2

e

+ yn+1
σm


σ2

xn+1 =

 1√
σ2

xn
+ σ2

e

+ 1
σ2

m

−1

.

(4.10)

4.3. Implementation

Our practical implementation of the tracking system has the following parts.

4.3.1. Transmitter side

For the APs we use MikroTik wAP 60G routers. The IEEE 802.11ad compliant device
uses a Qualcomm Atheros QCA6335 60GHz chipset with a planar phased antenna array
of 6x6 elements. This device has an angular range of 60◦ and can achieve link distances
of up to 200m. For the experimental evaluation, we use the preconfigured codebook of
the router and the default firmware. We chose the MikroTik because of its high range
and affordability make it suitable for industrial environments. In a typical mm-wave
deployment, the limited angular range of the antenna requires that more than one AP
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will have to be placed to provide full room coverage. Newer devices, such as the MikroTik
wAP 60Gx3 AP, already provide a set of three antennas that jointly cover 180◦, which
simplifies deployments.

4.3.2. Receiver side

On the receiver side, we use a full-bandwidth FPGA-based baseband system connected
to a Sivers 60 GHz RF development kit that integrates a 16+16 element phased antenna
array together with 60 GHz up/down converters [119]. The system is capable of capturing
and processing frames from any IEEE 802.11ad compliant device.

Although the testbed is capable of working as a transceiver, to perform the
experiments conducted in this chapter, we only exploit the receiver capabilities of the
system. To this end, we develop AXI-stream IP blocks to be able to detect and process
IEEE 802.11ad compliant frames at full-bandwidth and save them directly to the on-board
DDR memory to be post-processed offline1.

The RF front-end [98] is capable of working at 4 different 2.16 GHz wide IEEE
802.11ad channels and provides analog beam-forming capabilities using phase shifters
with 6 bit resolution. The predefined codebook includes 64 different sectors (Antenna
Wave Vector (AWV)). For the experiments conducted in this chapter, we use a quasi-
omnidirectional receive beam pattern from the predefined codebook. This is compliant
with current COTS device behavior which only uses directional transmit beam patterns
but quasi-omnidirectional reception. The measured radiation pattern is presented in
Figure 4.3(a).

The equipment used for the transmitter and receiver is shown in Figure 4.2.

4.3.3. Beam pattern measurements

To obtain the shape of all the beam patterns of the transmitter used for beam training,
we fix the router to a custom rotation table that steers mechanically over the different
azimuth angles. We time the movement of the rotation table to wait for a full SLS before
moving to the next angle. Our receiver [119] is placed at a distance of 5 m to the router
and facing it at a zero degree angle. We record the Received Signal Strength (RSS) of the
different beam patterns and then change the angle for the next measurement. The rotation
table advances in steps of 1◦, giving approximately one degree resolution in our angle
estimation. Figure 4.3(b), (c) and (d) show examples of the measured beam patterns.
The irregularity of the beam patterns from the predefined codebook is helpful in that the
correlation between the different beam patters is low, and therefore the amplifications are
well determined.

1While the system is capable of real-time processing of the received IQ samples, for this chapter we
use the testbed in a mixed hardware-software design, where the preamble is processed in hardware while
the rest is decoded offline using a software model.
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Figure 4.2: Photo of the equipment used to implement POLAR

4.4. Evaluation

In this section we present results of our extensive measurement campaign to test
POLAR over multiple configurations, changing the position of the AP, station and the
trajectory. We aim to cover typical scenarios that can be found in an industrial setting.
First, we describe the scenarios and then we present and analyze our results.

All the experiments are done in real-time. The experiments are set up in an empty
room which is 6.2x23 m in size and has no furniture. While in this environment the
reflections mainly come from the walls or the object, the system also works on more
complex environments where fixtures provide additional static reflections. As a moving
robot, we use a metal cylinder with 25 cm of diameter mounted on a moving platform.

4.4.1. Small scale scenario

The first simple baseline experiment consists of a longitudinal trajectory parallel to
the line that connects the station and the AP, as shown in Figure 4.4 (a). For this
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Figure 4.3: (a) Measured quasi-omnidirectional receive beam pattern from the EVK06002
predefined codebook. Subfigures (b), (c) and (d) are examples of the transmit beam
patterns from the predefined codebook of the MikroTik routers

experiment, we use one AP and one station which are 5 m apart in the middle of the
room. The reflector moves along the trajectory at a constant speed. This trajectory
provides first insights into the angular resolution and coverage of a single AP and station
pair. As can be seen in Figure 4.4 (a), the accuracy of our system is very high as long as
we remain within the aperture of the antenna array. Even though we use only one AP and
one station the beam patterns of the MikroTik router perfectly cover such a trajectory
with enough power and only fail to track the object for extreme angles at the station
where the quasi-omnidirectional beam pattern only provides low antenna gain, as shown
in Figure 4.3 (a).

To test the robustness of our system, we perform another experiment with a transversal
trajectory that crosses directly through the middle of the connection as seen in Figure 4.4
(b). The most challenging tracking trajectories are those that cross the path between
the AP and the station, and therefore have worse reflections than those parallel to the
main link, since there are many points where the angle of the reflection is too steep for
detection. Also, when crossing the line between the devices, the power of the signal drops
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(a) Vertical trajectory (b) Horizontal trajectory (c) Diagonal trajectory

(d) U-shaped trajectory

Actual trajectory
Kalman filtered
Estimated locations

(e) U-shape with Kalman
filtering

Figure 4.4: Experimental results for the small scale scenario

significantly since the LOS path is blocked and there are usually no suitable reflections
from the object that can be detected. Therefore, more than one AP and station is
required to obtain sub-meter accuracy for arbitrary trajectories. We use 2 stations and 2
APs which provide sufficient coverage and, therefore, we are able to track the reflector as
seen in Figure 4.4(b).

After covering simple straight trajectories (that are nevertheless common in automated
industry environments), we perform experiments with slightly more complex trajectories.
For these trajectories, we use multiple APs to achieve coverage and accuracy. The realistic
trajectories, due to the more organic movement, present a richer variety of angles to cover
and more blockages by the reflector, thus making it harder to achieve sub-meter accuracy.

Figure 4.4(c) shows the first of those experiments, the reflector crosses the middle of
the environment in a diagonal path that crosses links AP1-Station1 and AP2-Station2.
This trajectory mimics, for example, an autonomous robot that changes its direction to
adapt to its surroundings. Figure 4.4(c) shows the experimental setup and results. There
are a few estimates that have a bias at the beginning of the trajectory due to the reflector
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being outside of the range of our system. However, for the rest of the trajectory, our
system is capable of locating the moving object even in areas where there is no coverage
by one of the APs.

Figure 4.4(d) shows results for a U-shaped trajectory, which covers a larger area
crossing the two links and getting very close to station 2. As a consequence, for many
locations, only one AP can contribute to the localization of the reflector. This trajectory
mimics again that of autonomous robots circumnavigating an obstacle on the floor. The
first points of the trajectory, upper left, are only covered by AP1, and AP2 starts to
contribute later in the trajectory. The bottom part is not covered by AP1 since the angle
is too steep, but AP2 provides enough coverage there. The last section of the trajectory
is covered by both APs simultaneously.

To show how the estimated points are used to determine a trajectory, Figure 4.4
shows the raw estimates which are then used as input for the Kalman filter explained
in Section 4.2.5. Figure 4.4(e) shows the result of applying such filter to the U-shaped
scenario. Even in the presence of outliers as seen for the bottom left and bottom right
points, the filter is robust enough to predict the trajectory of the reflector with very good
accuracy.

s

Figure 4.5: CDF of the location error

Figure 4.5 shows the performance of our system across all scenarios. The continuous
line shows the location error when using only one AP. Even with one AP only, the error is
less than one meter in 74% of the cases. When using multiple APs, 2 in our experiments,
and a Kalman filter, the error is less than 1 meter in 98% of the cases, which shows the
robustness of POLAR. These results can be further improved with custom beam patterns
or a larger number of APs.

We further estimate how robust our location system is to SNR variations by fixing
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Fig. 6: Result of Kalman filtering over the trajectory of Fig.
5(d)
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Fig. 7: Probability of detecting the reflection of the object with
varying SNR.

2) Large scale scenario: We carry out an experiment
showing a larger trajectory. For this trajectory, we use multiple
APs to achieve full room coverage. Since a larger space is
covered, more AP-Station links are needed to achieve full
room coverage. Fig. 8a shows the experimental set up and the
raw estimated points which are inputs for the Kalman filter
used to obtain a smoothed trajectory, also presented in the
figure. Fig. 8b shows the achieved performance of POLAR
for this deployment considering different number of APs. The
different lines show the location estimation error when using
from one to four APs and when the data has been processed
using the Kalman filter. When only one AP is used, the
estimation error is low for the observed region of the trajectory,
about 30% of the whole trajectory, but stays constant after that,
as the rest of the trajectory has unknown location error. This
situation is repeated for the cases with two and three APs
scenario, where an increase in the accuracy is observed as a
larger region of the trajectory is covered by more links. For
the scenario with 4 APs, the whole trajectory is covered and
a mean error of 6.5 cm is obtained for this scenario.

B. Limitations and challenges

POLAR is designed to use cost-effective COTS devices
without any further modification. This has some limitations
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Fig. 8: Larger deployment

that are worth mentioning and that would not exist using
custom hardware. The MikroTik APs that we use have an
effective range of 60◦ (from −30◦ to 30◦) which provides
more limited coverage. Also, the omnidirectional beam pattern
that we use in our receptor only covers 120◦ (from −60◦ to
60◦) making it more difficult to capture all the reflections. We
did not modify the beam patterns of the MikroTik routers,
and therefore we are limited by them, we have found that
the routers provide more coverage in one direction than the
other, making it easier to locate in certain angles. Further
modifications and custom beam patterns of these devices
would result in higher performance.

Other limitations were encountered when testing with hu-
mans and other materials, such as cardboard. The low and
irregular reflectivity of clothing and the porous material of
cardboard did not allow for sufficiently strong reflections to
be detected.

V. RELATED WORK

Passive location algorithms are a topic of increasing interest.
In this section we discuss several prior works on this area and
highlight the differences to our passive localization algorithm.

A. Lower frequency sensing

There has been extensive work on lower frequency sensing
systems [3–6, 21]. These systems achieve high accuracy due
to the rich multi-path environment and strong reflections.
General approaches for passive location estimation in lower
frequencies rely on AoA and ToA estimation. [3–6] all rely
on CSI measurements for object location. Spotfy [4] makes
use of AoA and ToA obtained from the CSI information. It
critically relies on OFDM for the ToA estimation to be able
to refine measurements over many different sub-carriers. The
system achieves a 40 cm location error (for deployments of
up to 55 AP, with 3 antennas for each AP). Md-track [3]
improves over [4] and even achieves an accuracy of 0.36
cm, by iterating over successive of AoA, ToA and Doppler

8

Figure 4.6: Probability of detecting the reflection of the object with varying SNR.

a position for the moving robot and lowering the SNR on the receiver side by reducing
the gain of the RF amplifiers. The results are presented in Figure 4.6. As expected, the
fraction of beam patterns that detect the reflection decreases with lower SNR, resulting
in high angle errors for SNR values smaller than 4 dB. It is important to remark that
even for low SNRs the reflection can still be detected reliably with POLAR, down to 6
dB. We also observe that the angle error for different SNR values behaves inversely to the
probability of detection. Our experimental results show that detecting the reflection in a
small number of beam patterns per beacon (around 10 to 15 out of 64) is sufficient for
accurate angle estimation.

4.4.2. Large scale scenario

We next investigate a large scale scenario that covers the whole room. For this
trajectory, we use up to 4 APs to achieve full room coverage. Figure 4.7 shows the
experimental set up and the raw estimated points which are inputs for the Kalman filter
used to obtain a smoothed trajectory, also presented in the figure. Figure 4.8 shows the
performance of POLAR for this deployment considering different numbers of APs. The
graph shows the location estimation error when using from one to four APs and when
the data has been processed using the Kalman filter. When only one AP is used, the
estimation error is low for the observed region of the trajectory, corresponding to about
30% of the whole trajectory, but stays constant after that, as the rest of the trajectory
is not observed and thus has infinite location error. For the cases with two and three
APs, we observe an increase in coverage and accuracy as a larger and larger region of the
trajectory is covered by more links. For the scenario with 4 APs, the whole trajectory is
covered and our algorithm achieves a mean error of 6.5 cm.
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4.4.3. Limitations and challenges

POLAR is designed to use affordable COTS devices without any further modification.
This has some limitations that are worth mentioning and that would not exist using
custom hardware. The MikroTik APs that we use have an effective angular range of
60◦ (from −30◦ to 30◦) which provides limited coverage. Also, the omnidirectional beam
pattern that we use in our receiver only covers 120◦ (from around −60◦ to 60◦), making it
more difficult to capture all of the reflections. We did not modify the beam patterns of the
MikroTik routers, and therefore we are limited by them. We also found that the routers
provide better coverage at some angles that at others, making it easier to locate objects
at certain angles. Further modifications and custom beam patterns of these devices would
allow to achieve even better performance.

Another limitation is the object material. While flat reflective surfaces such as metal
that are typically found in industry scenarios work very well, other materials such as
cardboard or clothes worn by a human are much more challenging. The low and irregular
reflectivity of clothing and the porous material of cardboard did not allow for sufficiently
strong reflections to be detected reliably, constraining the use cases for which such passive
localization mechanisms can be used.
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4.5. Related Work

Passive location algorithms are a topic of increasing interest. In this section, we discuss
several prior works in this area and highlight the differences to our passive localization
algorithm.

4.5.1. Lower frequency sensing

There has been extensive work on lower frequency sensing systems [22–25, 120].
These systems achieve high accuracy due to the rich multi-path environment and strong
reflections. General approaches for passive location estimation in lower frequencies rely on
AoA and ToA estimation. The works in [22–25] all rely on CSI measurements for object
location. Spotfy [23] makes use of AoA and ToA obtained from the CSI information. It
critically relies on OFDM for the ToA estimation to be able to refine measurements over
many different sub-carriers. The system achieves a 40 cm location error (for deployments
of up to 55 AP, with 3 antennas for each AP). Md-track [22] improves over [23] and
even achieves an accuracy of 0.36 cm, by successively iterating over estimates of AoA,
ToA and Doppler to enhance the multi-path resolution. This accuracy is achieved with
8 antennas and 40 MHz of bandwidth. These systems are MIMO systems with one RF
chain per antenna, unlike mm-wave systems which use a phased array connected to a
single RF chain. The latter makes channel estimation significantly harder and common
multi-resolution algorithms such as MUSIC or ESPRIT cannot be used as the required
per antenna information is not available. Also, current mm-wave systems are single
carrier and cannot use OFDM-based ToA refinement. RSSI-based approaches have been
proposed [120], but they achieve lower accuracy due to the coarse RSSI granularity.

4.5.2. Radar

Radar systems are often used for obstacle detection and human activity recognition
as synchronization between transmitter and receiver clock allows for precise phase
information [26,115,116]. Commercial 60GHz radar systems are readily available [115,121]
but requite custom hardware not designed for communication. These systems are designed
to filter out the direct path component from transmit to receiver antenna and therefore do
not suffer from the problem of weak reflections. This makes accurate location estimation
much easier. The systems require full-duplex capabilities, which are, however, not yet
available for current mm-wave communication systems. Among the state of the art, [26]
uses the preamble structure of the 802.11ad standard to obtain the CIR and a threshold
method to detect the reflections. It proposes a joint vehicular communication and radar
system, but it does not address how to enable full-duplex mm-wave communications.
In contrast, [116] uses a more classical approach, building a dedicated system of an
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analog FMCW radio front-end for object detection with a bandwidth of 1.79 GHz. The
works [28, 122] propose multi-armed beam patterns to illuminate a higher number of
directions at a time. Among the systems that achieve accurate location in a radar context
is [116] that achieves decimeter level accuracy.

4.5.3. Mm-wave localization for beam training

There exist extensive research on active mm-wave location systems [30–32]. These
works aim to localize users to achieve better beam training and AP associations, to
establish communication links and predict handovers in case the link is about to fail.
Therefore, the goal is to estimate the dominant path and not necessarily the entire
multi-path environment. In [30], the authors use the CSI information obtained through
a modification of the firmware of the router and calculate the AoA using a maximum
likelihood approach. The work in [32] uses the CIR measurements to extract the LOS
and correlates this against known beam patterns to obtain the AoA. We base our
algorithm on the intuitions provided by these works on sparse channel estimation and
sector information.

4.5.4. Mm-wave passive localization and multi-path estimation

There is little work studying passive localization for mm-wave communication and
COTS devices, where receiver and transmitter are spatially separated. As discussed
previously, it is indeed challenging to obtain good results given that reflections from
objects are angle-dependent and often weak. Previous work on multi-path estimation
applied to beam training and AP association, [122,123], estimate the different multi-path
components of the channel. However, the primary goal of these works is to determine the
strong static reflections of the multi-path environment to use them for communication.
In contrast, for passive localization the potentially weak reflections of the object are
relevant. This is a significantly more challenging problem. To address it, some work has
been presented using horn antennas [34,35], which only focus the energy in one direction
and do not suffer from side lobes. The LOS path is therefore not always present and the
reflections are much easier to observe. [34] uses RSS to obtain an accurate estimation of
heart rates, with 98.4% accuracy. The work in [35] is also based on RSS information,
using a Vubiq and horn antennas with a rotating platform. Initially, the user location is
obtained by scanning the room by brute force and movement is tracked over RSS changes.
However, most consumer mm-wave devices use phased arrays instead of inflexible horn
antennas, and we, therefore, base our system on the more phased array antennas.

To the best of our knowledge, no prior work has been presented that matches these
constraints.

Our work clearly differs from the above literature, as we present an object location
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system based on CIR measurements and compressed angle estimation obtained from the
beam pattern shapes. Unlike other approaches, we design a system based on COTS
devices and an FPGA system, both equipped with phased arrays and working with
standard-compliant 802.11ad frames. This confirms that with our algorithm, object
detection can be achieved with consumer equipment.

4.6. Conclusion

We designed and implemented a mm-wave passive tracking system using COTS IEEE
802.11ad APs together with an FPGA-based station. CIR measurements were obtained
from the IEEE 802.11ad SLS to obtain angle and direction information of a moving robot.
We show not only that it is possible to implement a joint communication and sensing
system but also that it is possible to obtain sub-meter accuracy from weak reflections
coming from the moving object. To overcome the hardware limitations, we use multiple
APs to cover an entire room. Even higher accuracy could be achieved with hybrid antenna
arrays for mm-wave systems, which are already included in the upcoming IEEE 802.11ay
standard. Besides, we leave for future work the integration of second-order static multi-
path components for environment mapping, which could be of high interest for connected
factories.
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5 A Mixture Density Channel
Model for Deep Learning-Based
Wireless Physical Layer Design

5.1. Introduction

Machine Learning (ML) has proven to be a very powerful tool in diverse areas such
as language processing and image recognition, where it is difficult to design conventional
algorithms. In networking, ML has been widely applied at higher layers, for example
for resource allocation optimization and traffic prediction [33]. In contrast, wireless
physical layer designs typically use conventional discrete and highly optimized signal
processing blocks with well defined functions to cope with the multiple impairments
of communication channels. Modulation, coding schemes and equalization techniques
are optimized under the assumption of Gaussian noise processes and simple non-linear
models [124], with the aim of simplifying hardware implementation. While such designs do
not take into account possible interactions between non-linearities and residual errors of
individual blocks, they work well for current wireless networks and allow to operate links
close to their theoretical capacity. However, hardware imperfections and non-linearities
become more and more difficult to model and compensate explicitly as communication
environments become more complex and radio hardware is scaled to higher and higher
data rates and frequencies. This is exacerbated by the constraints imposed by integration
in consumer devices and the mandate of a cost-efficient design.

The above considerations inspired the application of ML to the physical layer. ML
has been used for modulation recognition [40, 125–127], encoding and decoding [40, 42,
45, 49, 128, 129], channel estimation [130], equalization [131–134], and ML is now even
being used to design the entire physical layer itself [40, 42, 45, 49, 128, 129, 135]. Having
symbol encoding and decoding learned by ML rather than designed explicitly allows it
to optimally adapt to new environments, data, hardware, and applications. The first
proposal to design end-to-end communication systems using deep learning models was
presented in [40] where the authors discuss how to learn a transmitter-receiver architecture
represented as neural networks (NN) for a specific channel model using an autoencoder
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structure. An autoencoder learns an efficient representation or encoding of data that is
subjected to noise, together with a reconstruction mechanism that aims to regenerate
the data as close as possible to the original input. The autoencoder is trained using
the Stochastic Gradient Descent (SGD) method [136] to optimize a loss function (e.g.,
bit error rate (BER)), using a differentiable model for the channel in order to perform
backpropagation. Such model-aware systems require an analytical function of the channel
as input, for example using an Additive White Gaussian Noise (AWGN) channel or simple
models for phase offset and Carrier Frequency Offset (CFO) [42]. However, as the channel
becomes more complex due to interference, hardware imperfections, and quantization
effects, building realistic analytical functions becomes difficult, and they may no longer
be differentiable, restricting the use of the backpropagation algorithm. In some cases,
models for hardware effects and the channel itself are not even known, such as in molecular
communications [137]. Recently, model-free approaches have been proposed that do not
require a channel model as input. Instead, in [45], a differentiable channel model is
learned from channel data using Generative Adversarial Networks (GANs). However, this
mechanism is only evaluated for simple simulated AWGN and similar channels, but not for
practical real-world channels. Further, it may be difficult to generalize the architecture
to more complex channels [138]. Another approach was presented in [49], introducing
a different training method in which the end-to-end learning is done by sampling the
channel, but no explicit channel model is obtained.

One of the benefits of learning an explicit channel model is that transfer learning can
be used to speed up the training on time-variant channels using previous knowledge to
make the system robust to environment changes. Learning explicit channel models is also
interesting in the case of molecular communication to drive the design of better nanoscale
networks. Here, we will focus on millimeter-wave (mm-wave) communications, where the
increase in carrier frequency and bandwidth is pushing Radio Frequency (RF) hardware
to its limits and complex calibration methods are used to ensure good performance. More
specifically, Giga-sampling rate converters with limited resolution, as present in mm-wave
hardware, introduce non-negligible quantization effects [139]. Besides, power amplifier
non-linearities are more harmful and high carrier frequencies introduce critical CFO and
phase noise effects [139, 140]. Last but not least, mm-wave communication hardware
usually integrates phased antenna arrays with a large number of antenna elements to
deal with the high path-loss by means of beam forming. This is used not only to enable
highly directional communications, but also to benefit from multiple concurrent spatial
streams, as envisioned in the latest mm-wave standards [19]. Such large antenna arrays
require complex calibration methods to ensure matching between the phase shifters and
amplifiers of antenna elements [141, 142]. While careful optimization of each hardware
component independently can partially abate the hardware imperfections, this magnifies
the design complexity, and increases time-to-market and costs. Future THz frequency
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systems further exacerbate this situation and make ML a highly attractive tool to design
and optimize end-to-end communication systems.

In this chapter, we address the problem of designing model-free ML approaches to
obtain the explicit stochastic channel for both single-input single-output (SISO) and
multi-input multi-output (MIMO) systems. To the best of the author’s knowledge, model-
free solutions have not been explored for MIMO systems, where the gains of end-to-
end learning may be larger due to the complexity involved in such systems. Interaction
between the multiple spatial streams, the mismatch between components in the multiple
RF chains, makes the modeling more challenging but, at the same time, the gains can
be much larger. The proposed neural network can accurately learn complex stochastic
channel models and, together with previous works on synchronization, equalization [49]
and continuous transmission [42] improves the current state of the art of end-to-end
optimization algorithms. Our main idea is to learn the conditional distribution of each
symbol of the constellation proposed by the transmitter (the encoder) using a neural
network to estimate the parameters of a mixture of Gaussian distributions, known as
Mixture Density Network (MDN) [143]. Additionally, we extend this approach to learn the
conditional distributions of MIMO channels by defining a new neural network to estimate
the parameters of a mixture of multivariate Gaussian distributions. These approaches
allow us to learn the channel model from data, while remaining differentiable when it is
introduced in the autoencoder structure since it remains in the form of a neural network.
We prove the convergence of the neural network output to the real channel distribution,
since its loss function is convex with a minimum value equal to the distribution’s entropy
when the output distribution equals the target. In contrast, with GAN-based approaches,
the convergence during training does not have a direct statistical meaning. We study
the capability of the proposed network to approximate simple channels and then extend
the analysis to practical real-world mm-wave channels by means of experiments using
FPGA-based platforms for SISO [52] and MIMO systems [53], which integrate 60 GHz
front-ends with phased antenna arrays and are able to send/receive signals covering 2 GHz
of bandwidth. We compare the performance of an end-to-end autoencoder trained with
our mixture density neural network to that of an autoencoder using a known channel
function, and show that they have the same performance over an AWGN channel. In
addition, we show that having an explicit channel model is beneficial to rapidly explore
the channel and adjust to changes in the environment.

The chapter is organized as follows. Section 5.2 provides an overview of related work.
Next, in Section 5.3 we introduce the system model and present a neural network approach
to learn SISO and MIMO channels for end-to-end learning of the wireless physical layer.
We discuss the performance of the proposed scheme in simulated and real-world channels
in Sections 5.4 and 5.5, respectively. Finally, we give concluding remarks in Section 5.6
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5.2. Related work

In recent years, ML has been applied to wireless physical layer design, showing that it is
a promising and exciting new field with a range of potential applications. It can be used,
for example, for modulation recognition with Deep Learning (DL) using classification
techniques [125–127]. Equalization and sampling synchronization have been explored
in [131–134]. In this chapter, we focus on end-to-end training of communication systems
by means of autoencoders [40, 42, 45, 49, 128, 129]. It is also of interest to molecular
communications [137]. For example, [144] provides a physical end-to-end model for the
emission, diffusion and reception processes, whereas [145,146] model them using a machine
learning approach.

Autoencoder training methods can be divided into two categories: i) model-aware, in
which a channel function is defined analytically and the training evaluates this function
and ii) model-free, in which no analytical function of the channel is needed and the channel
is instead approximated from the data itself.

5.2.1. Model-aware approach

In [40], the authors use an additive noise layer to replicate the effects of an AWGN
channel, showing that the autoencoder can perform as well as Quadrature Phase Shift
Keying (QPSK). In the design proposed in [49], the autoencoder is able to outperforms
QPSK by learning a channel coding that encodes multiple symbols together for AWGN
and Radial Basis Function (RBF) channels.

A more complex channel model, considering up-sampling, pulse shaping, constant
sample time offset, constant phase offset, CFO and AWGN is used in [42]. It mimics the
effects of a transmitter and receiver without perfect synchronization and with a mismatch
in their oscillator frequencies. After training the autoencoder with these parameters,
the receiver network is fine-tuned based on real data. However, when tested with real
hardware implementations, the use of inaccurate channel models leads to performance
loss compared to conventional modulation schemes such as M-ary Quadrature Amplitude
Modulation (M-QAM).

The early work on end-to-end learning for SISO systems [40] was extended to MIMO
systems considering the case of multiple spatial streams, with a Rayleigh fading channel
as channel model [43]. The results in [43] demonstrate gains for the 2 × 2 scheme
with perfect Channel State Information (CSI) at the transmitter. This closed-loop
architecture is achieved by concatenating the CSI with the symbols as inputs to the
encoder. Finally, [147] builds upon the work of [43] by carrying out a deeper study of the
possible autoencoder architectures and benchmarking the gains for a 2 × 2 systems and
low-order modulations.
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5.2.2. Model-free approach

The first approaches to learn a differentiable channel model were presented in [45,128].
They are based on variational GANs to learn the stochastic channel distribution. GANs
[148] are formed by a generator network and a discriminator network that are commonly
used in image generation. The generator produces channel samples from a random
noise input trying to “fool” the discriminator with these samples. The discriminator
is optimized to differentiate between real and generated samples. Variational GANs
extend this concept by adding a sampling layer to the generator network to sample the
latent representation space adding stochasticity to the network. Variational GANs are
used in [45] to learn a differentiable channel model from channel data generated from
a simulated AWGN and an additive Chi-Squared channel with a Binary Phase Shift
Keying (BPSK) system. A review of this work [138] shows that this approach may not be
valid for a fading channel, even when the generator degrees of freedom are increased, and
the generalization of this approach to more complex channels and non-Gaussian channels
may be difficult. Similarly, [128] uses GANs to learn the channel for the autoencoder,
but unfortunately the work does not present metrics to evaluate whether the learned
distributions match the channel, and the approach is not studied for real channels.

In contrast, in [49] the autoencoder network is split between transmitter and receiver
network functions, which are jointly optimized by means of alternate training without a
channel function. First, the receiver is trained with the real gradient as it only requires
information about the channel output. Then, the transmitter is trained using a gradient
approximation obtained by sampling the channel. In order to approximate the gradient at
the transmitter, the authors relax the transmitter output/channel input to be a random
variable x that follows a distribution δ(x− x̄), where δ is the Dirac distribution. It proves
that if p(y|x) is differentiable with respect to x, the gradient approximates well the real
gradient of the transmitter. However, this approach does not allow to extract an explicit
channel model.

Our approach differs from the works above in that we provide a neural network that
gives an explicit channel model. furthermore, our approach provides statistical guarantees
of convergence to the correct distribution, unlike a generative approach (e.g., using GANs
[45]). Finally, we validate our design on real channel traces from a mm-wave wireless
testbed while previous works performed experimental validation only at lower frequencies
[49]. The validation at higher frequencies is interesting as, due to the higher frequencies,
hardware imperfections and non-linearities become more difficult to model.
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5.3. System model

We first introduce the autoencoder architecture for end-to-end optimization of the
encoder and decoder and then present our proposed approach to learn an explicit channel
model using a Gaussian mixture network [4]. We then introduce the autoencoder
architecture for end-to-end MIMO optimization, extending the channel network model
to support multiple spatial stream systems. We show how to train the autoencoder with
this Gaussian mixture channel network and finally discuss how to speed-up the training
using transfer learning over the learned channel model.

5.3.1. Autoencoder model for SISO systems

Both model-aware and model-free approaches share the autoencoder architecture.
As shown in Fig. 5.1, a simple point-to-point communication model consisting of a
transmitter, a channel, and a receiver can be modelled as an autoencoder [40].
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Figure 5.1: Autoencoder structure with Mixture density channel neural network

The autoencoder [136] aims to obtain a compressed representation of the input
data. This is accomplished by means of finding a low dimensional representation of
the transmitted bits at an intermediate layer, in this case a symbol representation,
which allows the reconstruction at the output with minimal error. The transmitter
communicates messages s ∈ M = {1, 2, . . . ,M} to the receiver, making use of N (2N)
complex (real) channel uses. The transmitter network T , modulates this message into a
symbol x = T (s), such that x ∈ R2N , with certain constraints, such as an average power
constraint, E[x2] < 1 or amplitude constraint, |xi| < 1 ∀i. The channel takes x as an
input variable and its output y follows the conditional probability distribution y ∼ p(y|x).
The receiver network R decodes y to obtain an estimate of the original message ŝ = R(y).
T and R are the functions corresponding to the networks of transmitter/encoder and
receiver/decoder inside the autoencoder, as shown in Fig. 5.1.
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5.3.2. Gaussian mixture channel network for SISO

We now describe our proposed model-free approach to estimate the channel using
a neural network architecture to obtain the Gaussian mixture representation of the
conditional distribution of the symbols p(y|x). The Gaussian mixture network is trained
using samples of the channel. This allows to replicate any communications channel. It
further does not require any specific properties of the conditional probability distribution
p(y|x), since the fully connected neural network approximation allows back propagation.

Statistical modeling of a variety of channels has been approached mathematically
using finite mixture distributions [149]. Gaussian mixture distributions are proven to
approximate any given density with arbitrary accuracy, as can be shown using Weiners
approximation theorem [150, 151]. For this reason, a neural network that estimates the
Gaussian distribution that best fits the channel is highly useful. The advantage of this
approach compared to GAN approaches for learning the channel is that convergence of the
neural network can be proven to be related to closeness of approximation to the desired
distribution in statistical terms, while with a GAN the loss in training is not directly
related to the statistical approximation of the channel distribution.

We make use of MDNs [143], deep neural networks that estimate the parameters of
the conditional distribution of a point. Unlike regression approaches, an MDN not only
learns the mean value of the distribution at each point x but also the noise distribution,
including the case of continuous distributions. Therefore, the conditional probability
density of the measured data is represented by

p(y|x) =
k∑

i=1
πi(x)ϕ(y|x) , (5.1)

where k is the number of mixture components, πi are the mixing coefficients of the
probabilities of drawing a sample from each mixture component i, and ϕ(y|x) are the
kernel functions representing the conditional densities of y. The mixing coefficients satisfy∑k

i=1 πi(x) = 1. The kernel functions are chosen to be Gaussian:

ϕi(y|x) = 1√
2πσi(x)2 exp

{
−∥y − µi(x)∥2

2σi(x)2

}
, (5.2)

where µi and σ2
i are the mean and variance of each mixture, respectively. The parameters

that best fit the training data will be the output of the neural network with input x, as
shown in Fig. 5.2. The MDN can approximate any conditional density arbitrarily well by
choosing a sufficiently high number of hidden units [143].

The network architecture is presented in Table 5.1. It has two main hyperparameters:
the number of mixtures per conditional distribution and the number of hidden units for
layers 2 and 3, Nhidden.
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Figure 5.2: Overview of the proposed channel layer using a mixture density network to
obtain the conditional distribution and a sampling layer.

Table 5.1: Channel layers: layers 1-7 are for parameter estimation of the Gaussian mixture
and layer 8 is a sampling layer of the estimated distribution

Number Layers Output Dimensions
1 Input 2N
2 Dense (act = relu) Nhidden
3 Dense (act = relu) Nhidden
4 Denseµ (act =linear) k · 2N
5 Denseσ (act = custom elu) k · 2N
6 Denseπ (act= softmax) k · 2N
7 Concatenate [4,5,6] k · 2N · 3
8 Sampling layer 2N

The input layer corresponds to the number N of complex channels uses, corresponding
to 2N input dimensions. Then, layers 1 and 2 are two fully connected layers with
universal approximation capabilities with relu activation functions. The output of the
fully connected layers is the input to three different dense layers, one for each vector
of parameters of the Gaussian mixtures µi, σi, πi for i = 1, ..., k. The output of each
layer is the number of mixtures k multiplied by the number of expected outputs, which
corresponds to the real number of channel uses 2N . In order to ensure that the πi ∈ [0, 1]
and they sum to unity, the activation of the layer Denseπ is a softmax function:

πi = ezi∑J
j=1 e

zj
, (5.3)

where zi are the outputs of the previous layer. To avoid small values in the variance,
the outputs of the Denseσ layer are followed by an exponential linear unit elu activation
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function:

R(z) =

z if z > 0

α(ez − 1) if z ≤ 0
, (5.4)

where α is the scale of the negative factor. We customize the elu activation function to
ensure the positivity of the variance outputs:

Rcustom(z) = R(z) + 1 + ϵ , (5.5)

where ϵ is a small constant.
Once the parameters of the mixture have been estimated by layers 1 to 7, the sampling

layer builds the conditional density function p(y|x) for each input x, taking samples from
it to obtain y. We call the resulting deep neural network a GM-Channel network.

5.3.3. Autoencoder model for MIMO systems

The end-to-end learning using an autoencoder presented in [40] was extended to MIMO
systems in [43,147]. They consider a MIMO system of NT ×NR transmit/receive antennas
where each transmit antenna i sends symbols belonging to an alphabet M, such that si ∈
Mi = {1, 2, . . . ,M}, where M = 2k and k is the number of bits representing each symbol.
These symbols are used as inputs to the encoder using a one-hot encoding, similar to the
SISO case. Then, similar to the procedure presented in Section 5.3.1, the encoder network
modulates these inputs into NT modulated symbols [x1, . . . , xNT

] = fT ([s1, . . . , sNT
])

such that xi ∈ R2N , subject to certain constraints, e.g., an average power constraint per
antenna. These modulated symbols are then passed to the channel. The receiver network
observes the resulting symbols [y1, . . . , yNR

] and passes them to the decoder to obtain a
probability vector q = fR([y1, . . . , yNR

]), q ∈ [0, 1]SM .

5.3.4. Gaussian mixture channel network for MIMO

In this section we extend the Gaussian mixture channel network presented in section
5.3.2 to learn MIMO channels. Considering the MIMO system described above, the
Gaussian mixture channel network for MIMO aims to learn p(yi|x1, . . . , xNT

) for i ∈
{1, . . . , NT }, where xi, yi ∈ R2N and N is the number of complex channel uses. As
in the SISO case, we approximate this by means of a mixture of distributions. A
simple extension could be obtained by estimating the distribution of the received symbol
yi, p(yi|x1, . . . , xNT

) using an MDN and then concatenating the networks to obtain
samples from all symbols. The problem of concatenating multiple MDN networks for
each symbol is equivalent to learning a single mixture of multivariate Gaussians with
diagonal covariance matrices. However, this network would not be good enough to learn
distributions of symbols that present correlation between the different distributions for
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each symbol, which is the case, for example, with a Raleigh channel.
Consider a mixture of multivariante Gaussians to estimate the conditional probability

of the measured data as

p(y|x) =
k∑

i=1
πi(x)ϕ(y|x), (5.6)

where x is the vector [x1, . . . , xNT
], k is the number of mixture components, and πi are

the mixture coefficients, i.e., the respective probability of drawing a sample from mixture
i. The kernels functions ϕ(y|x) are multivariate Gaussians:

ϕi(y|x) =
exp

(
−0.5(y − µi(x))T

)
Σ−1

i (x)(y − µi(x))√
(2π)k|Σi(x)|

(5.7)

where µi and Σi are the 2NT dimensional mean vector and the 2NT × 2NT covariance
matrix, respectively. As in the SISO scenario, the networks need to learn the parameters
that best fit the training data. However, different from the SISO scenario, the means µi

and the covariance matrices Σi are not treated as single scalar values. This is also the
case for the mixture coefficients πi. We denote this network as the Gaussian Mixture
MIMO Channel (GMM-Channel) network. By definition, covariance matrices need to be
symmetric and positive semi-definite [152], and the problem at hand, the outputs of the
network would not necessarily comply with this. Tu ensure that we learn valid covariance
matrices, we use a parametrization of the covariance matrix.

5.3.4.1. Re-parametrization of the covariance matrix

In order to construct a covariance matrix that is symmetric and positive semi-definite,
we consider the Cholesky decomposition of Σi:

Σi = LiL
∗
i . (5.8)

Li is a lower triangular matrix with real and positive diagonal entries and L∗
i corresponds

to its conjugate transpose [153]. Then, to construct an NT ×NT covariance matrix that
complies with the above requirements, it is enough to learn NT (NT + 1)/2 parameters
corresponding to the entries of the lower triangular matrix Li. To ensure the positivity
in the diagonal parameters, we use the custom activation function defined in Equation ??
on the outputs of the dense layer.

5.3.4.2. GMM-Channel network architecture

The GMM-Channel network architecture is presented in Table 5.2. It has two main
hyperparameters: the number of mixtures per conditional distribution and the number of
hidden units for layers 2 and 3, Nhidden. The design of the network is presented in Fig. 5.3.
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Table 5.2: GMM-Channel network architecture: layers 1-8 are for parameter estimation
of the multivariate Gaussian mixture and layer 9 is a sampling layer of the estimated
distribution

Number Layers Output Dimensions

1 Input 2NT

2 Dense (act = relu) Nhidden

3 Dense (act = relu) Nhidden

4 Denseµ (act =linear) k · 2NT

5 Denseσ(j ̸=k) (act = linear) k ·NT (2NT − 1)

6 Denseσ(j=k) (act = custom elu) k · 2NT

7 Denseπ (act= softmax) k · 2NT

8 Concatenate [4,5,6,7] k · 2NT · 3

9 Sampling layer 2N

The inputs to the network are the concatenated real and imaginary parts of the symbols.
These are then passed through two fully connected layers and the output of these layers is
fed to four different dense layers. The outputs of the first dense layer are k-mean vectors
µ corresponding to the means of the k multivariate Gaussian mixtures. The outputs of
the second dense layer are the k mixture coefficients π. The last two dense layers have
outputs corresponding to the diagonal elements and the lower triangular elements of the
k matrices Li. From this, the covariance matrices are obtained as in Equation 5.8. The
outputs of the network are used to construct a multivariate Gaussian mixture model and
samples of the channels are obtained by sampling this mixture.

5.3.5. Transmitter and receiver networks

To obtain the full autoencoder structure together with the proposed Gaussian
mixture channel layers, we need to implement the transmitter and receiver layers of the
autoencoder. A generic architecture of the transmitter and receiver networks is presented
in Fig. 5.1, where the channel network corresponds to the Gaussian mixture layers
described in Section 5.3.2. The input to the transmitter is a one-hot encoded vector,
followed by multiple fully connected layers and a normalization layer, that restricts the
average energy per symbol or amplitude per channel use.

The receiver architecture is formed by a succession of dense layers and a final dense
layer with a softmax activation function, ensuring that the output of the autoencoder is
a probability vector. Outside of the autoencoder network, the maximum of this vector is
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Figure 5.3: Graph of the Gaussian Mixture MIMO Channel Network

chosen as the resulting message. This argmax activation is not included in the network
as it is not differentiable. The effect of the transmitter and receiver that are unknown or
not differentiable are included as channel effects.

5.3.6. Training methods

In this section, we first show how to train the model-free autoencoder with the channel
network and then discuss how to train the GM-channel network for a specific channel.
Note that the training of the GMM-channel network is equivalent and for simplicity we
do not explicitly mention it in this section. Further, we propose an improved training for
static channels, that allows to train the model-free autoencoder faster. Finally, we discuss
how to speed up the training for time-varying channels with a transfer learning approach.
This allows to further reduce the overhead of training and adapt faster to time-varying
channels.

In general, model-aware training is faster than model-free training. For a model-aware
approach where the channel is known and static, the autoencoder is trained once for Ne

epochs and a training time of ta. For our model-free approach, the channel network needs
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to be trained at each epoch of the autoencoder training, to learn the channel for the
chosen modulation of the encoder. Therefore, training the model-free model will take
the time to train the autoencoder plus the training time of the channel network at each
epoch, ta +Ne · tc. However, tc ≪ ta, since the network is significantly less complex than
the autoencoder network and Gaussian parameters can be estimated with a small sample
size, which makes the channel network converge much faster.

The training of the full autoencoder structure with the GM-channel network is
described in Algorithm 2. First, the modulation of the encoder network is obtained by
sampling the possible messages s ∈ M. Then the obtained symbols {xq} are passed by the
real channel to obtain training samples for the channel network, {yq}. The GM-Channel
network is trained with these samples as described in Section 5.3.6.1. The GM-Channel
network is passed to the autoencoder and the weights corresponding to these layers are
frozen. The autoencoder network is updated by a single step of SGD. Since the encoder
and decoder have been updated, the modulation constellation has changed and therefore
the weights of the GM-Channel network need to be re-initialized. This process is done
iteratively for every epoch. The loss function for the autoencoder is the cross-entropy
loss.

Algorithm 2: Training of the autoencoder with the GM-Channel Net
for i = 1 : NEpochs do

Obtain modulation xq = Encoder ({sq})
yq=Sample channel ({xq})
Train GM-Channel Net({xq, yq})
Freeze weights of GM-Channel Net
Train autoencoder(GM-Channel Net,{sq})
Initialise GM-Channel Net weights

5.3.6.1. Training the channel network

We now discuss how the GM-Channel network is trained and the loss function that
we use. The network training includes the layers 1-7 described in table 5.1, since the last
layer is a sampling layer that will only be used when training the full autoencoder model.

As described in Algorithm 2, the training data for the GM-Channel network is {xq, yq},
where {xq} are the constellations points obtained from the encoder and {yq} are the
result of passing the constellation points trough the channel h(x). Note that the output
of the GM-Channel network consists of the parameters of the Gaussian mixtures of the
conditional distributions and not the samples of the network. For this reason, the loss
is calculated as the probability that the training outputs {yq} are sampled from the
predicted distribution, as we explain next.

The training loss is calculated as follows. The predicted value ypred obtained from
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inputting a symbol x to the GM-Channel network contains the concatenated parameters
of the Gaussian mixture as:

ypred = [µp
1, . . . , µ

p
k;σp

1 , . . . , σ
p
k;πp

1 , . . . , π
p
k] . (5.9)

A mixture model is constructed from these components, where p indicates that these are
the predicted values from the network. The loss is defined so as to maximize the likelihood
L, that given x, the n training output data samples were sampled from the distribution.

L =
n∏

q=1
p(yq|xq) , (5.10)

which is equivalent to minimizing the negative logarithm of L. Therefore the loss can be
written as:

L(p) = − 1
n

n∑
q

log p(yq|xq) = − 1
n

n∑
q

log
(

k∑
i=1

πp
i (xq)ϕp

i (yq|xq)
)

. (5.11)

We denote the actual conditioned probability density function by p̄(y|x).
We now prove that with this loss function, by increasing n and q the solution

converges to the real probability with a loss value equal to the distribution’s entropy.
This is important since it relates the loss function convergence to the closeness of the
approximation to the desired distribution.

Theorem 1. The loss function L(p) defined above is convex and it is minimum when
p(yq|xq) is equal to the actual probability almost everywhere (over its whole domain but
for a null-measure set of points).

Proof : Since the negative logarithm is convex in the field of distributions over RN ,
and the sum of convex functions is also convex, then our defined loss function

L(p) = − 1
n

n∑
q

log p(yq|xq)

is convex over the space of possible distributions p(yq|xq). To prove the minimum point,
note that when increasing n, the loss function converges uniformly to E(− log(p(y|x))),
because the numerical mean converges to the statistical mean. We will prove that for every
distribution p(y|x) that is different from the real distribution p̄(y|x) in a non-null measure
set, the inequality h(X) − E(− log(p(y|x))) < 0 holds and since for p(y|x) = p̄(y|x) the
equality is satisfied because h(X) = E(− log(p̄(y|x))) is the differential entropy definition,
the proof will be complete.

h(X) − E(− log(p(y|x))) = E(log
(
p(y|x)
p̄(y|x)

)
) (5.12)
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Since the logarithm is a strictly concave function, if p(y|x) and p̄(y|x) are different in a
measurable set, then p(y|x)

p̄(y|x) will not be constant in a non-null measure set. Thus, applying
Jensen’s inequality for strictly concave functions we have that

E(log
(
p(y|x)
p̄(y|x)

)
) < log

(
E(p(y|x)
p̄(y|x))

)
=

log
(∫

p(y|x)
p̄(y|x) p̄(y|x)

)
= log

(∫
p(y|x)

)
) = log(1) = 0 . (5.13)

Note that the inequality is strict, because Jensen’s inequality only holds as equal when
the values it is applied to are constant almost everywhere except for a null measure set
(which is not the case here). ■

For each epoch of the autoencoder network the gradient is updated and the transmitter
weights are updated, changing the modulation obtained at the transmitter. Therefore,
the constellation changes and the GM-Channel network would have to be retrained. If
training time is not an issue or the channel is not static, we retrain the network as
presented in Algorithm 2. Under the assumption of a relatively static channel, however,
we can take advantage of the extrapolation capabilities of neural networks and learn a
generalized channel by changing the training to a generalized constellation. This way, the
channel layer does not have to be retrained as explained in the next section.

5.3.6.2. Generalized training of the GM-Channel network

In cases where the channel does not change significantly over the time scale that
training takes, or we are interested in optimizing the hardware imperfections that
remain unchanged with environment changes, we can speed-up the training by training a
generalised GM-Channel network. In this case, the GM-Channel network is trained only
once prior to choosing the modulation and thus has to include a sufficiently large set of
points sampled from the channel. This avoids retraining the GM-Channel network for
every update of the autoencoder by learning the distribution across the whole channel
and not only at the chosen constellation points. This reduces the total training time of
the model-free approach to ta + tc.

In systems with quadrature phase keying, the quadrature and phase values are limited
in range, say x ∈ [−1, 1]. With sufficient training samples, the neural network can
learn the distribution of the channel for the range of values of amplitude and phase,
and extrapolate the conditional distribution of the unknown values.

For the different options of sampling the space for training points, we compare
sampling uniformly at random, using grid sampling, and with a random constellation
initialization of the encoder network. We use the same number of training points sampled
and the same channel model to obtain the GM-Channel networks that are then used to
train autoencoders with a 4-point constellation. As shown in Fig. 5.4, the autoencoder
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loss is lowest for the GM-Channel network trained with grid sampling.
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Figure 5.4: Loss of autoencoder trained with the generalized channel layer with different
channel sampling options.

5.3.6.3. Reducing training overhead in time varying channels

In the case the channel varies due to environment changes, the channel network needs
to be retrained. Having an explicit channel model in the form of a neural network allows
to use transfer learning approaches to more rapidly adapt to these changes. Current
literature on autoencoder end-to-end optimization has been focused on offline training,
which cannot be applied to time-varying channels. However, model-aware approaches
could be adapted to channel changes within the same channel model by estimating the
parameters of the channel functions and retraining the autoencoder model. Similarly, for
our model-free approach, the channel network needs to be trained on new data whenever
the channel changes, and then the autoencoder is retrained with this updated channel
network. However, training takes place on longer time scales than the duration of a
frame, and additional measurements need to be obtained from the channel in order to
train the GM-Channel network.

Therefore, the required number of channel samples and the time to train the channel
network are critical, as this affects how often the model can be updated. This time can
be reduced by using transfer learning to learn the new channel with a minimum number
of samples. Having learned an initial channel, the new channel can be approximated by
the previous channel network trained with the new channel’s samples. This approach is
known in transfer learning as model reuse. It avoids training the model from scratch with
a larger dataset, which would take longer to obtain.

In the following evaluation, we show results for per-epoch training, training with a
generalized channel model, and training with model reuse.

5.4. Evaluation of the channel network

We present the evaluation of the proposed channel network for SISO and MIMO
systems. For both cases, we implement the GM-Channel/GMM-Channel networks and
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the autoencoders using the Tensorflow framework [154].

5.4.1. Measuring the divergence between channel distributions

To measure the divergence between our distributions we use the Kullback-Leibler
metric. This metric measures the relative entropy between two distributions p and q.
The resulting value is zero when the two probability distributions are strictly equal. For
discrete probability distributions, it corresponds to:

DKL(p||q) =
∑
x∈X

p(x) log
(
p(x)
q(x)

)
. (5.14)

To estimate DKL(p||q), we use the method proposed in [155]. This method allows to
estimate the KL-divergence directly from the samples of the distribution and removes the
step of estimating the densities first by using k-nearest neighbor density estimation.

5.4.2. SISO evaluation

We evaluate the accuracy of the GM-Channel SISO network using a QPSK modulation
over an AWGN channel. In this case, the expected parameters of the Gaussian mixtures
are known and can be evaluated. Then, we show the benefits of having an explicit channel
model for the case of time-varying channels. We compare the end-to-end autoencoder
trained with the GM-Channel network to the corresponding model-aware approach and
QPSK modulation.

5.4.3. Simple AWGN channel

Let us first examine a simple example using an AWGN channel for a quadrature and
phase QPSK modulation where the symbols are x ∈ {[−1, 1], [1, 1], [−1,−1], [1,−1]}, and
p(x) is a discrete uniform random variable over these values. We consider that the channel
function is given by p(y|x) such that

y = x+ n (5.15)

We have n ∼ N(0, σh), with σh corresponding to an SNR of 7db. For simplicity, we fix the
symbols in this example (but they could be updated at every epoch by the autoencoder
as described in section 5.3.6, using the learned function for the channel). The GM-
Channel network is trained as described in section 5.3.6.1, using Nhidden = 20 and one
Gaussian mixture, k = 1. The result of the training is shown in Fig. 5.5(a), where the
training points from the measured channel ground truth for all symbols are shown in blue
and the sampled points from the predicted distributions in green. The channel network
approximation accurately reflects both the mean and variance of the channel distribution.
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Figure 4: Parameter estimation for a AWGN channel for different Signal-to-Noise Ratio (SNR) values.

the mixtures the error of the variance is 𝜎error = 1.33 ± 0.41%. Such
small error magnitudes show that our network approximates well
the parameters of the conditional QPSK-AWGN channel response.

In addition, Fig. 4e shows the probabilitymass function of a single
symbol where it can be seen that the actual marginal probability
mass function 𝑝 (𝑦 |𝑥 = [1, 1]) matches the one predicted by the
GM-Channel network when 𝑥1 is given as input. This shows that
our model also approximates well the probability distribution of
the channel. Fig. 4f presents the Gaussian probability mass function
for the conditional distribution 𝑝 (𝑦 |𝑥).

Finally, the convergence of the loss function of the GM-Channel
network to the entropy of the actual channel distribution is shown
in Fig. 4g, with entropy 𝐻 (𝑥) = 0.42993 and the 𝐿𝑜𝑠𝑠 = 0.43366.
From the result presented in theorem 3.1, when the loss function
converges to the entropy of the actual distribution 𝑝 (𝑦 |𝑥), the esti-
mated distribution is equal to the actual probability distribution.

4.2 Time-varying channel
To validate the model reuse training explained in section 3.4.3, we
consider a channel in which the SNR changes, and show that the
original channel network can be used to reduce training overhead.
We use a channel with AWGN noise with 𝜎 = 0.05 using a grid of
symbols in the [−1, 1] × [−1, 1] range. The GM-channel network is
trained for this channel during 100 epochs, which we refer to as the
offline phase. Then, the channel changes to a AWGN with 𝜎 = 0.30.
We consider a small number of 50 samples per symbol of the new
channel for training. The GM-Channel network is retrained with
these samples over 50 epochs. The results of training are shown in
Fig. 5. Since the GM-Channel network had already learnt a similar

channel during the offline phase (in blue), the retrained network
continues learning having a validation loss equal to the loss on the
new data during training (red). We compare the retrained network
to a new channel network trained only with the samples obtained
from the new channel. The loss of the network trained from scratch
during 150 epochs is shown in black. The validation loss is worse
for this network as the channel network suffers from being trained
on a small dataset. This result shows that transfer learning can help
train on a new channel faster as it can use previous knowledge to
adapt to the new channel.
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the mixtures the error of the variance is 𝜎error = 1.33 ± 0.41%. Such
small error magnitudes show that our network approximates well
the parameters of the conditional QPSK-AWGN channel response.

In addition, Fig. 4e shows the probabilitymass function of a single
symbol where it can be seen that the actual marginal probability
mass function 𝑝 (𝑦 |𝑥 = [1, 1]) matches the one predicted by the
GM-Channel network when 𝑥1 is given as input. This shows that
our model also approximates well the probability distribution of
the channel. Fig. 4f presents the Gaussian probability mass function
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Finally, the convergence of the loss function of the GM-Channel
network to the entropy of the actual channel distribution is shown
in Fig. 4g, with entropy 𝐻 (𝑥) = 0.42993 and the 𝐿𝑜𝑠𝑠 = 0.43366.
From the result presented in theorem 3.1, when the loss function
converges to the entropy of the actual distribution 𝑝 (𝑦 |𝑥), the esti-
mated distribution is equal to the actual probability distribution.
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To validate the model reuse training explained in section 3.4.3, we
consider a channel in which the SNR changes, and show that the
original channel network can be used to reduce training overhead.
We use a channel with AWGN noise with 𝜎 = 0.05 using a grid of
symbols in the [−1, 1] × [−1, 1] range. The GM-channel network is
trained for this channel during 100 epochs, which we refer to as the
offline phase. Then, the channel changes to a AWGN with 𝜎 = 0.30.
We consider a small number of 50 samples per symbol of the new
channel for training. The GM-Channel network is retrained with
these samples over 50 epochs. The results of training are shown in
Fig. 5. Since the GM-Channel network had already learnt a similar

channel during the offline phase (in blue), the retrained network
continues learning having a validation loss equal to the loss on the
new data during training (red). We compare the retrained network
to a new channel network trained only with the samples obtained
from the new channel. The loss of the network trained from scratch
during 150 epochs is shown in black. The validation loss is worse
for this network as the channel network suffers from being trained
on a small dataset. This result shows that transfer learning can help
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Figure 5.5: Parameter estimation for a AWGN channel for different SNR values.

Fig. 5.5(b) shows the conditional distribution p(y|x) of the symbols in a different color.
Our algorithm both learns the conditional distribution of the channel for each symbol and
captures very well the signal to noise ratio.

Since for this simple channel the true parameters of the distribution p̄(y|x) are known,
we study the error between the estimated parameters and the real parameters for different
Signal-to-Noise Ratio (SNR) values ranging from -4 dB to 10 dB. The results are presented
in Fig. 5.5(c) and Fig. 5.5(d). We observe that the error does not depend on the noise
level. The error of the mean value for the different SNRs of the mixture distributions is
µerror = 2.06±0.56%. For the sigma parameter of the mixtures the error of the variance is
σerror = 1.33 ± 0.41%. Such small error magnitudes show that our network approximates
well the parameters of the conditional QPSK-AWGN channel response.
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Figure 5.6: KL-divergence and loss during training for the AWGN SISO channel

In addition, Fig. 5.5(e) shows the probability mass function of a single symbol where
it can be seen that the actual marginal probability mass function p̄(y|x = [1, 1]) matches
the one predicted by the GM-Channel network when x1 is given as input. This shows
that our model also approximates well the probability distribution of the channel.

We evaluate the convergence rate to the correct distribution using the KL-divergence
and the loss function. Fig. 5.6(a) shows the KL-divergence during training, averaged
over different initialization seeds of the network. The value of the KL-divergence is shown
every 50 gradient updates of the model. The shaded areas around the curve correspond to
one standard deviation. For the AWGN channel considered, the KL-divergence converges
quickly to zero within the first 10 epochs. Fig. 5.6(b) shows the convergence of the loss
function. The loss function converges to the entropy, h, of the real channel distribution,
where h(x) = 0.429 and the loss L = 0.433. This result matches the results presented in
Theorem 1.

Finally, we use the full end-to-end training together with the encoder and decoder
networks as presented in Fig. 5.1. We compare the modulation obtained with our
model-free approach to a model-aware autoencoder with a Gaussian noise channel and to
conventional QPSK modulation. The training was done for an SNR of 7 dB. The results
in Fig. 5.5(f) show that both the model-free and model-aware networks achieve a block
error rate (BLER) close to the one achieved by conventional QPSK encoding. This result
is expected when the actual channel is known by the model-aware approach and other
effects that could degrade the performance of QPSK are not present.

5.4.4. MIMO evaluation

We evaluate the accuracy of the GMM-Channel MIMO network using a Rayleigh
fading channel, as in this case the distribution p(y|x) can be calculated. Then, we compare
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the performance of the GMM-Channel Network for the MIMO autoencoder to a model-
aware approach for the open-loop case.

5.4.4.1. Evaluation of GMM-channel network over a Rayleigh fading channel

We consider a 16-QAM modulation and we generate samples of the channel as
y = Hx + n where H is an NR ×NT channel matrix with circularly symmetric complex
Gaussian values of zero mean and unit variance, x ∈ CNT is the vector of the transmit
symbols and n ∈ CNT is the vector corresponding to the additive white Gaussian noise.
The probability distribution is p(ȳ|x) ∼ N (ŷ; 0, 1

2(xxT + JxxJT) + σ2I), where ȳ is a
2 − NT dimensional vector whose components are the concatenated real and imaginary

parts of y and J =
(

0 −I
I 0

)
. This probability distribution is obtained using the

property of the sum and subtraction of random variables. We learn the parameters of the
distribution training the GMM-Channel network. In order to measure the accuracy of
the parameters estimated by the network, we consider the KL-divergence measure defined
in Section 5.4.1 for the distributions p(y|x) and p̄(y|x), the estimated distribution from
the GMM-Channel network and the real true distribution (which is known in this case)
using 218 samples. Fig. 5.7 shows the KL-divergence during 20 epochs of the GMM-
Channel network training, considering the 2x2 MIMO channel, i.e., NT = NR = 2.
Fig. 5.7 shows multiple measurements per epoch, where the shaded area corresponds to
one standard deviation obtained by means of training the multiple channel networks.
We show these results for batch sizes B = {4096}. We note that the KL-divergence
converges to zero during training, which indicates that the distribution learned by the
GMM-Channel network converges to the real distribution of the data. However, the
convergence is slower than in the SISO case. We believe this is due to the network
architecture being larger and therefore having more trainable parameters to adapt.

Furthermore, the variation of the KL-divergence during the training is larger for earlier
epochs which we also attribute to more trainable parameters and therefore more possible
configurations of these in the earlier epochs. Fig. 5.8 shows the loss of the GMM-Channel
network for the Rayleigh fading channel model. For this 2x2 MIMO scenario, the more
complex distribution leads to slower convergence, compared to the SISO autoencoder with
AWGN.

5.4.5. Time-varying channel

To validate the model reuse training explained in section 5.3.6.3, we consider a channel
in which the SNR changes, and show that the original channel network can be used to
reduce training overhead. We use a channel with AWGN noise with σ = 0.05 using a
grid of symbols in the [−1, 1] × [−1, 1] range. The GM-channel network is trained for
this channel during 100 epochs, which we refer to as the offline phase. Then, the channel
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changes to a AWGN with σ = 0.30. We consider a small number of 50 samples per
symbol of the new channel for training. The GM-Channel network is retrained with these
samples over 50 epochs. The results of training are shown in Fig. 5.9. Since the GM-
Channel network had already learnt a similar channel during the offline phase (in blue),
the retrained network continues learning having a validation loss equal to the loss on the
new data during training (red). We compare the retrained network to a new channel
network trained only with the samples obtained from the new channel. The loss of the
network trained from scratch during 150 epochs is shown in black. The validation loss
is worse for this network as the channel network suffers from being trained on a small
dataset. This result shows that transfer learning can help train on a new channel faster
as it can use previous knowledge to adapt to the new channel.

We further show in Fig. 5.10 the BLER results for the time-varying channel where we
train an autoencoder once with the retrained channel network (in red) and once learning
the channel network from scratch (in green). The autoencoder trained with the retrained
channel network outperforms the autoencoder that has been trained with a less accurate
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channel network using only a few channel samples. Therefore, learning a better model of
the channel quickly by using transfer learning helps to maintain performance when the
channel changes and there is only a small data set to train on.

As shown in the previous sections, the GM-Channel network is able to learn the
properties of the channel and obtain an explicit channel model. The application of
our model-free approach is primarily of importance for more complex channel effects
that include non-linearities. We show this in the next section, where we use our model
to approximate the channel distribution of a real mm-wave channel in an experimental
testbed.

5.5. Experimental validation

One of the main advantages of using model-free approaches for ML-based wireless
systems is that the autoencoder can be optimized for real channels that include the non-
linear effects and other imperfections from the wireless channels and RF front-ends. Using
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our GM-Channel and GMM-Channel networks, it is possible to obtain the conditional
distribution of the channel based on experimental data, not only for SISO systems but also
for more complex MIMO networks, where the interactions between the different RF front-
ends make the problem more challenging. The data extracted from experimentation with
real hardware contains invaluable information (signatures) about channel non-linearities
and the effects of hardware imperfections. Those are not always fully corrected using
conventional processing algorithms, as the analytic expression of these imperfections may
be unknown or difficult to obtain.

To test our proposed approach on real mm-wave channels, we consider two different
scenarios: SISO and 2x2 MIMO. In order to capture the effects of working on different
hardware platforms, we implemented our approach in two different testbeds. i) For
the SISO case, we use the mm-FLEX platform [52] which integrates a powerful FPGA-
based baseband processor, capable of transmitting, receiving and processing I/Q samples
occupying 2GHz of bandwidth. The testbed integrates a processing system connected
through a PCIe interface which allows real-time system configuration as well as data
up/downloading from the onboard DDR memory. The baseband processor is connected
to a 60GHz RF front-end with 16+16 element phased antenna arrays [98] with analog
beamforming capabilities. ii) For the MIMO channels, we use the Xilinx ZCU111 RFSoC
evaluation board [156] as baseband processor. The RFSoC integrates FPGA logic, 8
ADCs, 8 DACs as well as a multi-core ARM processing system, constituting a complete
system-on-a-chip platform. We enhance the functionality of the platform to support up
to 4 concurrent spatial streams1 in both transmit and receive chains, each one with 2 GHz
of bandwidth. Each spatial stream is connected to a 60 GHz front-end [98], constituting
a full-bandwidth mm-wave MIMO experimentation platform. The 60 GHz front-ends for
each spatial stream at the device (transmitter or receiver) are fed with a common low-
frequency clock (45MHz). Therefore, we have phase noise and carrier frequency offset
effects between all stream combinations, making it harder to mitigate with conventional
signal processing approaches. Note that the clock is only shared across the streams of
a single device, i.e., each device has its own clock source and transmitter and receiver
themselves are not clock synchronized, as is the case in real wireless deployments.

Using the GMM-Channel network obtained from training on these testbeds, we then
train a MIMO autoencoder network, using the architecture described in section 6.2.

5.5.1. 16-QAM model from real SISO mm-wave channels

To perform this experiment, we generate random bits which are 16-QAM modulated
and grouped in blocks of 448 symbols, preceded by a guard interval of 64 symbols,
according to the IEEE 802.11ad PHY specification [18]. We group 9 such blocks in

1Each stream requires 2 ADC/DAC for the I and Q channels.
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Figure 5.11: Results of the 16-QAM channel measurements obtained using the
experimental setup and learned with the GM-Channel network.

a packet, and include a packet preamble which follows the structure of IEEE 802.11ad
single carrier frames [18]. The purpose of the preamble is to perform time synchronization,
estimate and compensate CFO and phase offsets, and perform channel estimation and
equalization. The packets are transmitted over one of the 2.16GHz channels defined
by the IEEE 802.11ad standard. In Fig. 5.11(a) we show the IQ constellation of the
received data which is used to train the GM-Channel network. We observe that despite
the corrections made based on the packet preamble, the constellation points around the
corners are distributed towards the center, in contrast to the remaining points in the
constellation. Such effects are produced by saturation of the power amplifier and non-
linear gains, among others, which elongate the distributions of those symbols more in one
dimension than others. The learned distribution is presented in Fig. 5.11(b), where the
sampled points obtained from the GM-channel network are shown in green and the real
distribution is shown in black We observe that each symbol’s distribution is accurately
approximated and the elongations of the symbol’s distributions in the corners of the
IQ constellations together with more complex channel effects are well captured. This
result shows that the GM-Channel network is able to reproduce the stochastic channel
even for the symbols in the corners, which would not be captured with a simple AWGN
channel model. To obtain a measure of accuracy of the learned distributions, the mean
and variance of the measured distributions are compared to the parameters estimated
from the GM-Channel network. In total there are 32 parameters, corresponding to the
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16 symbols and 2 dimensions. We compare the parameters of the real samples to the
mean and variance parameters by sampling the learned distribution of each symbol. The
results of the absolute errors are presented in Fig. 5.11(c). Both, the variance and mean
have small errors considering the scale of y, showing that our model is able to accurately
reproduce the characteristics of the real channel.

Finally, Fig. 5.11(d) shows the KL-divergence during training of four different
conditional distributions of the 16-QAM (corresponding to four symbols) over 10 steps,
where each step corresponds to 50 gradient updates of the GM-Channel network. It can
be observed in Fig. 5.11(d), that the KL-divergence quickly convergences to zero for all
distributions, meaning that the GM-Channel network’s distribution of the symbols is very
close to the real symbol distribution.

5.5.2. 16-point constellation with generalized training from real SISO
mm-wave channels

In this section we study how the generalized training presented in Section 5.3.6.2
can estimate unseen constellations in the case of static channels. Generalized training
allows to reduce the training time of the end-to-end autoencoder as the channel network
does not need to be updated after each autoencoder epoch. We use our millimeter-wave
experimental platform to send blocks of symbols of an IQ constellation grid shown as black
dots in Fig. 5.12(a). The received symbols are also shown in Fig. 5.12(a) in blue, where
it can be seen that a denser IQ constellation reveals more harmful joint effects from the
channel and the transmitter/receiver system. This is a well-known effect for mm-wave
single carrier systems, mainly due to the non-ideal behaviour of hardware components
present in the system. It is the main reason to restrict practical implementations to
low-order modulation schemes.

We use this data from the experimental setup to train the GM-Channel network. In
order to test how well a new constellation is estimated, we consider 16 symbols uniformly
sampled in the range [−1, 1] and obtain the ground truth of their channel distribution
using the experimental set up. The results are shown in Fig. 5.12(b), where the green
symbols are obtained using the trained GM-Channel network with the sampling layer, the
blue points correspond to the real channel response of the 16-symbol constellation sent
multiple times through the 60 GHz wireless channel and captured with the testbed. The
distribution obtained from the channel network is close to the real symbol distribution.
However, some small differences are observed. The errors of the mean and variance
for the conditional distribution of the uniformly sampled symbols are plotted in Fig.
5.12(c). The errors are larger for the mean parameters, while staying small for the
variance. Remarkably, the trained channel is able to reproduce the statistics of the 16
uniformly distributed symbols without having been explicitly trained for this data, but
extrapolating it from the dense grid training data. Higher accuracy could be achieved on
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Figure 5.12: Results for the generalized training of the GM-Channel network on
experimental data.

unseen symbols by training the GM-Channel network using a denser grid. The generalized
training therefore allows to reduce the autoencoder training time as the channel does not
need to be queried for new data at every epoch.

5.5.3. QPSK / 16-QAM model from real 2x2 MIMO mm-wave channels

To perform this experiment, we generate random bit sequences for each of the spatial
streams, which are then modulated using QPSK and 16-QAM modulation, respectively.
These symbols are grouped in blocks of 448 symbols per spatial stream and, as in the
previous section, they are preceded by a guard interval. These blocks form a packet which
is preceded by a preamble that complies with the IEEE 802.11ay standard [19] for MIMO
transmissions. The preamble consists of complementary Golay sequences on each spatial
stream. The packets are transmitted concurrently using the MIMORPH testbed [53].
We test two different use cases: a high-power (HP) scenario corresponding to an average
SNR of 18dB, and a low-power (LP) case corresponding to an SNR of 8dB. The SNR
of the link is adjusted by changing the gain of the power amplifiers on the transmit RF
front-ends. This results in a total of 4 cases: QPSK with HP or LP and 16-QAM also
with HP orLP. The GMM-Channel network described in section 5.3.4 is used to learn the
four different channels and it is trained with a total of 30000 samples per symbol. The
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results for KL-divergence during training and the training loss are presented in Fig. 5.13.
Specifically, Fig. 5.13(a) shows the KL-divergence for one conditional distribution during
training for the 16QAM HP/LP cases, estimated with 30000 samples. The shaded areas
correspond to one standard deviation in each direction, as in the previous sections. This is
obtained by training the network multiple times and evaluating the KL-divergence every
50 gradient updates. These results show that the KL-divergence converges to zero for
both networks. However, we observe that the LP network shows a greater variance on the
first training steps and achieves a lower value of the KL-divergence KL = 0.018 compared
to the HP curve that achieves 0.048. These values are very close to zero and therefore the
network’s estimated parameters are close to the parameters of the real distribution. The
gap can be reduced by considering a larger number of samples. Similarly, the results for
QPSK HP/LP constellations channels are shown in Fig. 5.13(b). The KL-divergences also
converges to zero at a similar rate to that of the previous experiment. Even considering
that the wireless channel remains stable (for the same SNR value) over the transmission
of the 16-QAM and QPSK frames, the distributions learned could be different since the
quantization of the ADC’s and other hardware impediments are more harmful for a denser
constellation, as in the 16-QAM case. We also observe that compared to Fig. 5.7, the
variance of the KL-divergence during training is smaller, since the Rayleigh fading channel
is more difficult to learn. The training losses of the different experiments are presented in
Fig. 5.13(c). Each experiment’s loss converges to a different point corresponding to the
entropy of the learned distributions.

We conclude from this section that for both SISO and MIMO channels the GM and
GMM-Channel networks approximate well the real channels as in both cases the KL-
divergence converges to zero for the approximated distributions of the different channels.

5.6. Conclusions

In this chapter, we introduced and experimentally validated a new model-free approach
to learn the conditional channel distributions of end-to-end communications systems.
The proposed GM-Channel and the GMM-Channel networks for SISO and MIMO,
respectively, allow to learn complex stochastic channel models from data without the need
for a parametric model. These networks can be paired with an autoencoder to optimize
the physical layer of communication systems for real-world deployments. The key novelty
is obtaining an explicit channel model, which allows the use of transfer learning for faster
retraining under changing channel conditions. This work also presents the first model-free
approach targeting MIMO channels. Additionally, we show that our model has statistical
guarantees of convergence towards the real distributions, unlike prior approaches. We
test the GM-Channel and GMM-Channel networks on simulated and real channels from
experimental platforms, and the results confirm the practicality of our approach. The
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Figure 5.13: Results of the 16-QAM channel measurements obtained using the
experimental MIMO setup and learned with the GMM-Channel network.

training shows convergence of the KL-divergence to zero for all experiments, i.e., the
trained channel network matches the real channel distributions. We believe these end-to-
end learning methods will become increasingly important in future generations of wireless
networks, where the system complexity will increase due to a higher number of antennas,
higher frequencies, wider bandwidths, and more complex hardware, making ML-based
physical layer design highly appealing.

For future work, we intend to investigate the very interesting problem to find a trade-
off between exploration of the channel and an increase in overhead for the communication,
using a classifier derived from the frame channel estimation to take into account how much
the channel has changed. This will allow to further reduce channel training overhead
without sacrificing accuracy. We further intend to join the GM/GMM-Channel network
with recurrent neural networks, which can capture temporal dependencies between
symbols, e.g. from inter-symbol interference and fading. We believe these end-to-end
learning methods will become increasingly important in future generations of wireless
networks, where the system complexity will increase due to a higher number of antennas,
higher frequencies, wider bandwidths, and more complex hardware.



6 Scalable Machine Learning
Algorithms to Design MIMO

Systems

6.1. Introduction

In the previous chapter, we presented a model-free approach for end-to-end
communications for single-input single-output (SISO) and multi-input multi-output
(MIMO) systems. However, until now, few works have considered the extension of end-to-
end communication architectures to MIMO systems, where the gains could be larger due
to the higher number of antennas and the higher complexity of the hardware. In [43,147],
an extension of the autoencoder architecture to MIMO is presented, but both works only
consider a simple 2 × 2 system and very low order modulations. In contrast, large MIMO
systems may use hundreds of antennas thanks to the very small wavelength of millimeter-
wave (mm-wave), and recent wireless standards such as 5G and IEEE 802.11ax support
very high modulation orders such as 1024-QAM. However, the study of MIMO systems
e.g. 4 × 4, with the implementation of the extensions to MIMO proposed in [43, 147],
results in extremely large memory allocations which make difficult the training of such
models in current hardware, revealing the incompatibility of current architectures with
larger MIMO systems.

In this chapter, we carry out a thorough analysis of the scalability of the autoencoder
architecture and conclude that current architectures are not suitable for the physical layer
learning of large MIMO systems due to their memory demands that increase exponentially
with the number of antennas. For example, for a 4 × 4 MIMO system and a modulation
equivalent to 64-QAM, ∼800 GB of vRAM would be needed to train the network, whereas
even powerful Graphics Processing Units (GPUs) available in the market only have 40-80
GB of vRAM. This large memory demand comes from the number of possible messages
that grow exponentially with the number of antennas and order of the constellation.
We evaluate typical approaches of reducing the memory allocation for Deep Neural
Networkss (DNNs) and conclude that these can only achieve small reductions. We then
design a different embedding for the inputs which has some similarity to the bit-wise
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autoencoder architecture presented in [47] for SISO systems, but that has not been studied
for MIMO and for the purpose of memory reduction. This architecture preserves the soft
information of the network by defining a measure of probability for these new outputs.
It can reduce the memory requirements by 99.99%. Our work is a highly important step
towards practical Machine Learning (ML)-based physical layer design of MIMO systems.
Additionally, we make the code to estimate the memory consumption and the different
architectures available to the research community.

The chapter is organized as follows. In Section 6.2 we introduce end-to-end
learning concepts. In Section 6.3, we analyze the GPU memory requirements of
MIMO autoencoders. We then evaluate typical Deep Learning (DL) solutions to reduce
memory requirements in Section 6.4, and propose a much more memory-efficiency bit-wise
autoencoder in Section 6.5. The results are presented in Section 6.6. Finally, in Section
6.7 we discuss existing literature on end-to-end learning systems and give some concluding
remarks in Section 6.8.

6.2. Autoencoder design for MIMO

We first discuss autoencoder architectures for end-to-end learning of the encoder
and decoder structures for MIMO systems. The works in [43, 147] extend the concept
of the autoencoder for MIMO communications. There are two kinds of architectures
for the MIMO end-to-end learning as described in [43, 147]: an open-loop architecture
following the description above, and a closed-loop architecture in which the Channel State
Information (CSI) information is fed back to the transmitter as shown. This step allows
the autoencoder to learn improved encodings with the help of channel knowledge. We
consider the general architecture presented in [147], as shown in Table 6.1, where HT/R

are the number of units of the transmitter and receiver dense layers, respectively.

6.3. Scalability analysis

We now carry out a thorough analysis of the GPU memory consumption needed to
train a MIMO end-to-end model of size NT × NR and of modulation order k, using
the method proposed in [157]. The GPU memory required to train a deep learning
model can be divided into four main categories: weight tensors, in/out tensors, ephemeral
tensors, and resident buffer [157]. A key observation is that the total size of the network
does not only depend on the parameters of the network but also on its forward and
backward propagation. To take this into account, the two dimensions that are important
to our problem are weight tensors and in/out tensors. Weight tensors are the learnable
parameters and their gradients, computed under backpropagation. The in/out tensors
are the inputs/outputs to operators and the forward and gradient outputs during forward
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Table 6.1: Autoencoder layers for open-loop MIMO
Number Layers Output Dimensions

1 Input SM

2 Dense (act = relu) HT

3 Dense (act = relu) HT

4 Dense (act = linear) 2NNT

5 Normalization 2NNT

6 ComplexMult 2NNR

7 Noise 2NNR

8 Dense (act = relu) HR

9 BacthNorm HR

10 Dense (act = relu) HR

11 BacthNorm HR

12 Dense (act = relu) HR

13 BacthNorm HR

14 Dense (act = softmax) SM

and backward propagation respectively. The resident buffer is the memory allocated to
the managing information to control the GPU and its size depends on the framework.

6.3.1. MIMO network GPU memory estimation

We calculate the memory allocation for the different operators in the architecture
presented in Table. 6.1 as in [157]. The encoder/decoder memory estimates are

MLe = 2p((2k)NTHT + H2
T + HT 2NNT + 2HT + 2NNT ) + 4pB(2HT 24NNT ) (6.1)

MLd = 2p(HR(NR + 1) + 3HR(HR + 1) + 16HR+

HR(2k)NT + (2k)NT ) + 4pB(4HR + (2k)NT + 16) (6.2)

where the Batch Normalization layers are considered to have 4 parameters (as in the
TensorFlow implementation). By p we denote the precision format of the data type (e.g.,
for float32 it is 4 bytes).

The results of the GPU memory allocation estimation for the MIMO autoencoder
network are presented in Table 6.2 (without embedding column) for a NT ×NR systems
of antennas with NT = {2, 4, 16, 64} and NR = NT . We consider a batch size of B = 2048,
Ht = 256 and HR = 2048 as in the implementation in [147] for SM = 4 and a 2×2 system.
However, in order to cope with the increasing number of combinations the network depth
would need to be increased for larger systems. As can be observed in Table 6.2, for a 4×4
system and a 64-QAM like modulation, the estimated GPU memory is ∼ 800 GB. The
current largest GPU VRAM available in the market is 80GB on the Nvidia A100 with a
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cost around $10, 000. Even with such high-end hardware and using a multi-GPU system
it would be very difficult to train a typical size MIMO system using end-to-end learning.

The problem of the current architectures resides mainly in the input and output
layers, resulting in two exponential growths. For a MIMO autoencoder with the one-hot
encoding, the input size is (2k)NT and the memory allocation grows as ML ∼ 8(2k)NTHT

for the encoder and ML ∼ 16B(2k)NT for the decoder. Therefore, the growth is
exponential with respect to the number of antennas NT and the modulation order k.
In the next section, we discuss different techniques to reduce the memory footprint of
end-to-end deep learning.

Table 6.2: Memory allocation for a MIMO autoencoder for different constellation sizes
and number of antennas NT .

2k
Estimated memory (GB)

AE AE with embedding+mixed precision
NT = 2 NT = 4 NT = 16 NT = 64 NT = 2 NT = 4 NT = 16 NT = 64

4 0.7 0.8 2.0·105 1.6·1034 0.6 0.6 98352.6 7.8·1033

16 0.8 3.9 8.8·1014 5.2·1072 0.6 2.1 4.2·1014 2.7·1072

64 0.9 800.9 3.8·1024 1.9·10111 0.7 384.7 1.8·1024 9.0·10110

128 1.5 1.2·104 2.5·1029 3.5·10130 0.9 6147.6 1.2·1029 1.7·10130

256 3.9 2.0·105 1.6·1034 6.4·10149 2.1 9.8·104 7.8·1033 3.1·10149

1024 50.7 5.2·107 6.9·1043 2.2·10188 24.6 2.5·107 3.3·1043 1.0·10188

Table 6.3: Memory allocation for a BAE MIMO autoencoder for different constellation
sizes and number of antennas NT .

2k
Estimated memory (GB)

BAE
NT =2 NT = 4 NT =16 NT = 64

4 0.7410 0.7414 0.7435 0.7519
16 0.7412 0.7418 0.7450 0.75805
64 0.7414 0.7422 0.7466 0.76415
128 0.7415 0.7424 0.7473 0.7672
256 0.7416 0.7426 0.7481 0.7702
1024 0.7418 0.7429 0.7496 0.7763

6.4. Reducing memory consumption

In this section we discuss three different deep learning techniques to reduce the memory
footprint of a model:
• Embeddings are a mappings of a higher dimensional input space to a lower dimensional
space. For the autoencoder network, each possible message is labelled as an integer
i ∈ {1, 2, . . . , SM }. This is fed to the embedding layer before the first fully connected
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layer, which finds a representation of this integer into an embedding of size Eemb. The
loss function is updated to sparse categorical cross-entropy loss. The estimated memory
allocation using embeddings can be obtained by modifying equation 6.1 and the results
are presented in Table. 6.2. This technique provides a maximum memory reduction of
∼10%.
• Mini-batching is the technique of updating the gradients after every mini-batch instead
of after seeing the whole dataset. The study of the memory allocation for our particular
network in Section 6.3 allows us to determine the limits of the batch size parameters to
optimize performance and maximize the computing resources available.
• Mixed precision training (FP16) is a technique that uses half-precision floating-point
numbers to train the network without losing model accuracy or having to modify the
model’s hyperparameters [158]. This novel technique halves the memory requirements on
all GPUs where this feature is available.

The results of the GPU memory allocation estimation for the MIMO autoencoder
network with embeddings and mixed precision training are presented in Table. 6.2,
second column. Although we observe some improvements from using these techniques,
the gains are insufficient to make the symbol-wise autoencoder practical.

6.5. Bit-wise autoencoder for MIMO

Even with the performance gains of all the techniques described above, training the
end-to-end autoencoder for a 64-QAM like modulation for a 4 × 4 MIMO system still
requires 144 GB of VRAM (using the architecture described in Table 6.1 and B = 1
to minimize memory consumption). To overcome the large memory consumption, we
propose the use of a different architecture for the end-to-end learning for MIMO systems,
using a custom embedding in the input and the output layers.

6.5.1. The architecture

In the bit-wise autoencoder, instead of the one-hot encoding of size SM , the inputs
to the network are NT bit vectors of length k, which are concatenated at the input to
form a bit vector of length k ∗NT and the output of the network is a vector of the same
size in which each value is the probability over the bit. This is achieved by changing
the last layer’s activation function to a sigmoid so that the outputs are in the [0, 1]
range. This proposed embedding is the extension of the bit-wise autoencoder proposed
in [47] for a SISO system to optimize constellation shaping and labeling. Additionally,
we present a new encoder architecture that improves the performance of the bit-wise
MIMO autoencoder as we show in Section 6.6. We propose an architecture where the
encoder layers are followed by hyperbolic tangent (tanh) activation functions. Since the
output of the encoder is constrained to the range [−1, 1], no extra normalization layer is
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necessary. The normalization layer used in previous architectures may result in spurious
solutions. For example when the training uses very small modulation values close to
zero, the normalization of the batch of symbols can result into modulations with a very
large range. Our proposed encoder converges to more stable solutions. Also, using the
Tanh-BAE the outputs of the encoder layer are not dependent on the batch size, avoiding
different modulations due to different batch sizes. In order to train the network, we
consider the binary cross-entropy, BCE, as the loss function. This is possible since the
inputs and outputs of the network are normalized. Moreover, the binary cross-entropy
loss is minimized, ∂BCE(y,p)

∂p = 0, when the input value equals the predicted value, as can
be proved from the definition of the BCE. The soft information of the bits is now obtained
as the i-th output of the network as the outputs are in the range [0, 1] due to the sigmoid
activation of the last layer.

6.5.2. Bit-wise network GPU memory estimation

The resulting network’s memory consumption can be calculated using (6.2) and (6.1)
by changing (2k)NT to (k ∗ NT ). The results of the memory consumption for this
compressed architecture for a NT × NR MIMO system with NT = {2, 4, 16, 64} and
NR = NT are presented in Table 6.3. The improvement of using such embedding is
substantial and allows to train large complex physical layer systems involving massive
MIMO and large modulation orders. These results show that end-to-end optimization of
the physical layer is possible even for future high-performance wireless networks.

6.6. Simulation results

We run different experiments to compare the performance of the bit-wise autoencoder
proposed in Section 6.5. The implementation of the different autoencoders is done in a
TensorFlow framework. All autoencoders are trained using the Adam optimizer with a
learning rate 0.001. We train the different autoencoder models with batch size B = 2048,
and over 4096000 random channel realizations.

6.6.1. Comparison of the different schemes

We consider the parameters NT = 2, NR = 2, SM = 16. Thus M = 4, which
corresponds to a modulation equivalent to QPSK for each transmitter. First, we compare
the symbol wise autoencoder [43] (AE), the bit-wise autoencoder (BAE), our proposed
architecture the Tanh bit-wise autoencoder (BAE-T) and the standard QPSK on a
Additive White Gaussian Noise (AWGN) channel (note that since the channel is AWGN
no explicit equalization is needed and the baseline is a classical demapper based on
LLR [159]). The results are presented in Fig. 6.1(a). We observe that both the standard
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Figure 6.1: Performance evaluation of the different approaches.

AE and BAE do not outperform the standard QPSK with hard-decision demapping.
The AE results in the worse performance as it has been optimized for symbol error rate
(SER) rather than bit error rate (BER). Our approach, the Tanh-BAE improves over
the performance of previous works and performs as well as QPSK while keeping the GPU
memory consumption low, as shown in Section 6.5.2. Therefore, an optimal constellation
and labelling are learned. For higher MIMO orders similar results are observed when
comparing to the baselines.

Following the comparison with the classical symbol-wise autoencoder, AE and the
BAE, we consider a MIMO channel with strong inter-stream interference. This channel is
designed such that the cross channel coefficients have a value of 0.3. The same parameters
are considered, NT = 2, NR = 2, SM = 16. Fig. 6.1(b) shows the comparison of the
BER for different Signal-to-Noise Ratios (SNRs) for our autoencoder approach Tanh-BAE
and three conventional baseline schemes based on Zero Forcing (ZF), minimum mean
square error (MMSE) and Maximum Likelihood (MaxL). We observe that the Tanh-
BAE outperforms ZF and MMSE by ∼ 2 dB and is close the optimal MaxL equalization.
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Althought for higher SNRs the performance is slightly worse than MaxL we attribute
this to the autoencoder training being SNR dependent (whereas we train using a single
SNR, the optimum constellation is in fact SNR dependent e.g as the SNR decreases the
constellation symbols are grouped in clusters). This is the first example of the autoencoder
outperforming classical equalization schemes. In future research, we aim to study the
complexity of this solution and energy efficiency compared to classical decoding.

6.6.2. Comparison for higher order MIMO

We consider a channel with high inter-stream interference as above, with cross channel
coefficients of 0.3 and compare the performance of the Tanh-BAE with standard QAM
with k = 2 (QPSK) and different number of antennas NT , NR = 4, 8. Fig. 6.1(c) shows
the BER for different SNRs for the Tanh-BAE and the baselines corresponding to QPSK
modulation with MMSE and MaxL equalization for a 4x4, and 8x8 system. It can be seen
that the Tanh-BAE model outperforms the MMSE equalization for the different number
of antennas and comes close to the performance of MaxL. The Tanh-BAE has gains of
∼ 1.5 and ∼ 2 dB for the 4x4 and 8x8 MIMO systems respectively. The gains increase
as the size of the system grows.

6.6.3. Comparison for larger order modulations

For the last experiment we consider a 2x2 MIMO system and different modulation
orders k = 2, 4, 6 corresponding to QPSK, 16-QAM and 64-QAM like modulation for
each antenna. In this scenario we consider an AWGN channel. Fig. 6.1(d) shows the
BER for different SNRs for the Tanh-BAE and the QAM modulation for the different
modulation orders. It can be seen that the autoencoder performs close to the baseline for
all modulations, as expected. However, we observe again the effects of the autoencoder
being trained for a single SNR, as for k = 4, 6 the performance for lower SNRs is slightly
worse. This could be addressed by training an autoencoder per SNR.

6.6.4. Memory allocation

Lastly, we compare the estimated memory allocation as obtained in the previous
sections and the real measured allocation using a GPU NVIDIA A100. Fig. 6.2(a)
and Fig. 6.2(b) show the estimated and measured memory consumption for different
configurations of the AE and BAE respectively. The results show that the measured
memory allocation is larger than the estimated one, e.g., it is ∼ 0.7 GB larger for the
first three configurations of the AE in Fig. 6.2(a) and for all configurations in the BAE in
Fig. 6.2(b). We assume this is due to this GPU having a different CUDA-context value
(pre-allocated memory) than the one measured in [157] as this can vary with the GPU and
also with the framework implementation. The fourth configuration of Fig. 6.2(a) presents



6.7 Related work 109

a larger error in the estimation, however it is inside the bounds of what the authors report
in [157] (16% error for Tensorflow implementations). In general, it is hard to analyze the
GPU memory usage as it largely depends on the implementation, the framework and APIs
but having an estimate allows to study the practicality of our solutions. Our estimate
very well follows the trend of the different true allocations.
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Figure 6.2: Comparison of the estimated and measured memory consumption during
training for a MIMO autoencoder (a) and a MIMO bit-wise autoencoder for k=2 (b).

6.7. Related work

In this paper, we focus on ML applied to the end-to-end learning of communication
systems using autoencoders [40, 42, 45, 49, 128, 129]. The concept of end-to-end learning
for communications systems using autoencoder was first introduced in [40].

6.7.1. End-to-end learning for SISO:

Since the field of ML based physical layer design is very recent, most of the works in the
literature focus on developing the general architecture and therefore use simple AWGN
channels [40,45,128]. Some works present more complex channel models [42], considering
up-sampling, pulse shaping, constant sample time offset, constant phase offset, Carrier
Frequency Offset (CFO) and AWGN.

6.7.2. End-to-end learning for MIMO:

The SISO work of [40] was extended for MIMO systems in [43], with a Rayleigh
fading channel as channel model. The authors consider a closed-loop MIMO system
and compare it against a standard svd! (svd!)-based MIMO precoding technique. The
authors further compare an open-loop MIMO architecture without any CSI knowledge,
as well as MIMO with perfect CSI knowledge and CSI with quantized values. The results
demonstrate gains for the 2x2 scheme with perfect CSI at the transmitter. Finally, the
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work in [147] extends the work in [43] by giving more details about the architecture and
benchmarking the gains for a 2 × 2 systems and low order modulations. However, none
of the above-mentioned works study larger systems of antennas; only 2 × 2 systems have
been considered so far. Similarly, modulation schemes are restricted to 4 bits per symbol
or less. However, high-order MIMO and modulation schemes are highly interesting for
end-to-end learning due to the inherent complexity when implemented using conventional
signal processing algorithms.

6.8. Conclusions

In this work, we carry out a deep analysis of the scaling properties of end-to-end
learning for communications for MIMO systems and/or high-order modulation schemes.
We conclude that the bottleneck is due to the inputs (as one-hot encoded vectors) and
outputs (as probability vectors) of the designed network. These large MIMO systems
constitute highly demanding scenarios in which training would require unmanageable
memory resources. We study typical approaches available in DL to reduce the memory
allocation. However, all of these approaches fall short in sufficiently reducing the memory
consumption. Finally, we present a bit-wise architecture for MIMO (BAE) and a novel
encoder Tanh-BAE, that allow to reduce the memory allocation by several orders of
magnitude. Our evaluation shows that the BER performance of Tanh-BAE is better than
that of the classical autoencoder for the MIMO system improving the state of the art
for end-to-end learning for MIMO communications. Thanks to our analysis and design,
it is now possible to study large system of antennas. This study is an important first
step towards developing practical end-to-end learning algorithms for large scale MIMO
systems.



7 ML-enhanced receiver design of
a SC mm-wave system

7.1. Introduction

As discussed in previous chapters, the use of Machine Learning (ML) to design the
physical layer can be interesting at millimeter-wave (mm-wave) frequencies, due to the
different imperfections that dealing with higher frequencies introduces. However, we have
only discussed so far the use of end-to-end architectures to design both the transmitter
and the receiver. These works were based on a symbol-wise architecture, however, the
channels observed in mm-wave are usually sparse but frequency selective, so there is
resulting inter-symbol interference and the treatment of data in blocks is necessary. The
bit wise autoencoder (BAE), when used for symbol-wise end-to-end approaches, had a one
dimensional input size (the vector of bits corresponding to the symbol). This architecture
could be extended to data blocks, with the relevant increase in complexity, however the
input size if we wanted to encode chains of symbols would be two dimensional (where
first dimension corresponds to the number of symbols in a block and the second one
to the modulation order). Therefore the architectures that we have seen in previous
chapters, based on linear layers, would scale with the dimension of the block of symbols
times the modulation order. But perhaps, a better way to encode and decode these
two dimensional inputs is to explore the use of Convolutional Neural Network (CNN)
layers, that can exploit the local relationships of the inputs rather than all connections.
However, training the encoder and decoder for a data block results in an implicit learning
of channel coding, as in order to generate each modulated symbol in the block, the network
has seen all the input bits. In order to better understand the possible gains that an ML
based design can achieve for frequency selective channels, we focus first on the problem
of designing a receiver.

The following works have presented ML receiver architectures but only for sub 6
GHz Orthogonal Frequency-Division Multiplexing (OFDM) systems. [160] proposed a
CNN based receiver for OFDM using as an input the receiver signal over a transmission
time interval, the raw channel estimate, and the received pilots. Their receiver network,

111



112 ML-enhanced receiver design of a SC mm-wave system

DeepRX, performs channel estimation, equalization and demapping jointly. However,
under a baseline scenario without interference, they do not show gains compared to the
linear minimum mean square error (LMMSE) baseline. In [161] they extend the receiver
in [160] to an OFDM multi-input multi-output (MIMO) receiver using a multiplicative
transformation approach and show that their network performs close to the equalization
with the LMMSE baseline with perfect channel information and a classical demapper,
using imperfect channel information on multiple simulated tapped delay line channels.
The architectures presented in these works, either substituting one or multiple blocks
of the physical layer show the potential for performance gains compared to traditional
receivers.

We are interested in studying Single Carrier (SC) systems. As we move to these
higher frequencies for increased data rates and reduced latencies, SC systems become more
relevant, especially since OFDM is discouraged at higher frequencies [50,51]. This is due to
its high peak-to-average power ratio (PAPR), in turn requiring a larger Power Amplifiers
(PAs) backoff resulting in a more power-hungry PA to maintain the same communications
range [17]. Also, OFDM systems have strong spectral leakage, and strict synchronization
procedures, and are more sensitive to Carrier Frequency Offset (CFO). Furthermore,
OFDM help in channels with complex multi-paths. However, at high frequencies, the
channels present a sparse multi-path environment, and therefore SC systems perform well
and have a less complex implementation [51]. We show that an ML-enhanced receiver
can improve the performance of typical receivers under baseline scenarios.

We propose a full ML-enhanced receiver architecture for frequency selective channels
for SC mm-wave communications that embraces both the hardware imperfections and
the channel variability. We do this by first, presenting an ML-enhanced receiver
architecture that performs classical equalization and allows the CNN network to optimize
the demapper. This network takes the received signal over a data block and the channel
estimation and outputs the log-likelihood-ratio (LLR) of the transmitted bits. Second, we
introduce the information from Guard Interval (GI) fields to augment the capacity of the
network to interpolate the channel in time. SC systems use GIs to keep the complexity
of the Fast Forier Transform (FFT) low, as the number of symbols between GIs defines
the size of the FFT that is used for equalization, and these are also used in current
standards such as 802.11ad/ay for phase estimation and correction. However, using the
information obtained from the GI in the baseline schemes is difficult since the delay
spread of the channel may be longer than the guard interval which makes the channel
estimation incomplete or limited. To incorporate this information in our pipeline, we
obtain zero-overhead channel estimations using the GIs. As mentioned previously, the
channel estimations obtained using the GI are incomplete, so they can not be naively
used for equalization. These channel estimations allow to interpolate the channel with
more measurements over time and provide updated information on the shortest paths
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(such as the Line-of-Sight (LOS) if present). We feed these channel estimations together
with the original preamble channel estimate and the received data to the ML-enhanced
receiver to perform joint improved channel estimation, equalization, and demapping.

To train and validate our approach, we generate datasets using the Quadriga [162]
software, that allows to generate realistic channel impulse responses with time evolution.
We also generate datasets experimentally using a FPGA-based testbed with 60 GHz
phased antenna arrays. The performance of the different experiments is evaluated using
the bit error rate (BER) measure.

This chapter makes the following contributions:

The described receiver pipeline outperforms typical receivers with perfect
channel knowledge. For channels with a small number of taps, the performance is
closer to Maximum Likelihood Sequence Estimator (MLSE) which is the optimum,
while maintaining the complexity of the minimum mean square error (MMSE),
in simulation for short channels. The improved performance is due to jointly
optimizing the channel estimation together with equalization and soft demapping to
obtain soft information of the bits that maximizes the BER. The improved channel
estimation is obtained using a neural network to merge the channel information
from the guard interval, and the last high-resolution channel estimation from the
preamble.

We present the first implementation of our receiver design with an FPGA-
based transmitter and receiver. These are the first experiments of an ML enhanced
receiver in a 60 GHz platform. Our experiments show improved performance in
static scenarios.

The chapter is organized as follows: in Section 7.2 we introduce the systems model
and typical receiver baselines. Then, in Section 7.3 we present the ML enhanced receiver
architecture and estimate its complexity. In Section 7.4 we give details about practical
aspects of the system. After, in Section 7.5 we present the simulation set up and the results
of using our receiver pipeline in comparison to classical baselines. Then, in Section 7.6
we introduce the experimental set-up and present the results for static scenarios. After,
in Section 7.7 we review the related work. Finally, in 7.8 we present concluding remarks.

7.2. System model

First, we describe the systems model. Then, we introduce typical receiver baselines,
the channel estimation methods, and their complexity.
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7.2.1. System model

In this paper, we consider a single-input single-output (SISO) SC system and a
frequency selective channel, which causes inter symbol interference (ISI). The received
signal yr is given by

yr[n] =
NK−1∑

l=0
h[l]x[n− l] + v[n] n = 0, . . . NK − 1 (7.1)

where, yr ∈ CNK , h[l] ∈ C are the channel coefficients obtained through measurements
or simulations, x ∈ CNK , v is thermal noise at the receiver and the cyclic prefix
x[−NL], . . . x[−1] is the guard interval, which is a known sequence necessary for frequency
domain equalization as explained in Section 7.2.2.3. We denote as ND = NK + NL the
total number of symbols in the data block.

7.2.2. Receiver baselines

The receiver signal is detected using the preamble. Then, the CFO is estimated and
corrected using also information from the preamble. The Channel Impulse Response
(CIR) is estimated using known sequences in the preamble. Current systems use Golay
sequences Ga128 and Gb128 , however the CIR estimation could also be obtained with
other sequences. The details of this estimation are presented in Section 7.4.2.

7.2.2.1. Equalization

The estimated CIR, ĥ is used for equalization. Once the symbols have been equalized,
the phase offset is estimated using the GIs. Finally, the symbols are demapped.

7.2.2.1.1. Frequency domain MMSE equalization When considering a frequency
selective channel, the equalization is usually performed in frequency domain as the
implementation is less costly on hardware. In frequency domain, equation (7.1) is
equivalent to the product of the NK- point Discrete Fourier transform (DFT) of the
transmitted signal and the channel response

y[k] = h[k]x[k] k = 0, . . . , NK − 1 (7.2)

The MMSE equalization utilizes an estimate of the noise variance, σn, to calculate

CSI[k] = h[k]h∗[k] + σn (7.3)



7.2 System model 115

and therefore, the frequency domain equalization is obtained using the channel estimates,
ĥ, by computing

x̂ = IDFTNK
{y[k]ĥ∗[k]
CSI[k] }. (7.4)

7.2.2.1.2. Maximum Likelihood Sequence Estimator Although the above
method is used in practice, due to the lower complexity, the optimum decoding is obtained
using a MLSE [163,164]. The MLSE solves the optimization problem

min
NK∑
n=1

|yr[n] −
M∑
l=1

h[l]x[n− l + 1]|2 (7.5)

to find the most likely transmitted sequence, where M is the length of the impulse channel
response. This optimization problem can be solved using the Viterbi algorithm [165,166].
However, the complexity of the Viterbi algorithm is exponential with the length of the
channel and is proportional to the number of states. And even when using sphere decoding
together with the Viterbi algorithm [167] the worse case complexity coincides with the
complexity of the Viterbi algorithm.

7.2.2.2. Constellation demapping

Having the equalized symbols, the soft bits are obtained using the soft-decision
approximate LLR method [168, 169]. The approximate LLR is obtained using the max-
log-maximum a-posteriori (MAP), a well known approximation of the exact log-MAP
demmaping algorithm. The MLSE equalizer gives the optimal sequence of symbols
from the original constellation and these are demapped in the same manner. However,
since their distance to a point in the constellation is always zero as the maximum
likelihood equalization algorithm outputs a chain of symbols from the constellation, the
soft information is quantized.

7.2.2.3. Guard intervals in SC high frequency communications

As mentioned in section 7.2, the transmitted symbols are preceded by a cyclic prefix.
This is necessary in systems when frequency domain equalization is used. Frequency
domain equalization is preferred to time-domain equalization as it allows for a less complex
implementation. The reason for using guard intervals is that in the frequency domain
the product corresponds to a circular convolution, while the channel effects a linear
convolution. So to apply the DFT directly, the guard intervals are added to the transmit
signal to obtain the effect of circular convolution.

A data block is formed by a guard interval and a payload of symbols. In current high-
frequency systems, the length of the data block is limited to not more than hundreds of
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symbols in order to perform an efficient implementation of the FFT. For this reason, the
guard intervals are usually short, of the order of the delay spread of the channel. If the
delay spread of the channel is longer, the guard intervals do not observe the complete
channel and therefore the multi path components that fall outside can not be estimated.
In addition, they are affected by the noise in the system, so they do not allow for accurate
channel estimation overall.

7.2.3. Total receiver complexity

The complexity of the MMSE frequency domain equalization scales with the data
block size, NK as O(N2

K). The MLSE scales with the data block size and the constellation
order as O(NK2CM ). Where 2C is the constellation’s size and M is the channel impulse
response length. The demapping complexity scales as O(NK2C). Therefore the total
receiver complexity scales as O(N2

K + NK2C) for the MMSE and O(NK2CM ) for the
MLSE baselines.

7.3. ML-enhanced receiver

This section details the architecture of an ML-enhanced receiver that builds on the
baselines above. This pipeline jointly optimizes the components of a receiver: channel
estimation, equalization, and soft demapping. The network is trained to output LLRs
that minimize the BER of the system. We consider in the first instance, to use classical
equalization and replacing the demapper with a CNN block. This is interesting as for high-
frequency SC systems the constellations may be subject to the effects of non-linearities or
IQ imbalances. A classical demapper, which measures the distance to the constellation
symbols, would not perform well under such effects. To this end, we use the guard
intervals to obtain updated but limited channel estimations and feed this information
to the network. The key intuition behind this architecture is that the limited but up-
to-date channel estimated from the guard intervals can be merged with the outdated
channel estimation from the preamble to obtain a better interpolation of the channel with
updated information. The equalization is then performed in the frequency domain. Since
this channel-improved estimation happens jointly with equalization and demapper, the
ML-enhanced receiver can learn the best channel estimation, equalization, and demapper
for a given hardware and environment.

7.3.1. Training the ML4RX pipeline

The ML4RX receiver architecture is shown in Figure 7.1. The components with
trainable weights are shown in grey. The data blocks are sliced using a block separator.
Then, the receiver processes each data block separately and jointly optimizes the improved
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Figure 7.1: ML receiver architecture

channel estimation block, the equalization, phase correction, and demapping. The
ML4RX receiver pipeline has three input arrays obtained from the Channel Estimation
Field (CEF) and the received data blocks. The input arrays are obtained as follows.

The first input array is the CIR estimate in the time domain, ĥ, obtained from
the CEF as in equation (7.13) ĥ ∈ CND×1.

The second input is the received guard interval for each data block. This is
used to compute the guard interval channel estimate ĥl ∈ CND×1 denoted with an l
since its knowledge of the channel is limited by the size of the guard interval. The
channel estimation using the guard interval is explained in section 7.4.3.

The last input to the model is the FFT of the received data symbols together
with the following guard interval fft([yr,gr]) ∈ CND×1.

The outputs of the model are the estimated LLRs of each input symbol, ˆLLR ∈ RNK×C .
Where C is the modulation order. The LLR can be converted to bit probabilities by
applying the sigmoid function b̂ = sigmoid( ˆLLR). The trainable parameters of the
network, θ, are optimized to minimize the total binary cross-entropy (BCE):

L =
NK−1∑

l=0

C∑
c=1

Eyr [bl,c log(Pθ(bl,c = 1|yr)) + (1 − bl,c) log(1 − Pθ(bl,c = 1|yr))] (7.6)

where Pθ(·|yr) is the receiver estimate posteriory distribution of the bits given the
received signal yr. The loss function is approximated using Monte Carlo sampling by
taking batches of data

L ≈ − 1
B

B∑
b=1

NK−1∑
l=0

C∑
c=1

Eyr [bl,c log
(
b̂l,c

)
+ (1 − bl,c) log

(
1 − b̂l,c

)
] (7.7)

where B denotes the batch size.
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7.3.2. ML-enhanced improved channel estimation

As presented in Section 7.2, the channel estimation is of high accuracy for the data
blocks near the preamble and then it degrades over time. This happens especially in
mobile scenarios but as highlighted above can also be due to the mobility of scatterers
or changes in path gains. In this section, we present a sub-block of the ML4RX receiver
pipeline that merges the channel estimates from the preamble and the guard intervals.
The improved channel estimation sub-block of the ML4RX receiver is presented in Figure
7.2. First, the channel estimates are obtained as in equations (7.13) and (7.16), using
the CEF, the received guard interval, and the known Golay sequence. The number of
channel coefficients for the channel estimated using the guard interval, ĥl is NP and
this one is smaller than the number of coefficients obtained through traditional channel
estimation using the preamble, ĥ as the sequences to estimate it are longer, Ga128 and
Gb128. Therefore, the channel estimate from the preamble, ĥ, is outdated but has more
coefficients (longer) and the channel estimate from the guard interval, ĥl, is shorter but
up to date.

The improved channel estimation sub-block has two parts, 1) merging the coefficients
seen by both the preamble and the guard interval channel estimations, up to NP . 2)
predicting the coefficients that are not seen by the guard interval due to its limitations.
To merge the coefficients seen by both estimations, we design a CNN denoted by CNNM .
This one takes as inputs ĥl ∈ CNP ×1 and ĥ[n] ∈ C n = 0, . . . , NP and outputs hI [n] ∈
C n = 0, . . . , NP resulting in an output dimension NP × 1. Then, a prediction block
formed by linear layers PredV al is designed with the intuition to get up to date estimation
of the unseen coefficients at the guard interval. The CNN is a single 1D convolutional
layer to increase explainability, as then the weights of the layer can directly be linked
to the coefficient that the network is assigning to both the channel estimation form the
guard interval and the preamble. The PredV al has as input ĥl ∈ CNP ×1 and ĥ[n] ∈
C n = P + 1, . . . , ND and outputs hI [n] ∈ C n = NP + 1, . . . , ND resulting in an
output dimension (ND − NP ) × 1. Finally, the resulting channel estimate vectors from
both sets of layers are concatenated to form ĥI .
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7.3.2.1. Equalization and phase correction

The results of the improved channel estimate sub block, ĥI , and the received symbols,
yr are converted to frequency domain using the fft and multiplied as in equation (7.2).
A phase estimation is obtained from the received guard interval and the known sequence
of the guard interval as

ϕerror = ∠(gr · Ga64) (7.8)

where ∠ is the angle of the complex number in polar coordinates. The phase error between
two guard intervals is

δϕ = ϕ(1) − ϕ(0). (7.9)

Therefore, the phase to correct each symbol is estimated by interpolating between
phase errors of different guard intervals, where we assume the phase error is measured
approximately at the center of the guard intervals.

Φ = ϕ(0) − δϕ(0)(1 − 1
NL

(NL

2 + k)) (7.10)

where k = [0, . . . , 512] Then, the equalized symbols, se are phase corrected as

spe = see
−iΦ. (7.11)

7.3.3. ML-enhanced demapper

Following the equalization and phase correction, the symbols are inputted to the
demapper block. As a result of imperfect channel estimation, residual CFO and phase
noise, the symbols are distorted further than just thermal noise. A traditional demapper,
as described in section 7.2, is applied in a per symbol manner, as the equalization in
principle takes care of the ISI. Therefore, these residual effects are not considered and
the demapper observes them as noise and distortions in the data. Our architecture jointly
processes the data block of equalized symbols and this allows to take into account and
correct non-linearities, residual ISI and other residual effects described above. The inputs
to the CNNDemapper are the real and imaginary parts of the vector of equalized symbols,
spe, where the guard interval is removed, and the input dimension is 2 ×NK . The output
are the predicted LLRs and have dimension NK × C. The demapper sub-block is shown
in Figure 7.3. The architecture is formed by ResNets [170] with 1D Convolutions and
kernels of fixed size 3. We performed experiments with variable kernel sizes but did not
observe substantial gains.
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Table 7.1: CNN Demapper architecture

CNNDemapper

Input size B × 2 ×NK

Parameters filters kernel
Conv 1D 32 3
Resnet 1 64 3
Resnet 2 64 3
Resnet 3 32 3
Conv 1D C 1
Output size B × C ×NK

7.3.4. Complexity

The complexity of the ML4RX improved channel estimation block is of order O(N2
K),

where CNNM has lower complexity O(NK) and the Predval block has complexity of order
O(N2

K). Therefore, the total equalization of the ML4RX receiver has the same order as the
MMSE equalization that scales with the data block size, NK as O(N2

K). The CNNDemapper

complexity scales as O(NK2C), which is equivalent to the order of complexity of the log-
MAP demapper. Therefore the total ML enhanced receiver complexity scales as O(N2

K +
NK2CM ), which is equal to the order of complexity of the MMSE baseline with the log-
MAP demapper.

7.4. Implementation

In this section, we cover implementation details and practical aspects of the receiver
design.

7.4.1. Training strategy

The training is performed in two parts. First, the parameters from the CNNDemapper

sub-block are trained while the parameters from the improved channel estimation sub-
block are fixed so a good demapper is obtained for a given equalization. Then the required
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gradients are inverted. The reason for having two training steps is that the demapper
depends on the resulting equalized symbols and if these are updated at every training
step the demapper sub-block does not converge to the best solution.

Taking 802.11ad/ay as an example, we can calculate the size of the model. For these
standards, the total data block size is ND = 512, where the data transmitted in each block
is NK = 448 symbols and NL = 64 symbols are reserved for the guard interval. Using
those parameters to calculate the model size of the architectures presented in Section 7.3,
the model size is 0.2 MB. Such a model could fit into small devices.

7.4.2. CIR estimation in the preamble

The CIR is estimated using known sequences in the preamble. Current systems which
use standards such as 802.11ad/ay use Golay sequences in the preamble To estimate the
channel we take advantage of the auto-correlation properties of complementary Golay
sequences [61]. The sum of the auto-correlation of a pair of complementary Golay
sequences GaN and GbN of length N is delta function δ[n]. This property makes these
sequences suitable for multi-path detection in noisy environments.

The CIR for each pair of complementary Golay sequences d is given by:

hG,d[i] = 1
N

N−1∑
n=0

rCEF [i+ n] × G∗
N [n] ∀ d = 1, ..., D (7.12)

We denote as rCEF the CEF field of the received frame. D is the number of repetitions of
Golay sequences in the CEF and {·}∗ is the complex conjugate operator. We use equation
(7.12) to determine hGa,d and hGb,d for Ga and Gb, respectively. Finally, the estimated
CIR is obtained by adding and averaging hGa,d and hGb,d

ĥ = 1
D

D∑
d=1

(hGa,d + hGb,d). (7.13)

7.4.3. CIR estimates using guard intervals

As was explained in Section 7.2.2.3, guard intervals are interleaved with blocks of
symbols. In 802.11ad/ay standards, the guard interval is formed by a known Golay
sequence, Ga64. Therefore, the received guard interval, ĝ, can be used to obtain a CIR
estimation. Since there is a guard interval in every data block, this permits obtaining
CIR estimates very frequently.

The number of channel coefficients to be estimated, NP , is selected but is limited by
the size of the guard interval. This limits the accuracy of the estimated CIR since only NP

taps can be observed and NP can be smaller than the real number of channel coefficient,
as the delay spread of the channel may be longer than the guard interval.
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The channel estimation is obtained as follows. The n-th element of received guard
interval can be written as

gr[n] =
NP∑
l=0

h[l]g[n− l] + w[n] n = NP , . . . 64 (7.14)

where g[n] are the elements of the Ga64 Golay sequence, hl ∈ CNP is the vector of limited
channel coefficients to be estimated and w is the thermal noise from the receiver and
intersymbol interference due to NP possibly being smaller than the real number of paths.
The first received element we can use is ĝ[NP ] as the previous equations fall back into the
previous block of data symbols which is unknown at the receiver. In a matricial form, the
system of equations can be written as

gr = Ghl + w (7.15)

where G is the matrix with the m-th row equal to Gm =
[g[NP +m− 1], . . . , g[m− 1], g[m]]. In order to obtain the estimated channel ĥl

we solve the least-squares problem

ĥl = min
hl

||gr − Ghl|| (7.16)

7.5. Simulations Evaluation

In this section, we evaluate the proposed receiver architecture against the baselines
presented in Section 7.2 in a simulation setup. Testing our pipeline on simulated data
allows us to thoroughly study its performance under different conditions and separate the
impact of the different components while having ground truth channel realizations. First,
we introduce the simulation setup and explain the dataset generation process. Then, we
evaluate the results.

7.5.1. Simulation set up

In order to evaluate the performance of our receiver, we generate channel realizations
using the Quadriga [171] software. This software allows generating realistic channel
impulse responses with time evolution. We focus on the downlink mmMagic Urban
Microcell Non-Line of Sight scenario [162]. The transmitter and receiver are dipole
antennas. The center frequency is 60 GHz.

We compare the ML-enhanced receiver to the different baselines. In order to be able
to calculate the maximum likelihood scheme, MLSE, the coefficients of the channel are
generated with 4 taps. A tap is a point in the delay line of the channel. If the number of
taps is larger, the trellis has more than 220 states and the complexity becomes too high to
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fit the algorithm on a typical laptop setting and even a server with a GPU. A trellis is a
directed graph that describes systems with memory and it is used in the Viterbi algorithm
to calculate solve the maximum likelihood MLSE minimization problem. The positioning
of these taps is defined by their delay spread and angular spread. The angular spread has
values around 20-90º and the delay spread which is log-normal distributed is set to have
a mean of 16 ns and variance of 2 ns, which are typical values for mm-wave. We consider
the following scenarios.

7.5.1.1. 4 taps NLOS comparison to MLSE baseline

The receiver is placed at a distance of 2 m from the transmitter and follows a linear
trajectory away from the transmitter with an angle of π/8. The channel at the initial point
of the trajectory, h0, is considered as the channel estimated by the preamble. A second
channel, h0.5ms, obtained using the continuous-time evolution in Quadriga, is obtained 0.5
ms later (∼ half the coherence time). The following data blocks are processed with h0.5ms

and channel estimation is obtained using the guard interval ĥ0.5ms,l. Separate training
sets are produced for each Signal-to-Noise Ratio (SNR). We generate 1000000 pairs of
channel realizations and each dataset consists of randomly generated bits modulated with
16 QAM and propagated through these channels. We study the performance of uncoded
and coded data at different rates.

7.5.1.2. 4 taps NLOS evolution over time

To study the evolution of the BER using the different methods over time, we fix the
SNR and generate sets of channel realizations for up to 1 ms, as after 1 ms the BER of
the data blocks equalized with the channel estimated from the preamble of 1 ms before
decreases by several orders of magnitude. The receiver follows random linear trajectories
away from the transmitter starting at a distance from 3 to 10 m. We generate 1000000
sets of channel realizations and each dataset consist of randomly generated bits modulated
with 16 QAM and propagated through these channels.

7.5.1.3. A Large number of paths

We repeat the experiment with sets of channel realizations with 25 taps.

7.5.1.4. Training

The training is carried out using the Adam optimizer [172], starting from a random
initialization in the CNNDemapper sub-block. For the CNNM we consider an initialization
that starts with the preamble channel only, the PredV al is initialized with zeros. The
starting learning rate is 10−2 and we set an exponential decay that acts every epoch with
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a multiplicative factor of 0.95. For all experiments, 20% of the data is used for validation.
The training is carried out with batch size B = 512 and usually for 20 epochs as we have
not observed improvement in longer runs. For training, we use an A100 GPU with 40 GB
of vRAM.

7.5.2. Simulation results

7.5.2.1. Comparison to the maximum likelihood MLSE baseline

For the first scenario, we benchmark our ML-enhanced receiver against the two
baselines presented in Section 7.2 with different channel estimations. The first baseline is
the MMSE equalization with the outdated channel from the preamble, h0ms and log-MAP
demapping (MMSE-MAP ĥ0ms). The second baseline is the MMSE equalization with
perfect channel knowledge at that time instant (we refer to this as the oracle channel)
plus the log-MAP demapper (MMSE-MAP-Oracle). The third baseline is the MMSE
equalization with the channel estimated from the guard interval, and log-MAP demapping
(MMSE-MAP-GI). The fourth is the MLSE equalization with perfect channel knowledge
at the time instant plus the approximate log-MAP demapper (MaxLik-Oracle). Figure
7.4(a) presents the BER obtained with different SNRs for these receiver methods.

From the results we obtain two conclusions: 1) Firstly, not updating the channel
information results in a big performance gap, MMSE-MAP h0ms compared to the MMSE-
MAP-Oracle. The guard interval channel estimation can help keep the channel updated
at zero overhead cost in this scenario, as MMSE-MAP-GI shows the same performance
as MMSE-MAP-Oracle.

2) The second observation is that the ML-enhanced receiver improves the performance
compared to the MMSE-MAP-Oracle and is mid-way to the MaxLik-Oracle baseline.
The MaxLik-Oracle presents the optimum performance and is far from the performance
achieved with the MMSE baselines. Specifically, we observe up to ∼ 7 dB gain compared
to the widely used MMSE-MAP with the oracle channel knowledge.

In order to compare the gains of the improved channel estimation block, we compare
the ML4RX curve to that of the Demapper only architecture with MMSE equalization.
We observe up to ∼ 5 dB improvement when using the full ML4RX architecture.

7.5.2.2. Soft information

Figures 7.4(b) and 7.4(c) show the results using the same baselines with coded data,
with rates 1/2 and 3/4. In both cases ML4RX receiver shows significant gains compared
to the traditional receiver, with up to 6 dB gains for both rates, and is closer to the
optimal performance of MLSE. This result shows that the soft bit information outputted
by the receiver pipeline is compatible with the channel coding used in Wireless local area
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Figure 7.4: Comparison of the BER achieved by the ML4RX receiver and different
baselines
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Figure 7.5: Evolution of the BER over time for the 4 taps NLOS simulation at 20 dB

network (WLAN) standards [173]. We also observe that the distributions of the soft
information are similar to those obtained using the baseline demapper.

7.5.2.3. Comparison to the maximum likelihood MLSE baseline

As can be observed in Figure 7.5, the BER obtained using the channel estimation
from the preamble at time zero degrades quickly on the 1 ms scale. In order to keep the
initial BER obtained at time zero, the channel would need to be sampled very frequently
(< 0.02ms). Figure 7.7 shows the overhead in communications in percentage versus the
time between preambles, which is equivalent to the time between the most recent channel
estimate or update. Therefore, sampling every 0.02 ms would incur a large overhead in
communications, at least ∼ 10%. Under 1 ms the channel changes due to variations in
the path gains but there are no changes observed in the Angle of Arrival (AoA). Using
the ML4RX receiver that utilizes the guard interval estimations, we can improve the
performance over the MMSE-MAP-Oracle without incurring any overhead.

7.5.2.4. Large number of paths

Figure 7.6 shows the results for the same experiment but with a larger channel
response. After the measurement of the channel at time 0 ms, the BER obtained
using the MMSE-MAP-Preamble quickly degrades in performance by several orders of
magnitude. The guard interval channel estimation is worse as we are trying to estimate
more coefficients and the system becomes less overdetermined in this case. The BER of
the MMSE-MAP-GI is slightly worse than the MMSE-MAP-Oracle. The BER obtained
with the ML4RX allows for the improvement of the performance with zero overhead in
communication. However, in this case, it does not improve over the MMSE-MAP-Oracle
baseline. This scenario shows the current limit of our architecture as unline in real testbed
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Figure 7.6: Evolution of the BER over time for the 25 taps NLOS simulation at 20 dB
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Figure 7.7: Overhead in communication over 100 ms for different times between preambles.

channels, no spatial statistics are learned of the channel realizations and the 25 taps show
a significant contribution to the channel.

7.6. Experimental Evaluation

The experimental evaluation is different from the simulation in that the channel
realizations obtained from the simulation do not have spatial coherence and are generated
from the distributions in Quadriga. The spatial coherence is important as it allows
the ML-enhanced demapper to learn about a certain environment. Additionally, in
simulations, the static scenario does not present variations over time. However, in the
testbed, the channel varies over time even for static scenarios and therefore it is also
relevant to evaluate the gains in this case.
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Figure 7.8: Experimentation platform for wideband mm-wave

7.6.1. Experimental test bed

For the experimental measurements we use a high-performance mm-wave testbed [53].
The platform features a baseband system with 2GHz of bandwidth per channel based on
a high-end FPGA and 60GHz phased array antennas [98]. The memory-based design of
the platform enables the transmission of custom SC 802.11ad frames and the storage of
the received IQ samples in the DDR memories to be analyzed in post-processing.

7.6.2. Results in static scenario

First, we consider a scenario where the transmitter and receiver are static at a distance
of 4 m in an indoor room. Over time, the channel varies due to changes in path gains
and noise in the instruments. To evaluate how the ML4RX receiver can improve the
performance in this scenario, we transmit a long packet composed of smaller packets
formed of a preamble and a data block as shown in Figure 7.9. These are sent in
sequence and received in continuous capture (to simulate the phase coherence between
packets). The first preamble is used to estimate the channel and equalize the following
packets up to 0.1 ms as can be observed in Figure 7.9, using the MMSE-MAP-Preamble
baseline. The following preambles are used to estimate the oracle channel knowledge
(one preamble channel estimation per data block, which would result in 85% overhead
in communications). The channels observed in this scenario have around 50 taps with
the most relevant paths occurring before the first 20 taps as can be observed in Figure
7.10. The results of the experiments with the static deployment are presented in Figure
7.11. The performance obtained by not updating the baseline, MMSE-MAP-Preamble,
is worse by ∼ 7 dB compared to the MMSE-MAP-Oracle. The BER obtained using the
channel estimations from the guard interval, MMSE-MAP-GI shows worse performance
compared to the other baseline. This is due to the guard interval channel estimation only
observing the channel partly. However, the ML4RX receiver outperforms the MMSE-
MAP-Oracle baseline by ∼ 4 dB and the MMSE-MAP-Preamble by up to ∼ 8 dB with
zero overhead in communications, where the largest gains are obtained at higher SNRs.
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Figure 7.10: Static channel with error bars presenting the absolute maximum change over
0.5 ms

We believe that this is due to having updated knowledge of the relevant paths that have
the largest variability as seen in Figure 7.10 while being able to access the information
from the outdated channel estimation which presents smaller variations and therefore is
still relevant. The naive baseline of considering the first channel coefficients from the GI
and the non-observed channel coefficients from the outdated preamble gave worse BER
than both the MMSE-MAP-GI and the MMSE-MAP-Preamble, and for this reason, it
has not been included.
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Figure 7.11: BER of fixed transmitter and receiver over variable channel

7.7. Related work

7.7.1. ML for the physical layer

Different works have proposed to use ML to replace one or multiple blocks of the
physical layer, showing that it can not only reduce the complexity of certain methods
but also improve the performance. For example in [44], they propose a neural network
to softly demodulate and show that good performance can be achieved with reduced
computational complexity compared to the traditional log-MAP demapping. In [174],
they propose a CNN network for equalization and obtain a lower error vector magnitude
than the recursive least squares and multi-modulus algorithm. [175] substitutes the
channel estimation and symbol detection blocks for an OFDM system using ML and
show that their method can help with limited pilots and CP removal.

In this paper, we focus on the works that implement ML-based and ML-enhanced
receivers. The work in [160] presents a fully convolutional neural network architecture
for a SIMO OFDM system. The inputs to their system are the raw channel estimates
as well as the pilot positions and the received symbols of a transmission time interval
for all subcarriers. These are used to estimate the LLR at the receiver. Their results
show that their architecture performs as well as the LMMSE equalization with perfect
channel information and it outperforms LMMSE with imperfect channel information.
Additionally, they outperform the baseline in scenarios with inter-cell interference. In
[160], the same authors extend the architecture from [160] to MIMO systems. They
introduce new layers to preprocess the received symbols and the channel estimates
and explore two transformations to preprocess the data, a maximum ratio combining
multiplicative approach and a fully learnt multiplicative transformation. In almost all
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channel models they show similar performance to the LMMSE baseline with perfect
channel knowledge. Finally, [176] presents an ML-enhanced receiver achitecture for multi-
user MIMO OFDM systems. They jointly optimize a neural network block to improve
the channel error statistics and a demapper neural network, while performing classical
channel estimation and equalization. They show that their architecture improves the
performance compared to the LMMSE baseline with imperfect channel knowledge and
for really high speeds is better than the LMMSE with perfect channel information.

However, none of the above mentioned works tackle the problem of frequency selective
channels for SC SISO systems, and specifically, apply ML for the physical layer for high
frequency communications. In addition, the mentioned works are evaluated on simulations
and they do not showcase experimental evaluations.

7.7.2. Improved channel predictions

In OFDM the cyclic prefix is usually an unknown sequence and the channel is
estimated using pilots inserted in the frequency domain. However, the work in [177]
proposes to modify the standard and insert a pseudo-random sequence in place of the
cyclic prefix. They do this to improve the robustness of the channel estimation in rapidly
fading channels while assuming in this case the resulting ISI (due to the lack of cyclic
prefix). In contrast to our work, they consider delay spreads corresponding to 4 to 8 taps
which can easily be estimated inside the guard interval.

In [178] the authors consider the time-frequency response of a fast fading
communication channels as a two-dimensional image for an OFDM system. They
show that they can interpolate the unknown values of the channel response using the
information obtained from pilots better than the the MMSE with imperfect channel
knowledge. More recently, in [179] the authors attempt to interpret Deep Learning (DL)
based channel estimation architectures under linear, nonlinear and inaccurate channel
statistics. They show, using the mean squared error to the perfect channel, that the DL
estimator is close to the LMMSE performance under linear systems and improves the
performance under non linear systems. However, these do not present results showing
how this affects the BER performance. In [180] the authors propose a DL basec ahennel
estimation algorithm for MIMO OFDM systems. Their network is based on 2D CNNs and
LSTM layers. They train their architecture by optimizing the mean squared error (MSE).
They show that with their improved channel estimation the performance improves over
the LMMSE with imperfect channel knowledge for speeds of 50 and 300 km/h and that
their normalized MSE is lower than different baseline algorithms like LMMSE.

Overall, these works have shown that improving the MSE is possible using DL
techniques to improve channel estimation in OFDM systems. However, these works show
less gains than the ML-based receivers presented in [160], where the receivers achieved
the same performance as LMMSE with perfect channel knowledge. However, since these
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works are not tested on the same dataset, these results are hard to compare.

7.8. Conclusions

We designed and implemented a mm-wave SC ML-enhanced receiver pipeline that
takes into account additional, zero-overhead, channel estimates obtained using the guard
intervals to perform improved channel estimation, equalization, and demapping jointly
using three ML sub-blocks. We show using simulated channels that under a small number
of taps our receiver pipeline can improve over the MMSE baseline and is closer to MLSE
which is the optimum receiver. We test our receiver on experimental data obtained using
an FPGA-based testbed with 60 GHz phased antenna arrays and show that under a static
scenario our receiver improves by ∼ 7 dB over the classic baseline MMSE-MAP using the
channel estimation from the preamble and ∼ 4 dB over the MMSE-MAP Oracle baseline
(which would incur 10 % of overhead in communication if these preambles were added).
We leave for future work the testing of our receiver pipeline under mobility scenarios. It
will also be interesting to consider for future systems the extension to MIMO of such a
receiver pipeline. Since obtaining channel estimates from the guard intervals that do not
contain interference is not straightforward in MIMO scenarios, it will be interesting to
study what a network can learn to bootstrap the outdated channel information.
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Millimeter-wave technology is going to revolutionize wireless communications by
providing gigabit per second data rates and extremely low latencies. During the writing
of this thesis, new devices working at 60 GHz became available commercially under
the 802.11ad standards. While mm-wave technology has advanced greatly in the last
few years, these devices still show early versions of what this technology could become.
Therefore, this thesis aims at improving some of the restrictions of current mm-wave
network deployments such as scalability, and to provide in mm-wave the features that are
available in lower frequencies such as passive localization while exploring the increased
accuracy that can be achieved at higher frequencies.

Beam training mechanisms are critical for efficient communication at mm-wave
frequencies. However, the overhead produced by these mechanisms may become
prohibitive in more dense and dynamic scenarios. In dense deployments, the stations
have to beam train one at a time while the APs can train simultaneously with multiple
stations. This means that the station beam training overhead is critical for mm-wave
deployments especially in mobility or blockage scenarios where the beam training would
need to happen more often. To alleviate this issue, we introduce and implement a beam
training mechanism that improves the scalability of IEEE 802.11ad systems for dense
deployments in Chapter 3. Our evaluation shows that our algorithm provides extremely
accurate angle measurements at the station that indicate the best beam pattern to be
used. This chapter concludes that the beam training overhead can be reduced by an order
of magnitude compared to IEEE 802.11ad.

Due to the novelty of mm-wave technology, features such as joint-communication and
sensing have not yet been developed. In Chapter 4, we study the study the accuracy
that such distributed network could provide by exploiting beam training mechanism to
obtain angle and direction information of moving reflections. We design and implement
POLAR, a mm-wave passive tracking system using Commercial-Off-The-Shelf (COTS)
IEEE 802.11ad Access Points (APs) together with an FPGA-based station. We show
that is possible to implement a joint communication and sensing system. POLAR achieves

133
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sub-meter accuracy from weak reflections coming from the moving object.
Additionally, we aim to explore the future of mm-wave networks beyond conventional

network designs. The current design of the physical layer for mm-wave is mostly based on
previous designs, while adapting to the requirements of the higher frequencies. However,
the increased carrier frequency results in more complex transmitters and receivers which
translates into more harmful and harder to model imperfections. The high gain antenna
arrays require complex calibration to ensure matching between phase shifters. The power
amplifiers present larger non-linearities and overall, the higher frequencies introduce
critical carrier frequency offset and phase noise. Current receivers do not take into account
some these non-linearities and hardware imperfections and modeling these (which may
be device dependent) would increase standarization efforts, cost and time to market.
The concept of using ML to design the physical layer has been introduced recently.
This thesis aims to explore the use of ML design for the physical layer for mm-wave
communications. In Chapter 5, we present a neural network that allows to learn an
explicit stochastic channel model from data, without a parametric model. Our model can
be paired with an autoencoder approach to optimize communication for any real-world
channel. The obtained explicit channel model is amenable to transfer learning and allows
faster retraining during changing channel conditions. Our results show that the proposed
channel network approximates well simulated data and experimental data obtained from
a 60 GHz FPGA-based testbed for both SISO and MIMO systems. However, current
end-to-end architectures for MIMO systems become large in size when increasing the
number of antennas or the modulation order, which restricted the implemention of end-
to-end approaches to massive MIMO scenarios. With the objective to develop end-to-end
communications for MIMO systems in Chapter 6 we study the scaling properties of end-
to-end architectures, and show that with a bit-wise architecture the memory allocation
needed to train such models is reduced by several orders of magnitude, which allows
to develop practical end-to-end learning algorithms for large scale MIMO systems. A
limitation of current end-to-end approaches is that these are trained for a single time
step. Training these approaches in blocks of symbols would reduce the interpretability of
the results, reducing our ability to understand the gains, and highly increase the training
of such networks due to the large order of combinations available. For this reason, we
decide to study first the achievable gains with ML in frequency selective channels (which
require to consider blocks of symbols due to the inter symbol interference) using a receiver
only approach. In Chapter 7 we design a mm-wave single carrier ML-enhanced receiver
pipeline that optimizes improved channel estimation, equalization, and demapping jointly
using three ML sub-blocks. Our preliminary results show that these architecture allows
to better interpolate the channel and that it improves the performance over the MMSE
baseline.
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8.1. Future work

We identify a number of open research directions that could build from and address
the limitations of this thesis.

Regarding the work in the first part of this thesis, the SPIDER algorithm presented in
Chapter 3 could be extended to perform joint communication, sensing and environment
mapping. The presented algorithm already allows for multi-path extraction. However,
its ability to detect moving objects, in comparison to the POLAR algorithm presented in
Chapter 4, was not studied during this thesis. As a first step, the method presented in
Chapter 4 could be used to detect new mobile reflections from the path decomposition
obtained in Chapter 3. Then, the algorithm presented in Chapter 4 could be improved
using automatic ML methods to detect frames with new reflections. Further, it remains
to study scenarios with multiple moving objects, in which Kalman Filters could be used
to track the multiple targets. As a second direction, Chapter 4 did not integrate static
multi path components, which could be used to do environment mapping, which could
be of high interest for future applications. However, joint sensing and mapping will come
with interesting challenges. For example, second order reflections would incur erroneous
position estimates. These could be filtered out by checking if the distances obtained from
the time of flight of these second order reflections could belong to objects in the room.
This could be done by setting a threshold but also using a Machine Learning model to
classify the types of reflections.

Regarding the work presented in the second part of this thesis, an exiting direction
would be to use Machine Learning to design a physical layer to jointly optimize the
communication performance and the localization and sensing accuracy. Building such
models would involve introducing channel estimation and multi path decomposition blocks
inside the machine learning encoder and decoder model. These blocks could be based on
classical methods at the beginning, resulting in a hybrid model, and the moved to fully
ML based approaches. The full room structure together with the trajectories of mobile
objects could be used, together with the transmitted bits, to train the model and to
optimize a joint loss function for both tasks.

Chapter 7 provides the details of an ML-enhanced receiver for single carrier mm-
wave systems. The practical evaluation of this receiver is in early stage, as we have
only analyzed the static scenario, where we have observed gains, and the mobile scenario
evaluation is ongoing. Our next steps would be to create a training dataset that includes
random trajectories of the receiver through multiple spaces, and to evaluate the gains
that can be obtained with our receiver as the channel ages in time. The creation of this
sort of dataset is hard because, in order to train the machine learning model, randomly
generated data blocks need to be transmitted and this largely increases the duration of
the experiment. If the transmitted data blocks always contained the same symbols, the
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machine learning network would memorize the correct bits and it would overfit. However,
loading a large number of different packets in the transmitter is a time consuming process
due to the implementation of the TCP/IP protocol in the platform. Once these packets
have been transmitted, they are received in a continuous capture mode, and once the
memory of the receiver is full they have to be downloaded. Although this is not a problem
in static scenarios, it highly increases the complexity of mobility experiments as in order
to conduct them manually, the receiver would need to be moved in random trajectories
for multiple hours. Therefore, our future efforts will focus on reducing the time to upload
and download the data, and automatizing the movement of the receiver using a robot
that can carry the FPGA together with the antennas and the power supply. Another
possible direction of future work would be the real time implementation of such Machine
Learning algorithm. This could be done using the methods proposed in [181] to directly
map the networks to FPGA implementations, which allow for extremely fast predictions.
In the same line, the model could be trained with the hardware in the loop. This could
be achieved over the air if random already known sequences were introduced inside the
preamble as then it would not incur any overhead in communications. The model could
be initialized with a good baseline, obtained from simulations or from an ensemble of
different datasets, and trained using active learning approaches. Finally, transfer learning
approaches can reduce the overhead of training over time by extending the validity of the
trained models and adapting to new data.
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