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Abstract
The social and economic cost of large blackouts on power transmission
networks makes it critical to properly understand their dynamics. The
OPA model was develop with this objective in mind and has been previously been applied to power grids of small and medium size, some of them
properly modelling realistic cases such as the simplified WECC network,
covering the Western region of the US. The bulk of the models computational cost comes from the repeated solution of a linear programming
problem using Simplex method which is not easy to parallelize. In this
paper we introduce important improvements to the modeling part of the
linear problem, accelerating the previous implementation by a factor up
to 200x, depending on the network. These improvements make it possible, from a practical point of view, to simulate the largest, most detailed,
WECC network consisting of 19402 nodes, reducing the wallclock time
of the simulation from two years to only ten days. The first simulations
show an interesting result: the detailed 19402 nodes network displays a
reduced sensitivity of the dynamics to the dispatch, when compared with
the previously used simplified WECC models containing only 1553 and
2504 nodes.
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1

Introduction

Power transmission networks grow over time in terms of the energy demanded
and supplied but not in terms of robustness or resilience [1]. Taking into account the enormous social and economic costs of large electric blackouts, it is
of fundamental importance to do realistic risk analysis of cascading blackouts
and to assess the impact and risk of changes to the system and mitigation
schemes. However, modelling and simulating a large electric power network is
a formidable problem, from a computational point of view.
The OPA (ORNL-PSerc-Alaska) model is a power transmission systems
model that approaches this problem by using a DC power flow, simpler in terms
of short time dynamics than the full AC power grid problem but able to investigate long time evolution of the system. This causes the model to loss part
of its original short time scale complexity but it allows the study of the long
term dynamics of the network. In particular, the OPA model was developed to
study the long-term patterns of blackout of a power transmission system under
the dynamics of an increasing power demand and the engineering responses to
failure [2, 3, 4]. Even with the reduced complexity, the distributions of blackouts
sizes found in OPA and the long time temporal dynamics are consistent with
those observed in blackouts of real power systems [5, 6, 7, 8, 9, 10, 11].
Most of the OPA studies using realistic networks use the Western region of
North America (the Western Electricity Coordinating Council or WECC) [12].
The most detailed WECC model contains 19402 nodes in a network that, up
to now, was not affordable in terms of computational cost even with the OPA
model. The studies already produced have used two reduced models of that
network of increasing complexity, containing 1553 and 2504 nodes respectively
(see Fig. 1). Even though the reduced networks have given meaningful useful results, being able to solve the full 19402 nodes case would allow the refinement of
those results including determination of the weak/vulnerable locations, may add
new and interesting dynamics [12], and will allow a more detailed exploration
of the impact of control and mitigation schemes. Also, being able to simulate
even larger models that contains the full US power grid network, may open the
door to more detailed and different dynamics coming from the heterogeneous
coupling of the different regions. However, none of these studies are possible
in practise with the standard implementation of OPA as that would require up
to two years to obtain sufficient statistics for a single case of the 19402 node
network to say nothing of the much larger full US power grid.
The aim of this paper is twofold. First to introduce important optimizations
in the implementation of the OPA model what allows solving large power grid
networks (tens of thousands of nodes) for the long time ranges required to obtain
meaningful results. Then second to introduce one of those new results.
OPA models a temporally increasing power demand in the network load
2

Figure 1: 1553, 2504 and 19402 node models of the WECC.

nodes that has to be fulfilled by the generators nodes. Simultaneously, power
transmission lines are constrained by a maximum power flux through them that
evolves with the upgrade politics applied. The process of finding the specific
values for generation and load on the network nodes restricted by the transmission lines flux limits, named dispatch, has to be repeated at least one time
per iteration or simulation day. The model also takes into account possible
(probabilistic) load dependent failures of lines so, if some lines are failing, more
than one dispatch may be required on each simulation day until no more lines
fails. This inner iteration process inside a day models the cascading blackout
process. This process must sometimes be iterated for 100’s of thousands of
”days” in order to generate significant statistics. Thus, from a computational
point of view, the most demanding task is the dispatch calculation: a minimization problem with constrains that fits into the linear programming area.
The standard (but powerful) technique of Simplex algorithm is used in order
to solve the problem. The computational cost of the problem is shown to grow
rapidly with the number of nodes grid nodes and while parallelizing the Simplex
algorithm is possible, doing it in an efficient way, is still an open problem [13].
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Another option for accelerating the calculations is that of [14], where the OPA
model algorithm (not the dispatch) is parallelized in order to investigate how to
reduce the load-shed. However, it relies on running many different dispatches in
parallel, a technique that can not be used in the case of studying the blackouts
dynamics where the sequential character of the algorithm cannot be broken.
In this paper, we propose a reshaping of the constrained electric problem to
be solved prior to the application of Simplex algorithm. This reshaping will
be shown to significantly accelerate the calculations, allowing the simulation of
large networks in a reasonable computational time on a single core of a CPU.
It is important to notice that this procedure accelerates the code by reducing
the computational cost just by rearranging the problem or, in other words, obtaining a significant speedup with the same hardware. With this method, the
solution of the dispatch will be exactly equivalent, from the minimization point
of view.
A final interesting result of this paper will be the study of the dynamics
sensitivity to the different dispatches associated with the optimizations, in a
similar way that was done on [15]. The dispatch problem is usually degenerate,
this is, there are many compatible solution of fluxes on the power transmission
lines with the same demand satisfaction. Thus, the different optimization here
proposed will arrive to the same minimum value on the Simplex solution but
with different values for the line fluxes, what may affect the long term dynamics.
This effect will be studied on different sets of networks and, for the first time,
in the 19402 nodes WECC network. Results will not only validate the different
optimizations proposed but also will show the interesting behaviour of the 19404
nodes WECC network under the different dispatches.
The paper is ordered as follows. On Sec. 2 the OPA model is first mathematically described in detail and then the standard implementation of the dispatch
problem is proposed. On Sec. 3 different optimized implementations consisting on reshaping the dispatch problem are introduced. In Sec. 4 the obtained
speedup of the different optimizations and the effect on the dynamics are analyzed in both synthetic and realistic networks sets. Finally, conclusions are
given on Sec. 5.

2
2.1

Basic implementation of OPA
OPA model

OPA model was develop to study the long time complex systems dynamics of
the power transmission system [2, 3, 4]. The model includes the long time
behavior of a power transmission system under the forcing of an increasing
power demand and the engineering/operational responses to failure in order to

4

study the cascading failures in the system. The electric grid network is modelled
with a set of nodes i = 1, · · · , N that can be generators or loads (or a mix of
both). The power demand Piload in a load node i increases at a constant rate
λ plus daily random fluctuations with variance γ. The nodes are connected via
a set of transmission lines j = 1, · · · , M . There are two sorts of upgrades to
meet the increase in demand: transmission lines are upgraded as engineering
responses to blackouts and maximum generator power is increased in response
to the increasing demand. The transmission lines selected for upgrade are those
overloaded transmission lines involved in a blackout. The transmission lines are
upgraded by increasing their maximum flow Fjmax limits at rate µ. On generator
nodes, the maximum generation power Pigen increases automatically when the
capacity margin, ∆P/P , is below a given critical level. In the present studies,
this is done by increasing the power limit on all generators so we keep the same
generation profiles as in the existing situation [16, 17].
The OPA model for a given network represents transmission lines, loads
and generators with the usual DC load flow approximation. Starting from a
solved base case, blackouts are initiated by random line outages. Whenever a
line is outaged, the generation and load are re-dispatched using standard linear
programming methods. Since the generation capacity of the grid is larger than
the usual power demand, it is necessary to determine which generator should
be used to balance the load in an optimal way that minimizes costs and satisfies
the transmission constraints. If any line were overloaded in the minimization
solution, then these lines are outaged with probability p1 . The process of redispatch and testing for outages is iterated until there are no more outages.
Then the total load shed is the power lost in the blackout.
Thus, the basic OPA algorithm would be, for each daily iteration:
1. increase power demand on loads with the rates λ and γ.
2. Force zero flux and large impedance for outaged lines with probability p0 .
3. Find a dispatch solution of the power that minimizes cost and satisfies the
transmission constrains.
4. Apply outages to overload lines with probability p1 .
5. go to step 2 until no more outages appears.
6. upgrade outages lines, increasing their maximum flux with rate µ.
The most expensive part when implementing OPA model, computationally
speaking, is the minimization process required for the dispatch (step 3 in the algorithm). Observe that, at least, one re-dispatch is required for each simulation
day and, usually, simulations evolves ten of thousands of simulations days to
have meaningful statistics. One of the results of this paper is to show efficient
ways of solving this minimization problem.
5

2.2

Minimization problem

The cost function to be minimized:
Z(p1 , · · · , pN ) =

X

αi pi +

generators

X

100pi

(1)

loads

where αi = 1 (except in Sec. 4.3) and pi is the power injected/extracted on
node i (depending if node i is a generator or load). The sign criteria used is
pi > 0 for current going into the nodes (generators) and pi < 0 for current going
out of the nodes (loads). The objective is to find the set of values for pi that
minimizes Z subject to the following constrains:
• overall power balance:
N
X

pi = 0

(2)

i=1

• line flow limits:
−Fjmax ≤ fj ≤ Fjmax

; j = 1, · · · , M

(3)

• load limits:
−Piload ≤ pi ≤ 0

; i load

(4)

• generator limits:
0 < pi < Pigen

; i generator

(5)

Note that, because the weighting of the loads (set to 100) is larger than the
weighting of the generators (set to αi ), the priority in the minimization process
is to satisfy the loads demand whenever possible (this is, −pi = Pi for i = 1, N ).

2.3

O0 : Standard implementation of the minimization problem

The proposed minimization problem is implemented using the CLP library, part
of the Coin-Or project [18]. CLP is an open source code for solving linear
programming problems. The main algorithm used by CLP for minimization
of linear problems is the Simplex method [19, 20, 21]. We will not enter into
details of this method because our focus is not in accelerating Simplex, but on
reducing as much as possible the linear programming problem to be solved. It
is just necessary to know that the simplex algorithm has a first stage where a
feasible solution is found (that is a solution that fulfills all the restrictions but is
not optimal, in the sense that not being the minimum/maximum), and a second
stage where the minimum/maximum is reached.
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Before entering into more CLP implementation details, lets rewrite the minimization problem 2.2 in matrix form. We define the vector I as the vector
composed by all the currents going in an out of the electric network:

T
I = I0 I1 · · · IN

(6)

where Ii is the current going in/out of the network through node i. Again we
use the criteria of Ii > 0 for current going out of the network. Also a vector for
the potential on the nodes is defined as:

and the vector:


T
V = V0 V1 · · · VN

(7)


T
F = F0 F1 · · · FM

(8)

where the component Fj is the flux flowing through the line j. Lets AC be
the conductivity matrix that relates the currents in loads/generators with the
electric potential in the nodes.
I = AC · V

(9)

Observe that the components of AC are trivially calculated applying Kirchhoff’s
1st law on each node:
Ii +

X
k∈neighs(i)

Vi − Vk
=0
Zik

(10)

where k is an index on neighbours nodes to i and Zik represent the equivalent
DC impedance between node i and node k. Finally, we define the matrix that
relates the potentials with the currents flowing through the lines:
F = AZ · V

(11)

trivially obtained from
Fj =

Vi − Vk
Zik

where i and k are the nodes associated with the line (the sign criteria for the
flux on the line is not important because it is the absolute value of the flux what
will be restricted).
Now, the set of contains (2)-(5) can be written as:
UT · I = 0
R·I <P
R·I >0
AZ · A−1
C · I < Fmax
7

−AZ · A−1
C · I < Fmax

T
where U is a unit vector of size N (this is, U = 1 1 · · · 1 ). The i component
of vector P is either Pigen for generators or Piload for loads1 . R is a diagonal
matrix with Rii = 1 for load nodes and Rii = −1 for generator nodes. F max is
a vector of size M with components Fjmax , this is, the maximum fluxes on each
line j.
Based on these expressions, the standard way of implementing the minimization problem on CLP will be using I as the variable vector and the constrains
matrix:


UT


R




R
(12)
O0 = 


AZ · A−1
C
AZ · A−1
C
This option is simple to implement and has been used for small networks (less
than 1000 nodes) on refs [2, 23, 24, 25, 26], but it is computationally prohibitive
for larger cases. The reason is apparent on the matrix O0 : it is highly dense.
The matrix AC is sparse (it only contain non zero values on elements (i, j)
associated with electrical lines) but it’s inverse is not. The implementation of
CLP takes advantage of the sparsity pattern of the constrain matrix, but in
this case a large fraction of the matrix is dense. In the next section we will see
that the first optimization of the problem consist on using the voltage V as the
variable vector, what will allow to have a fully sparse constrains matrix.

3

Optimized implementation of OPA

In this section we describe three different procedures to increase the numerical
performance of the dispatch implementation: increasing the sparsity pattern
of the constrains matrix, reducing the number of nodes in the grid (and thus,
variables) whenever possible, and using the previous iterations information done
by the simplex algorithm in order to accelerate CLP calculations.

3.1

O1 : Taking advantage of sparsity patterns

The first and very effective optimization is to increase the sparsity pattern of the
constrains matrix given to the CLP solver. If we use the potential vector V in
1 For clarity reasons, nodes with both load and generator will not be modelled here. It
inclusion would be trivial: just have two variables associated with those nodes. The extra
variable is required in order to have control independently on the cost of generator and the
load. The extra complication to the problem description is not required for the discussion
here exposed.
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place of the current vector I as the variables used by CLP for the optimization,
the constrains of the minimization problem can be rewritten as:
U T · AC · V = 0
R · ·AC · V < P
R · ·AC · V > 0
AZ · V < Fmax
AZ · V > Fmax
So the constrains matrix given to CLP would be:
 T

U · AC
 R · AC 



O1 = 
 R · AC 
 AZ 
AZ

(13)

In a first sight, it does not look simpler than O0 matrix, but a careful inspect
shows that all the matrix on O1 are sparse. This is essential for CLP to be
computationally optimum. As we will see on Sec. 4.2, the speedups obtained
for large grids can be significant. Also it is important the reduction in memory
allocation, due to the sparse character of the matrix.

3.2

O2 : Reducing the number of nodes

An extra efficiency boost is possible realizing that some of the nodes in the
model grid are just hubs, so there is not associated generation or load (see
Fig. 2). These nodes, that will be named as 0-nodes, add topological and electrical complexity to the problem, but they are not associated with variables
to be optimized (the external current associated with 0-nodes are forced to be
zero). However, their potential can appear on other variable equations, so an
expression has to be found in order to replace it. For example, let i be an
isolated 0-node. Kirchhoff’s 1st law applied on this node says:
X
k∈neighs(i)

Vi − Vk
=0
Zik

(compare this with Eq. (10)), from where:
P

Vk
k∈neighs(i) Zik
1
k∈neighs(i) Zik

Vi = P

(14)

Thus, each apparition of electric potential Vi on the matrices can be replaced
by this expression. This process is valid if the 0-node i does not has any other
9

Figure 2: WECC 19402 nodes model. In blue, nodes with neither generation
nor load (0-nodes). In yellow, nodes and lines inside load trees (tree-nodes). All
other nodes in red. The white square corresponds to the cropped area shown
on Fig. 3.

0-node in contact. If two 0-nodes i and s are in contact, their corresponding
Kirchhoff’s 1st law equations:
X
Vi − Vk
=0
Zik
k∈neighs(i)

X
k∈neighs(s)

Vs − Vk
=0
Zik

can be rewritten as:
−

−

Vs
+
Zis
Vi
+
Zsi

X
k∈neighs(i)

X
k∈neighs(i)

Vi
=
Zik
Vs
=
Zik

k!=i
X
k∈neighs(i)
k!=i
X
k∈neighs(s)

Vk
Zik
Vk
Zsk

or, in matrix form:


1
k∈neighs(i) Zik
− Z1ik

P

P

− Z1ik

k∈neighs(i)

   " 1
V
Zik1
· i =
1
1
V
s
Zik
Zsk

1
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1
Zik2
1
Zsk2


Vk1
# Vk1 
1
 
· · · Zik
Vk2 
r
·
 
1
· · · Zsk
 .. 
r
 . 
Vkr

Figure 3: Detailed view of WECC 19402 nodes structure. The colour code is
equivalent to that of Fig. 2, thus, load trees are represented in yellow. Additionally, doubled circled nodes correspond to tree head-nodes.

Where (k1 , k2 , · · · , kr ) are the indexes of the r nodes neighbour of either i or
s. This system can be inverted and matrix expressions can be found for Vi and
Vs as a function of neighbouring nodes. This procedure can be extended to as
many 0-nodes in contact as desired.
Added to the elimination of the 0-nodes there is another way of reducing
the number of nodes by eliminating the network trees. The electric networks
to analyze contains many load nodes in tree patterns. This is, loads are topologically connected as trees with no loops, as the examples shown on Fig. 3.
Let us name these nodes on the load trees as tree-nodes. This suggest another
boost on performance by substituting the complete tree by only one node. As
seeing in the cost function (Eq. (1)), the weight associated with all the loads is
the same (100). This implies that the distribution of load inside the subtree is
arbitrary, in terms of cost function. Thus, any possible subdivision of the load
inside the tree (compatible with the flux constrains) is equivalent. The method
proposed here consist on substituting the whole tree by its head-node (double
circled nodes on Fig. 3).
Adding all together, the O2 optimization method consist on eliminating both
the 0-nodes and the tree-nodes while using the nodes potential vector V as minimization variables, thus, keeping the benefits of O1 (sparse constrains matrix
on CLP). The algorithm in detail:
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1. For each tree on the network, find out the maximum possible load that
the tree can absorb, of course taking into account the limit of the flux on
the tree transmission lines. All this load will be associated to the head of
the tree node.
2. Solve the simplex problem of the reduced system (this is, ignoring the
0-nodes and the tree-nodes). To do that, the nodes potential variables V
are used for the minimization and the 0-nodes are eliminated as explained
in the first part of this section.
3. Once the dispatch has been done, redistribute the load associated with
each head-node inside its corresponding tree. As commented, any distribution compatible with the tree flux constrains is equivalent in terms of
cost function. Here, if the simplex optimal solution has shed on a headnode, we have chosen a politics that assigns the same shed ratio to each
tree-node as that of the head-node. This is, each tree-node will have the
same ratio of the load assigned divided by the maximum load feasible
(under the tree flux restrictions).
4. Finally, the electric potentials can be trivially calculated on the tree precisely because of it’s tree structure: once the loads on the tree are set,
calculating the lines electric current is immediate (because there are no
loops in the tree). Using the lines current Ij and impedance, the electric
potential on each tree-node is sequentially calculated from the head to the
end of the tree branches. The potential in the 0-nodes can be also trivially
calculated using the substitution matrices.

3.3

O3 : Reusing previous iteration information

Finally, another simple but important performance boost can be obtained using
an interesting CLP implementation capability: After minimizing a problem,
CLP allows to modify the limits of the constrains, the cost function and the
sparse matrix values and launch again the minimization process using some
of the information from the previous solution inside CLP. As will be shown
on Sec. 4.2, the simplex computational effort is significantly reduced for the
studied networks. This makes sense because, in OPA model, each iteration
dispatch is only slightly different from the previous iteration: small variation
in loads/generators and the maximum flux and impedance of transmission lines
involved in the blackout. Thus, the optimum solution of the previous iteration
is not far away from the new one and the CLP solver can take advantage of this
fact by reusing the previous simplex solution information. A similar procedure
was applied on [14] with also good results.
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4

Speedup and benchmarks

In this section we are going to introduce different networks that will be used
to illustrate the advantages of the different optimization procedures and the
sensitivity of the system dynamics to the optimization choice.

Figure 4: Topology of L4x100 and L8x100 networks.

4.1

Network sets

In order to analyze the different optimization techniques described in previous
section, we propose two sets of network models.
The first set of networks, referred as L, is composed by synthetic networks
(artificially produced) of different sizes. This is exactly the same set used and
named “linked sequence” on [15], composed by N clusters of size 100 nodes, as
shown on Fig. 4. The set is composed by the networks 2x100, 4x100, 8x100
and 16x100 with 2,4,8 and 16 clusters of 100 nodes respectively. For more
details about the structure and generation of this set of networks we refer the
reader to [15], where it is shown how their dynamics is extremely sensitive to
the particular dispatch used. This is precisely the reason for choosing these
network: they will not only offer scaling laws for the computational cost but
also information about any possible sensitivity of the dynamics to the particular
optimization chosen.
The second set of networks, referred as W ECC, are generated from the
Western Electricity Coordinating Council interconnection in North America
with publicly available data, including the observed historical distribution of
13

Network
L2x100
L4x100
L8x100
L16x100
W ECC 1553
W ECC 2504
W ECC 19402

tree-nodes
28
50
100
200
8
29
6417

0-nodes
0
0
0
0
0
874
3891

Table 1: Number of 0-nodes and tree-nodes on each network.
blackout size. The set is composed by three networks of increasing detail, containing 1553, 2504 and 19402 nodes, whose topology is shown on Fig. 1. This
set is relevant, from the engineering point of view , because it models in detail
a real system [27].
The number of 0-nodes and tree-nodes in each network is given on table 1.
Observe how these kind of nodes are especially relevant for the W ECC 19402
case, where the number of nodes is reduced from 19402 to 9094, what is more
than 50% of reduction. This suggest (and will be later confirmed) a significant
speedup related to the O2 optimization on this particular network.

4.2

Speedup

Each one of the OPA implementations O0 (no optimization), O1 (sparse matrix), O2 (sparse matrix and reduced nodes), O3 (sparse matrix and reuse CLP
previous solution) and O23 (sparse matrix, reduced nodes and reuse CLP previous solutions), are now run on both networks sets L and W ECC. The physical
parameters chosen are kept exactly the same of all implementations and the
simulations are run for 50000 days except for the case of W ECC19402 where,
because of the high computational cost in the non optimized cases, only 20000
days where simulated. All simulations are run on a single core of an Intel Xeon
CPU E5-2630 v3 at 2.40GHz processor, using CLP version 1.16.11 and solving the simplex dual problem with Devex pivot rule [22]. In our experience,
these choices for the Simplex algorithm are robust and fast. Most of the code
computational effort is on the Simplex calculations so the simulation wall clock
time of one particular optimization OX divided by the total number of Simplex
iterations,
(Wallclock time)OX
simplex
∆TX
=
(15)
(Number of Simplex iterations)OX
is a good measurement of the time required per Simplex iteration. Thus, the
speedup of a particular optimized implementation OX is calculated as the time
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Network

∆T0simplex (s)

∆T1simplex (s)

∆T2simplex (s)

simplex
∆T23
(s)

L2x100
L4x100
L8x100
L16x100
W ECC 1553
W ECC 2504
W ECC 19402

0.046
0.34
2.4
21
2.7
4.9
480

0.016
0.59
0.16
0.49
0.73
1.3
117

0.015
0.046
0.17
0.53
0.63
1.1
32

0.003
0.007
0.023
0.099
0.14
0.19
7.4

Table 2: Time in seconds per Simplex iteration of each network for the different
implementations.
per Simplex iteration of that particular implementation divided by the time per
Simplex iteration of the (non optimized) O0 implementation:
speedupX =

simplex
∆TX

∆T0simplex

(16)

Figure 5: Time per simplex iteration ∆T X for the different optimizations when
applied on the L set of networks.
simplex
On Fig. 5 (also on Table. 2) can be found the value of ∆TX
under the
different implementations for the L set of networks. A significant boost appear
when introducing the O1 implementation, this is, using the potential as variables
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in place of the currents, what allows for a fully sparse constrains matrix on CLP.
Observe how not only there is a significant speedup, around 40 for the largest
networks, but also the scaling changes: the scaling law of the computational
cost vs number of nodes N changes from N 2.92 in the case of O0 to N 1.62 in the
case of O1 . The next optimization O2 is not introducing any advance, because
the number of 0-nodes and tree-nodes on the L set of networks is negligible (see
table 1). Finally, optimization O23 adds an extra boost on the performance,
being the total speedup up to 200 and a scaling of the computational cost with
the network size of N 1.68 , similar to that of O1 and O2 .

simplex
for the different optimizations
Figure 6: Time per simplex iteration ∆TX
when applied on the W ECC set of networks.

Similar results are found for the W ECC network set, as shown on Fig. 6
and Table. 2. The scaling in the non optimized case O0 is N 2.1 , this is, better
than the L series case. In the case of O1 , the maximum speedup found is 4 and
similar scaling N 2.1 . The O2 optimization is significant especially for the case
W ECC 19402 , with a total speedup of 32 and scaling N 1.6 . This makes sense
because the reduced models W ECC 1553 and W ECC 2504 ignore most of the trees
dynamics so the number of 0-nodes and tree-nodes is not significant. Finally,
as expected, the optimization O23 give us the highest speedup 65 for the largest
case W ECC 19402 model and scaling N 1.7 . The benefit of the optimization is
clear, taking into account that a typical simulation of 100.000 simulated days
(around 125.000 simplex iterations) would require one and a half years for O0
and less than ten days on the case of O23 optimization.
As a final comment, all the different optimized implementations has an im16

portant reduction of memory requirements when compared with the O0 case.
For example, the case W ECC 19402 requires up to 55GB on the case of O0 and
only around 7-8GB for the O1 , O2 and O23 cases.

4.3

sensitivity of the dynamics to the different optimizations

Equally important to have a fast code is the accuracy of the dynamics. To
test the existence of a power tail in the distribution of different properties of
blackouts, like size, it is important to put the data interns of the Rank function
instead of the PDF because of the higher resolution. To validate the OPA model
we have used the Rank function of the numerical results for different grid models
and compared with the Rank function from the analysis of the available data.
On the left panel of Fig. 7 we show the rank of the load shed for the L8x100 case.
The dynamics of the rank function is clearly sensible to the optimization used
what, on a first sight, could be interpreted as an error in the implementation.
However, as previously commented and carefully analyzed on [15], the L set of
networks is very sensitive to the particular dispatch used. Because the simplex
algorithm under each implementation will follow a different path in order to
look for the (degenerated) minimum, it is understandable that the particular
solutions reached are different. In other words, we can interpret each one of the
implementations as a different dispatch politics, all of them reaching the same
minimum but with different fluxes and thus different sets of overloaded lines.
This aspect of the dynamics was carefully studied on [15] and there was found
that networks with high clustering coefficients shows many possible solutions,
increasing the degeneracy of the minimization problem. In conclusion, because
the physical parameter chosen for all the simulations are exactly the same, the
dynamics of the system will be different, due to the different dispatch. On [15]
was shown that just a slight random variation one part in a thousand in the αi
coefficients for the cost of generators (see Eq. 1) is enough to significantly reduce
the degeneracy of the problem. Exactly the same behaviour can be found here
if we add a similar one in a thousand variation on the generators of the L set
of networks, as shown on the right panel of Fig. 7, where the sensitivity of the
load shed rank function is highly reduced. This is, the different optimizations
are giving compatible results when the dynamics is constrained, decreasing the
sensitivity to the dispatch. This is a good benchmark between the different code
implementations.
If we repeat the experiment for the W ECC set of networks (Fig. 8), similar
results are found: introducing a one in a thousand variation on the αi coefficients clearly reduces the sensitivity of the rank function on the dispatch. It
is interesting to realize that, as the WECC model is increased in detail, the
sensitivity of the dispatch is reduced. This would suggest a reduction on the
degeneracy of the dispatch. The clustering coefficient confirms this argument,

17

Figure 7: Load shed rank function for the different optimizations, in the case
of L8x100 network. Left panel correspond with αi = 1 and right panel with αi
randomly perturbed in one part in a thousand.

because it decreases with the increased detail: CC 1553 = 0.078, CC 2504 = 0.065
and CC 19402 = 0.019. Also, this is compatible with results of [15] where the
lower clustering coefficient is found to be associated with less degeneracy and
thus, less sensitivity to the dispatch.
Regarding the simulations timings, as shown on table 3, the reduction on
the degeneracy of the problem seems to help in terms of computational cost for
the W ECC case, halving it for the particular case of the W ECC 19402 . In this
case, simulating 100.000 days on W ECC 19402 would have a computational cost
of five wall clock days on a core of a CPU.
As a final remark, exactly the same algorithm was used in all the simulations
in order to analyze the scaling laws. For obtaining realistic rank functions,
a more advanced model of p0 and p1 has to be used in the particular case
of W ECC19402 network, due to its non homogeneous character (main mesh
and trees nodes) as investigated on [12]. This is not expected to affect the
computational effort of the algorithms here presented and will be investigated
in a future, more physics focused, work.

5

Conclusions

On this paper we have proposed different optimized implementations of the
OPA model in order to have a powerful tool able to analyze the dynamics
18

Figure 8: Load shed rank function for the different optimizations, in the case of
W ECC1553 (top), W ECC2504 (middle) and W ECC19402 (bottom). Left panel
correspond with αi = 1 and right panel with αi randomly perturbed in one part
in a thousand. In the case of W ECC19402 , optimizations O0 and O1 where not
simulated, due to their high computational cost.

of realistic power networks. The obtained speedup, when compared with the
non-optimized version, can be as high as 200x for the particular case of L16x100
network and 65x for a 19402 nodes case and the required memory is also reduced
roughly from 55GB to 7Gb. Also, it has been shown that the dynamics of the
problem is sensitive to the different implementations, what was expected and
can be interpreted as a sensitivity to the particular dispatch used. Reducing
the degeneracy of the problem by slightly modifying the cost of the generators
is enough to drastically reduce the sensitivity to the particular dispatch. This
is used to benchmark the results between the different implementations, for the
case of the load shed rank function, with good agreement.
It was also found that the detailed W ECC 19402 model shows a low sensitivity
to the particular dispatch used, at least for the cases studied in the paper.
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Network

∆T0simplex (s)

∆T1simplex (s)

∆T2simplex (s)

simplex
∆T23
(s)

L2x100
L4x100
L8x100
L16x100
W ECC 1553
W ECC 2504
W ECC 19402

0.07
0.67
4.9
28
1.2
3.3
176

0.018
0.066
0.22
0.70
1.1
2.0
91

0.017
0.052
0.17
0.60
1.2
1.5
39

0.0028
0.0083
0.026
0.089
0.12
0.16
3.4

Table 3: Time in seconds per Simplex iteration of each network for the different
implementations with one in a thousand random variation on αi coefficients.
The developed implementation permits running 100000 days of the WECC
19402 nodes model in five wallclock hours on a single core of a current standard
processor. It is left for future work to increase the speedup even more using
parallized versions of the simplex algorithm or the OPA algorithm following, for
example, the research done on [14].
As a final remark, the complete US power grid, roughly estimated on 23 times the size of the WECC model case, could now be feasible and will be
investigated in a future work.
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