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Abstract

English

Power load forecasting is a fundamental tool in the modern electric power generation
and distribution industry. The ability to accurately predict future behaviours of the grid,
both in the short and long term, is vital in order to adequately meet demand and scaling
requirements. Over the past few decades Machine Learning (ML) has taken center stage
in this context, with an emphasis on short-term forecasting using both traditional ML
as well as Deep-Learning (DL) models. In this dissertation, we approach forecasting not
only from the angle of improving predictive accuracy, but also with the goal of gaining
interpretability of the behavior of the electric load through models that can offer deeper
insight and extract useful information. Specifically for this reason, we focus on the use of
probabilistic models, which can shed light on valuable information about the underlying
structure of the data through the interpretation of their parameters. Furthermore, the use
of probabilistic models intrinsically provides us with a way of measuring the confidence in
our predictions through the predictive variance. Throughout the dissertation we shall focus
on two specific ideas within the greater field of power load forecasting, which will comprise
our main contributions.

The first contribution addresses the notion of power load profiling, in which ML is used
to identify profiles that represent distinct behaviours in the power load data. These profiles
have two fundamental uses: first, they can be valuable interpretability tools, as they offer
simple yet powerful descriptions of the underlying patterns hidden in the time series data;
second, they can improve forecasting accuracy by allowing us to train specialized predictive
models tailored to each individual profile. However, in most of the literature profiling
and prediction are typically performed sequentially, with an initial clustering algorithm
identifying profiles in the input data and a subsequent prediction stage where independent
regressors are trained on each profile. In this dissertation we propose a novel probabilistic
approach that couples both the profiling and predictive stages by jointly fitting a clustering
model and multiple linear regressors. In training, both the clustering of the input data
and the fitting of the regressors to the output data influence each other through a joint
likelihood function, resulting in a set of clusters that is much better suited to the prediction
task and is therefore much more relevant and informative. The model is tested on two real
world power load databases, provided by the regional transmission organizations ISO New
England and PJM Interconect LLC, in a 24-hour ahead prediction scenario. We achieve
better performance than other state of the art approaches while arriving at more consistent
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and informative profiles of the power load data.

Our second contribution applies the idea of multi-task prediction to the context of 24-
hour ahead forecasting. In a multi-task prediction problem there are multiple outputs that
are assumed to be correlated in some way. Identifying and exploiting these relationships can
result in much better performance as well as a better understanding of a multi-task problem.
Even though the load forecasting literature is scarce on this subject, it seems obvious to
assume that there exist important correlations between the outputs in a 24-hour prediction
scenario. To tackle this, we develop a multi-task Gaussian process model that addresses
the relationships between the outputs by assuming the existence of, and subsequently
estimating, both an inter-task covariance matrix and a multitask noise covariance matrix
that capture these important interactions. Our model improves on other multi-task Gaussian
process approaches in that it greatly reduces the number of parameters to be inferred
while maintaining the interpretability provided by the estimation and visualization of the
multi-task covariance matrices. We first test our model on a wide selection of general
synthetic and real world multi-task problems with excellent results. We then apply it to
a 24-hour ahead power load forecasting scenario using the ISO New England database,
outperforming other standard multi-task Gaussian processes and providing very useful
visual information through the estimation of the covariance matrices.

Spanish

La predicción de carga es una herramenta fundamental en la industria moderna de la
generación y distribución de energía eléctrica. La capacidad de estimar con precisión el
comportamiento futuro de la red, tanto a corto como a largo plazo, es vital para poder
cumplir con los requisitos de demanda y escalado en las diferentes infraestructuras. A lo largo
de las últimas décadas, el Aprendizaje Automático o Machine Learning (ML) ha tomado un
papel protagonista en este contexto, con un marcado énfasis en la predicción a corto plazo
utilizando tanto modelos de ML tradicionales como redes Deep-Learning (DL). En esta
tesis planteamos la predicción de carga no sólo con el objetivo de mejorar las prestaciones
en la estimación, sino también de ganar en la interpretabilidad del comportamiento de la
carga eléctrica a través de modelos que puedan extraer información útil. Por este motivo
nos centraremos en modelos probabilísticos, que por su naturaleza pueden arrojar luz sobre
la estructura oculta de los datos a través de la interpretación de sus parámetros. Además el
uso de modelos probabilísticos nos proporciona de forma intrínseca una medida de confianza
en la predicción a través de la estimación de la varianza predictiva. A lo largo de la tesis
nos centraremos en dos ideas concretas en el contexto de la predicción de carga eléctrica,
que conformarán nuestras aportaciónes principales.

Nuestra primera contribución plantea la idea del perfilado de la carga eléctrica, donde
se utilizan modelos de ML para identificar perfiles que representan comportamientos
diferenciables en los datos de carga. Estos perfiles tienen dos usos fundamentales: en
primer lugar son herramientas útiles para la interpretabilidad del problema ya que ofrecen
descripciones sencillas de los posibles patrones ocultos en los datos; en segundo lugar,
los perfiles pueden ser utilizados para mejorar las prestaciones de estimación, ya que
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permiten entrenar varios modelos predictivos especializados en cada perfil individual. Sin
embargo, en la literatura el perfilado y la predicción se presentan como eventos en cascada,
donde primero se entrena un algoritmo de clústering para detectar perfiles que luego son
utilizados para entrenar los modelos de regresión. En esta tesis proponemos un modelo
probabilístico novedoso que acopla las dos fases ajustando simultáneamente un modelo
de clústering y los correspondientes modelos de regresión. Durante el entrenamiento
ambas partes del modelo se influencian entre sí a través de una función de verosimilitud
conjunta, resultando en un conjunto de clusters que está mucho mejor adaptado a la tarea
de predicción y es por tanto mucho más relevante e informativo. En los experimentos, el
modelo es entrenado con datos reales de carga eléctrica provinientes de dos bases de datos
públicas proporcionadas por las organizaciónde de transmisión regional estadounidenses
ISO New England y PJM Interconect LLC, en un escenario de predicción a 24 horas. El
modelo obtiene mejores prestaciones que otros algoritmos competitivos, proporcionando al
mismo tiempo un conjunto de perfiles del comportamiento de la carga más consistente e
informativo.

Nuestra segunda contribución aplica la idea de predicción multi-tarea al contexto de
la estimación a 24 horas. Los problemas multi-tarea presentan múltiples salidas que se
asume están de alguna forma correladas entre sí. Identificar y aprovechar estas relaciones
puede incurrir en un incremento de las prestaciones así como un mejor entendimiento del
problema multi-tarea. A pesar de que la literatura de predicción de carga es escasa en este
sentido, parece lógico pensar que deben existir importantes correlaciones entre las salidas
de un escenario de predicción a 24 horas. Por este motivo hemos desarrollado un proceso
Gaussiano multi-tarea que recoge las relaciones entre salidas asumiendo la existencia de de
una covarianza inter-tarea así como un ruido multi-tarea. Nuestro modelo ofrece mejoras
con respecto a otras formulaciones de procesos Gaussianos multi-tarea al reducir el número
de parámetros a estimar mientras se mantiene la interpretabilidad proporcionada por la
estimación y visualizacion de las matrices de covarianza y ruido inter-tarea. Primero, en la
fase de experimentos nuestro modelo es puesto a prueba sobre una batería de bases de datos
tanto sintéticas como reales, obteniendo muy buenos resultados. A continuación se aplica
el modelo a un problema de predicción de carga a 24 horas utilizando la base de datos
de ISO New England, batiendo en prestaciones a otros procesos Gaussianos multi-tarea y
proporcionando información visual útil mediante la estimación de las matrices de covarianza
inter-tarea.
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Chapter 1

Introduction

The history of electrical power transmission and distribution dates back to the early
19th century, when electricity began to replace other power systems to sustain the daily
operation of cities and their denizens. Previously, industrial and transportation activities
were powered by telodynamic (cable in motion), pneumatic (pressurized air), and high
pressure hydraulic power transmission, as well as gaslight networks for general city lighting.
By the end of the 19th century all major cities were transitioning to electric power due to
the improvements in simplicity, efficiency and performance [Houston and Kennelly, 1906].
By the early 20th century, large scale systems for electricity generation, together with high
voltage transmission technologies, meant that modern distribution grids were providing
civilization with on demand, seemingly unlimited power. This unlimitedness however is
just a thinly veiled mirage: electrical power utilities need to constantly monitor the load on
the grid and estimate future demand in order to guarantee the service that is expected of
them. Power load forecasting has therefore become one of the fundamental tools used by
all actors in the electrical power industry.

To give a more concise definition, power load forecasting is the design and application of
systems that are capable of making reliable estimations of the future behavior of the load on
a given power supply infrastructure. To achieve this goal, these prediction systems can make
use of information about the past evolution of the infrastructure’s load characteristics, which
is typically described as a time-series1, as well as exogenous data, namely meteorological
variables such as outdoor temperature, humidity, solar radiation intensity, dew point
temperature, wind speed or rainfall, both observed and estimated, in the relevant time
periods and geographical locations. At the core of these systems lies the prediction model,
which is responsible of using all of the information mentioned above to produce an estimation
of the load in future time instances. This estimation can be categorized into short-term and
long-term, depending on the time horizon, with short-term prediction having a prediction
target of a few minutes up to a week, while long-term prediction aiming to make estimations
from one week up to several years in the future (see Stoll and Garver [1989], Willis [2004]).

Accurate power load forecasting has one crucial role: informing electrical utilities of the
future demand at a given moment, which in turn allows them to determine how much power

1A time-series is defined as a sequence of data points that appear in consecutive order over a given time
period.
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they will need to produce with sufficient time in advance. In terms of short-term forecasting,
power demand surges above the baseline level require the activation of additional assets
(thermal power plants, reserve batteries, etc.), and this activation is far from instantaneous.
Having a precise estimation of how much power will be needed at a specific time in the near
future is therefore of paramount importance in order to avoid a supply shortage. Long-term
forecasting in turn informs utilities of the need to scale their infrastructure to meet future
growth in demand.

Despite its importance, obtaining reliable power load estimations is not an easy task. The
influence of meteorological factors on both electrical power consumption and production
is extremely important, especially since the use of renewable energy sources such as
solar or wind power has continued to grow steadily, representing 18.9% of the energy
consumed in the European Union (Commission [2019]) and the 11% in the United States
(Administration [2019]) in 2018. The need to reduce carbon emissions worldwide due to
greatly increasing concerns over the adverse effects of human-induced climate change imply
that the importance of renewable energy sources will only increase. Furthermore, the same
concerns are producing rapid shifts in energy demand patterns due to sweeping changes
in the way in which electricity is consumed. As an example, it is expected that electric
motors will replace internal combustion engines in most personal transportation vehicles
over the coming decades. Energy production and consumption are therefore eminently non
deterministic processes. This makes the balance between energy availability and demand a
complex problem that can only be tackled by demand side-management and energy storage
strategies. Accurate power load profiling and forecasting models have thus become vital
aids in this context.

Many different approaches have been taken over the years to achieve the goal of accurate
forecasting. Traditionally, forecasting methods have included linear prediction models that
use historical time-series of the observed load. The main structures used in these models
are Moving-Average (MA), Auto-Regressive Moving-Average (ARMA) or Auto-Regressive
Integrated Moving-Average (ARIMA) [Box et al., 2015]. The most widely used parameter
optimization algorithm consists of the minimization of the mean square error (see, e.g.
Gross and Galiana [1987], Papalexopoulos and Hesterberg [1990]). Other approaches
that make use of machine learning techniques include the use of support vector machines
(SVM) [Burges et al., 1999] due to their robustness [Rojo-Álvarez et al., 2004] and ability
to construct nonlinear versions [Martínez-Ramón et al., 2006]. Some hybrid approaches
include an SVM-MA [Nie et al., 2012] or an SVM-ARIMA structure [Li et al., 2003]. Both
of these works include the use of kernels [Shawe-Taylor and Cristianini, 2004] in order to
attain nonlinear properties. Other approaches, such as what is proposed in Mori and Ohmi
[2005], include the use of Gaussian processes [Rasmussen and Williams, 2006].

The use of neural networks has also become a widespread practice in power load
forecasting. Early works using the standard multilayer perceptron neural network include
Yoo and Pimmel [1999], Srinivasan et al. [1999]. More recent works use recurrent networks
adapted for time series analysis called long short-term memory networks [Hochreiter and
Schmidhuber, 1997, Kong et al., 2017], convolutional neural networks [Dong et al., 2017] and
others. Although these methods generally show excellent performance, in part due to their
complexity, they also need to be trained with very large data-sets to obtain satisfactory
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results.

1.1 Open research opportunities

There are many possible avenues for new research to be carried out in the field of power
load forecasting. We have chosen to focus on two specific ideas that are both open and
inviting. The first is centered on the notion of finding specific load profiles within the data
that can contribute an increase in both the predictive accuracy of a given forecasting model
as well as the interpetability of the nature of the problem. The second idea focuses on the
application of multi-task prediction models, specifically multi-task Gaussian processes, in
order to perform accurate simultaneous prediction over several outputs that are assumed to
be correlated.

Power load profiling

Power load profiles are defined as specific behaviors of the power load data that can be
described as consistently distinct. As an example, one could focus on the identification
of similarities and differences in electricity consumption patterns between the users of a
given infrastructure. Another example of load profiles would be the identifiable differences
in power demand due to the meteorological evolution of the seasons throughout a year.
Profiling will thus result in discrete groupings of the data, with each profile representing an
individual group.

In general, the characterization and profiling of electricity consumption or modelling of
common behaviours at user level and its applications have become an important research
topic in the literature related to renewable energies. The use of load profiling can mitigate
the uncertainties introduced by the diversity of stakeholders in generation, transmission,
and distribution agents (see Espinoza et al. [2005]). In Liao and Niebur [2003] the profiling
methodology is justified by the need for an accurate customer billing assessment. In Heunis
and Herman [2002], load profiling is presented with the purpose of designing efficient low
voltage distribution networks in residential areas in South Africa. A similar approach is
found in Jardini et al. [2000], where load profiles were characterized in São Paulo, Brazil. A
different application can be found in Carpaneto et al. [2003], where authors group customers
based on their different profiles in order to design customized tariffs based on their energy
usage preferences. The topic was discussed also in Abreu et al. [2012], where machine
learning is used to detect habits in energy consumption. A similar application, but restricted
to modelling energy consumption in buildings is presented in Diao et al. [2017], Csoknyai
et al. [2019]. Load models based on load profiles that mimic observed load are presented in
Mammoli et al. [2019].

Generally speaking, the idea of identifying distinct profiles and using them as a form
of data selection for model training has been shown to improve forecasting accuracy. The
main efforts in this topic take two different approaches. The first one is to directly produce
an interpretation of the behaviour of the load time-series in time, space or across users, with
the aim of gaining a better understanding of the behaviour of the power load data. The
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second one focuses on the usage of profiling simply for the improvement of load forecasting
accuracy. The main idea behind the second approach consists of constructing prediction
models specialized in each one of the profiles. This way, it is expected that the possible
nonlinear relationships between the input data and the estimated power load can be locally
approximated by profile-specific linear functions or, at least, by less complex nonlinear
structures. Clustering techniques are the most popular for both load characterization as well
as joint profiling and forecasting, due to their easy implementation and direct interpretation
[Yilmaz et al., 2019, Rajabi et al., 2020].

Clustering is a classic idea in machine learning and it was first presented as an application
for load forecast in Willis et al. [1983], in which the authors use K-means clustering and
linear regression for load forecasting. In fact, most of the works related to load profiling
use clustering based on the K-means algorithm. For example, Rhodes et al. [2014] uses
K-means to cluster load data and produce a detailed analysis of the results by grouping
the clusters into yearly seasons. In Espinoza et al. [2005], the authors assume that the
data fits a linear ARMA model and show that, when the data is clustered, this assumption
produces better prediction results for a large number of substations of the Belgian power
grid. Nonlinear approaches have also been applied together with clustering. In Fahiman
et al. [2017] the authors use K-means to cluster aggregate data supplied by smart meters.
The test data is then classified as belonging to one of such clusters and then processed
through traditional neural networks to produce a forecast. In this work it is assumed
that the input-output relationship is still nonlinear, but the clustering allows less complex
structures. In another example, clustering is used to identify typical daily electricity usage
profiles of multiple buildings (Li et al. [2018]). Authors actually use two clustering levels,
the first one (intra-building) being a Gaussian mixture model and the second one (inter
building) a hierarchical clustering. Other authors, such as Pan et al. [2015], take advantage
of projections of the data into higher dimension Hilbert spaces through the use of kernelized
versions of clustering techniques Rojo-Álvarez et al. [2018].

In all previous works where clustering is used to enhance load prediction, the authors
construct a cascaded scheme with two distinct stages: a clustering algorithm followed by a
battery of regression functions that are trained independently. Alternative models attempt
to train both stages at the same time. One approach is the Gaussian Process Mixture
Model [Tresp, 2001], which is an adaptation to regression of the Mixture of Expert Models
[Jacobs et al., 1991]. This model produces a selection of the input samples that get fed
to each individual Gaussian Process. A version of this method was applied to power load
forecasting in Li et al. [2019]. However, the authors focus only on the gains in accuracy and
do not take into account the possible informativeness offered by the input sample selection.

Power load forecasting with multi-task learning

Multi-task prediction is defined as a scenario in which there are multiple target variables or
tasks to estimate and it is assumed that these tasks are related to each other and, therefore,
can be jointly modeled to capture these relations and take advantage of them. There
are many flavours of multi-task models tailored for both regression and classification. In
this dissertation we shall focus on Gaussian processes and their application to multi-task
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regression.

Gaussian processes [Rasmussen and Williams, 2006] are considered state of the art
in nonlinear regression since they are a natural way to implement a predictive posterior
distribution that provides a predictive target mean together with a relevant measure of
uncertainty in the form of a predictive covariance function. While standard Gaussian
processes were initially designed to handle single scalar outputs, it is becoming more and
more common to have to face multi-task or multidimensional output problems. This can be
found in many application examples, such as, multi-label scene classification [Boutell et al.,
2004], patient stratification [Wiens et al., 2016], age estimation [Zhang and Yeung, 2010]
and, particularly with multi-output Gaussian process models, in sensor networks [Osborne
et al., 2012] or, more relevantly to this thesis, multi-output time-series analysis [Dürichen
et al., 2014]. In these cases, the use of adequate approaches able to model the relationships
among the tasks can provide significant advantages [Adıyeke and Baydoğan, 2020].

Specifically in the context of power load forecasting, several works have been published
that use multi-task models to their advantage. In Zhang et al. [2014], a multi-task Gaussian
process is used to perform simultaneous short-term power load forecasting for several cities
that are near to each other, operating under the assumption that their geographical closeness
will imply a high correlation in their power demand. The authors of Fiot and Dinuzzo
[2016] use kernel-based multi-task learning techniques to improve forecasting accuracy over
multiple lines of a distribution network. A complex neural network stack combining an
auto-encoder with a gated recurrent unit neural network is used in Ke et al. [2019] to
perform day-ahead power load prediction. Each of the time instances to be predicted is
considered an individual task that is related to the rest of the time instances of the day.
Yet another proposal is found in Wang et al. [2021], where the authors tackle the complex
problem of residential load forecasting by applying, among other techniques, a multi-task
learning network that can predict the load from multiple appliances simultaneously.

There is a plethora of methods in the state of the art that tackle different particulariza-
tions of the multi-task regression problem (see Liu et al. [2018] for a review). Our focus
is on multi-task Gaussian process learning problems or symmetric multi-output problems
where the objective is to jointly and symmetrically learn a set of tasks from the same
collection of observations. In this case, the joint treatment of all the tasks allows us to
obtain a covariance matrix that models the relationships among the tasks, which can be
used to obtain a multi-task predictive posterior distribution.

The general multi-task Gaussian process formulation proposed in Bonilla et al. [2008],
and reformulated as a linear model of coregionalization in Schmidt and Gelfand [2003],
Fanshawe and Diggle [2012], uses a low-rank approximation of the relevant covariance
matrices so that the number of parameters and therefore the computational burden of the
method are reduced. However, the rank parameter must be cross validated in order to
obtain matrices that are representative of the process to be modelled, with authors usually
choosing a low value in order to reduce the model complexity. To obtain computational
savings in the general multi-task Gaussian process formulation, Stegle et al. [2011] proposes
an efficient inversion of the multi-task covariance matrix by combining properties of the
singular value decomposition and the Kronecker product. These approaches consider a noise
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model that is independent and identically distributed across tasks. The model in Rakitsch
et al. [2013] generalizes the one in Stegle et al. [2011] by introducing a noise covariance
matrix which models noise inter-task dependencies. This approach leads to a more realistic
model with improved performance compared to the aforementioned alternatives. All of
these methods have an important drawback in the number of parameters to be inferred.
The models presented in [Bonilla et al., 2008, Stegle et al., 2011, Rakitsch et al., 2013]
reduce the effective number of parameters by using a sum of low-rank matrices that are
further regularized in the Gaussian process model by the noise covariance term.

A different approach can be found in the convolutional models presented in Lee et al.
[2002], Boyle and Frean [2005], Alvarez and Lawrence [2009], where the authors establish a
more sophisticated formulation that is able to model blurred relationships between tasks
by the generalization of the multi-task kernel matrix through a convolution. Efficient
versions of these models [Álvarez and Lawrence, 2011] introduce sparse GP formulations
able to reduce the computational cost. However, adequate usage requires a careful selection
of the convolutional kernel in order to make the integral tractable, and the number of
parameters must be limited to balance the model’s flexibility against its complexity to avoid
overfitting issues. Furthermore, this complex design limits the model’s interpretability since
the covariance matrices are not explicitly estimated.

1.2 Proposals

In the previous section we have hinted at a few interesting deficiencies in the current state
of research in these topics. Of interest to us is the fact that, to begin with, all of the work
relevant to power load profiling seems to be exclusively concerned with one of the two direct
benefits of the approach: they either pursue an improvement in forecasting accuracy or
they use profiling as an information tool to improve the understanding of the nature of
the data. We believe that both these notions are equally interesting and that a model or
algorithm that manages to offer both accuracy and interpretability in the same package
could be of great use. Furthermore, we believe not only that good profiles can lead to
better predictive performance, but that using the information from the regression portion
of the model can also lead to better profiles, resulting in a bidirectional flow of information
between the profiling and the forecasting tasks.

Secondly, we also find that in the power load forecasting literature the use of multi-task
models in general, and of multi-task Gaussian processes in particular, is scarce. This is
probably due to the fact that multi-task Gaussian processes can be difficult to use in this
scenario for various reasons, such as complex formulations that offer little in terms of
interpretability, or the high cost of optimizing their hyperparemeters. However, we believe
that in a short term forecasting scenario, multi-task Gaussian processes can prove to be
powerful tools due to the obvious intrinsic correlation between adjacent time instances
in power load data, and therefore an exploration of this idea warrants some attention.
Furthermore, the current multi-task Gaussian process approaches that are able to model
the full intra-task and noise covariance matrices can be improved upon in terms of both
computational cost and accuracy.
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In this dissertation we explore the concepts of both load profiling and multi-task
forecasting and propose distinct solutions for each of them. Both contributions are rooted
in the world of probabilistic machine learning. In general, probabilistic models appear
to be underrepresented in the power load forecasting literature and we believe that such
approaches offer benefits that can’t be ignored, both in terms of interpretability and
confidence in the predictive results. Our efforts will be centered on the problem of large
scale aggregated power load forecasting, using data from regional utilities that supply
thousands or millions of users.

Our first contribution, discussed in Chapter 3, expands on the idea of using clustering
techniques to establish load profiles that improve long-term prediction accuracy over a
full year while aiding in the interpretation of the data. An ad-hoc probabilistic model is
built that achieves these goals, consisting in a new approach to simultaneous clustering
and regression with the aim of providing good profiling characteristics while maintaining
solid forecasting performance. The main theoretical novelty of the approach lies in the
definition of a model that performs a joint training of the clustering and regression stages.
This results in a grouping of the input data that is actively informed by the forecasting
process. The profiles achieved by the model will therefore offer a better, more informative
representation of the problem than if they were a function of the input data alone. The
model is evaluated on two publicly available power load datasets together with other
standard profiling strategies.

The second contribution, presented in Chapter 4, is the development of a multi-task
Gaussian process model inspired by the probabilistic approach proposed in Rakitsch et al.
[2013], where both the intertask and noise covariance matrices are estimated. We introduce
a novel learning methodology based on a decomposition of the likelihood function to turn
the multi-task learning process into a set of conditional one-output Gaussian processes.
This methodology allows us to eliminate low-rank approximations and thus the selection of
the rank hyperparameter; we also reduce the overall number of parameters to be learnt;
finally, this learning approach can be easily adapted to leverage efficient Gaussian process
libraries, such as Pytorch [Gardner et al., 2018], allowing our method to be run on graphical
processing units (GPU). Our multi-task Gaussian process model is evaluated on a series
of synthetic and real world benchmark datasets where it shows its capabilities, improving
on the results obtained with other state of the art multi-task Gaussian process strategies.
We then apply it to power load forecasting in a short-term prediction scenario in which
we estimate the load 24 hours ahead with the goal of exploiting the covariances between
time instances in the prediction space to improve accuracy and gain a better understanding
of the nature of the power load forecasting problem. Our model is compared to the same
multi-task GP alternatives as before and shows it’s ability to outperform them.

1.3 Thesis structure

The remainder of this dissertation is structured as follows:

• Chapter 2 introduces all the necessary theoretical tools to develop the central ideas
of this thesis.
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• Chapter 3 discusses the first of our contributions: a probabilistic power load profiling
and forecasting model. A detailed mathematical description is followed by the results
of the application of the model to two real world datasets.

• Chapter 4 is concerned with the second of the central ideas of this thesis: a novel
multi-task Gaussian process model that improves on other current state of the art
models. Our proposal is first applied to a series of scenarios which are not related to
power load forecasting to test its general capabilities. We then design an experiment
using real power load data to establish its usefulness in this application when compared
to other multi-task and non multi-task approaches.

• Chapter 5 contains our conclusions and final thoughts on the experimental results as
well as a brief discussion on future lines of work.
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Chapter 2

Introduction to Probabilistic
Machine Learning

The search for hidden patterns in nature’s phenomena has been a fundamental driving
force for the evolution of the myriad societies that have risen and fallen throughout
humanity’s history. Beginning with our understanding of the ebb and flow of the seasons,
essential for the development of agriculture and modern civilisation as we know it; the
movement of astronomical bodies through the heavens which, after centuries upon centuries
of observations, culminated in Kepler’s laws and, eventually, Newton’s foundation of classical
mechanics and the birth of modern science; or the observation and discovery of regular
patterns in atomic spectra, which played a fundamental role in the initial development of
quantum mechanics and led to one of humanity’s fundamental scientific revolutions.

All these developments followed the same basic process:

• A large amount of data was observed and compiled.

• Rigorous study of the data led to the discovery of relevant patterns hidden within.

• A set of relationships and rules were established that attempted to model these
patterns and make predictions of future events (when the next rain season will be or
the position of a planet a century from now).

During the second half of the twentieth century, the development of computers has
led to a paradigm shift in the way this discovery process takes place. The sheer power
of these modern machines has enabled us to handle quantities of data that would have
seemed absurd to scientists from a century ago. We are also capable of exploring models of
extraordinary depth and complexity. This has led to the rise of new avenues of research
and engineering broadly aggregated in the fields of Data Science and Artificial Intelligence,
encompassing ideas from statistics, computer science and even sociology. One of these
fundamental new fields of knowledge is known as Machine Learning (ML).

What follows in this chapter is a basic introduction to the ML concepts that are most
relevant to this dissertation. For a fully in depth discussion of these topics we refer the
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reader to Bishop [2017], Murphy [2012], Rasmussen and Williams [2006] and Hofmann et al.
[2008].

2.1 Learning Machines

Learning machines are the central idea of ML and can be described as a function or algorithm
constructed to process data in order to extract information and infer knowledge from it.
This idea has become ubiquitous in modern society and ML models been developed for
innumerable applications, such as image recognition and classification, weather forecasting,
medical analysis and diagnostics, etc.

A simple example of a ML application could be the design of a classifying algorithm
that can decide whether or not a patient is afflicted with a certain illness. The basic ML
approach in this case would start with the curation of a sufficient amount of relevant data.
In this case, the data could be a table in which each row corresponded with a single person,
and each column contained a relevant field describing each person (age, gender, weight,
etc.). The second fundamental piece of information in this scenario would be the knowledge
of whether or not each person present in the data is sick. The next step would be to use
these observations as input for a parametric function which is designed to classify each
datapoint (healthy or not healthy). The observed data is used to adjust the function’s
parameters in such a way that it’s classification outputs align as best as possible with the
actual condition of each person. Once this process is finished, our learning machine would
be ready to classify new patients whose condition is unknown.

More formally, the dataset is composed of two fundamental parts: the input matrix X

of size N ×D, where N is the number of datapoints in the dataset and D is the number of
descriptive features; and the output vector (also called the target vector), y, of length N ,
which contains the target information that the algorithm has to learn to predict1. In the
case of the example above, each row xn in X (with n = 1, 2, ..., N) is a vector of length
D which describes a single patient and each position yn in y would need to take one of
two discreet values (for example, yn ∈ {−1, 1}) to represent the two possible states of said
patient (healthy or sick). Note that in general, throughout this dissertation, all vectors are
assumed to be column vectors.

This dataset, D = {X,y}, is known as the training set, and our goal is to train a model
to be able to make predictions for new inputs x∗ (called test inputs) that are not contained
in the training set. In other words, we move from a finite training dataset D to a function
f that can make predictions for any possible input value. The mathematical expression of
f will define the structure of our learning machine.

Depending on the nature of the output vector y, we have two basic problem types
that we can tackle. If the outputs are categorical in nature, as in the example above, we
have a classification problem. On the other hand, if the outputs are real (or complex)
and represent a magnitude that needs to be estimated, we have a regression problem.

1As will be discussed in the following sections, the nature of this output vector varies depending on
the type of problem being dealt with. It may not be a vector at all, but a matrix, if we’re dealing with a
multi-task problem. In some types of problems there may not even be an output to learn from.
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Examples of regression are the prediction of a grid’s power load for the following day, or the
estimation of the ambient temperature for the next hour. Classification problems represent
an enormous portion of ML. Indeed, the recent explosion in the popularity of ML is directly
related to the achievements of Deep Learning in fields such as image classification or natural
language processing. However, in the context of this dissertation, regression plays a key role.
Therefore we will leave classification aside and center our attention on regression instead.
It is important to note however that many ML models can be applied to both regression
and classification by making minor changes to their internal structure, since both problems
are intimately related.

Scenarios for which a target output vector exists, such as regression and classification,
are called supervised learning and are the most common. There is however an entire category
of ML scenarios, known as unsupervised learning problems, in which there is no target data
available at the training phase. In this situation, an unlabeled dataset is assumed to have
some underlying structure or pattern that the learning machine has to discover. These
types of problems will be discussed in more detail in sections 2.1.3 and 2.2.4. For now, we
will focus our attention on the basic regression problem.

2.1.1 Linear Regression

As has already been stated, regression models tackle the problem of estimating continuous
variables. The most basic regression model is the standard linear regressor. This model
makes the assumption that the relationships between a single input x and it’s corresponding
output y is a simple linear combination, giving the learning machine the following structure:

f(x,w) = w0 + w1x1 + · · ·+ wDxD,

where w is a weight vector of length D + 1 and w0 is called the bias term or intercept. A
more compact representation of this model is typically used:

f(x,w) = w>x, (2.1)

where x has takes the extended form x = [1, x1, . . . , xD]>, vector w = [w0, . . . , wD]>

contains all the weights as well as the bias term and > denotes the transpose operator.
This can be extended to the matrix form to encompass all the samples in a given dataset:

f(X,w) = Xw, (2.2)

where the input data matrix X = [x1, . . . ,xN ]> has been similarly extended on the left
with a column of ones.

The goal of the model during training is to find the values of w that best fit the data,
which amounts to an optimization problem. In order to do this we must now define an
adequate learning criterion. In regression we would like our predictions f(X,w) to match
the true outputs y as best as possible, which leads to the notion of error minimization.
We define the error as e = f(x,w)− y. In the most common case the minimization of the
expectation of the squared error is ideal:

min
w

E
{(
f(xn,w)− yn

)2}
= min

w
E
{
e2n
}
. (2.3)
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Note that, since the probability distribution of the errors is not available to us, this
expectation cannot be directly computed. We are thus forced to make the assumption
that the errors for each sample in the dataset are independent and identically distributed
(i.i.d.). This allows us to apply the weak law of large numbers, which states that under
i.i.d. conditions, the sample average of the errors will tend in probability to the actual
expectation when the number of samples is sufficiently large:

lim
N→∞

1

N

N∑
n=1

e2n = E{e2}, (2.4)

leading to the minimization problem:

min
w

N∑
n=1

e2n. (2.5)

Note that the term 1
N is ignored in the optimization process. We have now arrived at the

ubiquitous Minimum Mean Square Error (MMSE) criterion. In this case, the mean squared
error is the cost function in terms of w, L(w).

Using the matrix form in (2.2), the MMSE minimization is expressed as follows:

min
w
L(w) = min

w
||Xw − y||2 = min

w

(
w>X>Xw + ||y||2 − 2w>X>y

)
. (2.6)

Provided X is full rank, the solution to this problem implies expanding the squared error,
computing its gradient with regard to w and equating it to 0. Therefore:

∇L(w) = 2X>Xw − 2X>y, (2.7)

leading to:

ŵMSE = (X>X)−1X>y, (2.8)

where the ŵMSE is the MMSE estimator of the true value of w. This method is also
known as Ordinary Least Squares (OLS). Figure 2.1 (a) depicts a very simple example of
OLS in action.

Although the OLS linear regressor has been extensively used through history, it has a
few weaknesses. For one, it’s quite prone to overfitting, particularly in problems with a
high number of input dimensions. This means that it can result in a model that follows the
training data too closely or exactly, and may therefore fail to fit additional data or predict
future observations reliably. A solution to this problem is known as regularization of the
regressor weights, which consists in restricting the magnitude that the weights can acquire
during training. The most commonly used regularization strategy used in combination
with OLS is Ln norm regularization, in which a constraint is placed on the optimization
problem by restricting the size of the Ln norm of the weight vector w. The reason this
works is because a shrinkage in the magnitude of w will produce a model of less complexity,
which in general leads to less overfitting. Of all the possible Ln norms, the most often used
are the L1 or L2 norms, or a linear combination of both2.

2In fact, all norms that are second differentiable at the origin will be locally equivalent to each other, of
which the L2 norm is the standard. All other norms will not be differentiable at the origin and the L1 norm
qualitatively reproduces their behavior. In effect, a linear combination of an L1 and L2 norm approximates
any norm to the second order at the origin.
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Figure 2.1: A simple linear regression problem on which a basic OLS regression model has
been trained.

Here we will briefly discuss the use of the L2 norm to regularise OLS, a technique com-
monly known as Ridge Regression [Golub et al., 1999]. The Ridge Regression optimization
problem takes the following form:

min
w
||Xw − y||2 + C||w||2, (2.9)

where C is a positive constant that acts as a control or regularization parameter on the
weights. This optimization problem will naturally force the components of w to remain
small in the degree dictated by the magnitude of C: the larger the value of C is, the
stronger this imposition will be. The solution to this optimization problem can be obtained
in the same way as the OLS solution, and results in the following estimator for w:

ŵridge = (X>X + CI)−1X>y, (2.10)

where I is an identity matrix of appropriate dimensions. Interestingly, this expression will
naturally reappear when we discuss probabilistic linear regression in the following sections.

Parameters such as the regularization constant C in Ridge Regression, which act
as control elements over the learning process, are typically called hyperparameters to
differentiate them from the model’s parameters that are learnt through training. A fair
question to ask is what would be a good value for C. In the case of non-probabilistic models
such as Ridge Regression, the most common approach is to use cross validation to determine
the optimal value for a model’s hyperparameters. During cross validation, a subset of the
training data is used as a validation set. The model is trained on the remaining training
data with different hyperparameter values and the value that offered the best performance
on the validation subset will be selected. Generally a k-fold cross validation strategy is
used, which simply repeats this process a number k of times, selecting the validation sets
randomly (with or without replacement) from the training set, and averaging the validation
performances over the k repetitions of the process.
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The L1 norm regularisation is also commonly applied to OLS, resulting in a model
known as LASSO regression [Tibshirani, 1996]. Whereas Ridge Regression pushes the
weights to small values, LASSO will force a number of the weights to drop to zero, effectively
turning it into a feature selection model which discards features of the input data that are
irrelevant to the regression task.

2.1.2 Kernel Methods

A second, more glaring issue with standard OLS and its regularised versions is the fact that
it is only able to produce models that are completely linear. Thus, if a dataset presents
non linear relationships between the input and the output spaces, this family of models
will be unable to perform. A solution to this problem when dealing with linear models such
as OLS is the introduction of kernel functions that are able to transform a problem that
is non linear in the original input space into a linear problem in a higher (even infinite)
dimension space.

A positive definite (p.d.) kernel is a pairwise comparison function K : X ×X 7→ R that
allows us to represent a set of N dataponts S = x1, . . . ,xN with an N ×N matrix:

[K]i,j := K(xi,xj), (2.11)

We define a p.d. kernel as a function that is symmetric:

∀(x,x′) ∈ X 2, K(x,x′) = K(x′,x), (2.12)

and satisfies the following condition for all N ∈ N, (x1, . . . ,xN ) ∈ XN and (a1, . . . , aN ) ∈
RN :

N∑
i=1

N∑
j=1

aiajK(xi,xj) ≥ 0. (2.13)

A simple example of a p.d. kernel is the linear kernel, which for X = R is defined as:

∀(x, x′) ∈ R2, K(x, x′) = xx′. (2.14)

The proof that this is a p.d. kernel is straightforward. This kernel can be extended to the
vector space of dimension d, X ∈ Rd, as:

∀(x,x′) ∈ X 2, K(x,x′) = 〈x,x′〉Rd , (2.15)

where 〈·, ·〉Rd is the inner product between two vectors in Rd. In a more general sense,
letting X be any set and with mapping function φ : X 7→ H, where H is any Hilbert space,
the following kernel K : X 2 7→ R is p.d.:

∀(x,x′) ∈ X 2, K(x,x′) = 〈φ(x), φ(x′)〉H. (2.16)

A Hilbert space is a generalization of the notion of the Euclidean space in which the
methods of vector algebra and calculus are extended to spaces with any finite or infinite
number of dimensions. The key properties of a Hilbert space are:
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• That it is endowed with an inner product that is bilinear, symmetric and satisfies
〈x,x〉H > 0, for all x ∈ H \ 0.

• That it is also endowed with a norm defined as ||x||H = 〈x,x〉1/2H
• That H is complete for the norm || · ||H, meaning that any Cauchy sequence in H

converges in H.

All of the above can be summed up in the following theorem, commonly known as Mercer’s
theorem:

Theorem 1 Kernel K is p.d. if and only if there exists a Hilbert space H and a mapping
Φ : X 7→ H such that for any x,x′ in X :

K(x,x′) = 〈φ(x), φ(x′)〉H. (2.17)

Aronszajn [1950]

Note that φ(x) is a function that lives in H, and H is in fact a space of functions.

In particular, we are interested only in Reproducing Kernel Hilbert Spaces (RKHS). A
Hilbert space H ⊂ RX is a RKHS if and only if for any x ∈ X , the mapping:

F : H → R (2.18)

f 7→ φ(x) (2.19)

is continuous. That is, after fixing x for a given f(x), the corresponding function F which
maps from H to R is continuous.

A fundamental consequence of this is that if H is a RKHS then it has a unique
reproducing kernel function, or conversely, a kernel function K can be the reproducing
kernel of at most one RKHS. Another property which ties directly to Theorem 1 is that a
function K : X 2 → R is positive definite if and only if it is a reproducing kernel. This is
known as the reproducing property.

Now, to fit this all in with non linear prediction models, there are two results that stem
from all of the above that, simple as they may seem, have transcendental implications for
machine learning in general. The first result is known as the kernel trick, and states that
any model that processes finite-dimensional vectors that can be expressed only in terms
of pairwise inner products can be applied to infinite-dimensional vectors in the feature
space of a positive definite kernel by replacing each inner product evaluation by a kernel
evaluation. This means that algorithms such as Ridge Regression, which operate through a
linear combination of weights and features, can be applicable in an infinite-dimensional
RKHS. The second result is known as the Generalized Representer Theorem:

Theorem 2 Let X be a set endowed with a p.d. kernel K; let H be the corresponding
RKHS; and let S = {x1, . . . ,xN} ⊆ X a finite set of points in X .

At the same time, let Ψ : RN+1 → R be a function of N + 1 variables, strictly increasing
with respect to the last variable, which is generally the norm || · ||H.
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Then, any solution to the optimization problem:

min
f∈H

Ψ(f(x1), . . . , f(xN ), ||f ||H) (2.20)

admits a representation of the form:

∀x ∈ X , f(x) =
N∑
n=1

αnK(xn,x). (2.21)

Schölkopf et al. [2001]

The fundamental implication of this theorem is that, even though a RKHS may have infinite
dimensions, the optimization problem in that space can be expressed, and indeed solved, in
terms only of the pair-wise kernel representations in the RKHS of the training samples in
our dataset. In other words, even though the space we are projecting into may be infinite
dimensional, the optimization problem in that projection space can be expressed in a finite
dimensional subspace, and is therefore tractable. We often refer to the representation of
the optimization problem in the RKHS as the dual representation. Note that the L2 norm
regularization in the Hilbert space is included in equation (2.20). This is a vital part of all
kernel methods: since the RKHS has potentially infinite dimensions, regularization becomes
mandatory to avoid severe overfitting.

In short, the takeaway is that we can use positive definite kernels to represent our input
samples in a high dimensional space of functions called an RKHS. This representation
is entirely captured in the kernel matrix, which contains the dot products in the RKHS
between all the input samples. This in turn is all we need to transform our linear learning
machines into non linear learning machines, thanks to the kernel trick and the representer
theorem.

We can now obtain a solution for the kernel version of the Ridge Regression model. We
can rewrite the Ridge Regression model in terms of a general prediction function f(x):

min
f∈H

1

N

N∑
n=1

(
f(xn)− yn

)2 − C||f ||2H. (2.22)

This expression for Ridge Regression has the problem that, depending on the nature of f ,
its solution may imply optimization in infinite dimensions. The representer theorem allows
us to express any solution of (2.22) as a linear combination of the form:

f̂(x) =
N∑
n=1

αnK(xn,x), (2.23)

which implies an optimization in an N dimensional linear subspace of H. Given a Gram
matrix K such that Kij = K(xi,xj) and a set of parameters α = [α1, . . . , αN ]> ∈ RN , we
can state that: [

f(x)1, . . . , f(x)N
]>

= Kα (2.24)

||f ||2H = α>Kα, (2.25)
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and therefore (2.22) is equivalent to the following quadratic convex optimization problem:

min
α

1

N

(
Kα− y

)>(
Kα− y

)
+ Cα>Kα, (2.26)

which, after taking derivatives with respect to α and equating to zero gives us the following
solution:

α = (K − CNI)−1y. (2.27)

The matrix inversion (K + CNI)−1 is guaranteed to be viable because matrix K is, by
definition, positive semidefinite and the quantity CN is constrained to be greater than zero.

A very popular kernel is the squared exponential kernel, which is defined as:

K(x,x′) = exp
( 1

2l2
||x− x′||2

)
(2.28)

where l2 acts as a lengthscale parameter. The meaning of this parameter will become clear
in section 2.2.3. Figure 2.2 (b) shows a toy example in which a non-linear dataset has been
fitted with the kernel Ridge Regression model using the squared exponential kernel.

Figure 2.2: A clearly non linear scenario for which linear Ridge Regression failed to fit the
data whereas the same model using a squared exponential kernel did a much better job.

2.1.3 Clustering

As was mentioned at the beginning of this chapter, not all ML problems present a target
output vector to learn from. Unsupervised learning is a very important field of research
where the goal is to develop algorithms that can identify relevant patterns in unlabeled
data. Typically, these models look to differentiate populations of similar elements within
the data, grouping them into discrete clusters. Clustering is a central concept to the work
presented in Chapter 3 of this thesis, where we will look at power load profiling.

A basic example of this idea is the K-Means algorithm, whose aim is to separate
the dataset into K independent clusters which are characterized by the mean of all the
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observations belonging to each cluster. Therefore, once the model is trained, each sample
in the dataset will belong to the cluster whose mean is closest to it. The means are known
as the cluster centroids and they belong to the same vector space as the input samples.
The resulting partitioning of the dataset is distributed among a set of K Voronoi cells.

K-Means starts by pre-establishing K and then randomly selecting K initial centroids.
This can be done by completely randomising their values (i.e. sampling them from a uniform
distribution), or, more commonly, by randomly selecting K samples from the dataset as
starting points. Next, an iterative process begins:

1. For each datapoint, the euclidean distance to each centroid is computed.

2. Each datapoint is assigned to the nearest centroid to it.

3. The centroids are recomputed by calculating the mean of all the datapoints that have
been assigned to it.

4. Return to 1.

This process is repeated until a stopping criterion is reached. Valid stopping criteria can be
to wait until the variation in the centroid values in between iterations is very small (known
as convergence), or to simply let the algorithm run for a predefined number of iterations
(there are other more sophisticated stopping criteria, although they are less commonly
used). A more sophisticated approach to clustering will be discussed in Section 2.2.4.

Figure 2.3 shows an example of K-Means in action on a simple two-dimensional dataset.
There are 3 visible clusters, so we have predefined K = 3. Upon convergence, the algorithm
has done a pretty good job of defining a partitioning of the data.

2.2 Bayesian Machine Learning

Throughout sections 2.1.1 and 2.1.2 we have purposefully left out a key aspect of any
ML problem: the noise in the system. In any scenario we encounter, noise will be a key
component and will have a powerful influence in our results. Despite not explicitly talking
about noise, we have however assumed its presence in a sense, since we have been constantly
talking about minimizing our prediction error: assuming we have a perfect model, with
no noise our predictions will always be completely accurate. The main issue is that any
prediction made with a model such as the ones described so far will be a simple point
estimate of the real value. While this may well be sufficient in many contexts, it is often
desirable or even mandatory to also provide a measure of our confidence in said estimation.
This confidence will depend on how noisy the observations of the target values are, as well
as other factors such as how uniformly populated our training set is. A very natural way
of integrating predictive confidence into machine learning models is to take a Bayesian
probabilistic approach. The observational noise can be introduced into the model as a
probability distribution. Furthermore, any model parameter can be assumed to be a latent
variable generated from a probability distribution as well. By using Bayes’ rule, these
assumptions will enable us to obtain not just point estimations for our parameters and
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(a) (b)

Figure 2.3: Example of K-Means. Panel (a) shows the raw data, which suggests the presence
of three distinct populations. Panel (b) shows K-Means’ attempt at separating the data
into three groups. The centroids for each cluster have been highlighted.

targets, but complete probability distributions that can offer much more information on
the behaviour of the model and our confidence in its predictions.

2.2.1 Bayes’ Rule

The central concept behind Bayesian probabilistic machine learning is Bayes’ rule of
probability. It allows us to establish relationships between interdependent random variables
and the effect of having observations of them available. In this context, a random variable
is a variable whose outcome is governed by a random phenomenon and that can be
mathematically described in terms of a measurable function called a probability distribution
function. Given two random variables x and y which have a joint probability distribution
p(x, y), Bayes’ rule states that:

p(x|y) =
p(y|x)p(x)

p(y)
, (2.29)

where p(x|y) denotes the conditional probability of x given y and vice-versa. The concept of
conditional probability describes how the probability of one random variable is affected by
the fact that another random variable takes (or is assumed to take) a fixed value. We can
give Bayes’ rule a form that is more relevant to machine learning. Given a dataset D and a
model with a set of parameters w, which are all assumed to be generated from random
processes described by their corresponding probability distributions, we can rewrite (2.29)
as follows:

p(w|D) =
p(D|w)p(w)

p(D)
. (2.30)

The elements of this equation have very specific roles in the learning process and are
therefore given meaningful names. We call p(w) the prior distribution of the parameter
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variables and its function is to capture or reflect our prior assumptions and intuitions about
our model. The prior is therefore established before any data is observed. The likelihood
function, p(D|w), reflects how likely it is that an observed dataset is described by our model
given a fixed value of w. The left term of the equation, p(w|D), is called the posterior
distribution of our model’s parameter variables, and it describes the form our model takes
once a the data has been observed. These three elements, the prior, the likelihood function
and the posterior, lie at the core of Bayesian machine learning. The goal is to extract the
correct values and distributions of the parameter variables from the data, a process which
is called inference. In Bayesian learning, inference follows three basic steps:

1. First, an assumption is made about our model’s parameter variables, which is captured
in their prior distributions.

2. Next, the dataset is observed and the expression of the likelihood function is obtained.

3. Finally, the posterior distribution of our model’s parameters is computed by incorpo-
rating the information contained in the dataset into the prior.

This process has a very natural feel to it, since we as humans usually operate in a very
similar way when learning about a new subject: we start with some initial assumptions,
we search for information that is relevant to the subject and we modify and update our
initial assumptions accordingly to incorporate the knowledge acquired from the data. The
denominator in (2.30) is known as the marginal likelihood of the data and it acts as a
normalization term to ensure that p(w|D) integrates to 1 and is therefore a valid probability
distribution. By integrating both sides of (2.30) with respect to w, we obtain the following
expression for p(D), which is commonly refered to as the marginal likelihood:

p(D) =

∫
w
p(D|w)p(w)dw, (2.31)

since
∫
w p(w|D)dw = 1. We are essentially computing the probability distribution of the

data for all possible values of our parameters.

Bayes’ rule is a general result and it applies to any family of probability distributions.
The Gaussian distribution is of particular importance due to it’s tendency to naturally
manifest itself in many contexts. For example, Laplace’s central limit theorem states that,
given a population with a fixed mean and standard deviation, if you take a sufficiently large
set of random samples from the population under certain mild conditions, the distribution
of the sample means will be approximately Gaussian. This probability distribution also
features very useful analytical properties that can be exploited when developing probabilistic
models.

The Gaussian distribution is defined in the univariate case as:

N (x|µ, σ2) =
1

(2πσ2)1/2
exp

(
− 1

2σ2
(x− µ)2

)
, (2.32)

where µ is the mean and σ2 is the variance; and in the D-dimensional multivariate case as:

N (x|µ,Σ) =
1

(2π)D/2
1

|Σ|1/D exp
(
− 1

2
(x− µ)>Σ−1(x− µ)

)
, (2.33)

20



where µ is a mean vector with D dimensions and Σ is the D×D covariance matrix, whith
|Σ| being its determinant.

A key property of the multivariate Gaussian distribution is that for a given pair of sets
of variables that are jointly Gaussian, the distribution of one set conditioned on the other
is also Gaussian. At the same time, marginalizing either set of variables also results in a
Gaussian. This will become extremely useful in the following sections.

Let us now define a couple of fundamental identities relative to the Gaussian distributions.
Given a D-dimensional variable x:

x ∼ N (x|µ,Σ), (2.34)

we can partition x into the disjoint subsets of variables xa and xb, which need not have the
same size. The mean vector µ and covariance matrix Σ are partitioned as:

µ =

[
µa
µb

]

Σ =

[
Σaa Σab

Σ>ab Σbb

]
.

We also define the precision matrix Λ = Σ−1, and partition it as:

Λ =

[
Λaa Λab

Λ>ab Λbb

]
.

Given the above, the following conditional distribution can be obtained through Bayes’
rule:

p(xa|xb) = N (x|µa|b,Σa|b) (2.35)

µa|b = µa −ΣabΣ
−1
bb (xb − µb) (2.36)

Σa|b = Σaa −ΣabΣ
−1
bb Σ>ab. (2.37)

Equivalently:

p(xa|xb) = N (x|µa|b,Λ−1aa ) (2.38)

µa|b = µa −Λ−1aa Λab(xb − µb). (2.39)

We can also define the following marginal distribution:

p(xa) = N (xa|µa,Σaa). (2.40)

Furthermore, given two Gaussian random variables x and y with the following marginal
and conditional distributions:

p(x) = N (x|µ,Λ−1) (2.41)

p(y|x) = N (y|Ax + b,L−1), (2.42)
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where the mean of the conditional distribution of y given x follows a linear function of
x and the covariance L−1 is independent of x, the marginal distribution of y and the
conditional distribution of x given y are given by:

p(y) = N (y|Aµ + b,L−1 + AΛ−1A>) (2.43)

p(x|y) = N (x|Σ{A>L(y − b) + Λµ},Σ), (2.44)

where
Σ = (Λ + A>LA)−1. (2.45)

All these results are directly obtained by applying the fundamental rules of probability and
Bayes’ rule.

2.2.2 Bayesian Linear Regression

The first step towards a fully probabilistic linear regression model is to explicitly handle
observational noise in our data. For simplicity, we will assume the noise follows a Gaussian
distribution with zero mean and variance σ2. Thus, the basic linear regression model takes
the form:

y = w>x + ε, p(ε|σ2) = N (ε|0, σ2), (2.46)

where all observations are assumed to be i.i.d. This gives us the following probability
distribution for our targets:

p(y|x,w, σ2) = N (y|w>x, σ2), (2.47)

thus, the likelihood function of the model parameter variables for a given training dataset
is defined as:

p(y|X,w, σ2) =

N∏
n=1

N (yn|w>x, σ2). (2.48)

We can now obtain an estimation of the parameters w our model by maximizing this
function. To simplify the process, we can apply the logarithm to the likelihood function
without modifying the solution, leading to the log-likelihood function:

ln p(y|X,w, σ) = − 1

2σ2

N∑
n=1

(
w>x− yn

)2
+N lnσ − N

2
ln(2π). (2.49)

The maximization of this function, by taking derivatives with regard to w and equating
them to zero, is equivalent to the minimization of the negative log-likelihood function. This
minimization problem takes the exact same form as (2.5), which led to the OLS model:

min
w

N∑
n=1

(
w>xn − yn

)2
= min

w

N∑
n=1

e2n, (2.50)

leading to the maximum likelihood solution wML. We can also obtain an estimation of the
noise parameter by plugging wML into (2.49) and minimizing it with respect to σ, resulting
in:

σ2ML =
1

N

N∑
n=1

(
w>MLxn − yn

)2
. (2.51)
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The next step we can take is to introduce a prior distribution over the model parameters
w. In other words, we interpret that the model parameters are latent random variables,
and we initially assume that the process that generates them follows the prior distribution.
For the sake of simplicity, we shall assume a Gaussian prior3 with zero mean and standard
deviation α:

p(w|α) = N (w|0, αI). (2.52)

This prior allows us to use Bayes’ theorem to establish a proportionality relationship
between the posterior distribution of the latent variable w and the prior distribution
multiplied by the likelihood function:

p(w|X,y, α, σ) ∝ p(y|X,w, σ)p(w|α). (2.53)

Following the same strategy as we did for the maximum likelihood solution, maximizing
this posterior with respect to to w leads to the minimization problem:

min
w

1

2σ

N∑
n=1

(w>xn − yn)2 +
1

2α
w>w. (2.54)

The solution to this problem is known as the maximum a posteriori (MAP) estimation
wMAP and is completely equivalent to the Ridge Regression estimator from Equation (2.10),
where the regularisation parameter C is given by (σα)2.

The most interesting result so far is that by assuming Gaussian noise and a Gaussian
prior over the latent variables of our model, we have arrived at the same solutions we did
with OLS and Ridge Regression in a completely natural way. By plugging our parameter
estimations into (2.47) we can obtain the predictive distributions:

p(y∗|x∗,wML, σML) = N (y|w>MLx∗, σML), (2.55)

or
p(y∗|x∗,wMAP , σMAP ) = N (y|w>MAPx∗, σMAP ). (2.56)

In order to obtain a fully Bayesian model, however, we need to go one step further.
For now, even though we have introduced a prior over the latent variable w, we are still
only obtaining a point estimate for it. Since we are assuming a Gaussian likelihood and its
corresponding Gaussian conjugate prior, to obtain the full posterior distribution we can use
the result in (2.44), which results in the following Gaussian distribution:

p(w|X,y, α, σ) = N (w|m,Σ) (2.57)

where in the general case, for a Gaussian prior with mean m0 and covariance matrix Σ0,
we have:

m = Σ
(
Σ0m0 + σ−1X>y

)
(2.58)

Σ−1 = Σ−10 +
X>X

σ2
. (2.59)

3The choice of a Gaussian prior for the latent variable w guarantees a Gaussian posterior distribution.
This means that the Gaussian distribution acts as a conjugate prior in this scenario. A conjugate prior
distribution guarantees that the posterior distribution will belong to the same family of distributions.
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In our example with zero mean and covariance αI for our prior, we obtain the following
posterior parameters:

m = σ−1ΣX>y (2.60)

Σ−1 = α−1I + σ−1X>X. (2.61)

We are now ready to evaluate the predictive distribution for our Bayessian linear
regression model given a new input x∗, which we can obtain by directly applying the result
in (2.43):

p(y|x∗,X,y, α, σ2) = N (y|m>x∗, σ2(x∗)), (2.62)

where
σ2(x∗) = σ2 + x∗>Σx∗ (2.63)

is the predictive variance.

The main advantage over the previous models is that our predictions can now take a
probabilistic form instead of a simple point estimate. The confidence in our forecasts is
represented by the variance of the predictive distribution: the first term in (2.63) represents
the observational noise in our data whereas the second term is related to the uncertainty
that stems from our estimation of the parameters w, which will diminish as our training
dataset gets bigger. The point estimate of the target for a new input x∗ is obviously still
available to us as it is contained in the mean of the predictive distribution.

2.2.3 Gaussian Processes

As was the case when we introduced kernel methods in section 2.1.2, the probabilistic
regression models we have seen so far have the problem of being linear with the inputs, and
therefore very limited in their expressiveness. We now introduce a family of models called
Gaussian Processes (GPs), which are actually analogous to the non-probabilistic kernel
methods seen so far. The fully Bayesian linear regressor described in the previous section is
a particular case of a GP in which a linear kernel is used. GPs are the focus of the ideas
and results presented in Chapter 4.

A Gaussian process can be described as a string of random variables which are all
jointly Gaussian between them. To define it completely, we need a mean function m(x)

and covariance function k(x,x′) of the inputs. Therefore, for a GP f(x):

m(x) = E{f(x)} (2.64)

k(x,x′) = E{(f(x)−m(x))(f(x′)−m(x′))}, (2.65)

such that we can write the GP as:

f(x) = GP
(
m(x), k(x,x′)

)
(2.66)

To simplify notation, we shall take the mean function to be zero. Meanwhile, the
covariance function can be interpreted as a similarity measure between points in the input
space. It also needs to satisfy a set of conditions to be valid, namely, it must be symmetric
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with regard to (x,x′) and it must be positive semidefinite. This all implies that valid GP
covariance functions are nothing but kernel functions. Again, for a given covariance function
k(x,x′) and a set of input datapoints {x1, . . . ,xN}, we define the covariance matrix K as
the Gram matrix whose entries are computed as Kij = k(xi,xj).

GPs posses an important property known as the marginalization property, which states
that, if the GP defines a Gaussian probability density with mean µ and covariance Σ for
the set of possible outputs y, then any subset of outputs ya is also Gaussian and its mean
and covariance are the corresponding relevant submatrices µa and Σa. Due to this property,
deriving the solution to the basic regression problem is rather straight forward. Given
a model of the form y = f(x) + ε, where f(x) is a GP with zero mean and covariance
function k(x,x′), and ε is i.i.d. Gaussian noise with zero mean and variance σ2, from the
marginalization property we can define the joint distribution of the training target variables
y and the test predictions f∗ as:

p(y, f∗) = N
(

0,

[
K(X,X) + σ2I K(X,X∗)

K(X∗,X) K(X∗,X∗)

])
, (2.67)

where X and X∗ are the training and test input matrices, respectively. We can now use
the Gaussian identities from (2.38) to obtain the predictive distribution for a single test
sample x∗:

p(f∗|X,y,X∗) = N
(
f̄∗, cov(f∗)

)
(2.68)

f̄∗ = k∗
(
K + σ2I

)−1
y (2.69)

cov(f∗) = k(x∗,x∗)− k∗>
(
K + σ2I

)−1
k∗, (2.70)

where we have defined K = K(X,X) and k∗ = K(x∗,X). This allows us to reinterpret f̄∗

as a linear combination of kernel functions:

f̄∗ =
N∑
n=1

αnk(xn,x
∗) (2.71)

with α =
(
K + σ2I

)−1
y. In short, we have reduced the problem to a linear combination in

a dual space of a finite number of kernel functions. This is nothing else but a manifestation
of the Representer Theorem from Section 2.1.2, which implies that GPs are an example of
a probabilistic kernel method.

As an example, we shall define the following GP:

f(x) = GP
(
m(x), k(x,x′)

)
(2.72)

m(x) = 0 (2.73)

k(x,x′) = exp
( 1

2l2
|x− x′|2

)
. (2.74)

This covariance function is identical to the squared exponential kernel seen in the example
from Section 2.1.2 and it is very commonly used due to its flexibility and expressiveness
when dealing with processes that are assumed to be smooth. Parameter l2 is called the
length-scale of the kernel and dictates how rapidly the GP is allowed to change, as can be
seen in Figure 2.4 (a). Figure 2.4 (b) shows the prior distribution and a few samples from
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it using a fixed length-scale of 1. Figures 2.4 (c) and (d) show this model being trained
on a simple one-dimensional regression problem in which the data was generated using a
sinusoidal function plus additive noise. Notice how the predictive covariance narrows when
close to the training points and reverts to the prior values in regions where training points
are not available. This makes perfect sense: if there are no training points to learn from,
our confidence in the model should be no better than what our initial assumption dictates.

Adjusting hyperparameters in the context of GP regression can be done through cross
validation. Typically the predictive probability for each training sample is used to define a
cross validation predictive probability. See Sundararajan and Keerthi [2001] and Rasmussen
and Williams [2006] for a more in depth discussion. In this dissertation we will focus on
a different strategy called marginal likelihood maximization which is more in line with a
probabilistic framework. In general, when dealing with Bayesian models, the integral in the
marginal likelihood defined in (2.31) cannot be assumed to be tractable, and must instead
be approximated either analytically or through sampling methods such as Markov Chain
Monte Carlo. One of the advantages of GPs, however, is that this integral is indeed tractable
and can be used for hyperparameter optimization. For a GP with noisy observations, the
marginal log-likelihood takes the following form:

ln p(y|X,θ) = −1

2
y>(K + σ2I)−1y − 1

2
ln |K + σ2I| − N

2
ln 2π, (2.75)

where θ is the collection of hyperparameters. In terms of the maximization, only the first
two terms are relevant, and they both have a direct and intuitive interpretation. The first
term involves the training targets and its maximization implies finding the best possible
fit to the data. The second term in turn acts as a complexity control, or a regularization
of sorts, and will help avoid overfitting. The maximization operation will naturally find a
balance between these two quantities.

2.2.4 The Expectation Maximization algorithm and Mixture Models.

In this section we shall introduce a useful general algorithm for solving maximum likelihood
problems that feature latent variables called expectation-maximization (EM). This algorithm
allows us to obtain the parameters of models which don’t posses a closed form expression
for the maximization of the likelihood function. This will become very useful to introduce
a probabilistic approach to clustering. The EM algorithm plays a central role in chapter 3
of this dissertation.

Let’s begin by defining a set of observed data as X, the set of all latent (unobserved)
variables 4 as Z and denoting the set of model parameters by θ. The log-likelihood function
is then given by:

ln p(X|θ) = ln
[∑

Z

p(X,Z|θ)
]

(2.76)

Traditional maximization of this function will typically result in complicated expressions,
often lacking a closed form solution. This is due to the fact that there is a summation (or
integration, in the case of continuous latent variables) inside the logarithm.

4Note that throughout this section we shall assume that the latent variables in our models are discrete,
but the case for continuous latent variables follows a similar process.
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(a) (b)

(c) (d)

Figure 2.4: Example of a GP regressor with a squared exponential covariance function.
Panel (a) shows the influence of the lengthscale parameter, with three function samples
drawn from the prior with l2 equal to 0.1, 1 and 5. Panel (b) depicts the prior distribution
with a length-scale value of 1. The thick black line is the mean function and the region
shaded in grey covers plus-minus two times the standard deviation. The coloured lines are
random samples from this prior. Panel (c) shows four observations (the red dots) from a
non linear regression problem generated using a sinusoidal function (the dashed line) and
additive Gaussian noise. Panel (d) shows the predictive function of the trained model, with
the predictive mean in black and the two standard deviations from the mean shaded in
grey.

The EM approach allows us to circumvent this problem by applying an iterative process
over two distinct steps to finding the maximum likelihood estimation of the parameter
set θ. We shall start by calling the set {X,Z} the complete dataset, whereas the actual
observed dataset X will be named the incomplete dataset. The likelihood function for the
complete dataset is p(X,Z|θ), and we assume its maximization to be analytically tractable.
Unfortunately, we do not have direct access to this likelihood function because, in practice,
the set of latent variables Z is never observed. What we can know, however, is the posterior
distribution of the latent variables given the incomplete dataset X, p(Z|X,θ).

The first step in the EM algorithm is known as the expectation or E-step. Using the
current values of the parameter set, θnow, we obtain the posterior distribution p(Z|X,θnow),
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which we then use to find the expectation of the log-likelihood of the complete dataset for
a general set of parameters θ. We shall denote this expectation with Q(θ,θnow):

Q(θ,θnow) =
∑
Z

p(Z|X,θnow) ln p(X,Z|θ). (2.77)

The second step is called the maximization or M-step, and consists in maximizing
Q(θ,θnow) with respect to θ to obtain an updated set of parameter values, θnew:

θnew = arg max
θ

Q(θ,θnow). (2.78)

Since the logarithm now applies to p(X,Z|θ), which we have assumed to be analytically
tractable, the maximization will be straight forward.

A fundamental property of this algorithm is that repeating the E and M steps sequentially
guarantees that the incomplete-data log likelihood will always increase. The entire process
of applying the EM algorithm is as follows:

1. Set initial values for the model parameters θnow.

2. Perform E-step: compute p(Z|X,θnow).

3. Perform M-step: calculate θnew = maxθQ(θ,θnow)

4. Check for convergence by examining the evolution of the likelihood (or the parameters).
If convergence is not met, return to step 2 with the assignment θnow ← θnew.

Note that this algorithm is a generalised, probabilistic version of the K-means algorithm
from Section 2.1.3.

The EM algorithm can also be applied to obtain MAP solutions if we define a prior
distribution p(θ) for the set of parameters. The M-step will remain the same whereas the
E-step will imply the maximization of Q(θ,θnow) + ln p(θ).

A very popular model which utilizes the EM algorithm is the Gaussian Mixture Model
(GMM), which is a clustering algorithm that aims to solve the same problem presented in
Section 2.1.3. Given a dataset which presents K unlabeled, clustered datapoints, we can
define a linear combination of superpositioned Gaussian distributions for a single datapoint:

p(x) =

K∑
k=1

πkN (x|µk,Σk), (2.79)

where µk and Σk are the parameters of the kth component’s Gaussian distribution and πk
is a mixing coefficient which can be interpreted as the importance of component k. We now
introduce the K-dimensional binary latent variable z. This latent variable is an indicator
variable which signals which cluster each datapoint x in X belongs to by taking a value of
1 on the position zk of the relevant cluster and leaving all other positions at a value of zero.
The marginal distribution of z is defined as:

p(zk = 1) = πk, (2.80)

28



and logically, parameters πk must satisfy that 0 ≤ πk ≤ 1 and
∑K

k=1 πk = 1. Due to the
nature of z, we can express its marginal distribution as follows:

p(z) =

K∏
k=1

πzkk (2.81)

And the conditional distribution of x given z can be expressed as:

p(x|z) =

K∏
k=1

N (x|µk,Σk)
zk . (2.82)

The complete dataset likelihood function can be written as:

p(X,Z|θ) =
N∏
n=1

K∏
k=1

πzkk N (x|µk,Σk)
zk , (2.83)

where θ contains all model parameters µ, Σ and π. Taking the logarithm of this likelihood
results in:

ln p(X,Z|θ) =

N∑
n=1

K∑
k=1

znk
[

lnπk + lnN (x|µk,Σk)
]

(2.84)

Note that, since the logarithm is acting on the exponential, this likelihood is entirely
tractable. Using Bayes’ rule we can establish the following proportionality relationship for
the posterior of the latent variables:

p(Z|X,θ) ∝
N∏
n=1

K∏
k=1

[
πkN (x|µk,Σk)

]zk . (2.85)

We can now evaluate the expectation of the indicator variables under the posterior distribu-
tion:

E[znk] =

∑
zn
znk
∏
k′
[
πk′N (xn|µk′ ,Σk′)

]znk′∑
zn

∏
j

[
πjN (xn|µj ,Σj)

]znj

=
πkN (xn|µk,Σk)∑
j πjN (xn|µj ,Σj)

= γ(znk).

(2.86)

In this expression, γ(znk) has the role of indicating the responsibility of component k for
explaining the origin of datapoint xn. The expetation of the complete dataset log-likelihood
becomes:

EZ[ln p(X,Z|θ)] =
N∑
n=1

K∑
k=1

γ(znk)
[

lnπk + lnN (x|µk,Σk)
]

= Q(θ,θnow)

(2.87)

We now have all the necessary elements to apply the EM algorith to the GMM. Given an
initial set of parameters, the E-step is performed by plugging their values into (2.86) and
computing the responsibilities. The M-step in turn consists in maximizing the complete
dataset log-likelihood from (2.87) with regard to the parameters. Since for each datapoint
the indicator variable zn will be a vector of zeros save for the position corresponding to
the cluster that datapoint belongs to, the maximization with respect to the means and the
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covariances will be the same as it would be for a single Gaussian, albeit with a weighting of
the datapoints that is governed by the responsibilities. This results in the following update
rules for the means and covariances5:

µk =
1

Nk

N∑
n=1

γ(znk)xn. (2.88)

Σk =
1

Nk

N∑
n=1

γ(znk)(xn − µk)(xn − µk)
>. (2.89)

Nk =
N∑
n=1

γ(znk). (2.90)

The role of the responsibilities now becomes apparent as samples with a larger associated
responsibility for a given cluster will have a stronger influence on the computation of that
cluster’s parameters. Maximization with respect to the mixing coefficients will require the
use of a Lagrange multiplier due to the constraint that the sum of all coefficients must
equate to one, resulting in the following expression:

πk =
1

N

N∑
n=1

γ(znk) =
Nk

N
, (2.91)

which simply means that the mixing coefficients are equal to the ratio of datapoints assigned
to each cluster.

An example of the GMM in action can be seen in Figure 2.5, where several iterations of
the EM algorithm are shown, as well as the model’s state after convergence. Interestingly,
the K-means algorithm is nothing but a special case of the GMM in which the clusters
have been collapsed to be non probabilistic. The main difference is that whereas K-means
provides a hard assignment of datapoints to clusters, GMM offers a probabilistic assignment,
i.e. it informs us of the likelihood that each datapoint belongs to each cluster. A hard
assignment can then be extracted from GMM simply by assigning each datapoint to the
cluster with the highest likelihood.

Another example of the application of the EM algorithm to a mixture model is the
linear regressor mixture model (LRMM) presented in Bishop [2017]. Together with the
GMM model, this model is of particular interest to us as it serves as a stepping stone
towards the more sophisticated mixture model presented in Chapter 3. For the LRMM
we will consider a mixture of K linear regressors which each have their own parameter
variables wk and a shared precision parameter β. For a single target variable, the mixture
distribution is defined as:

p(y|θ) =
K∑
k=1

πkN (y|w>k x, β−1), (2.92)

where, as before, the set θ contains all relevant model parameters: the collection of
weigth vectors W = {w1, . . . ,wK}, the mixture coefficients {π1, . . . , πk} and the precision

5A detailed description of the derivations required to arrive at these expressions will be provided in
Chapter 3.
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parameter β. For a given training set of observed samples, the complete data log likelihood
function is:

ln p(y,Z|θ) =

N∑
n=1

K∑
k=1

znk ln
(
πkN (yn|w>k xn, β

−1)
)
. (2.93)

After initialising the model’s parameters with a set of suitable values θcurrent, the
responsibilities are calculated during the E-step as follows:

γnk =
πkN (yn|w>k xn, β

−1)∑
j πjN (yn|w>j xn, β−1)

. (2.94)

The expectation of the complete data log-likelihood now takes the form:

Q(θ,θnow) =

N∑
n=1

K∑
k=1

γnk
[

lnπk + lnN (yn|w>k xn, β
−1)
]

(2.95)

The M-step entails the maximization of Q(θ,θcurrent) with respect to θ. Again, the
maximization with respect to the mixing coefficients πk need to take into account the
constraint that all coefficients must sum to one, requiring the use of a Lagrange multiplier
and leading to the same expression we obtained for the GMM:

πk =
1

N

N∑
n=1

γnk (2.96)

In order to obtain the update rules for the rest of the model’s parameters we need to take
the derivatives of (2.95) with respect to each one and equate them to zero. This results in
the following expressions:

wk = (X>ΓkX)−1X>Γky (2.97)

β−1 =
1

N

N∑
n=1

K∑
k=1

γnk(w
>
k xn − yn)2, (2.98)

where Γk is a diagonal matrix which contains all the responsibilities {γ1k, . . . , γNk} for
cluster k.

The result is a mixture of linear Bayesian regressors which is able to give us an estimation
of the distribution of the training data. This model however has a fundamental flaw in
that, since it depends on the target variables to infer the cluster responsibilities for a given
sample, it cannot produce a meaningful predictive distribution, since by definition the
target variable for a new test sample is unavailable to us. In Chapter 3 we will present a
more sophisticated model that effectively solves this problem.

2.2.5 Graphical Representations

Graphical representations are a very useful tool for the visualization and interpretation
of the structure probabilistic models. Certain properties of a model, such as conditioning
and conditional independence between variables, can become obvious from inspection of
the model’s graph. Furthermore, specific graph manipulations offer expressions of complex

31



(a) Parameter initialisation. (b) First EM iteration.

(c) Seventh EM iteration. (d) Twentieth EM iteration.

Figure 2.5: Example of the GMM algorithm in action. Panel (a) shows the initialization
of the model parameters, where 3 random samples from the dataset have been used to
initialise the cluster centers and the covariances have been set to be identity matrices.
Panel (b) shows the first iteration of the EM algorithm, and it can already be seen how the
cluster centers are moving towards more reasonable positions. Panel (c) shows the seventh
iteration of the EM algorithm: cluster centers are almost at their final positions and the
covariances are starting to conform to the data quite well. Panel (d) shows the twentieth
iteration, where we have reached convergence and the model has fitted the data nicely.

computations that enable us to perform inference and learning with our probabilistic models.
Here we will only offer a brief description of graphical models as an interpretation tool.
Graphical models will be used extensively as visualization aids in Chapters 3 and 4.
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A graphical representation consists of a series of nodes and links. Nodes represent
random variables and links represent probabilistic relationships between them. We can
interpret the graph as a visual representation of the joint probability distribution over all
the variables, decomposed into a product of conditional probabilities determined by the
way in which the nodes are liked between them. In general we will draw a random variable
node as a large circle with the name of the variable inside. We use two types of nodes for
random variables: non-shaded nodes will represent latent variables and shaded nodes will
represent observed variables. Deterministic parameters are drawn as smaller solid nodes
with the parameter name outside. A large plate surrounding a set of nodes indicates a
grouping of variables.

As an example, the graphical representation for the GMM from Section 2.2.4 is shown in
Figure 2.6. Note how this simple visualization captures all the relevant information about
the model. The indicator variables are shown as latent variables whereas the datapoints
are shown as observed variables. All the relevant parameters and their relationships
with the variables are also captured. The joint distribution is obtained by following the
edges between parameters and random variables: the indicator variables only depend on
the mixing coefficients, whereas the observed variables depend not only on the Gaussian
parameters, but also on the indicator variables. Therefore the joint probability distribution
for the GMM can be extracted from the graph as:

p(zn,xn|π,µ,Σ) = p(zn|π)p(xn|µ,Σ).

Figure 2.7 shows the graphical model for the Bayesian linear regressor from Section
2.2.2. The parameter variable w is shown as a latent variable that must be infered, and
which depends only on it’s prior variance parameter α. The target labels from the training
set yn depend on the values of the input training variables xn and the observational noise
σ2. The plate indicates that the N input and target variables from the training set are
grouped together.
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Figure 2.6: Graphical representation of the Gaussian mixture model.

Figure 2.7: Graphical representation of the Bayesian linear regression model.
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Chapter 3

Forecast-Informed Power Load
Profiling: a Novel Approach

This chapter presents a novel, fully fledged theoretical framework for a joint probabilistic
clustering and regression model which we have called the cluster-wise linear regression
model (CWLM). As was discussed in Chapter 1, previous models have commonly treated
both processes independently, so the main novelty of this proposal relies in considering
both stages jointly. This way, the clustering process is enhanced by simultaneously using
the input data and the regression targets during training. The model is thus capable of
obtaining better clusters than other methods, leading to more informative data profiles,
while improving the predictive performance by allowing the regression stage to exploit more
relevant groupings of the training samples.

Experiments have been conducted using aggregated load data from two U.S.A. regional
transmission organizations, collected over 8 years. We present a mid to long term prediction
scenario in which a whole year is predicted at once. The experiments confirm the model’s
capabilities in terms of both interpretability and forecasting accuracy when compared with
other previously used approaches.

The results presented in this chapter have been published in Hinde et al. [2020].

3.1 The Clusterwise Linear Model

As was discussed in chapter 1, the idea of using a clustering phase to select groups of
samples to later train separate regressors has been shown to be beneficial in the context
of power load prediction. Here we propose a unified probabilistic model that integrates
regression into the clustering process. Hence, we have called this approach the clusterwise
linear regression model.

We first assume that the observations, or input data, are generated by a standard
GMM with K components. Next, we consider that each component of the mixture model
is associated to a linear regression model that generates the output targets. In a way this
model is a combination of the GMM and linear regressor mixture model (LRMM) presented
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in 2.2.4. The novelty of this approach lies in the fact that both stages are coupled: the
input space mixture of Gaussians and the output space mixture of linear regressors are
optimized simultaneously and interact through the complete data log-likelihood, resulting
in a clustering of the data that takes into account the structure of the input and the output
spaces simultaneously. As we shall see, this offers several benefits in that it provides a valid
predictive function which the LRMM was lacking, it improves generalization over other
models, and it enables an interpretability analysis of the data.

Let’s consider a regression problem defined by an observation data matrix X =

[x1, . . . ,xN ]> and a target vector y = [y1, . . . , yN ]T , where xi ∈ <D is the i-th obser-
vation and yi ∈ < is its corresponding target.

The proposed model starts by considering that the distribution if the input data can be
approximated by a mixture of K Gaussians,

p(x) =

K∑
k=1

πkN (x|µk,Σk), (3.1)

where µk and Σk are, respectively, the mean and covariance matrix of the k-th Gaussian
component, and πk is the prior probability that sample x has been generated by the k-th
Gaussian component.

Next, we introduce the following set of K linear models,

y = w>k x + εk, (3.2)

where wk are the linear regression weights assotiated to the k-th component, including the
bias term1, and εk is assumed to be Gaussian noise with zero mean and variance β−1k .

Thus, given that observation x has been generated by the k-th Gaussian component,
its corresponding target value y will be generated by the k-th linear model. The mixture
distribution for the target variables can therefore be stated as

p(y|x,θ) =
K∑
k=1

πkN (y|w>k x, β−1k ), (3.3)

where θ includes all model parameters: πk, which are the prior cluster probabilities; µ and
Σ, which contain all component mean vectors µk and covariance matrices Σk for the input
clustering stage; and W and β contain all regression weight vectors wk and estimation
noise precisions βk.

3.1.1 Probabilistic representation

From a probabilistic standpoint, this model can be represented by the graph depicted in
Figure 3.1.

The model assumes that a set of latent variables Z = [z1, . . . , zN ]T exists, where each
zn = {zn,k}Kk=1 is such that only the k-th entry of these vectors equals 1 and the rest is
zero, indicating that xn has been generated by the k-th Gaussian mixture component and,

1x is considered to be extended with a constant term of value 1 to account for the bias term
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zn

xn

yn

π1 . . . πK

µ1 . . . µK

Σ1 . . .ΣK

w1 . . .wK

β1 . . . βK

N

Figure 3.1: Graphical representation for the CWLM. Shaded nodes indicate variables that
are observed during the training phase, whereas non-shaded nodes indicate latent variables.
The smaller solid nodes indicate deterministic model parameters.

consequently, yn has been generated by the k-th linear regressor. The prior distribution of
these variables is defined as

p(zn,k = 1) = πk. (3.4)

where 0 ≤ πk ≤ 1 and
∑
∀k πk = 1. We will call the set of πk the mixture weights.

The graphical model in Figure 3.1 leads us to the following complete-data likelihood
function

p(y,X,Z|θ) = p(y|X,Z,θ)p(X|Z,θ)p(Z|θ), (3.5)

where

p(Z|θ) =

N∏
n=1

K∏
k=1

π
zn,k

k (3.6)

p(X|Z,θ) =
N∏
n=1

K∏
k=1

N (xn|µk,Σk)
zn,k (3.7)

p(y|X,Z,θ) =

N∏
n=1

K∏
k=1

N (yn|w>k xn, β
−1
k )zn,k . (3.8)

Therefore, the complete-data likelihood becomes

p(Z,X,y|θ) =
N∏
n=1

K∏
k=1

[
πkN (xn|µk,Σk)N (yn|w>k xn, β

−1
k )
]zn,k

. (3.9)

From here we can now compute the complete-data log likelihood (CLL),

CLL = ln p(Z,X,y|θ) =

=
N∑
n=1

K∑
k=1

zn,k

[
lnπk + lnN (xn|µk,Σk) + lnN (yn|w>k xn, β

−1
k )
] (3.10)
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3.1.2 Model inference through Expectation Maximization

To obtain the optimal values of our model’s parameters we have applied the EM algorithm
described in Section 2.2.4. During the E-step, the responsibilities are computed as:

γ(zn,k) = EZ {zn,k|θ} = p(zn,k|xn,yn,θ) =

=
πkN (xn|µk,Σk)N (yn|w>k xn,β

−1
k )∑K

j=1 πjN (xn|µj ,Σj)N (yn|w>j xn,β
−1
j )

.
(3.11)

Note that in this model the responsibilities depend on both p(x|µ,Σ) and p(y|w>X, β−1).
This is in contrast with the responsabilities computed for the GMM model in (2.86), which
only depend on the input variables. Therefore the clustering process is informed by both the
input space (the space that contains the input variables, which are stored in the observation
data matrix, X) and the output space (the space of the output variables contained in the
labels, y) since, as we shall now see, the responsibilities have a crucial role to play in the
parameter update rules.

During the M-step we update the model parameters by maximizing the expected value
of the CLL under the posterior of the latent variables. That is,

θnew = arg max
θ

Q(θ,θnow), (3.12)

where

Q(θ,θnow) = EZ [CLL] =

=
N∑
n=1

K∑
k=1

γ(zn,k)
[
lnπk + lnN (xn|µk,Σk) + lnN (yn|w>k xn,β

−1
k )
]
.

(3.13)

To obtain all the necessary update rules we need to maximize this expectation with respect
to each parameter.

The process of computing the update rule for the input-cluster means, µk, starts with
the following derivative:

∂

∂µk

N∑
n=1

−γ(zn,k)
1

2
(xn − µk)

>Σ−1k (xn − µk) + C, (3.14)

where C is a constant encompassing all the terms from (3.13) that do not depend on µk.
Note that the only relevant term of the sum over K is the one corresponding to the current
component under evaluation. To compute this derivative, we can use the property that
states that ∂v>Av

∂v = 2Av, provided that A is a symmetric matrix and v does not depend
on A. Applying this property to (3.14) gives us the following result, which we can set to
zero:

∂Q(θ,θnow)

∂µk
=

N∑
n=1

−γ(zn,k)Σ
−1
k (xn − µk) = 0. (3.15)

After multiplying this expression by Σk (which we assume to be non singular) and rear-
ranging the terms we obtain the desired update rule:

µk =
1

Nk

N∑
n=1

γ(zn,k)xn, (3.16)
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where Nk is the number of members belonging to component k, Nk =
∑
∀n γ(zn,k). Essen-

tially, the update rule simply calculates the new centroids for each cluster by averaging
over the samples weighted by the responsibilities.

To obtain the update rules for the input-cluster covariance matrix, Σk, we again identify
the relevant components of (3.13), which results in the following derivative:

∂

∂Σk

N∑
n=1

γ(zn,k)

(
−1

2
ln |Σk| −

1

2
(xn − µk)

>Σ−1k (xn − µk)

)
+ C, (3.17)

where once again constant C contains all the terms which are independent of Σk.

The computation of this derivative involves the following properties:

• The following equality regarding determinants holds true: |A| = 1
|A−1|

• The trace operator is invariant under cyclic permutations of matrix products:
tr[ABC] = tr[CAB] = tr[BCA].

• Given that v>Av is a scalar, we can state that: v>Av = tr[v>Av] = tr[v>vA].

We also make use of the following matrix derivation rules:

• ∂
∂A tr[AB] = B>

• ∂
∂A ln |A| = A−>

When combined, these properties produce the following result:

∂

∂A
v>Av =

∂

∂A
tr[v>vA] = [vv>]> = vv>

The expression for the derivative can now be obtained and set to zero:

∂Q(θ,θnow)

∂Σk
=

N∑
n=1

γ(zn,k)

(
1

2
Σk −

1

2
(xn − µk)(xn − µk)

>
)

= 0. (3.18)

This finally leads us to the update rule for Σk, which after some rearranging results in the
following expression:

Σk =
1

Nk

N∑
n=1

γ(zn,k)(xnx
>
n − µkµ

>
k ). (3.19)

Note that this update rule depends on the cluster means µk. During the M-step, we update
the values of all µk first and then compute the update rules for all Σk. Again, this update
rule is simply computing the per-cluster covariance matrices by weighting each sample by
the relevant responsibility.

The update rule for the cluster weights needs to take into account the constraint,∑
∀k πk = 1. We therefore make use of a Lagrange multiplier, λ, to solve the following

maximization problem:

arg max
πk

N∑
n=1

γ(zn,k) lnπk + λ

(
K∑
k=1

πk − 1

)
+ C. (3.20)
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Computing the derivative and setting it to zero results in:

1

πk

N∑
n=1

γ(zn,k) + λ = 0, (3.21)

which we can rearrange to obtain:

πk = −
∑N

n=1 γ(zn,k)

λ
= −Nk

λ
. (3.22)

We can now turn to the constraint on the sum of the cluster weights to compute the value
of the Lagrange multiplier:

λ = −
K∑
k=1

Nk = −N (3.23)

Plugging this result into (3.22), we can obtain the final update rule for the cluster weights:

πk =
Nk

N
, (3.24)

which is nothing but the fraction of samples that belong to cluster k over the total number
of samples.

We now need to compute the update rules for the components of the regression stage of
the model: the linear regression weights, wk, and the noise precisions, βk. We shall begin
with the weights. The derivative of (3.13) with respect to wk takes the form:

∂

∂wk

N∑
n=1

−γ(zn,k)
βk
2

(yn −w>k xn)2 + C, (3.25)

which, again, we compute and set to zero to obtain:

∂Q(θ,θnow)

∂wk
=

N∑
n=1

−γ(zn,k)
βk
2

(
2w>k xnx

>
n − 2ynxn

)
= 0. (3.26)

Rearranging this expression yields the update rule for the regression weights:

wk =

(
N∑
n=1

γ(zn,k)xnx
>
n

)−1 N∑
n=1

γ(zn,k)xnyn. (3.27)

We can rewrite this expression in matrix form as:

wk = (X>ΓkX)−1X>Γky, (3.28)

where we define Γk = diag
(
{γ(z1,k), γ(z2,k), . . . , γ(zN,k)}

)
. Similarly to the input-space

cluster parameters, these linear regression parameters are the standard OLS weights except
that the influence of each sample is scaled by the corresponding responsibility.

Finally, we obtain the update rule for the noise precision, βk, by computing the following
derivative:

∂

∂βk

N∑
n=1

γ(zn,k)

[
1

2
lnβk −

βk
2

(yn −w>k xn)2
]

+ C (3.29)
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which we must once again set to zero:

∂Q(θ,θnow)

∂βk
=

N∑
n=1

1

2
γ(zn,k)

[
β−1k − (yn −w>k xn)2

]
= 0. (3.30)

At long last, we can rearrange this expression to obtain the final update rule of our model,
which again is the expected result for a single regressor with the influence of the cluster
responsibilities:

β−1k =
1

Nk

N∑
n=1

γ(zn,k)
(
yn −w>k xn

)2
. (3.31)

It now becomes fully apparent how the clustering of the input space influences the
learning of the regression parameters. Although all the training datapoints are used to
update wk and β−1k , the responsibilities for each cluster and sample, γ(zN,k), are acting
as weights that determine how important a given sample is for the computation of the
parameters of each of the k regressors.

3.1.3 Predictive distribution

The predictive distribution enables us to obtain an estimation of the output, ŷ?, given a new
test observation x?. In this case, the output of the k-th regressor is given by y?k = w>k x?+εk.
Therefore, the probability distribution of y? given the test observation together with the
training data and the inferred model parameters is given by

p(y?|x?,X,y,θ) =

K∑
k=1

p(z?k|x?,θ)p(y?|z?k = 1,x?,X, y,θ), (3.32)

where
p(z?k|x?,θ) =

p(z?k,x
?|θ)∑K

j=1 p(z
?
j ,x

?|θ)
=

πkN (x?|µk,Σk)∑K
j=1 πjN (x?|µj ,Σj)

= γ?k . (3.33)

These test responsibilities take a similar role to that of the training responsibilities from
(3.11). The difference lies in the fact that in the test phase we don’t have access to the real
value of the regression target and therefore we cannot incorporate this information to the
calculation of each γ?k .

To obtain the predictive distribution, we begin with the fact that the distribution of
the target variable for a test sample given the indicator latent variable, z?k, is as follows:

p(y?k|z?k,x?,X,y,θ) = N (y?k|w>k x?,β−1k ). (3.34)

Therefore, we arrive at the following mixture of Gaussians for the final predictive distribution:

p(y?|x?,X,y,θ) =
K∑
k=1

γ?kN (y?k|w>k x?,β−1k ) (3.35)

Once we have computed the predictive distribution, we can obtain a point estimation
of y?. As an example, the MSE estimation can be computed as the expected value of
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p(y?|x?,X,y,θ):

ŷ?MSE = E{y?|x?,X,y,θ}

=

K∑
k=1

γ?kE{y?k|x?,X,y,θ}

=
K∑
k=1

γ?kw
>
k x?.

(3.36)

This estimation is essentially the sum of the outputs of the K regressors weighted by the
test responsibilities, γ?k , which translates to the minimum square error (MSE) estimator.
The maximum a posteriori (MAP) estimator, ŷ?MAP , can also be implemented by using the
output of the regressor associated to the highest value of p(z?k|x?,θ) as the estimated value
for y?.

3.1.4 Model extensions

We now present some minor modifications to the standard version of CWLM that can be
easily applied to obtain a more powerful, robust and expressive model.

Regularization term An L2 regularization Hoerl and Kennard [1970] on the regression
weights can be included in the model with barely any modifications to the algorithm. This
regularization term is introduced to the model in (3.28), which now becomes

wk = (X>ΓkXβk + ηI)−1X>Γkβky. (3.37)

The free parameter η acts simply as a regularization constant, and must be cross-validated
to determine its optimal value without over-fitting the training data. This result is akin to
assuming a Gaussian prior on the regression weights, where p(w|η) = N (w|0, η−1I).

Multi-output prediction The model can be easily extended to perform basic multi-
output prediction, provided we assume complete independence of the output variables
among themselves. This means that this cannot be considered a true multi-task model.

In this case, the target vector y becomes target matrix Y = [y1, ...,yN ]>, where yi ∈ <T
contains the T target variables for the i-th observation. Note that in this case the number
of responsibilities computed in the E-step grows linearly with T (see (3.11)), meaning that
the number of matrix inversions performed by the regression weight update rule (3.28) also
grows linearly with T . This leaves us with per-task responsibilities

γ(t)(z
(t)
n,k) =

p(xn,y
(t)
n , zn,k|θ)

p(xn,y
(t)
n |θ)

(3.38)

and per-task regression weight update rule

w
(t)
k = (X>Γ

(t)
k X)−1X>Γ

(t)
k y(t). (3.39)
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This severe increase in computational complexity can be avoided by averaging the
responsibilities over all output targets for each observation,

γ̄n,k =
1

T

T∑
t=1

γ(t)(z
(t)
n,k) (3.40)

resulting in a single regression weight update rule in which the new averaged responsibilities
γ̄n,k are arranged in matrix Γ̄k = diag

(
{γ̄1,k, γ̄2,k, . . . , γ̄N,k}

)
.

Multiple input-space views Another modification of the model allows us to use different
characterizations or views of the data for the input mixture of Gaussians and the output
linear regressors, provided there is a one to one correspondence between the samples in
each view. By defining two distinct input data matrices, X† ∈ <(N,D†) and X‡ ∈ <(N,D‡),
we can easily reformulate the M-step and E-step equations by replacing all appearances of
xn with either x†n or x‡n appropriately. For example, it may be beneficial to use a specific
feature extraction of the input data for the input-space clustering and the raw data for the
linear regressors. As we shall see in Section 3.2, this multi-view approach can prove to be
very useful when we wish to exploit different expressions of the input data in the Gaussian
mixture and the linear regression portions of the model.

Sample pruning Finally, samples with low responsibilities can be pruned from the
optimization process at each iteration to help with computational costs. Essentially, leaving
samples out will reduce the computational burden of the matrix inversion in Equation 3.28
(or Equation 3.37 in the case of the regularised version of the model) at the cost of an
approximation error. A threshold for the value of the responsibilities must be preset and
validated. After each E-step, those samples whose responsibilities fall under the threshold
can be eliminated from the subsequent M-step.

3.1.5 Model capabilities

To illustrate the capabilities of the CWLM we have generated a simple synthetic data-set
with one-dimensional input and output spaces so we can visually analyze the problem. As
can be seen in Figure 3.2, the data is arranged in three distinct groups, each associated to
a different cluster and regressor, whose weights, bias terms and observational noise have
been set randomly.

We have fitted three models to this synthetic data-set: a ridge regression model, a
K-Means clustering model with 3 components feeding 3 separate ridge regression algorithms,
and the CWLM model described in Section 3.1.

Figure 3.3 summarizes the results. It’s obvious that, while Ridge Regression does its
best to fit a linear model to the data, it fails to capture any of its structure. Meanwhile, the
K-Means + Ridge Regression approach does a little better at acknowledging the complex
nature of the data, but it still fails to provide an adequate description of the underlying
structure due to its inability to use the information contained in the training targets. On
the other hand, the CWLM model manages to correctly identify the three clusters and
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Figure 3.2: Synthetic data-set designed to illustrate the capabilities of CWLM.

accurately estimate the values of the weights and bias terms. Given the mixed distribution
nature of the model, and to the best of our knowledge, an analytical expression for the
confidence intervals of the prediction cannot be explicitly obtained. However, the predictive
model (see (3.35)) does provide a full probability distribution for the test target predictions.
This can be used as an intuitive indicator of the confidence in the predictions for a given
region of the output space. This can be seen in Subfigure 3.3 (f), in which predictions
that fall within areas delimited by strong contours will offer higher confidence levels. We
will illustrate the usefulness of this notion in Section 3.2.5 in the context of power load
forecasting.

3.2 The Clusterwise Linear Model applied to power load fore-
casting

The goal of this section is to evaluate the ability of the CWLM to gain valuable insight into
the structure of the data in the context of power load profiling, while achieving competitive
forecasting performance scores. For this purpose we have worked with power load data-sets
belonging to two North American Regional Transmission Organizations (RTOs).

3.2.1 Data-set description

The first RTO is ISO New England (ISO) [ISO New England, 2021], which serves the states
of Massachusetts, Connecticut, Maine, New Hampshire, Vermont and Rhode Island. As
is typical of RTOs, they provide an public online repository of historical power load data.
We have used data from all its member utilities which has been aggregated into a single
time-series, spanning from January 2011 to December 2018. The data consists of hourly
samples arranged as a time-series. The corresponding hourly measurements of ambient and
dew-point temperatures were included as input variables to enhance the overall performance
of the models. This meteorological data was obtained from the public NOAA repository.

The second RTO is PJM Interconnection LLC (PJM) [PJM Interconnection LLC, 2021],
which in turn serves all or part of Delaware, Illinois, Indiana, Kentucky, Maryland, Michigan,
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(a) (b) (c)

(d) (e) (f)

Figure 3.3: Model training and evaluation on the synthetic data-set. The subfigures on
the top row show the results of fitting to the training set a Ridge Regression model (a),
a K-means + Ridge Regression model (b) and the CWLM model (c), respectively. The
subfigures on the bottom row show the predictions on a test set for the three models.
Subfigure (f) also depicts the predictive distribution contour-plot for the CWLM model.

New Jersey, North Carolina, Ohio, Pennsylvania, Tennessee, Virginia, West Virginia, and
the District of Columbia. As is the case with ISO New England, PJM provides a public
repository that includes data from all their partner utilities, with each utility serving a
distinct zone. For this experiment we have selected four different zones: East Kentucky
Power Cooperative (EKPC), Dayton Power and Light Company (DAY), Pennsylvania
Electric Company (PN) and Commonwealth Edison Company (CE), resulting in four
individual time-series. In this case we used data from 2014 to 2017. Again, we are using
hourly samples. Regrettably, meteorological data was not available in this case.

For both data-sets we decided to focus on a daily structuring of the data to find out if
specific daily behaviour patterns can be automatically identified and if these patterns can
be exploited to improve the accuracy of our forecast. To achieve this we rearranged the
yearly time-series into successive 24 hour time-series.

In the case of the ISO data, the ambient and dew-point temperature data are appended
as input variables. Therefore each input sample for the ISO experiment is characterised
by 72 variables: 24 successive power load values, 24 successive temperature values and 24
successive dew-point values.

In both experiments, the prediction targets for each daily sample are the 24 hours of
the following day. We are therefore using the multi-target version of the model as described
in Section 3.1.4.

Note that, since the main goal of this study is to gain interpretability, we have prioritised
data that was relevant to this task. Specifically, we have focused on years that were as close
to the test set as possible and that had the most complete daily samples, to ensure that
seasonal and daily patterns were as best represented as possible. This results in smaller
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data-sets than those used in other studies.

3.2.2 Baseline forecast models

In order to gauge the performance of the CWLM algorithm described in Section 3.1, we
have established two distinct baseline model families. The first consists of standard models
which do not feature any clustering components. The second consists of models that do
introduce a clustering stage similar to that of the CWLM.

Beginning with the standard models, we first introduce the Ridge Regression (RR)
algorithm [Golub et al., 1999]. Similarly to the CWLM, RR can be extended to perform
multi-output predictions provided we assume complete independence between individual
outputs (see the multi-output formulation for the CWLM in Section 3.1.4). This model
was chosen in order to have a linear regression baseline for reference. The second standard
model is the Support Vector Machine adapted to regression (SVR) using the epsilon method
Drucker et al. [1997]. A Gaussian kernel was chosen to provide a non-linear baseline
model. Since SVR cannot perform multi-output regression, 24 SVR models were trained
simultaneously while sharing the same kernel and regularization parameter values.

As for the clustering baseline models, the first is the K-Means + Ridge Regression
(KM-Reg) algorithm, a simple approach to clustered regression in which K-Means is used
to separate the training data into K different groups, which are then fed to K independent
ridge regression models. Note that this approach allows us to use multiple input-space
views in the same manner that is described in 3.1.4 for CWLM. This model is also used
in the synthetic example from Section 3.1. The second of the clustering baselines is the
Gaussian Mixture Model + Ridge Regression (GMM-Reg) algorithm. This is a more
nuanced approach to clustered regression in which clustering is achieved by applying a
Gaussian Mixture Model (GMM) to the input data and then training K ridge regression
models with the full data-set, but using the likelihoods from the GMM model as sample
weights. The final output is therefore the sum of the K regression outputs weighted by the
GMM likelihoods for each sample and cluster. As is the case for the CWLM and KM-Reg
approaches, this model admits multiple input-space views.

3.2.3 Experimental setup

The ISO data-set was split up into a training partition, containing all data from January
2011 to December 2016; a validation partition, containing all data from the year 2017, used
to optimize all model hyperparameters; and a test partition, containing all data from the
year 2018, used to analyze the generalization capabilities of each model.

As for the partitioning of the PJM data-set, samples from 2014 to 2016 were used for
both training and validation. In this case, the validation set consists of randomly and
uniformly selected samples, with a size equal to 20% of the total number of data-points
from this time period. The rest of the samples from the 2014-2016 range were used as the
training partition. All data from 2017 was used as the test partition.

The optimal values for all the relevant parameters were obtained after a thorough
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exploration using the validation partition:

• The regularization parameter, λ, for the Ridge Regression, KM-Reg and GMM-Reg
models, was explored in the range λ ∈ [10−4, 102].

• The regularization parameter, η, for the CWLM algorithm, was explored in the range
η ∈ [10−4, 102].

• The Gaussian kernel parameter, γ, for the SVR model was explored in the range
γ ∈ [10−4, 103].

• The number of clusters for the CWLM algorithm as well as the KM-Reg and GMM-Reg
models was explored in the range K ∈ [2, 40].

All data was normalized row-wise so that every time-series lays between the values
of 0 and 1. This row-wise normalization was applied in order to retain the shape of the
time-series while ensuring an adequate scaling of the data.

For the ISO data-set, we applied both the standard and the multi-view versions of the
CWLM, KM-Reg and GMM-Reg algorithms. The standard models received the full input
data matrix, containing both the power load and meteorological data. For the multi-view
models, we fed the full input-data matrix to the regression portion of the algorithms,
whereas the input clustering portion of the algorithms only received the power load portion
of the input-data. Each new sample is generated by moving the time window 24 hours into
the future. Therefore, the output targets from the previous day become the input features
for the following day. The input matrix is thus a Toeplitz matrix with regard to the power
load data.

Since the PJM data-set is not augmented with meteorological data, only the standard
version of the clustering algorithms was used.

To evaluate the performance of the models described above, we have chosen to use
the following metrics, where yn is the true target value for the n-th test sample, ŷn is the
predicted target value for the n-th test sample, ȳ = 1

Ntest

∑Ntest
n=1 yn is the average of the

true test target values and Ntest is the size of the test set:

• Mean Absolute Percentage Error (MAPE), defined as:

MAPE =
100%

Ntest

Ntest∑
n=1

∣∣∣∣yn − ŷnyn

∣∣∣∣ (3.41)

A lower MAPE implies better performance.

• Root Mean Squared Error (RMSE) defined as:

RMSE =

(
1

Ntest

Ntest∑
n=1

(yn − ŷn)2
)1/2

(3.42)

• Mean Absolute Error (MAE), defined as:

MAE =
1

Ntest

Ntest∑
n=1

|yn − ŷn| (3.43)
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• Coefficient of Determination (R2), defined as:

R2 = 1−
∑Ntest

n=1 (yn − ŷn)2∑Ntest
n=1 (yn − ȳ)2

(3.44)

Where the best possible score is 1, a score of 0 implies that the regressor is doing
no better than simply estimating the target mean and negative scores are possible
(because the model can be arbitrarily worse).

3.2.4 Performance analysis

Tables 3.1 and 3.2 summarize the performance results for the ISO and PJM data-sets for all
methods under study, with their respective parameters validated according to the procedure
described in Section 3.2.3.

While the differences in performance are not large, the clustered regression models do
gain an edge over Ridge Regression. Overall, the CWLM algorithm comes on top in all
metrics for both data-sets, with the multi-view version offering further performance gains
in the case of the ISO data-set.

Of interest is the performance difference of the SVR model in both data-sets: in the
case of ISO, SVR achieves the worst scores while for PJM it comes very closely tied to
CWLM in MAPE and MAE, although CWLM achieves slightly better results in R2 and
RMSE. This suggests that the forecast problem for the ISO data is far more linear. In
such a scenario, non linear models like the SVR with a Gaussian kernel will tend to overfit.
Meanwhile CWLM is able to exploit the linearity of the ISO data to generalize better, while
offering the interpretability gains which will be described in Section 3.2.6.

Model Clusters MAPE R2 RMSE MAE

Ridge Regression - 4.53 0.81 661.1 135.7
SVR - 5.14 0.79 654.2 148.5
KM-Reg 4 4.36 0.83 626.8 129.8
GMM-Reg 6 4.37 0.83 621.3 129.5
CWLM 6 4.34 0.84 620.5 128.8
Multi-View KM-Reg 6 4.36 0.83 626.8 129.7
Multi-View GMM-Reg 4 4.43 0.82 634.8 131.7
Multi-View CWLM 4 4.26 0.85 619.6 127.7

Table 3.1: ISO data-set - Test performance for all models.

3.2.5 Advantages of the predictive model

Figure 3.4 shows the real and forecast power load values for a randomly selected week
from the ISO test partition. At the same time, it maps the probability density from the
predictive distribution defined in Equation (3.35). Darker regions indicate high probability
density, which translates into higher predictive confidence. Lighter regions indicate a more
diffuse probability density, therefore suggesting a lower predictive confidence.
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Models Clusters MAPE R2 RMSE MAE

Ridge Regression - 5.97 0.978 1477.5 236.9

SVR - 5.48 0.987 1392.5 214.9

KM-Reg 10 5.97 0.987 1467.0 233.2

GMM-Reg 7 5.70 0.989 1424.8 221.7

CWLM 13 5.49 0.990 1385.6 214.7

Table 3.2: PJM data-set - Test performance for all models.

The figure shows consistently high predictive confidence during the night and early
mornings. This is backed by how closely the forecast curve follows the real curve during
these time periods. On the other hand, the probability density disperses during the busier
times of the day and the afternoon. Again, this is reflected by a worsening of the quality of
the forecast values.

As the predictive function allows us to visually establish an intuition of the confidence
in our predictions, our model can be used to determine times of the day during which a
higher volatility in the demand is to be expected, which in turn will influence the resource
allocation strategies that need to be put in place.

Figure 3.4: Power Load prediction using the CWLM algorithm: forecast vs real values for
a randomly selected week in the ISO test partition. Also shown is the probability density
map for the forecast values.

3.2.6 Interpretability analysis: daily load profiling.

The main goal of this study is to evaluate the interpretability gains for power load profiling
provided by the CWLM algorithm. For this purpose, we focus on the nature of the data
assigned to each cluster.

Beginning with the ISO data-set, Figures 3.5 and 3.6 allow us to evaluate the profiling
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capability of the CWLM algorithm in the multi-view configuration and of the basic KM-Reg
approach2. Each figure shows us three different visualizations for each of the four clusters:
the first graph represents the cluster centroid together with all its member samples; the
second one is a histogram representing the frequency with which each day of the week is
represented in the cluster; finally the third plot represents a second histogram showing the
frequency with which each month of the year is represented in the cluster.

Figure 3.5 clearly shows that there are strong patterns that have been automatically
identified by the multi-view CWLM algorithm. The first and second clusters are dominated
by days belonging to the colder months of the year, whereas the third and fourth clusters
mostly contain warmer days. Furthermore, the first and third clusters are very highly
populated by weekend days, whereas cluster two and four are mostly composed of weekdays.

On the other hand, Figure 3.6 shows that the nature of the clusters selected by KM-Reg
is far less clear cut. Some seasonal and daily patterns can be identified in these graphs, but
we argue that the overall insight is not as “sharp” as that of the multi-view CWLM, which
has very explicitly exploited seasonal and daily patterns, identifying interesting behavioural
profiles in the data.

An analysis of the results obtained by the CWLM for the PJM data-set shows that
most clusters are associated to specific utilities. For instance clusters 3 and 4 concentrate
data from EKPC, whereas clusters 2 and 7 are mostly comprised of data from CE. We
have therefore split our analysis between Figures 3.7, 3.8 and 3.9, each corresponding to a
utility-specific set of clusters. Each figure features three subfigures: subfigure (a) shows
the number of members for a given utility in each cluster, justifying the utility profile for
each cluster; subfigure (b) reflects the proportion of weekdays and weekends per cluster;
subfigure (c) shows how represented each month of the year is in each cluster. From these
figures we can see that:

• Clusters associated to EKPC (Figure 3.7) don’t seem to distinguish between weekends
and weekdays. They do however show a clear seasonal dependence: cluster 3 is
composed mostly of spring and autumn months, Cluster 4 is dominated by summer
months and clusters 12 and 13 show a strong presence of winter months.

• In the case of clusters associated with CE (Figure 3.8), we do find a strong distinction
between weekdays and weekends as well as a seasonal component. For instance,
cluster 2 is dominated by the warmer months and, as is to be expected due to the
presence of summer vacations, weekends and weekdays appear to be mixed. Clusters
7 and 8 clearly show weekday behaviours for the rest of the year. Finally, cluster 9
models weekends throughout the year.

• Interestingly, Figure 3.9 shows that utilities PN and DAY tend to share similar
behaviours and therefore appear grouped in the same clusters. Going into more
detail, clusters 1 and 11 again show hot summer months and spring-autumn months,
respectively. Cluster 2 also models hotter months and cluster 5 focuses on summer
and autumn weekends. Finally, clusters 6 and 10 are associated to cold months.

2For simplicity’s sake, only the multi-view CWLM and the KM-Reg algorithm are shown, since they
both selected the same number of clusters.
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(a) Cluster 1: Cold Months, Weekends.

(b) Cluster 2: Cold Months, Weekdays.

(c) Cluster 3: Warm Months, Weekends.

(d) Cluster 4: Warm Months, Weekdays.

Figure 3.5: Multi-view CWLM profile visualization for the ISO New England data-set.
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(a) Cluster 1.

(b) Cluster 2.

(c) Cluster 3.

(d) Cluster 4.

Figure 3.6: K-Means + Ridge Regression profile visualization for the ISO New England
data-set.

52



(a) Areas per cluster. (b) Weekdays vs. weekends per cluster.

(c) Months per cluster.

Figure 3.7: CWLM model visualization for the PJM data-set - EKPC.

Visualizations for the PJM data-set results of the GMM-Reg and the KM-Reg models
can be seen in Figure 3.10 and Figure 3.11, respectively. These figures represent the number
of samples from each utility assigned to each cluster. Here we can see that GMM-Reg tends
to also discriminate utilities quite well, particularly in the case of EKPC and PN. However,
its lack of predictive performance (Table 3.2) suggests that these clusters are not as relevant
as those obtained by CWLM. Finally, KM-Reg is incapable of even discriminating utilities
in a meaningful way, as well as having the worst performance out of all the clustering
models.
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(a) Areas per cluster. (b) Weekdays vs. weekends per cluster.

(c) Months per cluster.

Figure 3.8: CWLM model visualization for the PJM data-set - CE.
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(a) Areas per cluster. (b) Weekdays vs. weekends per cluster.

(c) Months per cluster.

Figure 3.9: CWLM model visualization for the PJM data-set - PN DAY.

Figure 3.10: GMM-Reg model visualization for the PJM data-set.
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Figure 3.11: KM-Reg model visualization for the PJM data-set.
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Chapter 4

Multitask Gaussian Processes in
Power Load applications

In this chapter we introduce a novel approach to the multi-task Gaussian process (MTGP)
regression scenario. Our model tackles the complexity of the problem by reducing it to a
set of conditioned univariate GPs, or conditional one-output likelihood GPs. Hence we
have dubbed the model the Cool-MTGP. Our proposal eliminates the need for any low
rank approximations that other approaches present. At the same time, through the use of
both a hierarchical and an approximate inference strategy, we are capable of modelling full
multitask covariance and noise matrices while reducing the overall number of parameters to
be learnt and avoiding the validation of any model hyperparameters. This in turn reduces
both the overall complexity of the model and the risk of overfitting.

A series of experiments over general synthetic and real problems confirm the advantages
of this inference approach in its ability to accurately recover the original noise and signal
matrices, as well as the achieved performance improvement in comparison to other state of
art MTGP approaches. We have also integrated the model with standard GP toolboxes,
showing that it is computationally competitive with state of the art options.

Finally, we have applied our model to a short term power load forecasting scenario in
which we obtain a day-ahead prediction by considering the 24 hours as inter-dependent
target variables. The model is again compared to other MTGP approaches, which it
manages to outperform. We also analyse the nature of the predictive posterior, as well
as the estimated multitask covariance and noise matrices, with the goal of improving our
understanding of the power load forecasting problem.

The results presented in this chapter have been submitted in a paper to the Neurocom-
puting journal and are pending revision.

4.1 Introduction to the Multitask Gaussian Process

MTGPs are the GP framework’s solution for multi-output regression where the T elements
of the output variable cannot be considered conditionally independent given the observations.
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As was discussed in Chapter 1, several different approaches have been proposed to tackle
this problem. We shall focus on the idea initially proposed in Bonilla et al. [2008], where
the covariance structure of the GP is established through the Kronecker product between
the input kernel matrix and an intertask covariance matrix.

Let us establish a formal definition of the multi-task regression problem. Given the set
of observations xn ∈ RD with n = 1, . . . , N and a transformation φ(·) into a reproducing
kernel Hilbert space H, the general expression for the MT regression problem of estimating
T regressors or tasks, y1:T,n = [y1,n . . . yT,n]> with yt,n ∈ R given input φ(xn) = φn results
in the model

y1:T,n = W>
1:Tφn + en, (4.1)

with W1:T = [w1, · · · ,wT ] acting as a mixing matrix where wt ∈ H, and en ∈ RT

representing the model noise. To complete this probabilistic model, the following inter-task
noise distribution and weight prior are assumed:

p(en) = N (en|0,Σ1:T,1:T )

p(vect(W1:T )) = N (vect(W1:T )|0,C1:T,1:T ⊗Σp),
(4.2)

where vect(·) is a column-wise vectorization operator and ⊗ is the Kronecker product.
Matrix Σp models the covariances between the elements of wt and it is common for all
the tasks. This considers that the correlation between the noise elements of different tasks
is represented through the noise covariance Σ1:T,1:T , and relationships between tasks are
modelled with the intertask covariance C1:T,1:T .

In order to do Bayesian inference we define the multitask likelihood

p (vect(Y1:T )|Φ,W1:T ) =
N∏
n=1

N (y1:T,n|ȳ1:T,n,Σ1:T,1:T ) =

= N (vect(Y1:T )|vect(Ȳ1:T ),Σ1:T,1:T ⊗ I)

(4.3)

where Φ = [φ1, . . . ,φN ], Y1:T = [y1:T,1, . . . ,y1:T,N ], and the bar notation ū denotes the
expectation of any random variable u; in particular, Ȳ1:T = W>

1:TΦ. Now, we can obtain
the marginal likelihood (marginalizing the influence of W):

p (vect(Y1:T )|Φ,C1:T,1:T ,Σ1:T,1:T )

= N (vect(Y1:T )|0,C1:T,1:T ⊗Φ>ΣpΦ + Σ1:T,1:T ⊗ I)
(4.4)

The estimation of matrices Σ1:T,1:T and C1:T,1:T is obtained through the maximization of
(4.4). Finally, the predictive posterior, f∗1:T = [f∗1 · · · f∗T ]>, for test sample φ∗ is constructed
as:

p(f∗1:T |φ∗,y1:T ,Φ) = N (f∗1:T |f̄∗1:T ,C∗)

f̄∗1:T =
(
C1:T,1:T ⊗ k>∗

)
(C1:T,1:T ⊗K + Σ1:T,1:T ⊗ I)−1 vect(Y1:T )

C∗ = C1:T,1:T ⊗ k∗∗
−
(
C1:T,1:T ⊗ k>∗

)
(C1:T,1:T ⊗K + Σ1:T,1:T ⊗ I)−1 (C1:T,1:T ⊗ k∗) ,

(4.5)

where vector k∗ = Φ>Σpφ
∗ contains the dot products between the test sample φ∗ and

the training dataset Φ, K = Φ>ΣpΦ is the matrix of dot products between the data, and
k∗∗ = φ∗>Σpφ

∗.

58



As was previously stated, the definition of the multitask covariance matrix as the
Kroneker product of the intertask matrix C1:T,1:T and the input kernel matrix Σp was first
presented in Bonilla et al. [2008]. One simplification the authors make is the assumption
that the noise is independent and identically distributed across tasks, i.e., its matrix is
σ2I. The main issue, however, lies with the fact that specifying a full rank C1:T,1:T requires
a computational cost of O(N3T 3) and the inference of T (T − 1)/2 parameters, which is
unaffordable if T is large. In order to circumvent these problems, the authors use a low-rank
approximation of order P of C1:T,1:T , C1:T,1:T ≈ UλU> + σ2I, so that the number of
parameters to be learnt is reduced from O(T 2) to O(TP ) and the computational burden
of the method is reduced from O(N3T 3) to O(N3T 2P ). Importantly, hyperparameter P
must be cross validated in order to obtain matrices that are representative of the process
to be modelled. The authors usually choose a low value for parameter P in order to
reduce the model complexity. In the particular case where P = 1, this model simplifies
into the well-known intrinsic coregionalization model (ICM) (see Goovaerts et al. [1997]),
allowing for significant computational savings. Further computational efficiency is obtained
by the authors of Stegle et al. [2011] through an efficient inversion of the MT covariance
matrix and a combination of properties of the singular value decomposition (SVD) and the
Kronecker product. This achieves a reduction of the computational cost from O(N3T 2P )

to O(N3 + T 3).

The formulation we have established so far is also formally identical to that of the model
presented in Rakitsch et al. [2013], where the authors introduce a full covariance matrix
for the intertask noise dependencies. This model is more realistic and greatly improves on
the predictive performance of the previous approaches, however it suffers from the same
drawbacks: it requires inference over a large number of parameters and the same low rank
approximation hyperparameter P needs to be obtained through cross-validation or another
suitable strategy.

4.2 Parameter learning through conditional one-output like-
lihood for MTGPs

We shall now introduce a novel methodology based on a conditional one-output likelihood
MTGP (Cool-MTGP) where the previous MTGP formulation is decomposed into a set of
T conditioned one-output GPs. This methodology reduces the number of parameters to be
learnt to twice the number of tasks T without assuming any low rank approximation and,
therefore, eliminating the need to adjust additional hyperparameters.

4.2.1 MT likelihood as a product of conditional one-output distributions

Let us consider a model whose output corresponding to input φn in the t-th task is given by
a linear combination of both the input data and the output of the previous tasks, y1:t−1,n,
i.e.,

yt,n = φ>nwx,t + y>1:t−1,nwy,t + εt,n (4.6)
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Figure 4.1: Graphical model for the conditional one-output likelihood MTGP model

where εt,n ∼ N (0, σ2t ) is the noise process for task t and the weight vector of each factorized
task is split into two components: weight wx,t ∈ H for the input data and weight wy,t ∈ Rt−1

for the previous tasks. This model is closely related to the original MTGP described in
Section 4.1 since, given the values of wx,t and wy,t, one can recursively recover the original
weights wt as:

wt = wx,t + W1:t−1wy,t. (4.7)

We can now apply the chain rule of probability to the original joint MT likelihood to factorize
it into a set of conditional probabilities, each associated to a conditional one-output GP:

p (vect(Y1:T )|Φ,W1:T ) = p(yT |Y1:T−1,Φ,wx,T ,wy,T )·
· p(yT−1|Y1:T−2,Φ,wx,T−1,wy,T−1) . . . p(y2|y1,Φ,wx,2,wy,2)·
· p(y1|Φ,wx,1),

(4.8)

where the likelihood for each of these conditioned GPs is given by:

p(yt|Y1:t−1,Φ,wx,t,wy,t) = N (yt|Φ>wx,t + Y>1:t−1wy,t, σ
2
t I). (4.9)

And the prior over the input weight components wx,t is defined as:

p(wx,t) = N (wx,t|0, btΣp), (4.10)

where Σp assumes a common prior for all tasks scaled by a task-dependent factor bt.

This approach assumes that wx,t are latent variables modelled with a prior distribution,
whereas previous task weights wy,t are defined as model parameters (see the graphical
model in Figure 4.1(a)); this way, for each task we generate a conditioned one-output
likelihood GP (Cool-GP) with mean w>y,ty1:t−1 and covariance btK:

Cool-GPt ∼ GP
(
w>y,ty1:t−1, btK

)
(4.11)

This guarantees that the model remains Gaussian, allowing us to recover the original
MTGP joint likelihood from the set of Cool-GP likelihoods, as defined in (4.9).
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4.2.2 Parameter learning and model inference

In order to optimize the model in Figure 4.1(a), we need to learn the input prior factors
b1:T = [b1, . . . , bT ], the noise covariances σ2

1:T =
[
σ21, . . . , σ

2
T

]
, the common kernel param-

eters θ and, additionally, the weights of the previous tasks wy,1, . . . ,wy,T . To reduce
the number of parameters to be learnt we propose two approaches to infer the values of
wy,1, . . . ,wy,T with a closed expression instead of having to learn their values with gradient
descent approaches; in this way, the model complexity is reduced to 2T parameters plus
the kernel parameters to be learnt.

A hierarchical approach for Cool-MTGP learning

This first approach proposes to solve the Cool-GP, depicted in Figure 4.1(a), by means of a
hierarchical methodology based on a two step learning process.

In the first step, we consider the model introduced in Figure 4.1(b) and define a prior
distribution for each wy,t with the form

p(wy,t) = N (wy,t|0, I), (4.12)

that will be used together with the independent prior assigned to wx,t,

p(wx,t) = N (wx,t|0, btΣp), (4.13)

to infer a joint posterior probability of both sets of parameters. This joint posterior
distribution can be found as an extension of the inference applied to the standard GP
[Rasmussen and Williams, 2006] as

p ([wx,t,wy,t] |Φ,Y1:t) = N
(
[wx,t,wy,t] | [w̄x,t, w̄y,t] ,A

−1
t

)
, (4.14)

where the inverse of the posterior covariance is

A−1t = σ−2t

[
Φ

Y1:t−1

][
Φ

Y1:t−1

]>
+

[
btΣp 0

0 I

]−1
. (4.15)

The posterior mean in turn provides us with the MAP estimation of the weight vector wy,t,
given by

w̄y,t = σ−2t A−1t Y1:t−1yt. (4.16)

Alternatively, the solution for the dual vector of wy,t has the same formal expression as
those of a standard GP Rasmussen and Williams [2006], but using a composite kernel
matrix Kxy,t = btK + Y>1:t−1Y1:t−1 + σ2t I:

αy,t = K−1xy,tyt. (4.17)

Therefore, equation (4.16) can be redefined as

w̄y,t = Y1:t−1αy,t. (4.18)

Note that this process is equivalent to training a GP with zero mean and covariance
matrix btK + Y>1:t−1Y1:t−1 (as depicted in the model in Figure 4.1(b)); this way, w̄y,t has
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the formal expression of a standard GP as described in Chapter 2, where the input data
kernel K matrix is rescaled by factor bt plus a linear kernel matrix for the previous tasks
outputs.

In the second step of the hierarchical model, we learn the remaining parameter values
(b1:T , σ2

1:T and θ) by going back to the original cool-GP of Equation (4.11) and Figure
4.1(a), where wy,t is substituted by its MAP estimation.

We can then learn the model parameters (b1:T ,σ
2
1:T ,θ) by maximizing the joint log-

likelihood over all the tasks, given by

log p
(
Y1:T |Φ, w̄y,1, . . . , w̄y,T ,b1:T ,σ

2
1:T ,θ

)
=

T∑
t=1

log p
(
yt|Φ,Y1:t−1, w̄y,t, bt, σ

2
t ,θ
)
.

(4.19)

To obtain each one of the conditional one-output likelihoods at the right hand side of
Equation (4.19), we consider the prior N (wx,t|0, btΣp) for parameters wx,t and marginalize
the likelihood with respect to wx,t, resulting in a Gaussian distribution with the expression

p(ỹt|Φ, bt, σ2t ,θ) = N (ỹt|0, btΦ>ΣpΦ + σ2t I) = N (ỹt|0,Kx,t), (4.20)

where we make use of the notation ỹt = yt− w̄>y,tY1:t−1 and Kx,t = btK +σ2t I, which takes
advantage of the fact that term w̄>y,tY1:t−1 is considered constant and can then be used as
a mean subtracted from the random variable yt.

Substituting this expression into (4.19), we obtain the joint log-likelihood over all the
tasks:

log p
(
Y1:T |Φ, w̄y,1, . . . , w̄y,T ,b1:T ,σ

2
1:T ,θ

)
=

T∑
t=1

log p
(
ỹt|Φ, bt, σ2t ,θ

)
=

=
T∑
t=1

−1

2
ỹ>t K−1x,tỹt −

1

2
log |Kx,t| −

N

2
log 2π.

(4.21)

The parameter inference criterion consists of the maximization of this log likelihood
through gradient ascent with respect to them. The derivatives with respect to each one of
the common parameters θ are

∂

∂θj
log p

(
Y1:T |Φ, w̄y,1, . . . , w̄y,T ,b1:T ,σ

2
1:T ,θ

)
=

=

T∑
t=1

(
−1

2
ỹ>t K−1x,t

∂Kx,t

∂θj
K−1x,tỹt −

1

2
trace

(
K−1x,t

∂Kx,t

∂θj

))
.

(4.22)

For the task dependent parameters, b1:T and σ2
1:T , these derivatives are

∂

∂bt
log p

(
Y1:T |Φ, w̄y,1, . . . , w̄y,T ,b1:T ,σ

2
1:T ,θ

)
=

= −1

2
ỹ>t K−1x,t

∂Kx,t

∂bt
K−1x,tỹt −

1

2
trace

(
K−1x,t

∂Kx,t

∂bt

)
,

(4.23)
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∂

∂σ2t
log p

(
Y1:T |Φ, w̄y,1, . . . , w̄y,T ,b1:T ,σ

2
1:T ,θ

)
=

= −1

2
ỹ>t K−1x,t

∂Kx,t

∂σ2t
K−1x,tỹt −

1

2
trace

(
K−1x,t

∂Kx,t

∂σ2t

)
.

(4.24)

Note that the derivatives of the common parameters θ are the sum of the partial
derivatives for each task, which implies maximizing the joint multitask likelihood; whereas
the derivatives of task dependent parameters, b1:T and σ2

1:T , only depend on their associated
factorized likelihoods. The parameter inference algorithm consists of the estimation of αy,t

and wy,t with equations (4.17) and (4.18) and, later, the optimization of the log likelihood
in equation (4.21) with respect to parameters θ,b1:T ,σ

2
1:T through gradient ascent with

the use of (4.22), (4.23) and (4.24). The process must be repeated until some convergence
criterion has been reached.

Finally, the dual parameters corresponding to the MAP estimation of the input related
parameter vector can be computed as

w̄x,t = Φαt (4.25)

where αt = K−1x,t

(
yt − w̄>y,tY1:t−1

)
. The complete inference process is summarized in

Algorithm 1.

An approximate approach for Cool-MTGP learning

The hierarchical approach requires a matrix inversion for the computation of αy,t and
another inversion of Kx,t for the gradient descent and the computation of αt. This can
prove to be very computationally expensive. In this section we introduce an approximated
inference approach that only uses a single learning step, requiring only one matrix inversion.

To simplify the hierarchical learning approach, we can assume a prior for both wx,t and
wy,t to learn the parameters and infer their variables wx,t and wy,t with a common model.
In fact, considering that wy,t and wx,t are given by (4.10) and (4.12) the model for each Cool-
MTGP consists of a Gaussian Process with zero mean and covariance btK + Y>1:t−1Y1:t−1

(the same GP defined by the first step of the hierarchical model as shown in Figure 4.1(b)).

With this new scheme, the joint marginalized MT likelihood can be approximated by
the following set of conditional one-output likelihoods1

T∑
t=1

log p
(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=

= −
T∑
t=1

(
1

2
y>t K−1xy,tyt +

1

2
log |Kxy,t|+

N

2
log 2π

)
,

(4.26)

1Note that each conditional one output likelihood is Gaussian. However, their covariances depend on
Y1:t−1, so their products do not return the equivalent marginalized MT likelihood Gaussian distribution,
but rather an approximation.
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Algorithm 1: Hierarchical Cool-MTGP
σ2

1:T ,b1:T ,θ,α1:T ,wy,1, . . . ,wy,T = Hierarchical_Cool_GPs(X,Y1:T ,K)
Data: X (inputs), Y1:T (multi-output targets), K (covariance function)
// Randomly initialize parameters
σ2

1:T ,b1:T ,θ

// Compute kernel matrix of the input data
K = K(X,X;θ)

// Infer parameters of factorized GPs
while Likelihood maximum is not reached do

∆(θ) = 0

for t← 1 to T do
// Step 1: Obtain MAP estimation of wy,t

αy,t =
(
btK + Y>1:t−1Y1:t−1 + σ2

t I
)−1

yt

w̄y,t = Y1:t−1αy,t

// Step 2.1: Update independent parameters

σ2
t , bt ← σ2

t , bt + µ
∂

∂(σ2
t , bt)

log p
(
yt|Φ,Y1:t−1, w̄y,t, bt, σ

2
t ,θ,

)
// Step 2.2: Update gradient for common parameters

∆(θ) ← ∆(θ)+µ
∂

∂θ
log p

(
yt|Φ,Y1:t−1, w̄y,t, bt, σ

2
t ,θ
)

end
θ ← θ + µ∆(θ)

K = K(X,X;θ)

end
// With inferred parameters, obtain final values of the dual variables
for t← 1 to T do

αt =
(
btK + σ2

t I
)−1 (

yt − w̄>y,tY1:t−1

)
end
Result: σ2

1:T (noise variances of factorized GPs) , b1:T (prior amplitudes), θ (kernel or covariance
function parameters) , α1:T (dual variables), w̄y,1, . . . , w̄y,T (MAP estimation previous
task weights)
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where Kxy,t is the full kernel matrix that combines the information of the input data with
that of the previous tasks. We can learn the model parameters by maximizing them using
the following derivatives with respect to the common parameters θ:

∂

∂θj

T∑
t=1

log p
(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=

=

T∑
t=1

(
−1

2
y>t K−1xy,t

∂Kxy,t

∂θj
K−1xy,tyt −

1

2
trace

(
K−1xy,t

∂Kxy,t

∂θj

))
;

(4.27)

and for the task dependent parameters:

∂

∂bt

T∑
t=1

log p
(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=
∂

∂ϑj
log p

(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=

= −1

2
y>t K−1xy,t

∂Kxy,t

∂bt
K−1xy,tyt −

1

2
trace

(
K−1xy,t

∂Kxy,t

∂bt

)
,

(4.28)

∂

∂σ2t

T∑
t=1

log p
(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=
∂

∂σ2t
log p

(
yt|Φ,Y1:t−1, bt, σ

2
t ,θ
)

=

= −1

2
y>t K−1xy,t

∂Kxy,t

∂σ2t
K−1xy,tyt −

1

2
trace

(
K−1xy,t

∂Kxy,t

∂σ2t

)
.

(4.29)

Once the model parameters have been learnt, we can use the joint posterior distribution
of wx,t and wy,t (see (4.14) and (4.15)) to obtain their MAP estimations as:

w̄x,t = Φαt, (4.30)

w̄y,t = Y1:t−1αt, (4.31)

where the dual variables αt are
αt = K−1xy,tyt. (4.32)

Note that, due to the fact that this approach considers wy,t as a latent random variable,
the conditional likelihoods are no longer Gaussian and therefore we cannot ensure that the
original marginalized MTGP likelihood can be exactly recovered. For this reason, we call
this approach approximate.

However, assuming the validity of this criterion, the approximation presents several
advantages. First, this optimization only requires the inversion of matrix Kxy,t, whereas
the exact procedure requires the additional inversion of matrix Kx,t in the first level of
the hierarchic process. Besides, if the kernel is linear, the approximate procedure can be
implemented with the use of standard univariate GP libraries, and a more sophisticated
wrapper that modifies the common parameter inference (or a simple cross validation) can be
used for the common parameters. As shall be discussed in Section 4.4, both approaches show
similar performance, albeit with a slight advantage for the hierarchical process. Algorithm
2 summarizes the main steps of the approximate approach.
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Algorithm 2: Approximate Cool-MTGP
σ2

1:T ,b1:T ,θ,α1:T ,wy,1, . . . ,wy,T = Approximate_Cool_GPs(X,Y1:T ,K)
Data: X (inputs), Y1:T (multi-output targets), K (covariance function)
// Randomly initialize hyperparameters
σ2

1:T ,b1:T ,θ

// Compute kernel matrix of the input data:
K = K(X,X;θ)

// Infer parameters of factorized GPs
while Likelihood maximum is not reached do

∆(θ) = 0

for t← 1 to T do
// Update independent parameters

σ2
t , bt ← σ2

t , bt + µ
∂

∂(σ2
t , bt)

log p
(
yt|Φ, bt, σ2

t ,θ
)

// Update gradient for common parameters

∆(θ) ← ∆(θ)+µ
∂

∂θ
log p

(
yt|Φ, bt, σ2

t ,θ
)

end
θ ← θ + µ∆(θ)

K = K(X,X;θ)

end
// With inferred parameters, obtain final values of the dual variables and MAP

estimation of previous task weights
for t← 1 to T do

αt = K−1
xy,tyt

w̄y,t = Y1:t−1αt

end
Result: σ2

1:T (noise variances of factorized GPs) , b1:T (prior amplitudes), θ (kernel or covariance
function parameters) , αT (dual variables), w̄y,1, . . . , w̄y,T (MAP estimation previous
task weights)

66



4.2.3 Recovering the multitask model

Despite the fact that intertask and noise covariance matrices C1:T,1:T and Σ1:T,1:T are not
made explicit in the conditioned model, they can be recovered from parameters b1:T , σ2

1:T

and the MAP estimation of the weights, w̄y,1, . . . , w̄y,T and Wx,1:T = [w̄x,1, . . . , w̄x,T ].
The general MTGP formulation considers that the joint MT likelihood, which contains the
noise matrix Σ1:T,1:T , is given by

p(vect(Y1:T )|Φ,W1:T ) = N (y1:T |ȳ1:T ,Σ1:T,1:T ⊗ I). (4.33)

Considering the factorization given by (4.8), the factorized likelihoods of (4.9), and applying
the properties of the products of conditional Gaussians (see, e.g. Bishop [2017]), we can
recursively recover the mean ȳ1:T and the covariance terms, which leads us directly to the
MT noise covariance Σ1:T,1:T , as:

ȳt = Φ>w̄t = Φ>wx,t + ȳ>1:t−1

Σt,t = σ2t + w̄>y,tΣ1:t−1,1:t−1w̄y,t

Σt,1:t = Σ>1:t,t = w̄>y,tΣ1:t−1,1:t−1

(4.34)

where it is assumed that Σ1,1 = σ21 and ȳ1 = Φ>wx,1.

For the purpose of recovering covariance matrix C1:T,1:T , two elements are needed: in
first place, an expression relating the multitask weights W1:T to the input related weights
wx,t; and secondly, the joint prior of all wx,t parameters. We assume here that the values
of b1:T and the MAP value of the previous task weights w̄y,1, . . . , w̄y,T have been already
learnt using any of the MTGP approaches proposed above.

So, firstly, to obtain an expression of W1:T as a function of the input parameters wx,t,
we use

ȳt = Φ>w̄t = Φ>wx,t + ȳ>1:t−1w̄y,t (4.35)

to get the following expression:

wt = wx,t + W>
1:t−1w̄y,t, (4.36)

which, extended for t = 1, . . . , T , leads to the following equation system:

W>
1:T =

(
I− W̄y

)−1
W>

x,1:T , (4.37)

where Wx,1:T = [wx,1, · · · ,wx,T ] and

W̄y =


0 0 · · · 0 0

w̄y,2[1] 0 · · · 0 0
...

...
. . .

...
...

w̄y,T−1[1] w̄y,T−1[2] · · · 0 0

w̄y,T [1] w̄y,T [3] · · · w̄y,T [T − 1] 0

 , (4.38)

where w̄y,t[k] is the kth component of vector w̄y,t.

Secondly, in order to identify the joint prior of all wx,t parameters, we formulate it as
the following distribution

p (vect(Wx,1:T )) = N (vect(Wx,1:T )|0,B1:T,1:T ⊗Σp) , (4.39)
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with matrix B1:T,1:T being a cross correlation between tasks. Taking into account that the
diagonal terms of B1:T,1:T are btt = bt (they have been already learnt – see Sections 4.2.2
and 4.2.2), the remaining cross terms can be expressed through the correlation coefficient:

btt′ =
√
btbt′ ρ̂t,t′ , (4.40)

where ρ̂t,t′ can be estimated as

ρ̂t,t′ =
w>x,twx,t′

||wx,t||||wx,t′ ||
. (4.41)

Since this computation depends on variables wx,t and wx,t′ , we can carry it out by
either generating samples from their posterior distribution and obtaining the values of
B1:T,1:T with a Monte Carlo approximation, or by directly considering that Wx,1:T are
given by their MAP estimations. In fact, if we consider the latter approach, the calculation
of the terms of B1:T,1:T can be expressed in a more compact form as:

btt′ =
√
btbt′ ρ̂t,t′ =

√
btbt′α

>
t Kαt′√

α>t Kαtα>t′Kαt′

, (4.42)

where αt = K−1x,t

(
yt − w̄>y,tY1:t−1

)
with w̄y,t given by (4.16) in the hierarchical Cool-MTGP

method, or αt = K−1xy,tyt in the approximate approach.

Finally, the knowledge of matrix B1:T,1:T together with equation (4.37) leads to the
expression of the multitask covariance matrix

C1:T,1:T ⊗Σp = E
{
vect(W1:T )vect(W1:T )>

}
= E

{
vect

(
(I−Wy)−1W>

x,1:T

)
vect

(
(I−Wy)−1W>

x,1:T

)>}
= (I−Wy)−1 E

{
vect(W>

x,1:T )vect(Wx,1:T )
}(

(I−Wy)−1
)>

,

(4.43)

where, by equation (4.39), we see that

C1:T,1:T ⊗Σp = (I−Wy)−1 (B1:T,1:T ⊗Σp)
(

(I−Wy)−1
)>

. (4.44)

Finally, using the Kronecker product properties, it reduces to

C1:T,1:T =
(
I− W̄y

)−1
B1:T,1:T

((
I− W̄y

)−1)>
. (4.45)

The summary of the process is in Algorithm 3.

One might be concerned that this reconstruction process, and therefore the overall
performance of the model, depends on the order in which the tasks are assigned to the
Cool-GPs. However, experimental results show that the reconstruction of the matrices is
consistent for any random permutation of the tasks, confirming that task order shows no
impact.
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Algorithm 3: Cool-MTGP Covariance Recovery
Σ1:T,1:T ,C1:T,1:T ,θ = Cool_MTGP_Learning (X,Y1:T ,K, Type)
Data: X (inputs), Y1:T (multi-output targets), K (covariance function), Type (indicator for

hierarchical or approximate Cool-GPs approach)
// Train a model of Cool-GPs
if Type == hierarchical then

σ2
1:T ,b1:T ,θ,α1:T , w̄y,1, . . . , w̄y,T = Hierarchical_Cool_GPs(X,Y1:T ,K)

end
if Type== approximate then

σ2
1:T ,b1:T ,θ,α1:T , w̄y,1, . . . , w̄y,T = Approximate_Cool_GPs(X,Y1:T ,K)

end
// Compute multitask covariance of noise
Σ1,1 = σ2

1

for t← 2 to T do
Σt,t = σ2

t + w̄>y,tΣ1:t−1,1:t−1w̄y,t

Σt,1:t = Σ>1:t,t = w̄>y,tΣ1:t−1,1:t−1

end
// Compute multitask weights of the prior

C1:T,1:T =
(
I− W̄y

)−1
B1:T,1:T

((
I− W̄y

)−1
)>

where W̄y is given by (4.38), K = K(X,X;θ) and entries t, t′ of B1:T,1:T are given by

btt′ =

√
btbt′α

>
t Kαt′√

α>t Kαtα>t′Kαt′

,

Result: Σ1:T,1:T (noise covariance matrix) and C1:T,1:T (intertask covariance matrix)

4.3 Predictive multitask model

Once the noise Σ1:T,1:T and intertask C1:T,1:T covariance matrices have been obtained using
any of the described methods, we are ready to apply the general predictive model of the
multitask Gaussian process from equations (4.5) (see Section 4.1) to obtain the predictive
model. This is described in Algorithm 4.

Algorithm 4: Cool-MTGP Predictive Distribution
f̄∗1:T , cov(f∗1:T ) = Cool_MTGP_Predictive (X,Y1:T ,K, Type,x

∗)
Data: X (inputs), Y1:T (multi-output targets), K (covariance function), Type (indicator for

hierarchical or approximate Cool-GPs approach), x∗ (test input)
// Inference over MTGP model
Σ1:T,1:T ,C1:T,1:T ,θ = Cool_MTGP_Learning (X,Y1:T ,K,Type )
// Compute kernel matrices
K = K(X,X;θ)

k∗ = K(X,x∗;θ)

k∗∗ = K(x∗,x∗;θ)

// Predictive Mean and Covariance

f̄∗1:T =
(
C1:T,1:T ⊗ k>∗

) (
C1:T,1:T ⊗K) + Σ−1

1:T,1:T ⊗ I
)−1 vect(Y1:T )

cov(f∗1:T ) = (C1:T,1:T ⊗ k∗∗)−
(
C1:T,1:T ⊗ k>∗

) (
C1:T,1:T ⊗K + Σ−1

1:T,1:T ⊗ I
)−1

(C1:T,1:T ⊗ k∗)

Result: f̄∗1:T (predictive mean), cov(f∗1:T ) (predictive covariance)
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(a) R = 5 (b) R = 10 (c) R = 15

P1 = 3, P2 = 5, P3 = 10 P1 = 5, P2 = 10, P3 = 15 P1 = 5, P2 = 10, P3 = 15

Figure 4.2: MSE for all models of the synthetic experiment and different values of the
matrix rank R of the generative model and parameter P for Std-MT and Σ-MT.

4.4 General Experimental Results

In this section we present the first round of experiments in which we tested the Cool-MT
model in a diverse setting of both synthetic and real-world datasets. We evaluate the
model’s predictive performance as well as its ability to accurately recover the intra-task
covarince and inter-task noise covariance matrices. Finally, we discuss its computational
performance compared to that of other stadarnd MTGP models.

4.4.1 Synthetic benchmark

The first round of experiments have been carried out using a a synthetic dataset to compare
the performance of the Cool-MTGP as well as several standard MTGP algorithms to that
of a ground truth model. Following the general model of Section 4.1, the dataset has
been drawn from the likelihood function p(y|X) = N (y|0,C1:T,1:T ⊗K + Σ1:T,1:T ⊗ I),

where K = X>X and the intertask and noise covariance matrices follow the low rank form
C1:T,1:T =

∑R
r=1 crc

>
r (and similarly for Σ1:T,1:T ). We have created independent datasets

for three scenarios in which the C1:T,1:T and Σ1:T,1:T matrices were generated with R values
of 5, 10 and 15. All three cases feature T = 15 tasks and N = 200 samples. Ten iterations
of each experiment were run with randomly split training and test partitions with 100
samples each.

We compare both the hierarchical (HCool-MT) and approximate (∼Cool-MT) versions
of the proposed model to the standard MTGP (Std-MT) of Bonilla et al. [2008] and the
extension introduced in Rakitsch et al. [2013], which includes a complete estimation of the
noise matrix and which we have called Σ-MT for short. Since these methods require the
selection of the rank parameter P , we have analyzed three values: one equal to R (the ideal
case), a value of P smaller than R and, when R ≤ T , a value of P greater than R. The
ground-truth model uses the true intertask and noise covariance matrices to predict the
outputs. We also include a non multi-task model consisting of a set of T independent GPs.
Predictive performance is measured with the mean square error (MSE) averaged over all
the tasks.
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Figure 4.3: Estimated intertask, C1:T,1:T , and noise, Σ1:T,1:T , covariance matrices vs. true
ones (Ground-Truth) when R=10. Std-MT and Σ-MT are shown for P = R = 10.
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Figure 4.4: Estimated C1:T,1:T and Σ1:T,1:T covariances for four random permutations of
the task order for 15 tasks with R=15.

Figure 4.2 shows that Σ-MT has the highest sensitivity to the choice of P , and its
performance degrades when the scenario complexity (defined by matrix rank R) increases.
Std-MT shows more robustness with respect to both the selection of P and the value of
R. As was expected, both models show their best performances when P = R, and thus a
cross validation of P is paramount for these methods to perform optimally. This sensitivity
depends on the number of the parameters to be inferred, which is TP + 1 in the case of
Std-MT and 2TP for Σ-MT, while it is only 2T for both Cool-MTs. This allows our model
to perform closer to the ground truth independently of the scenario complexity R.

Experimentally, it can be seen in Figure 4.3 that, while all models are capable of
inferring the intertask covariance, the noise matrix is not properly inferred by the Σ-MT
when scenario complexity (R value) is high. Besides, comparing both versions of the
Cool-MT model, the hierarchical approach is unsurprisingly slightly better at estimating
the true parameters and reconstructing the noise matrix, leading to a higher consistency in
its predictions as was already shown in Figure 4.2.

Finally we address the possibility that the model is sensitive to task ordering during
the training of the Cool-MTs. As can be seen in Figure 4.4, the model is also consistent
independently from the ordering of the tasks.
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4.4.2 Predictive variance assessment

One of the most important benefits of using a GP model is the ability to obtain the
confidence for each prediction from the predictive distribution as well as the predicted
value. In this section we study the integrity of these predictive distributions for the different
MTGP models under study.

For this purpose, we have created a simple benchmark in which a synthetic dataset is
generated with the following likelihood:

p(y) = N
(

y

∣∣∣∣∣
(

cos(2πx)

sin(2πx)

)
,

(
0.1 0.05

0.05 0.1

))
, (4.46)

where x ∈ (0, 1). Specifically, we have generated a training set in which the input data is
clustered into two groups to force the presence of areas of lower training sample density.

For this study we have considered the Std-MTGP, the convolutional model (Conv-MT)
proposed in Matthews et al. [2017] and the two proposed versions of the Cool-MT. The
Σ-MT model was left out due to the lack of a non-linear kernel implementation in the
author’s published code. For the reference models (Std-MT and Conv-MT), we have
found that their libraries only provide an estimation of the confidence interval task-by-task.
Therefore, we start by analyzing these intervals. As can be seen in Figure 4.5, we observe
that all models arrive at similar task-wise confidence intervals.

Going deeper into this analysis, we have recovered the complete predictive distribution
for the Cool-MT and for the Std-MT (this can be easily done using their learnt C1:T,1:T and
Σ1:T,1:T matrices); however, we have not been able to obtain this distribution for the Conv-
MT due to the complexity of this model and the black-box nature of its implementation,
which has made it difficult to recover the hyperparameters. To analyse the complete
predictive posterior for these models we have selected three test samples: x = 0, x = 0.25

and x = 0.5. This way we cover regions with high and low predictive confidence. The
results, depicted in Figure 4.6 allow us to appreciate clear differences:

• While Std-MT does offer a full predictive distribution, it considers the noise to be
independent among tasks. This prevents the method from modelling the relationships
among the tasks in the predictive distribution. Therefore its predictive distribution
covariance matrix tends to be diagonal.

• Both versions of Cool-MT produce predictive posteriors that adequately model the
correlation among tasks with a full covariance matrix.

• In regions where the confidence is lower the distribution for the Cool-MT model
widens, yet it adequately retains its shape. This isn’t the case for Std-MT, which
seems to be insensitive to the level of confidence for a particular region.

• There are no appreciable differences between the predictive distributions obtained by
HCool-MT and ∼Cool-MT.
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Figure 4.5: Predictive mean and confidence interval for both tasks.

Figure 4.6: Predictive distributions for x = 0 (top), x = 0.25 (center) and x = 0.5 (bottom).

4.4.3 Real data benchmarks

In this round of experiments we use ten real world scenarios to compare the Cool-MT
model’s capabilities to those of the Std-MT and Conv-MT models2.

To accomplish this, we have made use of the collection of datasets featured in Spyromitros-
2We have been unable to include Σ-MT in this part of our study due to convergence issues with the

available implementation, as well as the lack of a non-linear kernel version.

73



Xioufis et al. [2016], which can be found online at http://mulan.sourceforge.net/. These
datasets offer a good variety in sample size, input dimensionality and number of tasks, as
can be seen in Table 4.1. Due to the small performance differences seen in the previous
section between the hierarchical and approximate versions of the Cool-MT, for the real
world benchmarks we have only used the approximate model.

Dataset Samples Features Tasks

andro 49 30 6
enb 768 8 2
edm 154 16 2
slump 103 7 3
oes10 403 298 16
oes97 334 263 16
atp1d 337 411 6
atp7d 296 411 6
scm1d 9803 280 16
scm20d 8966 61 16

Table 4.1: Summary of real world datasets used in this work.

In all cases a standardization of the data was applied to both the input variables and
output targets by subtracting the feature means and dividing by the feature variances.
The standardization parameters were obtained using the training partition only. Ten
independent iterations were run with a random 80%/20% training/test partitioning of the
data. In larger datasets (# samples > 1000) we dedicated 800 samples to the training set
and 200 to the test set, limiting the number of total samples. All models were trained with
both a linear kernel and a squared exponential (SE) kernel.

Regarding the setting of hyperparameters, the Cool-MTGP doesn’t require a validation
process since all hyperparameters are inferred during the training phase. However, the
kernel objects do require the definition of an exploration region for their relevant parameters,
so a sufficiently wide value range of (10−10, 103) was used to ensure good convergence of
the optimizers. The Std-MTGP model requires the selection of hyperparameter P ; for
this setting, after trying values 1, T/2 and T on a few datasets (where T is the number
of tasks) using a small validation partition, it became apparent that the best value was
consistently P = 1; and the kernel parameters were initialised using their default settings.
The Conv-MTGP model requires the user to set the number of inducing points. After a
brief exploration we settled on 50% of the size of the training partition, achieving a good
performance while avoiding convergence issues.

Tables 4.2 and 4.3 show the benchmark results in terms of the root mean squared error
(RMSE) for the linear and SE kernels respectively. In the linear case all models perform
similarly, with a slight advantage in favour of both the Conv-MT and Cool-MT. A strong
improvement in performance is obtained in all cases using a non-linear kernel, where the
Cool-MT comes clearly on top in most datasets. After analysing the values for the SE
kernel length-scale parameter learnt by all the models, it is clear that Conv-MT and, in
some cases, Std-MT are unable to achieve a correct estimation. We believe that this is
due to the reduced number of parameters to be learnt by our model, simplifying their
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Dataset Indep. GPs Std-MT Conv-MT Cool-MT

andro 0.74± 0.14 0.81± 0.15 0.77± 0.10 0.75± 0.10

enb 0.31± 0.02 0.31± 0.03 0.31± 0.02 0.31± 0.02

edm 0.79± 0.05 0.78± 0.05 0.78± 0.05 0.78± 0.05

slump 0.68± 0.07 0.68± 0.07 0.68± 0.07 0.67± 0.07

oes10 0.47± 0.17 0.38± 0.14 0.35± 0.13 0.35± 0.13

oes97 0.56± 0.18 0.41± 0.12 0.39± 0.11 0.39± 0.11

atp1d 0.50± 0.05 0.49± 0.05 0.42± 0.07 0.42± 0.07

atp7d 0.70± 0.12 0.64± 0.11 0.56± 0.07 0.56± 0.07

scm1d 0.29± 0.02 0.27± 0.02 0.24± 0.02 0.24± 0.02

scm20d 0.36± 0.03 0.36± 0.02 0.36± 0.02 0.36± 0.02

Table 4.2: Real dataset benchmark results using a linear kernel: RMSE averaged over tasks.
Best results in bold.

Dataset Indep. GPs Std-MT Conv-MT Cool-MT

andro 0.62± 0.10 0.42± 0.07 0.46± 0.08 0.42± 0.07

enb 0.30± 0.02 0.15± 0.02 0.16± 0.02 0.13± 0.02

edm 0.70± 0.06 0.73± 0.06 0.71± 0.06 0.72± 0.05

slump 0.68± 0.11 0.67± 0.07 0.61± 0.08 0.63± 0.07

oes10 0.76± 0.51 0.85± 0.45 1.03± 0.43 0.57± 0.41

oes97 0.80± 0.56 0.81± 0.51 0.99± 0.49 0.63± 0.46

atp1d 0.49± 0.10 0.81± 0.12 0.90± 0.12 0.41± 0.07

atp7d 0.94± 0.15 0.88± 0.14 0.94± 0.15 0.56± 0.10

scm1d 0.26± 0.03 0.23± 0.02 0.99± 0.06 0.22± 0.02

scm20d 0.33± 0.03 0.27± 0.03 0.52± 0.28 0.28± 0.03

Table 4.3: Real dataset benchmark results using a squared exponential kernel. RMSE
averaged over tasks. Best results in bold.

adjustment.

4.4.4 Computational performance analysis

In this last section we evaluate the computational performance of some of the methods
under study when executed on a CPU and a GPU. For this purpose, we have selected the
Std-MT and Conv-MT, since they are efficiently implemented over Pytorch and TensorFlow,
and we have designed a wrapper over the Pytorch GP implementation for the proposed
∼Cool-MT approach in order to run it on GPUs. We have measured the runtime and
MSE performances of each algorithm with a linear kernel for different sized (N) training
partitions of the scm20d dataset considering only 4 tasks. Computational times are averaged
over 50 iterations. 50 optimization iterations were used for the Std-MT and ∼Cool-MT
methods, whereas Conv-MT needed 200 to obtain accurate results. The experiment was
carried out on an Intel Core i9 Processor using a single core (3.3GHz, 98GB RAM) and a
GeForce RTX 2080Ti GPU (2944 Cuda Cores, 1.545GHz, 10.76GB VRAM).

Figure 4.7 shows the evolution of the runtime and MSE with N . Conv-MT and ∼Cool-
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(a) CPU time (b) GPU time (c) MSE evolution

Figure 4.7: Runtime and accuracy comparison on the scm20d dataset with 4 tasks for
different numbers of training samples. Conv-MT and ∼Cool-MT are competitive in MSE,
but ∼Cool-MT scales much better with the number of data. Std-MT offers the smallest
computational burden, but has poor performance with a low number of data.

MT show similar MSE, but the computational time of Conv-MT grows much faster with the
number of data. We conclude that ∼Cool-MT presents the best trade-off between accuracy
and computational burden.

Notably, while Std-MT’s implementation is specific to GPUs using the optimizers
provided by Pytorch, for now ∼Cool-MT only uses a wrapper. Despite this, ∼Cool-MT
achieves comparable performance. Additional improvements can be expected with an
implementation tailored for parallelization.

4.5 Multi-task GPs and power poad forecasting

The focus of this section is the application of the Cool-MT model to a standard day-ahead
power load forecasting scenario. That is, we will be forecasting the 24 hours that follow
the present time instance. We shall reuse the ISO New England dataset from Chapter 3,
except this time we will leave the meteorological data out of the experiment in order to
isolate the model’s behaviour when restricted to time-series data.

As a reminder, the ISO dataset contains hourly samples arranged as a time series which
aggregates the load from several regional utilities. For this experiment the time series is
rearranged in such a way that a full week of hourly samples are used as inputs to predict
the following 24 hours. Therefore, the input dimension is 168 while the number of output
tasks is 24. As was the case for the experiments in Chapter 2, the time window moves
forward 24 hours to extract the input and output data for each new date.

We shall be comparing the performance of our model with that of the Std-MT and
Conv-MT, as well as a baseline model consisting on 24 independent GPs, one for each
output task. The performance metric in this scenario will be the coefficient of determination
(R2). The R2 in the multitask case is formulated as follows:

R2
t = 1−

∑Ntest
n=1 (yt,n − ŷt,n)2∑Ntest
n=1 (yt,n − ȳt)2

, (4.47)

resulting in T individual scores which can be averaged to obtain a single, global R2 score.
This averaging operation can be weighted uniformly or proportionally to the variance of
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each individual output.

4.5.1 Experimental setup and results

Predictions are made for all dates between the first of January and the 24th of December
2018. For each new date to be predicted, the data from the 500 previous dates is used
to train the model. The prediction is then stored and compared to the target values to
compute the model’s performance. The model is then re-trained in the same manner for
the next date. This process is repeated until predictions have been obtained for all the test
dates.

Importantly, both the input features as well as the output tasks are subjected to a
standardization process in which they have their mean subtracted and are divided by their
variance. The mean and variances from the training samples are used to standardize the
test samples as well. This normalization of the outputs implies that we will be using a
uniform weighting when averaging the multitask R2 performance metric described in the
previous section.

After a preliminary exploration using data from 2017, it was established that the nature
of the problem is highly linear, thus the use of a linear kernel over the input space would
yield the best results for all models. At the same time, the values of the covariance matrix
rank parameter for the Std-MT was set to K = 2 after sweeping through the range [1, 24].
Similarly, the ratio of induction points for the Conv-MT model was set to 0.5 of the training
set size after validating values in the range [0.2, 0.8].

The general results are displayed in Table 4.4, where we see that the problem can indeed
benefit from multitask approaches. Both the Conv-MT and our Cool-MT clearly outperform
the independent GPs, achieving very similar performances. However, the Std-MT didn’t
manage to improve on the results from the independent GPs, probably due the the limited
expressiveness of it’s estimation of the noise covariane matrix. In the same table we can
see the error deviation rate in terms of one and two standard deviations from the mean.
We would expect to see around a 0.68 ratio of errors falling within one sigma and 0.95
within two sigma. All models display higher ratios than desired for one sigma, signifying a
slight overestimation of the variance of the predictive distribution. The Std-MT model is
particularly flawed in this regard. Figure 4.8 depicts the per-hour R2 achieved over the test
dates for all models, where we can reach similar conclusions. Here, we can also see that
the predictions tend to loose accuracy as the day progresses. This is consistent with the
amount of noise present in the data during the day and in the late afternoon. Again we see
very similar performances from the Cool-MT and Conv-MT models.

In Figures 4.9 to 4.12 we show both the normalized and de-normalized predictive
distributions (top row) as well as the inter-task, noise and predictive covariance matrices
(bottom row) for four test dates selected to align with the four clusters identified by the
CWLM model from the previous chapter. The first notable characteristic of these figures
is that the noise scale is much larger than the inter-task covariances. This means that
the noise component is dominant in the predictive distribution. This noise component
clearly tends to increase during the late evening in all cases. The inter-task covariances
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show some interesting behaviours. For instance, in Figures 4.9 and 4.11 the inter-task
covariance matrices point to non-negligible relations between the early morning and late
evening, implying that information from the morning is being used to infer the behaviour
of hte time series in the afternoon. This ties in with the higher noise levels observed in
the evening, as the model seems to be using inter-task correlations to compensate for the
uncertainty.

Figure 4.8: Hourly performance comparison, averaged over all test dates.

Model R2 One Sigma Two Sigma

Indep. GPs 0.838 0.723 0.943
Std-MT 0.831 0.834 0.975
Conv-MT 0.881 0.779 0.947
Cool-MT 0.888 0.742 0.951

Table 4.4: Performance in terms of R2 and error deviation of the proposed models.
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Figure 4.9: Predictive distribution and covariance matrices: Saturday, 28th January 2018.

Figure 4.10: Predictive distribution and covariance matrices: Saturday, 14th July 2018.
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Figure 4.11: Predictive distribution and covariance matrices: Monday, 9th July 2018.

Figure 4.12: Predictive distribution and covariance matrices: Wednesday, 5th December
2018.
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Chapter 5

Conclusions

The aim of this thesis has been to tackle the problem of power load forecasting from two
different perspectives: the integration of load profiling in a mid to long term prediction
scenario and the application of multi-task models to a short term, day-ahead prediction
problem. The underlying theme in both cases has been that the use of probabilistic models
can offer advantages in terms of both performance and interpretability of the results.

In Chapter 3, we have proposed a novel theoretical framework that features simultaneous
data clustering and regression by integrating the clustering and regression processes into a
single probabilistic model, dubbed the cluster-wise linear model or CWLM. The clustering
of data samples is informed by the regression process during training, enabling the model to
achieve a better characterisation of the underlying nature of the data. Therefore, we obtain
better, more informative clusters while maintaining or improving forecasting accuracy
through predictors that are specialised in each individual cluster. We reason that this
model can improve problem interpretability in the context of day-ahead electric power-load
forecasting, by generating useful and insightful daily load profiles.

At the same time, the model presents a probabilistic predictive function that is capable
of providing an intuition for the forecasting confidence, which in turn can be used to improve
the interpretation of the predicted power-load values. We suggest that this could be of
great use in the context of power-grid management and efficiency.

Experimental results in the context of power load forecasting applied to data from two
major Regional Transmission Organizations, ISO New England and PJM Interconection
LLC, have confirmed the usefulness of our model in terms of interpretability, as it has shown
to generate insightful load profiles, while at the same time obtaining competitive forecasting
performance results when compared to other prediction models. In both data-bases, the
automatically generated profiles reflect the relevance of regional and seasonal patterns, as
well as the influence of weekdays and weekends: for the first data-set, very clear seasonal
and daily patterns were obtained, with four strong clusters that segregated data into
weekday and weekends during warm months and cold months; for the second data-set,
strong regional separation was automatically achieved, with dedicated clusters for specific
utilities at different times of the year. Meanwhile the predictive function points to very high
confidence during the early hours of the morning, with said confidence dropping during the
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busiest hours of the day.

Chapter 4 presents the Cool-MTGP, a novel solution for the MTGP problem that, com-
pared to previous formulations, eliminates the need to validate any model hyperparameters
and dramatically reduces the number of parameters to be learnt.

Similarly to other existing models, this proposal assumes that both an inter-task and
noise covariance matrix exist. The novelty of our proposal lies in the parameter inference
strategy, which is solved through the factorization of the joint MT likelihood into a product
of conditional one-output GPs. Once the model’s parameters have been learnt, a recursive
algorithm can be used to recover the MT intertask and noise covariances. Parameter
inference can be solved with either a hierarchical or an approximate approach. While the
hierarchical algorithm is able to recover the exact marginal likelihood, it does so at the cost
of two costly matrix inversions. The approximate algorithm eliminates one matrix inversion
at the cost of some precision in the computation of the intertask and noise covariance
matrices.

Experimental results on synthetic and general real-world datasets show an accurate
estimation of the MT intertask and noise covariance matrices, which translates into an
improved predictive performance. These matrices can also be useful in allowing us to explore
the nature of the multitask problem, by showing us the modelled relationships between
the individual outputs. We have also integrated the model with standard GP toolboxes,
including GPU-based paralellization, showing that it is computationally competitive with
the state of the art.

Finally, the application of our model to a day-ahead prediction scenario using the ISO
New England dataset has proven two points: that MT models in general can be very useful
in these situations and that the Cool-MTGP offers the best performance out of all the
models tested in our experiments. Furthermore, we argue that the Cool-MTGP can be
used as a powerful interpretability tool due to the fact that it assumes the existence of full
inter-task and noise covariance matrices and is able to accurately estimate them. These
matrices provide a visualization of key relationships between tasks as well as the nature
of the inter-task noise that can aid analysts in understanding the particularities of the
forecasting problem.

5.1 Future work

Two key improvements to CWLM can be introduced as future work. First, a more sophis-
ticated approach can be formulated in which the regression weights become a new latent
variable with their own prior distribution. This can be solved using the variational inference
technique known as mean field approximation, which will result in a very similar formulation
to the one presented in this work. In fact, due to the relationship between the EM algorithm
and mean field approximation, the training process would follow a very similar process.
The main advantage is that the need to validate the regularization term in the regression
phase would disappear, as it would become a part of the iterative optimization algorithm.
Further exploring this idea, the introduction of an automatic relevance determination (ARD)
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prior on the regression weights could force common components among the regressors to
vanish, resulting in a form of knowledge transfer between clusters that could offer further
performance improvements.

The second improvement we propose is the implementation of a complete multi-target
model in which the possible correlations between the output variables are taken into account,
while maintaining the same integration with the clustering process as the model presented
in this paper. In fact, the Cool-MTGP model could be integrated into the CWLM, resulting
in a clsuterwise non-linear model with a fully Bayesian regression stage. This would tie up
the main ideas behind both chapters into a single model that could take advantage of the
strengths of the two models that have been demonstrated throughout this dissertation.

Another idea is the use of the predictive covariance from the Cool-MT model to whiten
the predictive regression errors in an anomaly detection scenario. these whitened errors
can be used to train a support vector data descriptor (SVDD) algorithm with the goal of
detecting particularly atypical dates in the time series data.

Departing from the field of power load forecasting, the Cool-MTGP model can be
extended to perform multitask classification. This would expand its applicability to many
ML problems that lie outside of the realm of regression. Furthermore, this would lead to a
full implementation using the GPyTorch library, instead of the wrapper approach that we
have developed.

In general, even though the models presented in this dissertation have been designed for
the field of power load forecasting, they are both general enough that they can be applied
to many other ML scenarios.

83



Bibliography

Joana M. Abreu, Francisco Cámara Pereira, and Paulo Ferrão. Using pattern recognition
to identify habitual behavior in residential electricity consumption. Energy and Buildings,
49:479–487, 2012.

Esra Adıyeke and Mustafa Gökçe Baydoğan. The benefits of target relations: A comparison
of multitask extensions and classifier chains. Pattern Recognition, 107, 2020.

U.S. Energy Information Administration. Renewable sources, 2019.

Mauricio Alvarez and Neil D. Lawrence. Sparse convolved Gaussian processes for multi-
output regression. In Advances in Neural Information Processing Systems, volume 21,
pages 57–64, 2009.

Mauricio A Álvarez and Neil D Lawrence. Computationally efficient convolved multiple
output Gaussian processes. Journal of Machine Learning Research, 12(May):1459–1500,
2011.

Nachman Aronszajn. Theory of reproducing kernels. Transactions of the American
mathematical society, 68(3):337–404, 1950.

Christopher M. Bishop. Pattern recognition and machine learning. Springer, 2017.

Edwin V Bonilla, Kian M. Chai, and Christopher Williams. Multi-task Gaussian process
prediction. In J. C. Platt, D. Koller, Y. Singer, and S. T. Roweis, editors, Advances in
Neural Information Processing Systems 20, pages 153–160. Curran Associates, Inc., 2008.

Matthew R Boutell, Jiebo Luo, Xipeng Shen, and Christopher M Brown. Learning multi-
label scene classification. Pattern recognition, 37(9):1757–1771, 2004.

George E. P. Box, Gwilym M. Jenkins, Gregory C. Reinsel, and Greta M. Ljung. Time
series analysis: forecasting and control. John Wiley & Sons, 2015.

Phillip Boyle and Marcus Frean. Dependent Gaussian processes. In Advances in Neural
Information Processing Systems 17, pages 217–224, 2005.

Christopher J. C. Burges, Bernhard Scholkopf, and Alexander J. Smola. Advances in kernel
methods: support vector learning. MIT press, 1999.

Enrico Carpaneto, Gianfranco Chicco, Roberto Napoli, and Mircea Scutariu. Customer
classification by means of harmonic representation of distinguishing features. In 2003
IEEE Bologna Power Tech. Conference Proceedings, volume 3. IEEE, 2003.

84



European Commission. Renewable energy statistics, 2019.

Tamás Csoknyai, Jeremy Legardeur, Audrey Abi Akle, and Miklós Horváth. Analysis of
energy consumption profiles in residential buildings and impact assessment of a serious
game on occupants’ behavior. Energy and Buildings, 196:1–20, 2019.

Longquan Diao, Yongjun Sun, Zejun Chen, and Jiayu Chen. Modeling energy consumption
in residential buildings: A bottom-up analysis based on occupant behavior pattern
clustering and stochastic simulation. Energy and Buildings, 147:47–66, 2017.

Xishuang Dong, Lijun Qian, and Lei Huang. Short-term load forecasting in smart grid: A
combined CNN and K-means clustering approach. In 2017 IEEE International Conference
on Big Data and Smart Computing (BigComp), pages 119–125. IEEE, 2017.

Harris Drucker, Christopher J. C. Burges, Linda Kaufman, Alex J. Smola, and Vladimir
Vapnik. Support vector regression machines. In Advances in Neural Information Processing
Systems, pages 155–161, 1997.

Robert Dürichen, Marco A. F. Pimentel, Lei Clifton, Achim Schweikard, and David A.
Clifton. Multitask gaussian processes for multivariate physiological time-series analysis.
IEEE Transactions on Biomedical Engineering, 62(1):314–322, 2014.

M. Espinoza, C. Joye, R. Belmans, and B. De Moor. Short-term load forecasting, profile
identification, and customer segmentation: a methodology based on periodic time series.
IEEE Transactions on Power Systems, 20(3):1622–1630, Aug 2005.

Marcelo Espinoza, Caroline Joye, Ronnie Belmans, and Bart De Moor. Short-term load
forecasting, profile identification, and customer segmentation: a methodology based on
periodic time series. IEEE Transactions on Power Systems, 20(3):1622–1630, 2005.

Fateme Fahiman, Sarah M. Erfani, Sutharshan Rajasegarar, Marimuthu Palaniswami, and
Christopher Leckie. Improving load forecasting based on deep learning and K-shape
clustering. In 2017 International Joint Conference on Neural Networks (IJCNN), pages
4134–4141. IEEE, 2017.

Thomas R Fanshawe and Peter J Diggle. Bivariate geostatistical modelling: a review and
an application to spatial variation in radon concentrations. Environmental and ecological
statistics, 19(2):139–160, 2012.

Jean-Baptiste Fiot and Francesco Dinuzzo. Electricity demand forecasting by multi-task
learning. IEEE Transactions on Smart Grid, 9(2):544–551, 2016.

Jacob Gardner, Geoff Pleiss, Kilian Q. Weinberger, David Bindel, and Andrew G. Wilson.
Gpytorch: Blackbox matrix-matrix Gaussian process inference with gpu acceleration. In
Advances in Neural Information Processing Systems, pages 7576–7586, 2018.

Gene H. Golub, Per Christian Hansen, and Dianne P. O’Leary. Tikhonov regularization and
total least squares. SIAM Journal on Matrix Analysis and Applications, 21(1):185–194,
1999.

85



Pierre Goovaerts et al. Geostatistics for natural resources evaluation. Oxford University
Press, 1997.

George Gross and Francisco D. Galiana. Short-term load forecasting. Proceedings of the
IEEE, 75(12):1558–1573, 1987.

Schalk W. Heunis and Ron Herman. A probabilistic model for residential consumer loads.
IEEE Transactions on Power Systems, 17(3):621–625, 2002.

Óscar García Hinde, Vanessa Gómez Verdejo, and Manel Martínez-Ramón. Forecast-
informed power load profiling: A novel approach. Engineering Applications of Artificial
Intelligence, 96, 2020.

Sepp Hochreiter and Jürgen Schmidhuber. Long short-term memory. Neural Computation,
9(8):1735–1780, 1997.

Arthur E. Hoerl and Robert W. Kennard. Ridge regression: Biased estimation for nonorthog-
onal problems. Technometrics, 12(1):55–67, 1970.

Thomas Hofmann, Bernhard Schölkopf, and Alexander J Smola. Kernel methods in machine
learning. The annals of statistics, pages 1171–1220, 2008.

Edwin James Houston and Arthur Edwin Kennelly. The Electric Motor and the Transmission
of Power. McGraw Publishing Company, 1906.

ISO New England, September 2021. https://www.iso-ne.com.

Robert A Jacobs, Michael I Jordan, Steven J Nowlan, and Geoffrey E Hinton. Adaptive
mixtures of local experts. Neural computation, 3(1):79–87, 1991.

José Antonio Jardini, Carlos M. V. Tahan, Marcos R. Gouvea, Se Un Ahn, and F. M.
Figueiredo. Daily load profiles for residential, commercial and industrial low voltage
consumers. IEEE Transactions on Power Delivery, 15(1):375–380, 2000.

Kang Ke, Sun Hongbin, Zhang Chengkang, and Carl Brown. Short-term electrical load
forecasting method based on stacked auto-encoding and gru neural network. Evolutionary
Intelligence, 12(3):385–394, 2019.

Weicong Kong, Zhao Yang Dong, Youwei Jia, David J. Hill, Yan Xu, and Yuan Zhang.
Short-term residential load forecasting based on LSTM recurrent neural network. IEEE
Transactions on Smart Grid, 10(1):841–851, 2017.

Herbert KH Lee, Christopher H Holloman, Catherine A Calder, and Dave M Higdon.
Flexible Gaussian processes via convolution. Duke University, 2002.

Kehua Li, Zhenjun Ma, Duane Robinson, and Jun Ma. Identification of typical building daily
electricity usage profiles using Gaussian mixture model-based clustering and hierarchical
clustering. Applied Energy, 231:331–342, 2018.

Ling-Ling Li, Jin Sun, Ching-Hsin Wang, Ya-Tong Zhou, and Kuo-Ping Lin. Enhanced
Gaussian process mixture model for short-term electric load forecasting. Information
Sciences, 477:386–398, 2019.

86

https://www.iso-ne.com


Yuan-cheng Li, Ting-jian Fang, and Er-keng Yu. Study of support vector machines for
short-term load forecasting. Proceedings of the CSEE, 23(6):55–59, 2003.

Huaiwei Liao and Dagmar Niebur. Load profile estimation in electric transmission networks
using independent component analysis. IEEE Transactions on Power Systems, 18(2):
707–715, 2003.

Haitao Liu, Jianfei Cai, and Yew-Soon Ong. Remarks on multi-output Gaussian process
regression. Knowledge-Based Systems, 144:102–121, 2018.

Andrea Mammoli, Matthew Robinson, Victor Ayon, Manel Martínez-Ramón, Chien-Fei
Chen, and Joana M. Abreu. A behavior-centered framework for real-time control and
load-shedding using aggregated residential energy resources in distribution microgrids.
Energy and Buildings, 198:275–290, 2019.

Manel Martínez-Ramón, José Luis Rojo-Álvarez, Gustau Camps-Valls, Jordi Muñoz-Marí,
Ángel Navia-Vázquez, Emilio Soria-Olivas, and Aníbal R. Figueiras-Vidal. Support vector
machines for nonlinear kernel ARMA system identification. IEEE Transactions on Neural
Networks, 17(6):1617–1622, 2006.

Alexander G. de G. Matthews, Mark van der Wilk, Tom Nickson, Keisuke Fujii, Alexis
Boukouvalas, Pablo León-Villagrá, Zoubin Ghahramani, and James Hensman. GPflow:
A Gaussian process library using TensorFlow. Journal of Machine Learning Research, 18
(40):1–6, 2017.

Hiroyuki Mori and Masatarou Ohmi. Probabilistic short-term load forecasting with Gaussian
processes. In Proceedings of the 13th International Conference on, Intelligent Systems
Application to Power Systems. IEEE, 2005.

Kevin P. Murphy. Machine learning: a probabilistic perspective. MIT press, 2012.

Hongzhan Nie, Guohui Liu, Xiaoman Liu, and Yong Wang. Hybrid of ARIMA and SVMs
for short-term load forecasting. Energy Procedia, 16:1455–1460, 2012.

Michael A. Osborne, Stephen J. Roberts, Alex Rogers, and Nicholas R. Jennings. Real-time
information processing of environmental sensor network data using bayesian gaussian
processes. ACM Transactions on Sensor Networks (TOSN), 9(1):1–32, 2012.

E. Pan, H. Li, L. Song, and Z. Han. Kernel-based non-parametric clustering for load profiling
of big smart meter data. In 2015 IEEE Wireless Communications and Networking
Conference (WCNC), pages 2251–2255, March 2015.

Alex D. Papalexopoulos and Timothy C. Hesterberg. A regression-based approach to short-
term system load forecasting. IEEE Transactions on Power Systems, 5(4):1535–1547,
1990.

PJM Interconnection LLC, September 2021. https://www.https://www.pjm.com/.

Amin Rajabi, Mohsen Eskandari, Mojtaba Jabbari Ghadi, Li Li, Jiangfeng Zhang, and
Pierluigi Siano. A comparative study of clustering techniques for electrical load pattern
segmentation. Renewable and Sustainable Energy Reviews, Vol. 120, 2020.

87

https://www.https://www.pjm.com/


Barbara Rakitsch, Christoph Lippert, Karsten Borgwardt, and Oliver Stegle. It is all in
the noise: Efficient multi-task Gaussian process inference with structured residuals. In
Advances in Neural Information Processing Systems 26, pages 1466–1474, 2013.

Carl Edward Rasmussen and Christopher K. I. Williams. Gaussian processes for machine
learning. MIT press Cambridge, MA, 2006.

Joshua D. Rhodes, Wesley J. Cole, Charles R. Upshaw, Thomas F. Edgar, and Michael E.
Webber. Clustering analysis of residential electricity demand profiles. Applied Energy,
135:461–471, 2014.

José Luis Rojo-Álvarez, Manel Martínez-Ramón, Mario de Prado-Cumplido, Antonio Artés-
Rodríguez, and Aníbal R. Figueiras-Vidal. Support vector method for robust ARMA
system identification. IEEE Transactions on Signal Processing, 52(1):155–164, 2004.

José Luis Rojo-Álvarez, Manel Martínez-Ramón, Jordi Muñoz Marí, and Gustavo Camps-
Valls. Digital signal processing with Kernel methods. Wiley Online Library, 2018.

Alexandra M Schmidt and Alan E Gelfand. A Bayesian coregionalization approach for
multivariate pollutant data. Journal of Geophysical Research: Atmospheres, 108(D24),
2003.

Bernhard Schölkopf, Ralf Herbrich, and Alex J Smola. A generalized representer theorem.
In International conference on computational learning theory, pages 416–426. Springer,
2001.

John Shawe-Taylor and Nello Cristianini. Kernel methods for pattern analysis. Cambridge
university press, 2004.

Eleftherios Spyromitros-Xioufis, Grigorios Tsoumakas, William Groves, and Ioannis Vla-
havas. Multi-target regression via input space expansion: treating targets as inputs.
Machine Learning, 104(1):55–98, 2016.

Dipti Srinivasan, Swee Sien Tan, C. S. Cheng, and Eng Kiat Chan. Parallel neural network-
fuzzy expert system strategy for short-term load forecasting: System implementation and
performance evaluation. IEEE Transactions on Power Systems, 14(3):1100–1106, 1999.

Oliver Stegle, Christoph Lippert, Joris M Mooij, Neil D Lawrence, and Karsten Borgwardt.
Efficient inference in matrix-variate Gaussian models with i.i.d. observation noise. In
Advances in neural information processing systems, pages 630–638, 2011.

Harry G. Stoll and Leonard J. Garver. Least-cost electric utility planning. J. Wiley, 1989.

S. Sundararajan and S. Sathiya Keerthi. Predictive approaches for choosing hyperparameters
in gaussian processes. Neural computation, 13(5):1103–1118, 2001.

R. Tibshirani. Regression shrinkage and selection via the lasso. Journal of the Royal
Statistical Society. Series B (Methodological), pages 267–288, 1996.

Volker Tresp. Mixtures of Gaussian processes. In Advances in Neural Information Processing
Systems, pages 654–660, 2001.

88



Shouxiang Wang, Xinyu Deng, Haiwen Chen, Qingyuan Shi, and Di Xu. A bottom-up
short-term residential load forecasting approach based on appliance characteristic analysis
and multi-task learning. Electric Power Systems Research, 196, 2021.

Jenna Wiens, John Guttag, and Eric Horvitz. Patient risk stratification with time-varying
parameters: a multitask learning approach. The Journal of Machine Learning Research,
17(1):2797–2819, 2016.

H. L. Willis, A. E. Schauer, J. E. D. Northcote-green, and T. D. Vismor. Forecasting
distribution system loads using curve shape clustering. IEEE Transactions on Power
Apparatus and Systems, PAS-102(4):893–901, April 1983.

H. Lee Willis. Power distribution planning reference book. CRC press, 2004.

Selin Yilmaz, Jonathan Chambers, and Martin Kumar Patel. Comparison of clustering
approaches for domestic electricity load profile characterisation-implications for demand
side management. Energy, 180:665–677, 2019.

Hyeonjoong Yoo and Russell L. Pimmel. Short term load forecasting using a self-supervised
adaptive neural network. IEEE Transactions on Power Systems, 14(2):779–784, 1999.

Y. Zhang and D. Yeung. Multi-task warped gaussian process for personalized age estimation.
In 2010 IEEE Computer Society Conference on Computer Vision and Pattern Recognition,
pages 2622–2629, 2010.

Yulai Zhang, Guiming Luo, and Fuan Pu. Power load forecasting based on multi-task
gaussian process. IFAC Proceedings Volumes, 47(3):3651–3656, 2014.

89


	Acknowledgements
	Published and presented contents
	Abstract
	Introduction
	Open research opportunities
	Proposals
	Thesis structure

	Introduction to Probabilistic Machine Learning
	Learning Machines
	Linear Regression
	Kernel Methods
	Clustering

	Bayesian Machine Learning
	Bayes' Rule
	Bayesian Linear Regression
	Gaussian Processes
	The Expectation Maximization algorithm and Mixture Models.
	Graphical Representations


	Forecast-Informed Power Load Profiling: a Novel Approach
	The Clusterwise Linear Model
	Probabilistic representation
	Model inference through Expectation Maximization
	Predictive distribution
	Model extensions
	Model capabilities

	The Clusterwise Linear Model applied to power load forecasting
	Data-set description
	Baseline forecast models
	Experimental setup
	Performance analysis
	Advantages of the predictive model
	Interpretability analysis: daily load profiling.


	Multitask Gaussian Processes in Power Load applications
	Introduction to the Multitask Gaussian Process
	Parameter learning through conditional one-output likelihood for MTGPs
	MT likelihood as a product of conditional one-output distributions
	Parameter learning and model inference
	Recovering the multitask model

	Predictive multitask model
	General Experimental Results
	Synthetic benchmark
	Predictive variance assessment
	Real data benchmarks
	Computational performance analysis

	Multi-task GPs and power poad forecasting
	Experimental setup and results


	Conclusions
	Future work


