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a b s t r a c t 
 

Computational methods are nowadays ubiquitous in the field of bioinformatics and biomedicine. Besides established fields like molecular 
dynamics, genomics or neuroimaging, new emerging methods rely heavily on large scale computational resources. These new methods need to 
manage Tbytes or Pbytes of data with large-scale structural and functional relationships, TFlops or PFlops of computing power for simulating highly 
complex models, or many-task processes and workflows for processing and analyzing data. Today, many areas in Life Sciences are facing these 
challenges. This special issue contains papers showing existing solutions and latest developments in Life Sciences and Computing Sciences to 
collaboratively explore new ideas and approaches to successfully apply distributed IT-systems in translational research, clinical intervention, and 
decision-making. 

 

1. Introduction 

Computational methods are nowadays ubiquitous in the field of bioinformatics and biomedicine. Besides established fields like 
molecular dynamics, genomics or neuroimaging, new emerging methods such as deep learning models rely heavily on large scale 
computational resources. These new methods need to manage terabytes or petabytes of data with large-scale structural and 
functional relationships. Simulation of highly complex models require TFLOPS up to PFLOPS of computing power; Many-task 
processes and workflows are crucial for processing and analyzing large amounts of data. Today, many areas in Life Sciences are 
facing these challenges. Distributed IT-systems such as Grids, Clouds, Fogs and Big Data Environments are promising to address 
research, clinical and medical research community requirements. They allow for significant reduction of computational time for 
running large experiments and for speeding-up development time for new algorithms. Furthermore, they can increase the 
availability of new methods for the research community and reduce barriers for large-scale multi-centric collaborations. However, 
specific challenges in the employment of such systems for biomedical applications - such as security, reliability, and user-friendliness 
- often impede straightforward adoption of existing solutions from other application domains. 

This new situation demands appropriate IT infrastructures, where biomedical data can be processed within an acceptable 
timespan - reaching from minutes in health-care applications to days in large-scale research projects. Large-scale distributed IT 
systems such as Grids, Clouds and Big-Data-Environments are heavily used today to address research, clinical and medical research 
community requirements. 

This special issue presents works that bring together developers of bioinformatics and medical applications and researchers in 
the field of distributed IT systems. It targets diverse groups of audiences: firstly, researchers who are already employing 
distributed infrastructure techniques in bioinformatic applications, in particular scientists developing data- and compute-
intensive bioinformatic and medical applications that include multi-data studies, large-scale parameter scans or complex analysis 
pipelines; secondly, it addresses computer scientists working in the field of distributed systems interested in bringing new 
developments into bioinformatic and medical applications. The special issue further intends to identify common requirements to 
lead future developments in collaboration between Life Sciences and Computing Sciences, and to collaboratively explore new 
ideas and approaches to successfully apply distributed IT systems in Life Sciences. 

2. Special issue content 

This special issue of FGCS received 33 papers, 10 of which were selected for publication after going through peer review 
process. Five submissions were extended versions of invited papers from the International Workshop on Clusters, Clouds and 
Grids for Life Sciences (CCGrid-Life 2019) held together with CCGrid 2019 in Larnaca (Cyprus) in May 4–17, 2019, The remaining 
28 papers were received through an open call. CCGrid-Life 2019 workshop is aimed to explore new ideas and approaches to 
successfully apply distributed IT-systems to lead future developments in collaboration between Life Sciences and Computing 
Sciences. 
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The papers accepted in this special issue reflect three major trends: Firstly, four contributions present novel frameworks aimed 
to enhance reproducibility, interoperability, usability, and benchmarking of bioinformatics applications, including management of 
data, which is a challenge especially in the Life Sciences. Second, contributions related to new algorithms joining machine learning 
and data processing platforms to increase the efficiency and accuracy of bioinformatics. The third trend is concerned with the 
implementation of applications onto novel accelerated hardware architectures, such as GPUs. The following Section briefly 
introduces to the manuscripts of the special issue and their focus areas. 

Related to frameworks, the paper ‘‘Curious Containers: A Framework for Computational Reproducibility in Life Sciences with 
Support for Deep Learning Applications’’ [1] introduces a software framework for computational reproducibility that treats data, 
software and runtime environment as decentralized network resources. All experiment resources are described in a single file, using 
a new format that is compatible with a subset of the Common Workflow Language. The framework supports Deep Learning 
applications deployed using dockers. The paper ‘‘Federated and secure cloud services for building medical image classifiers on an 
intercontinental infrastructure’’ [2] presents an architecture that allows to keep critical data encrypted in memory and disk, which 
can only be accessed inside trusted execution environments protected by hardware extensions. Data is anonymized inside these 
environments and securely transferred to external sites that host accelerator devices, keeping the same network space and reducing 
security risks even in untrusted cloud backends. Results on the processing of data in different scenarios are presented and discussed. 
A Science gateway for bioinformatics, named BioinfoPortal, is presented in the paper ‘‘BioinfoPortal: A Scientific Gateway for 
Integrating Bioinformatics Applications on the Brazilian National High-Performance Computing Network’’ [3], showing its 
architecture, functionalities, and the integration to the CSGrid middleware used to manage the high performance computing 
environment of the Brazilian National High Performance Computing System, SINAPAD, including the Santos Dumont 
supercomputer. The integration of BioinfoPortal and CSGrid frameworks obtained over 75% of performance efficiency. Finally, the 
paper ‘‘BOOTABLE: bioinformatics benchmark tool suite for applications and hardware’’ [4] presents a bioinformatic benchmark 
suite that contains seven popular and widely used bioinformatic applications representing a broad spectrum of usage 
characteristics, plus an automated installation procedure, all required datasets, and functionalities to test any desired application 
with regards to resource consumption and scaling behavior. 

The second block of papers of the special issue presents algorithms joining machine learning and data processing platforms for 
bioinformatics. The main goal of the paper ‘‘Heart Disease Identification from Patients’ Social Posts, Machine Learning Solution on 
Spark’’ [5] is to find the optimal machine learning algorithm that achieves high accuracy for heart disease prediction using two types 
of features selection algorithms (univariate feature selection and Relief) to select important features from the dataset. The results 
provide that the random forest classifier outperforms the other models by achieving the highest accuracy at 94.9%. In ‘‘SMusket: 
Spark-based DNA error correction on distributed-memory systems’’ [6] the authors propose SparkMusket (SMusket), a Big Data tool 
built upon the opensource Apache Spark cluster computing framework to boost the performance of Musket, one of the most widely 
adopted and top-performing multithreaded correctors. Our tool efficiently exploits Spark features to implement a scalable error 
correction algorithm intended for distributed-memory systems built using commodity hardware and providing a speedup of 15.3 
times compared to previous state-of-the-art MPI-based tools and of 29.8 over its multithreaded counterpart. The paper ‘‘An 
Improved Differential Evolution Algorithm using Archimedean Spiral and Neighborhood Search based Mutation Approach for Cluster 
Analysis’’ [7] proposes an improved Differential Evolution (DE) algorithm, denoted as Adaptive Differential Evolution with 
Neighborhood Search (ADENS), which aim is to enhance the convergence speed and keeping a balance between exploration and 
exploitation of the DE algorithm. It uses a new mutation strategy to generate robust solutions by combining the Archimedean Spiral 
(AS) with the Mantegna Levy flight. In order to enhance the efficiency of ADENS, a replacement method combines Levy flight with 
neighborhood search to generate solutions that replace poorly performing ones. A self-adaptive strategy is applied to fine-tune one 
of the control parameters of DE and an initialization method is employed to initialize the algorithm. These strategies help the 
algorithm achieve good efficiency in terms of convergence speed and both local and global search. 

Solutions to increase bioinformatics applications performance using GPUs are shown in three papers of the special issue. Garcia-
Blas et al. apply in the paper ‘‘Towards enhanced MRI by using a multiple back end programming framework’’ [8] a novel multiple 
back end programming framework for stream data and task based parallelism to a multi-staged diffusion magnetic resonance 
imaging (MRI) application, named pHARDI, with results that demonstrate the benefits of using the framework in terms of 
performance and memory usage. The paper ‘‘Efficient Parallel Algorithm for Detecting Influential Nodes in Large Biological Networks 
on the Graphics Processing Unit’’ [9] presents an efficient parallel algorithm for detecting influential nodes for large biological 
networks by exploiting a Graphics Processing Unit (GPU) executing several computationally expensive procedures in detecting 
influential nodes are redesigned and transformed into quite efficient GPU-accelerated primitives such as parallel sort, scan, and 
reduction. The experimental results show that the proposed parallel algorithm can achieve speedups of approximately 48 to 94 over 
the corresponding serial algorithm. Finally, in the paper ‘‘CUDA-JMI: Acceleration of Feature Selection on Heterogeneous Systems’’ 
[10], the authors propose CUDA-JMI, a tool based on Joint Mutual Information that accelerates feature selection by exploiting the 



computational capabilities of modern heterogeneous systems that contain several CPU cores and GPU devices. For all systems and 
input datasets tested, the runtime of CUDAJMI is up to 52 times faster than an existing sequential JMI-based implementation. 
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