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Abstract

The objective of data compression is to avoid redundancy in order to reduce the size of the data to be

stored or transmitted. In some scenarios, data compression may help to increase global performance by

reducing the amount of data at a competitive cost in terms of global time and energy consumption. We

have introduced computational compression as a technique for reducing redundant computation, in other

words, to avoid carrying out the same computation with the same input to obtain the same output. In

some scenarios, such as simulations, graphic processing, and so on, part of the computation is repeated

using the same input in order to obtain the same output, and this computation could have an important

cost in terms of global time and energy consumption. We propose applying computational compression

by using memoization in order to store the results for future reuse and, in this way, minimize the use

of the same costly computation. Although memoization was proposed for sequential applications a long

time ago, in the 1980s, and there are some projects that have applied it in very specific domains, we

propose a novel, domain independent way of using it in high-performance applications, as a means of

avoiding redundant computation.

Keywords: High Performance Computing, Memoization, Railway Simulation

1. Introduction

Scientists typically develop their workflow in a trial-and-error manner [1]. We can find examples

on Scientific Applications from areas such as engineering [2], biomedical [3], or financial [4]. For those

scientific applications scientists often need to reproduce/analyze/share previous results [5] [6]. On these

cases, the used workload is the same. By inspecting the results likely the model or the experimental

protocol is modified and the simulation is repeated [7]. On these studies the used workloads are very

similar among them. Even within the execution of the scientific application with a single dataset, we

can find that the internal computation follows an iterative process where two consecutive iterations have

some inputs in common. In CFD (Computational fluid Dynamics) applications [8] for example, there
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are incremental steps with little variation from one step to the next. On all these cases, there are

opportunities for repeating the same internal computation within some functions because their internal

computation works with the same input. In these cases, avoiding redundant computation might lead to

a decrease in cost in terms of execution time.

Computation compression removes redundant computation by using memoization. The term memo-

ization [9] refers to computing a slow function only once and storing the results in a table. Subsequent

requests for the function are then handled by table lookup rather than by computing the function. Mem-

oization is an optimization technique used to avoid redundant computing, so that some function calls can

be replaced by the results obtained in a previous execution of the same function. Memoization lets us

reduce the execution time provided that the time to search a previously computed value is going to be

less than the time to compute it.

The computed values are stored temporally in memory in order to minimize the search time for a

previously computed result. There is a trade-off between space and time. The goal of memoization is

to reduce the execution time in exchange for memory space. However in order to achieve this goal with

today’s applications from different domains, we need to find a very fast memoization method, and a

generic way to apply memoization to any function as easily as possible. For MPI [10] applications, in a

previous paper we proposed [11] a new MPI Info object implementation, used to store key-value pairs

so quickly that it could be used as a shared storage solution among MPI processes. In that paper, we

also explored the utilization of the memoization technique on MPI applications based on the proposed

MPI Info object for improving performance.

After successfully demonstrating that memoization can be used on an MPI parallel application, we

have extended our work to non-MPI based applications. We have selected as case study a Railway Power

Consumption Simulator [12] (hereinafter RPCS). Our goal is to reduce the simulation time for testing

simulations of power consumption of a given railway, infrastructure and traffic. In this simulator we have

found that the simulations are often executed for testing the viability of some configurations, and that the

performed computation is redundant in some cases; there is, therefore, a good scenario for computation

compression through memoization. We have applied memoization successfully to the RPCS, and in this

project we want to share not only the experience, but the way we have found to deal with several problems

that, as far as we know, have not all been covered before by a simulation system like this.

Further applications can be candidates for using our proposed computational compression too. Ex-

amples of those kind of applications for future evaluations are: video analysis, and multivariate analysis.

In video analysis each frame from the studied video is analyzed, where close frames use to be similar.

There are opportunities for redundant computation. Multivariate analysis usually implies performing

not one but many simulations, using the same simulator but varying the input data. Examples of such

kind of simulators can be found in [13]. With similar input data, there is opportunities for redundant

computation too.
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The rest of the paper is organized as follows: Section 2 discusses the related work; Section 3 and

Section 4 describe our proposal; Section 5 describes the case study based on the RPCS; Section 6 shows

the experimental evaluation results; and finally Section 7 summarizes our conclusions and presents future

work.

2. Related work

Memoization [9] can be described as a way to reduce the cost of recomputing expensive functions by

computing the functions only once and storing the results. Then, subsequent calls to the same function are

handled by table lookup rather than by computing the function, thus saving execution time. Memoization

has been used to improve performance in different (but specific) areas such as thread scheduling [14],

out-of-order processor simulation [15], and as file caching of results for geo-scientists in satellite data

[16]. Recently, it has also been applied in order to improve energy efficiency; for example on financial

applications [17] and in general, it complies by avoiding the execution of groups of instructions. For

example, in [18], the authors show Dynamic Trace Memoization (DTM), a reuse technique that employs

memoization tables to skip the execution of sequences of redundant instructions. Memoization can be

applied at different levels; in hardware, it has been used as a technique for reusing partial results on

instruction blocks [19] or at CPU instruction level for arithmetic operations [20]. In the software area,

it has been mainly used in logic programming in order to ’learn’ intermediate results as predicates in

Prolog [21], in functional programming, even with concurrency and communication [22], or to optimize

functions with stochastic inputs [23].

In all cases we have been able to find the description of some work where memoization has been

applied. But we have not found both a memoization framework and a systematic process intended for

general usage. The closest work that can be found is [24] where despite the title of the paper, the

associated work only shows the steps followed for an early prototype in a C++ specific application for

DARPA project. It does not deal with a large amount of computed values to be stored and retrieved

or with how to reuse this memoization; and it does not provide the steps to detect where this technique

can be used (in which functions it could be applied). To the best of our knowledge, found memoization

related works do not address all of these key factors.

One key factor of memoization’s performance is the storage system supporting the previously com-

puted values. A possible solution is to use a storage method based on a fast hash table 1. While the

application is running, this hash table has to provide a fast way to insert, search, and retrieve general

input-output pairs. Moreover, to improve the performance, further opportunities like sharing the hash

1In this paper, the term ”hash table” is used to designate a dictionary abstract type, composed of a collection of key
value pairs. Neither transformations on the key, nor collisions which may happen between different keys are performed by
the authors, unless otherwise indicated.
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table among threads or processes (in order to increase computational compression) or storing the hash

table at the end of the application (so that computed values will be available to future executions of the

same application), have to be considered.

An important contribution to the related work with hash tables can be found in [25] where some

of the main hash table implementations available are evaluated. Khash is the fastest implementation

evaluated in this work. Moreover, this work has shown that the hash table mechanism behaves better

than the search trees if ordering is not required. However, there is another interesting implementation,

named UThash [26], that it is in the top 5 faster hash implementations (out of 27). It presents a very easy

interface and deployment process, and it can also use almost any type of object as key or value (khash

is limited to using strings as keys). We have selected UThash as the default option for computational

compression within a process because it is fast, it does not limit the key type to strings, and it is easy

to use. UThash is a non-persistent hash-table. At the end of the application’s execution the computed

values in memory should be stored in a persistent storage solution like a SSD o hard disk device. At

the beginning of the next execution these computed values can be restored back to memory to avoid

repeating the same computation over different executions. Even if this means some overhead now, it will

almost disappear when new NVRAM memory devices can be used as persistent devices.

We have found NoSQL storage solutions that are fast and scalable for keeping results in memory,

and they could be also useful for sharing these results among processes. In this cases, the hash table

is a distributed service, not a data abstraction implemented by a single process. There are several

alternatives, but memcached in-memory key-value store distributed system [27] seems to be the one with

the best performance [28]. Memcached is a persistent storage solution in the sense that a stored computed

value survives different executions of the distributed application. Nevertheless, a low latency network

might be needed as a viable option in some border-cases [11].

Many of today’s applications are multi-threaded applications, using a shared-memory model. In the

paper [29], the authors proposed the usage of a hash table as a shared resource where the results are

stored by one thread and reused by others. But this work is tied to object-oriented programming, and

only evaluated with a benchmark (STMBench7) for software transactional memory. This hash table

solution might have two major problems: it might become a potential performance bottleneck, and as

such, forces major modifications to the original source code in order to implement the solution. If the hash

table is a bottleneck with transactional memory support, the problem can be dealt with [30] where the

authors proposed a technique, entitled lock-free parallel dynamic programming; this technique improves

the performance of many threads accessing the hash table in a large number of situations. However it

forces major (and not so simple) code modification of the original source code.
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3. A systematic process for computational compression

In this section, we propose a user-driven workflow to facilitate adding the computational compres-

sion, through memoization, on new and existing applications. The usual minimal process for creating an

application can be seen as, at least, a three-step workflow: 1) writing the source code, 2) compiling this

source code, and 3) executing the application in its environment (e.g. multi-thread, or multi-processes

environment). Our proposal introduces three additional steps (as shown in Figure 1): A) an applica-

tion profiling study, B) the function/method selection process, and C) the addition of computational

compression (using memoization).

Figure 1: Steps of the proposed workflow for computational
compression.

3.1. Application profiling phase

The application profiling step is focused on finding the ordered list of functions that need most of the

execution time. To obtain this ordered list we need to perform the following steps:

1. Use the standard -pg flag at compilation phase. This flag is valid for GCC and many other

compilers.

2. Execute the application with a representative workload. After the execution of the application, a

gmon.out file is generated.

3. Execute gprof ’application name’ gmon.out > gmon.txt, so that we can find the list we are

looking for in the ”Flat profile” section of the gmon.txt file.

3.2. Function/Method selection phase

Once we have the function list where the application spends most of the time, the next step is to

choose which functions computational compression could be applied to. We are going to select from

the function list those whose execution time is large enough to expect a performance improvement if we

reduce the computational redundancy through memoization. For a function f of an application A to be

considered a valid candidate for applying computational compression must fulfill the following properties:
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(a) Thefunctionfisapurefunction.Purefunctionsarethosethatreturnthesameresults(ρ)overthe

time(j,k)providingtheinputparametersarethesame(i,i=1..n). Moreover,theexecutionofthis

function mustnotcauseanyside-effectsonthesystem(S)(e.g., modificationofaglobalvariable).

fispure⇐⇒∀j,k ρj(f(i,i=1..n)) =ρk(f(i,i=1..n))∧ Sj=Sk=∅

(b) Thefunction makesuseofresourcesfr thatarenotalteredoutsidetheapplicationscopeAs(e.g.

I/Oroutinescanreadorwritedatathatcanbeexternally modified).

∀r∈fr⇒ risonly modifiedinAs

(c) Thefunctionisasignificantnumberoftimescalledduringtheexecution.

η(f) = ntimes,n=0

Thefirsttimethefunctioncallf(i,i=1..n)occurs,theresultiscomputed.Insubsequenttimes,this

resultislookedup.Soifthismemoizedresultisneverdiscarded,thesuccessratioofthememoization

technique(h)forf(i,i=1..n)is:

h= η(f,i) 1
η(f,i) h∈[0..1]

(d) Thefunctionspendsa minimumamountoftimetcinordertocomputetheoutputvaluesfromthe

inputvalues. Then,ati(i)timeisneededto memorizethefunctioncallresults(theinputvaluesact

asthekey,whereasoutputvaluesarepackedasthevalue-partofthepair). Thecomputingtimetc

mustbelongerthanthetime tstosearchinthehashtableforthekey-valuepairwheretheoutput

valuesarestored.

τ0(f(i,i=1..n))=tc(i)+ti(i)

τ1(f(i,i=1..n))=ts(i)

...

τn(f(i,i=1..n))=ts(i)

ts(i)<tc(i) ∀τk,k=0..n

Thesefourpropertiesprovidetheconditionsforreducingtheexecutiontimeofthisfunction. If

searchingforpreviouslycomputedresults(ts(i))requireslesstimethanrecomputingthem(tc(i)),and

thishappensseveraltimes(η(f,i)),thistechniquemayreducethetotalexecutiontimeofanapplication,

providingthereisenoughcomputationalredundancy.

Thetotalexecutiontimefora memoizedfunctioncallψm is:

ψm =η(f,i)∗(h∗ts(i)+(1−h)∗(tc(i)+ti(i))) (1)

h∈[0..1]beingthesuccessratio.
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The total execution time without memoization ψnm is:

ψnm = η(f, i) ∗ tc(i)

And the accumulated saved time by using memoization is:

ψnm − ψm = η(f, i) ∗ tc(i)− η(f, i) ∗ (h ∗ ts(i) + (1− h) ∗ (tc(i) + ti(i)))

If results memoized are never forgotten then ψnm − ψm is:

ψnm − ψm = η(f, i) ∗ tc(i)− η(f, i) ∗ h ∗ ts(i)− η(f, i) ∗ (1− h) ∗ (tc(i) + ti(i))

= η(f, i) ∗ tc(i)− η(f, i) ∗ η(f, i)− 1

η(f, i)
∗ ts(i)− η(f, i) ∗ (1− η(f, i)− 1

η(f, i)
) ∗ (tc(i) + ti(i))

= η(f, i) ∗ tc(i)− (η(f, i)− 1) ∗ ts(i) + tc(i) + ti(i)

= (η(f, i)− 1) ∗ tc(i)− (η(f, i)− 1) ∗ ts(i)− ti(i)

And in order to save time, ψnm − ψm > 0 so:

(η(f, i)− 1) ∗ tc(i)− (η(f, i)− 1) ∗ ts(i)− ti(i) > 0

(η(f, i)− 1) ∗ tc(i) > (η(f, i)− 1) ∗ ts(i) + ti(i)

The last expression tells us that η(f, i)− 1 computations of the function call f(i, i = 1..n) needs more

time than η(f, i) − 1 times searching this result, plus the time to memoize it (ti(i)). If this condition is

reached, then the memoization can be applied to the f(i, i = 1..n) pure function call.

From the profiling results we obtain the number of times the function is called η(f) (i.e. an approxi-

mation for η(f, i)). We also obtain the average computing time tc of the function (i.e. an approximation

for tc(i)). The average search time ts, and the average memoization time ti are obtained from a simple

benchmark on the hash table chosen. The best candidates are those functions with the longest saving

times:

ψnm − ψm = (η(f)− 1) ∗ (tc − ts)− ti

Both elements tc and η(f) are important: the longer the better. The functions with longer saving

time provide better results on lowering execution times of several executions of the applications, thanks

to computational redundancy.

These profiling results are an approximation because what happens with each individual function call

is unknown. The application source code can be modified in order to print a message each time the

7



candidate function is called; this message will contain the input parameters. After the execution, we can

obtain η(f, i) by counting the number of messages in which input i, i = 0..n occurs. From the previously

obtained candidate functions, the ones with a large number of calls on the same parameters (η(f, i))

provide the best results on lowering the execution time of one execution of the application, thanks to

computational redundancy.

3.3. Adding computational compression

Once we have selected the functions suitable for computational compression from the list of functions

which have large impact on the application execution time, the final step is to add the interception.

This interception process checks whether the function call has been previously executed with the same

arguments, so the resulting values have already been computed and can be reused. If the values are not

present, they are computed using the original function call, and stored for future use. There are some

examples [31] of adding memoization but they impose some restrictions: firstly, all function parameters

have to perform as input for the memoization; and secondly, the output must be the return value of the

function. We have pursued a more general solution: the users can decide what input parameters are

going to be memoized (all of them or only a subset), and output parameters acting as memoized output.

Listing 1: Skeleton with the original C++ source code

1 void funct ionX ( int in1 , double ∗ out2 )

2 {

3 /∗ example o f pure func t i on ∗/

4 }

In listing 1 we show an example of a function without the necessity of a canonical format. It has two

arguments, one is the input, and the other one is the output parameter used to retrieve the result of the

calling function, once the computational part is completed. In addition, the output could depend on only

some, rather that all, of the input parameters. Our proposal allows programmers to add computational

compression through memoization into their codes in a more general way.

In listing 2 we have shown how the function we selected is modified in order to add computational

compression.

• In lines 1 to 4 we have included the function where we just change the name by adding an original_

prefix.

• In line 6 we have defined a proxy object which is going to store the input-output pairs, and we have

named it after the name of the function to be optimized (i.e. functionX). This object is going to

act as interface to the hash table, obtaining and storing elements (see lines 10 and 15).
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• From line 8 to 16 we have created a function that is going to intercept the original function calls,

which, firstly, at line 10 is going to search for a previously computed value. If a pair is found, it is

returned. Otherwise, it will be computed (for the first time) and stored for future use.

Listing 2: Skeleton with the modified C++ source code

1 void o r i g i n a l f un c t i o nX ( int in1 , double ∗ out2 )

2 {

3 /∗ example o f pure func t i on ∗/

4 }

5

6 MemoSupport proxy ( ” funct ionX” ) ;

7

8 void funct ionX ( int in1 , double ∗ out2 )

9 {

10 found = proxy . f i nd (&( in1 ) , s izeof ( int ) , out2 , s izeof (double ) ) ;

11 i f ( t rue == found )

12 return ;

13

14 o r i g i n a l f un c t i o nX ( in1 , out2 ) ;

15 proxy . add(&( in1 ) , s izeof ( int ) , out2 , s izeof (double ) ) ;

16 }

The proxy object stores key-values, making a copy of the data that constitutes the key (i.e. the

inputs) and the value (i.e. the outputs, once computed). In order to make this copy, the proxy object

receives the memory address where that value and the number of bytes it takes in memory are stored.

If several parameters constitute the input, then we have to gather all their values and flatten them

into a single structure at the beginning of the interception function (functionX at Listing 2). The aim

is to provide the proxy function with one single object to be stored. Similarly, if the intercepted function

has several output parameters, we have to store them, once computed, in one single structure. And when

retrieving one memorized value from the hash table, we have to deserialize the stored value, and map the

byte stream to the output parameters before returning it to the function caller.

Figure 2 shows the structure of the skeleton of the information flow through the modified source code.

The slow() function represents the original_functionX in listing 2, and the intercept() function

represents the functionX() of the same listing. The intercept() function before performing the slow

computational part, tries to avoid it by searching for a previously computed value.
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get result
Memory Storage

Figure 2: Computational compressed version of a slow func-
tion.

4. Proposed storage architecture for computational compression

In the previous section we have introduced the process to apply computational compression through

memoization. In this section we will focus on solving the problem of how to conveniently store the

input-output pairs. The appropriate storage support is very important to successfully add computational

compression to current applications.

The functions we want to optimize could be executed on different threads within an application, and

this application could be executed several times. Therefore the computational redundancy may appear

in an application at different levels: 1) spatial locality in the same execution, 2) temporal locality in

different executions, 3) a combination of both. If the application is executed several times, it could be

possible to find similar computations over a period of time. For instance, for a process that is filtering

a specific region of a video stream, many frames could be very similar. If several threads from the same

application are executed in parallel, it could be possible to find similar computations over these threads

in a particular execution. Another example could be n-body-like problems where two processes manage

collocated regions of the space and a shadow zone is used.

For storing and retrieving the input-output pairs quickly, a fast in-memory hash-table solution is used.

In order to avoid computational redundancy during one execution (over space), the hash-table solution

has to be not only fast, but also shared among all the threads, so that any one of them could find whether

another (or itself) has previously performed a computation. In order to avoid computational redundancy

along several executions of the application, we have to consider a persistent storage for storing the com-

puted values (The Storage element in Figure 2). In this way, several executions of the same application

could obtain an improved speed-up, because the values computed during the current and previous exe-

cutions can be reused in the subsequent ones. In the related work section, we have introduced several

hash-table solutions that can be used. Depending on some properties of the computational redundancy

in a particular function, the programmer could find a hash-table more suitable for the memoization (or

even try some of them, and select the best one).

In this paper we propose the two-layer architecture represented in Figure 3. This architecture gives the

programmers the flexibility to decide which underlying technology is going to be implemented. The upper
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Figure 3: Proposed architecture for storing computational-
compression data.

layer provides a simple interface to be used by the programmers, as shown in listing 2. The lower layer

implements a plug-in like subsystem, where several hash-table solutions could be used for implementing

the upper layer interface. In this way, programmers can also select a different hash-table solution for each

function to be optimized, so that several solutions can be used and combined. UTHash is used by default,

but an extra parameter in MemoSupport constructor lets programmers select the desired under-layered

key-value store to be used, as for example: MemoSupport proxy("functionX","memcached");

In a near future scenario, all computing elements will use a Non-Volatile Dual In-line Memory Module

or NVDIMM [32]. Since data is retained even without electrical power, and they provide a large capacity,

it could be used to store the input-output pairs of the hash-table solution used in a persistence way.

If the underlying key-value solution does not provide persistence, the MemSupport can provide it: the

MemSupport destructor stores the input-output pairs, and the MemSupport constructor load the previous

saved pairs. In this case, an additional time is needed to load the information before the sequence of

simulations, and an extra time is also needed to save the information after the sequence of simulation

ends. Depending on the storage technology used this time could vary very much. The difference observed

between SSD and HDD is up to an order of magnitude better [33].

If MemSupport is going to use a hard disk to save/retrieve the input-output pairs from/to memory,

we propose two optimizations in order to reduce the associated additional time:

• Using compression in order to reduce the size of the file where pairs are saved and to speed up the

read/write process. For example the zlib library is free and portable across multiple platforms [34].

• A hits counter associated to each entry. The initial value is 1, and each time an entry is used again
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the counter is incremented. On saving the input-output pairs, the programmer could skip the ones

with a hits counter of less than a threshold value. For instance, by skipping input-output pairs with

an associated hit counter of 1, we avoid storing the pairs that were never reused in this execution.

The MemSupport constructor loads previously stored input-output pairs if the file where they were

saved is detected. In order to avoid reusing the former stored values, the user only has to remove the

computational compression supporting files before the next execution.

5. Case study: railway power consumption simulator

In order to demonstrate the benefits of the memorization, we implemented this technique on a Railway

Power Consumption Simulator (RPCS), developed by our research group.

We selected this tool for several reasons. First of all, it is a real tool currently used by ADIF, the

Spanish railway company, to test and verify different scenarios (e.g. developing new routes, increasing

train traffic across the tracks, or testing failure situations where services have to be operated on degraded

mode), so it portraits the general sort of engineering simulators commonly used. Secondly, the complexity

of the source code (more than 13,000 lines of code disregarding GUI classes) is sufficiently high to

accurately approach the workload necessary to memorize complex applications. Finally, the tool requires

a large amount of computing power, performing multiple matrix operations for each simulated instant

(and a typical train traffic scenario has to be simulated during the whole day), so it will likely benefit from

the memorization technique. Previous research project [12] have been conducted using this simulator as

a test bed due to these characteristics.

The aim of this simulator is to calculate if the amount of power supplied by the electrical substations

is sufficient or not; this depends on a number of trains circulating along the lines. Starting from a

description of the railway infrastructures i.e. tracks, catenaries deployed over the tracks, electricity

substations located along the tracks, as well as additional elements like feeders and switches, the simulator

reads the position of the trains and its instantaneous power demand at each second. Then, the electric

circuit formed by the trains and the infrastructure is composed and solved using modified nodal analysis

(MNA). Useful mean voltages, voltage drops and the temperatures of the wires are some of the results

provided by the tool.

The core functionality of the simulator is to perform a circuit analysis for every second, thus solving

the system and obtaining the electric status in the infrastructure for each instant. The MNA general

formulation is:

A1Y1A
T
1 A2

M2A
T
2 N2

 ·
un
ir2

 =

−As · is
ws2

 (2)
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Figure 4: Railway power consumption algorithm.

In this problem, branches are considered resistors, and there are only independent voltage sources, so the

previous equation can be simplified as: G B

C 0

 ·
un
ir

 =

i
e

 (3)

where G, B, and C are matrices of known values obtained from the circuit elements (connection, conduc-

tances, etc.), un and ir are the unknown voltages and and currents, and finally i and e contain the sum of

the currents through the passive elements, and the values of the independent voltage sources respectively.

More details about MNA can be found on [35].

Figure 4 describes the central algorithm of the simulator. The application is multi-threaded, thus the

workload (instants to be simulated) is spread across all available cores. For each instant, the following

operations are conducted:

1. Given the infrastructure data and train positions at current instant, the matrices representing the

electric circuit are composed following the MNA technique.

2. The main matrix is inverted using LU decomposition.

3. Given train consumption at one instant, the aim is to obtain the corresponding values of current

and voltage (both unknown). The user proposes a reference value and a percentage of error, and

an iterative process is conducted based on that reference, until the results obtained are below the

indicated error.

4. Finally, results are written on the disk.

Steps 2 and 3 involve dense matrix operations. In particular, step 2 performs a matrix inversion

following the LU decomposition, and at step 3, a matrix multiplication is conducted. These operations

are very suitable for being memoized.
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RPCS core (without GUI and data management classes) is written in C++ along 142 files (plus one

Makefile file). Using the cloc utility we have come up with the statistics described in Table 1.

Table 1: Source code statistics of RPCS core from cloc utility

Language files blank comment code

C++ 69 2233 482 9445
C/C++ Header 73 1204 92 4241
make 1 9 1 15

SUM: 143 3446 575 13701

6. Evaluation

Once RPCS has been described, we are going to describe the platform where the RPCS was executed,

and the workload that the RPCS worked with. Then, we are going to review how our proposed compu-

tational compression process has been applied to the RPCS, and the results that were obtained in the

evaluation comparing both versions: with and without computational compression. This evaluation is

focused on analyzing the most relevant effects of computational compression. Among all these effects,

the most important is the execution time, since our proposal is intended to save computation time; but

memory consumption is also important, because we save time by exchanging stored computed values

in memory (computational compression through memoization). Therefore, the results will include time

measurements as well as memory consumption measurements.

Moreover, we want to provide some insights into the internal behavior of memoization within the

RPCS. We are particularly interested in the number of elements stored, the hit ratio (percentage of all

accesses that avoid redundant computation), and the size of the file where the hash table is stored (using

a compressed format). The hit/miss ratio will help us know what degree of computational redundancy

is found for RPCS and the selected workload. File size becomes relevant because in this paper we are

using a hard disk as a permanent storage subsystem for this evaluation. So if the user wants to reuse

memoized values across different work sessions (several executions of simulations), all the entries must be

stored in the file (permanent storage) and loaded again later on. Note that, due to the observer effect,

these internal measurements may cause variations in both execution time and memory footprint, so they

are gauged performing a separate study.

Finally, with regard to the possibility of reusing values across different executions of the same ap-

plication, we want to analyze how the execution time and memory consumption evolve, as subsequent

executions of the application are performed. The evaluation is going to compare the execution without

computational compression, the first time the computational compression is used, and the second time

the computational compression is used (with the same workload as in the first time). The ”Without com-

putational compression” represents the baseline result. The ”second time the computational compression

14



is used” with the same workload represents the best scenario (reusing everything). If the workload is

changed between two executions, depending on the computational redundancy between these executions,

the results will be between the baseline and the best scenario.

6.1. Evaluation platform

The hardware used in the evaluation is a Intel(R) Core(TM) i7 CPU 920 @ 2.67GHz (4 cores), with

32GiB RAM, Ubuntu 14.04.2 LTS, UThash 1.9.7, and GCC 4.8.2. The generated code has been optimized

with the -03 compilation flag.

6.2. Workload used with the RPCS

In order to perform the evaluation using a representative workload of real use cases of the RPCS

simulator, we have followed the test case proposed in the European normative UNE-EN-50641[36] 2. This

draft intends to set standards for validating railway power supply simulators, providing a description of

a typical workload and the results that are supposed to be obtained. Therefore, it is meaningful to use

this scenario as the representative workload for this application.

This workload includes a simulation of trains circulating across a double track during a period of

one hour and twenty minutes of simulated time with all the typical elements present (stations, tracks,

catenaries, electric substations, feeders, switches and so on). There are five trains with different char-

acteristics (high speed train, suburban train, freight train and so on), three power substations, and a

number of connections between the two tracks composing a dense electric circuit.

The RPCS simulator has 27 parameters that define different aspects of the configuration. The selected

workload also includes the information for the default values for these parameters. From these parameters

we have selected two of them related to the electric behavior of the trains. Thus, they are very important

for simulations related with electrical studies. We are going to use these two parameters in the evaluation,

and they are:

• uMin2. This parameter establishes the threshold of the minimum permanent voltage for the trains.

Under normal operating conditions (i.e. absence of system failures) the trains must maintain their

voltages within the range minimum-maximum permanent voltage. If this is not possible, different

simulation events can be dispatched, related to the train behavior (change of running mode) or the

power sources (allocate extra groups in order to maintain a steady supply flow). Note that due to

the fact that it is not possible to know in advance the evolution of the circuit as these events take

place, changing this threshold requires repeating the whole simulation.

2This normative is still a proposal under vote by the CENELEC committee until July, 2015, when it will finally either
be approved or discarded.
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• ErrorMaxPC. This parameter establishes the threshold for the convergence in the iterative process

performed after analyzing the circuit. Adjusting this parameter allows to obtain more precise

results from the simulation, but a very tight value may provoke the algorithm not to converge.

Again, experimenting with different error threshold requires the repetition of the simulation.

6.3. Proposed workflow applied to the RPCS

We have used the proposed three-step workflow in order to apply computational compression into the

RPCS:

1. Application profiling This step identified the top execution time function list displayed in Table 2.

Table 2: Execution profile of RPCS from gprof utility: top execution time functions list

Each sample counts as 0.01 seconds

%
time

cumulative
seconds

self
seconds

calls
self

s/call
total
s/call

name

66.84 1086.57 1086.57 16752 0.00 0.00 LibMath::ArrayOperator::Inv(...)
22.85 1458.02 371.45 16752 0.00 0.00 LibMath::LUMatrix::Calcular()
9.70 1615.74 157.72 47658 0.00 0.00 LibMath::ArrayOperator::MultiplyMatrix(...)
0.28 1620.36 4.62 25521 0.00 0.00 LibMath::ArrayOperator::MultiplyMatrix(...)
...

2. Function/Method selection Time is mostly spent on two functions which correspond to the most ex-

pensive matrix operations performed by the simulator: inverting a matrix (LibMath::ArrayOperator::Inv)

and multiplying two matrices (LibMath::ArrayOperator::MultiplyMatrix). Both are pure func-

tions. Because 66.94% of the time is spent on the LibMath::ArrayOperator::Inv method, we will

select this function as our priority target.

3. Adding Computational Compression We modify the function Array2D<double>* ArrayOperator::Inv

(LUMatrix* LU) in order to add the interception at the beginning and at the end. In this way,

we can skip the computational expensive task of performing the LU decomposition and calculating

the inverse matrix, provided that the same calculation has been done before. This can be possible

because repetitive patterns in train timetables (trains are scheduled periodically) can introduce

redundant computations. We have used the UTHash locally, saving the input-output pairs for

future executions in a gzip compressed file (using the zlib library). The LU matrix parameter is

the input parameter, and corresponds to the matrix to be inverted (prior to the calculation). The

Array2D<double> is the output, and corresponds to the already inverted matrix.

Listings 3 and 4 provide an overview of the Array2D<double> and the LUMatrix respectively. The

Array2D<double> class represents a classic matrix of double elements, whereas the LUMatrix class extends

the Array2D<double> class by adding the pivots to be used in the LU decomposition, and some functions
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related to the inversion procedure. The underlying array where the data is stored is the variable a, and

rows and cols denote the number of rows and columns of the matrix (note that rows ∗ cols will be

equal to the length of a). Several constructors are provided, as well as functions to obtain or set an

element of the matrix.

template <c l a s s T>

c l a s s Array2D

{

protec ted :

T∗ a ;

int c o l s , rows ;

unsigned int ∗ d i g e s t = NULL;

pub l i c :

Array2D ( int rows , int c o l s ) ;

Array2D ( int rows , int co l s , T i n i t i a l V a l u e ) ;

Array2D (T∗ a , int rows , int c o l s ) ;

˜Array2D (void ) ;

i n l i n e T Get ( int row , int c o l ) ;

i n l i n e void Set ( int row , int co l , T value ) ;

i n l i n e int Rows ( ) ;

i n l i n e int Cols ( ) ;

. . .

Listing 3: A quick glance at the class Array2D

c l a s s LUMatrix : pub l i c Array2D<double>

{

p r i v a t e :

int p iv s i gn ;

int∗ piv ;

pub l i c :

LUMatrix ( int rows , int c o l s ) ;

LUMatrix ( Array2D<double>∗ a ) ;

˜LUMatrix (void ) ;

int∗ Piv ( ) ;

int Pivs ign ( ) ;

void Calcu la te ( ) ;

. . .

Listing 4: A quick glance of the class LUMatrix

6.4. Evaluation of simulation time

The first analysis we performed was focused on the time that RPCS needs for simulating the scenario

described in Section 6.2. We performed three measurements of the time required to conduct the simu-

lation: without computational compression (the original application); with computational compression,

but without re-using results from a previous execution; and with computational compression and re-using

results from a previous execution.

In order to re-use results between two subsequent executions, those memoized values which have been

hits (at least one hit on the hash table) are saved to permanent storage by one execution, and loaded

again by the next. We executed the RPCS simulator ten times with the previously described workload,

and we computed the average time of the experiments. We found that the standard deviation is less than

5% of the value measured.

Figure 5 shows the average simulation times for the RPCS simulation: without computational com-

pression (the leftmost bar, labeled as ’Baseline’), with computational compression but without reusing
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Figure 5: Average simulation times without using computa-
tional compression, the first time is used, and the second time
is used.

previous values (the next bar, labeled as ’1st’), and with computational compression but reusing previous

values (the bar labeled ’2nd’).

Applying computational compression to the RPCS simulator leads to an 6.8% reduction in the average

simulation time of the first execution where the application is monitorized. Total simulation time is further

decreased in the second (2nd) execution. By re-using values from previous executions, we reduced the

simulation time by up to 64.0% with regard to the original version (near to three time faster). We

obtained the best result by re-using all values (computational compression avoiding computation that is

redundant). The results with any other workload (with a different degree of computational redundancy)

fall between the baseline and the second case. But these results prove that our proposed computational

redundancy reduction technique will help to reduce simulation time, provided there is computational

redundancy. With only one function/method optimized, more than twofold reduction of simulation time

can be achieved (almost 2/3 of the simulation time was reduced by optimizing one single function in our

case).

Finally, in order to know what the impact of the optimization on the intercepted function is, we have

again analyzed the execution profile of RPCS, but this time with computational compression. Table 3

displays the execution profile when computational compression is used for the first time. Table 4 displays

when is used for second time. Without computational compression LibMath::ArrayOperator::Inv

function represents 62.83% of the total execution time. The first time computational compression is

used it represents 66.30%, and the second time it represents 0.0%, so the impact of the function is

clearly decreased. The difference without computational compression and the first time computational
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compression is used is only 3.5%, due to the overhead introduced by the execution of the extra code

needed for profiling (see Figure 5).

Table 3: Execution profile of RPCS with computational compression (1st): top execution time functions list

Each sample counts as 0.01 seconds

%
time

cumulative
seconds

self
seconds

calls
self

s/call
total
s/call

name

62.83 938.10 938.10 16752 0.00 0.00 LibMath::ArrayOperator::Inv(...)
24.69 1306.78 368.68 16752 0.00 0.00 LibMath::LUMatrix::Calcular()
10.46 1462.94 156.16 47658 0.00 0.00 LibMath::ArrayOperator::MultiplyMatrix(...)
0.71 1473.48 10.54 16752 0.00 0.00 MemoSupport::find(...)
0.62 1482.74 9.26 2346 0.00 0.00 MemoSupport::add(...)
...

Table 4: Execution profile of RPCS with computational compression (2nd): top execution time functions list

Each sample counts as 0.01 seconds

%
time

cumulative
seconds

self
seconds

calls
self

s/call
total
s/call

name

66.30 395.68 395.68 16752 0.02 0.02 LibMath::LUMatrix::Calcular()
26.57 554.23 158.56 47658 0.00 0.00 LibMath::ArrayOperator::MultiplyMatrix(...)
3.04 572.35 18.12 2 9.06 9.06 MemoSupport::restore bin()
1.86 583.43 11.08 16752 0.00 0.00 MemoSupport::find(...)
0.87 588.62 5.19 25521 0.00 0.00 LibMath::ArrayOperator::MultiplyMatrix(...)
...

As said before, the best scenario is the second execution with the same workload, where all values

are re-used. During an average simulation session the same input data is used but the configuration

changes, thus the workload changes. In order to evaluate and to compare the behavior of the memoized

application with different workloads (in a common simulation session), we have executed the application

six times, each one with a different combination of values for the two parameters described in subsection

6.2.

The initial execution uses the values errorMaxPC = 0.2 and uMin2 = 2000, and the memoized

results are reused for the next six executions. For the second execution, simulation is based on the same

workload (errorMaxPC = 0.2 and uMin2 = 2000) so all values are reused (best case). In the following

executions the pair (errorMaxPC, uMin2) takes values (0.1, 2000), (0.5, 2000), (0.2, 2500), (0.1, 2500), (0.5, 2500).

The figure 6 shows the normalized simulation time (taking the initial execution as baseline). The

simulation time for the second execution (the best case) was a 36.0% of the baseline (simulation time

for the first execution). In case of changing the workload (different combination of errorMaxPC and

uMin2 parameters) we have found that the simulation time is a 36.6% of the baseline case. Therefore

there was redundant computation when the simulation was executed with a different workload, and
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Figure 6: Average simulation time varying errorMaxPC (0.1,
0.2, 0.5) and uMin2 (2000, 2500) after the second time com-
putational compression is used with errorMaxPC = 0.2 and
uMin2 = 2000.

the proposed computational compression successfully was able to reduce this redundant computation.

The computational compression captures the circuit topology information that is re-used on subsequent

executions.

6.5. Impact on memory usage

As we have previously started, computational compression through memoization is a trade-off between

memory consumption and performance enhancement opportunity. The more computed elements are

stored in memory, the more opportunities there are for reusing them. But memory is limited, and it has

to be used carefully. Figure 7 shows the impact on memory usage the first time the RPCS is executed with

computational compression, without reusing former execution results, and the second time the RPCS is

executed, with computational compression and reusing previously saved results. The quantity of main

memory used for the hash table on the first and second executions is 16.3 GiB.

We have proposed the usage of two optimizations for improving the speed and reducing memory

footprint usage while saving and retrieving from the permanent storage subsystem: packing and com-

pression. The memory space for the previously computed pair and its associated metadata for being in

its hash-table are allocated at once. As Figure 8 shows, by packing both into a single memory space we

can reduce the number of times the allocation routine is invoked (by half), and the metadata needed

for the memory allocator subsystem (at least for the size allocated and the pointer to the next element

allocated).

Compression is used for storing the input-output pairs on a permanent storage subsystem between
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Figure 8: Proposed packing of key-value and its associ-
ated hash entry into a single allocation request.

executions (a hard disk in our evaluation). In our evaluation, the file size (by using the default compression

level) is shrunk by around 6.5 GiB (less than half). In order to keep only the meaningful pairs, only

the ones that have been reused at least once during the execution are saved. Nevertheless it would be

possible to change this through a threshold that defines how many times a pair has to be reused to be

saved (e.g. zero for storing all pairs). Figure 7 also shows the size of this file.

We think that it is also interesting to know how many elements are stored, and which ones are the

most re-used. Figure 9 shows the number of pairs stored in the hash table, and the elements that have

been used more than twice in the execution of the RPCS simulator with computational compression of

the inv routine. The number of saved results (number of input-output pairs stored in the hash table) is

2346 in both executions, first and second execution with computational compression.

Figure 10 shows the percentage of accesses that are inputs that we had already computed (hits), and

the percentage of accesses that are inputs whose associated output hadn’t previously been computed

(misses). The misses go from 14.0% in the first execution down to 0.0% in the second execution (because

all the results of the optimized function are reused). Figure 10 also shows that there are a lot of hits but

with small size matrix, thus the impact on time of these saved computation is not so high for the first

execution. We have analyzed the dimensions of the matrices involved in the simulation done with the

described workload. We have found two main type of dimensions used: 2x2 and 805x805. The relative

frequency of the 2x2 matrices is 83%, and the relative frequency of 805x805 matrices is 17%.

6.6. Computational compression results: multithreading

The RPCS simulator can be executed using threads in order to divide the workload, and to perform

the simulation in parallel. While searching for an input can be done in parallel without problems, the

addition of a new pair of input-output values cannot be carried out in parallel with other additions or
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Figure 10: Memoization hits/misses for the two consec-
utive executions of the RPCS.

with other searches. For this reason, we use a read-write locking protection mechanism (rwlock) in order

to protect concurrent writes, and concurrent read-write requests.

Figure 11 shows the simulation times of the scenario tested in previous sections using one, two, and four

threads, as a percentage of the simulation time of the original RPCS simulator (without computational

compression) with one thread. The first bar in each case is the simulation time without computational

compression, the second bar is the simulation time the first time the computational compression is used,

and the third bar is the simulation time the second time the computational compression is used (so former

results are re-used).

The results are very interesting. Firstly, when the number of threads is increased, the simulation time

drops. For example, with two threads the simulation time is 73.2% of the simulation time of executing

with one thread and not using computational compression. With four threads the simulation time is

53.9% of the baseline. This behavior in general is not linear because two main factors: the CPU overhead

of switching many threads rather than executing the simulation, and when the workload slice for its thread

is so small that the overhead for creating threads and sharing data is higher than the corresponding thread

simulation. Secondly, in some cases (with two and four threads) the first execution with computational

compression needs a little more time. This small overhead is due to the strict locking protocol: the use

of read-write locks, and when a thread adds a result to be memoized, there is a critical section where

only one thread can be executed (no other thread can modify, and none of the other threads can search

for a previous computation). For example with two threads the overhead is around 1%, and with four

threads is around 1,7%. In future versions, this protocol could be replaced by an optimistic one to reduce

this overhead. Thirdly, in all cases (one, two, and four threads), the second time the computational

compression is used, by having all previously computed values, the simulation times greatly decrease.
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For example, with four threads the second time that computational compression is used, the simulation

is around six times faster than the original. There are many elements fetched (by a reader thread), and

in this critical section, all readers can be executed in parallel.

To summarize, in the first execution there is a small overhead because of the locking protocol but the

results prove that it is possible to combine computational compression and multi-threading for further

improvement.
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Figure 11: Simulation time executing the RPCS simulator
with 1, 2, and 4 threads.

6.7. Computational compression results: data compression level

If the user wants to reuse memoized values across different work sessions (several executions of simu-

lations), these memoized values must be stored in a permanent storage, and loaded again later on. In this

paper we are using a file in a hard disk as a permanent storage subsystem, and we use data compression

to reduce the size of this file.

Data compression is especially useful for systems with high CPU performance but low I/O bandwidth,

where it is possible to reduce the amount of data to be transferred and execution time to be saved

globally. But the selected compression level to be used depends on these two factors in each platform

(CPU performance and I/O bandwidth). For example, low CPU performance or high I/O bandwidth

requires a lower compression level. We have used the zlib library that is free and portable across multiple

platforms [34]. This library supports the algorithm called DEFLATE, that is a variation of LZ77. We

have evaluated the lowest compression level (no compression), the highest compression level, and the

best speed compression level. We want to know the differences in our scenario (platform, simulator, and

workload) among these three compression levels.

As Figure 10 shows, the simulation workload used for the first execution is one of the worst scenarios
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Figure 12: RPCS execution time with three data compression
levels.

because the impact of the saved time with this workload is very little. The same simulation workload used

for the second execution is one of the best scenarios because all previously computed values are reused.

One of the worst cases let us to measure the overhead that our proposal introduces, while one of the best

cases let us to measure the best improvement our proposal could reach for the studied conditions.

In Figure 12, we can see the execution time for three compression levels: without compression; the

best speed compression level; and thirdly the best compression option. The first bar in each case is the

simulation time without computational compression that is shown as a reference value. The second bar

is the execution time relating to the first time the computational compression is used, and the third bar

is the execution time the second time relating to the computational compression is used. All values are

the percentages relative to the reference values (without computational compression), and computational

compression values include both, compression and decompression time.

The results show that the simulation time with computational compression is increased when a higher

level of compression is requested. With more compression, less data has to be stored in secondary memory

but more time is needed to compress more information. If the compression time is increased, it will not be

worth the time saved by transfer or storing less data. As said before, with few redundant computation for

the first execution, this workload becomes the worst scenario. The overhead measured in the experiment

with the described conditions is an extra 15% of execution time.

The second time the computational compression is used, by having all previously computed values

with the same workload, no more elements are added, therefore, the time is the same because no new

elements are compressed. But it is interesting to notice that even by reading and decompressing the

input-output pairs is still room for an improvement of 50% in time. By using NVDIMM in the future
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we expect further improvements: time for compressing/decompressing and saving/restoring is gone.

7. Conclusion and future works

Computational compression through memoization provides a way to obtain results from function calls

that are likely to be executed several times with the same parameters. The first time the function call

is performed, its results are computed and stored. But the next time a call to the same function with

the same input happens, the previously computed result is searched and used. In general, an arbitrary

application will benefit from computational compression whenever the time to compute the results is

longer than the time to retrieve the previously cached results from memory. Therefore, both computing

intensive and I/O intensive applications may benefit from this technique.

The work introduced here provides a modular architecture for storing the computed values that is both

flexible and simple and also helps to achieve the best performance. It also introduces a systematic process

to apply computational compression through memoization, and a way for re-using the memoization. All

of it can be used in multi-threaded applications.

In order to demonstrate the feasibility of our proposal we have used a Railway Power Consumption

Simulator (RPCS) as a case study for adding our proposed computational compression. It is written in

C++, and has 13,701 lines of source code. The evaluation shows that it is possible to reduce the average

total execution time by up to 64%. In other words, the simulation with the proposed computational

compression lets us run the workload used up to 2.7 times faster, just by applying the optimization to

the most CPU-demanding function.

In future projects, we will be working to extend our previous work for pre-processing C code in order

to semi-automatically add computational compression. The idea is to let the user add some pragma/at-

tribute before the function he/she wants to apply computational compression to; a pre-processor stage

will automatically replace the pragma/attribute with the appropriate code. We will work at a function

or task level such as [37]. We also are working in thresholds for programmers that define some limits. For

example, where the computation is so small that he/she wants better compute rather than computational

compress, or for example the soft limit of the number of elements to be memoized. We are working on

big-size matrix support by using a hash to represent the matrix. The drawback of this technique is a

hash has not warranty to be unique (although collisions are really minimized). The use of hashing let us

going a step forwared: deal with approximate results (e.g. imprecise computation [38]). We are studying

carefully the accumulated error, and future works go in the direction to balance the speed and the error

in the approximate result obtained.

One major research line derived from this work includes the definition of automatic heuristics to detect

which functions are candidates to be memoized. This heuristics will open up the possibility of creating

automatic tools for memoizing modern applications, after working on breaking down the adoption barriers
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commented in [39]. The programmers could also add an attribute (or pragma) to force one particular

function to be memoized. We also want to provide several alternatives for storing memoization results

(inputs-outputs pairs) for the same function to be optimized, and switch to the most appropriate one

dynamically (similar to autotuning [39]). Additionally, we would like to extend our study to include

different kinds of parallel applications (e.g. OpenMP/OpenACC/CUDA based), as we think that this

technique could be also very effective in accelerators.
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