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Resumen
De acuerdo con recientes predicciones [1] el táfico de datos móviles crecerá 7 veces
entre 2017 y 2022, llegando a generar 77 exabytes de datos mensuales. Este incremento en
el consumo de datos crecerá de la mano de servicios innovadores que incluirán video 8K,
realidad virtual, realidad aumentada o juego remoto en la nube, ademś del gran número
de dispositivos inteligentes que formarán parte de las llamadas ciudades inteligentes,
casas inteligentes y el internet de las cosas (IoT). Por esta razón, se espera que las
redes de transporte móviles del futuro (5G y futuras generaciones) ofrezcan un gran
ancho de banda, nunca visto anteriormenente y una latencia mínima que permitan el
desarrollo de estos futuros servicios ralmente innovadores. Estas redes del futuro no sólo
evolucionarán buscando un incremento sustancial en el rendimiento, también ofrecerán una
reducción del gasto de operacion (OPEX) y el gasto de capital (CAPEX) para conseguir
un retorno de inversión (ROI) razonable. Estos estrictos requisitos no serán impulsados
únicamente por la introducción de especto radioeléctrico de ondas milimétricas, requerirá
un completo rediseño de la arquitectura actual, evolucionando hacia una arquitectura
basada en servicios.
El primer segmento de red que sufrirá este profundo rediseño será la red de acceso
(RAN), adoptando el concepto de Centralized/Cloud RAN (C-RAN), separando las distinas
funcionalidades de los puntos de acceso, situando las funcionalidades básicas de radio
de menor nivel en la capa de protocolos en una unidad remota, centralizando por otro
lado las funcionalidades de las capas superiores en unidades centralizadas. Las divisiones
funcionales (functional splits) tradicionales utilizadas en redes 4G están basadas en el
protocol Common Public Radio Interface (CPRI), este protocolo requiere de una red de
circuitos dedicada con unos requisitos de latencia y ancho de banda muy estrictos, estos
requisitos de ancho de banda son linealmente proporcionales al número de antenas, lo
que prácticamente imposibilita su uso en despliegues 5G ultra densos. Por esa razón
nuevos functional splits están siendo investigados, focalizando los esfuerzos en el uso de
Ethernet como tecnología convergente, hecho que a su vez difumina la separación entre
los segmentos de red de fronthaul y backhaul, conduciendo a una red integrada basada
en paquetes, normalmente denominada como crosshaul. Este movimiento hacia una red
totalmente paquetizada relaja extremadamente los requisitos de la red de transporte,
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abriendo oportunidades a soluciones virtualizadas, promoviendo el uso de tecnologías como
Software Defined Networking (SDN) y Network Function Virtualization (NFV).
SDN ha emergido como una potente herramienta para los operadores para gestionar
sus infraestructuras, este paradigma ofrece la posibilidad de ejecutar múltiples aplicaciones
inteligentes con el propósito de optimizar la red gracias a la centralización de la lógica de
la red en un controlador. Sin embargo, la propia naturaleza que permite esta gestión tan
eficiente y flexible, la centralización lógica, a su vez plantea numerosos desafíos debido
a la falta de herramienas de monitorización apropiadas para este tipo de arquitecturas
de red. Para poder ejecutar decisiones de manera correcta y precisa el controlador (y
las aplicaciones que ejecuta) necesita obtener datos y estadístacas de la red de manera
continua y actualizada. Sin embargo, esto no es posible con las soluciones de red basadas
en SDN existentes actualmente, debido a diversos problemas de escalabilidad y precisión.
Además, la centralización lógica del plano de control también presenta problemas de
fiabilidad y seguridad ya que un controlador centralizado es un punto único de fallo,
siendo un imporante foco de interés para conseguir la fiabilidad requerida en las redes de
operador.
La clara tendencia hacia la softwarización no se limita solamente a la inclusión del
paradigma SDN, va de la mano de la virtualización de funciones de red. Por esta razón
las redes móviles del futuro harán un uso intensivo de los centros de datos, ejecutando la
mayoría de los servicios de red de manera virtualizada. La ejecución de estos servicios
de manera virtualizada no se relizará exclusivamente en grandes centros de datos en la
nube (cloud), también se utilizarán pequeños centros de datos situados en el borde de
la red (edge) y en la niebla (fog), con el objetivo de reducir la latencia. Esta creciente
demanda está llevando a la infraestructura de red de los centros de datos al límite, cuyos
requisitos en términos no solo de latencia y ancho de banda, sino también de escalabilidad
y fiabilidad cada vez son más estrictos. Los algoritmos de switching tradicionales de
centros de datos basados en capa 2 utilizan lookup tables, llenas de direcciones Media
Access Control (MAC) de 48-bits donde el switch buscará el siguiente salto al que enviar el
paquete. Recientemente, Institute of Electrical and Electronics Engineers (IEEE) 802 ha
definido nuevos mecanismos para el uso estructurado del espacio local de direcciones MAC.
Esto permite introducir semántica en el espacio de dirección y utilizarlo en aplicaciones
para mejorar todo el proceso de reenvío de paquetes.
Desde esta perspectiva, esta tesis propone un conjunto de soluciones y arquitecturas
basadas en SDN para la siguiente generación de redes, incluyendo tanto el segmento
de transporte como los centros de datos. Comenzando con la red de transporte móvil,
esta tesis presenta un novedoso diseño de una red crosshaul completamente integrada,
implementada y desplegada utilizando whiteboxes. El diseño del pipeline de los elementos de
la red crosshaul ha sido cuidadosamente optimizado, elminando todas las operaciones que
impactaban negativamente en la latencia, adecuándolo para los functional splits de más bajo
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nivel. El diseño de la red crosshaul mostrado en esta tesis ha sido cuidadosamente evaluado,
convirtiéndose en la primera validación empírica de una red crosshaul completamente
integrada, capaz de transportar flujos de diferentes functional splits sobre la misma
infraestructura de red.
La solución de crosshaul basada en SDN detallada en este trabajo está acompañada
de un conjunto de herramientas para mejorar las funciones del plano de control. Esta
tesis presenta y evalúa un conjunto de herramientas de monitorización denotadas como
Adaptative Telemetry System (ATS), diseñadas con el objetivo de habilitar la ejecución
de tareas Operation Administration and Maintenance (OAM) localmente en los switches,
soportando la obtención de métricas de red de manera activa y precisa, incluyendo un
sistema de reporte al plano de control, cumpliendo con los requisitos exigidos por las
redes de operador. La solución propuesta está formada de una aplicación, un plugin
y un agente local ATS que permite la configuración remota de procedimientos OAM
utilizando máquinas de estado finitas, siendo completamente compatible con el estándar
de OpenFlow. Esta tesis también se centra en los problemas de fiabilidad existentes en la
propia naturaleza centralizada del paradigma SDN, presentando el diseño y la evaluación
de de una solución basada en la utilización de protocolos multipath para robustecer la
conectividad del canal de control. La solución presentada en esta tesis utiliza un protocolo
multipath para la creación de múltiples caminos redundantes a través de redes in-band
y out-of-band, permitiendo migrar la conexión de control de una ruta a otra de manera
segura y estable, sin ninguna interrupción.
Finalmente, esta tesis también investiga las oportunidades presentes en las nuevos
mecanismos de direccionamiento propuestos en IEEE 802 mencionados previamente para
su aplicación en redes de centros de datos. Esta tesis incluye un novedoso diseño basado
en Software Defined Addressing (SDA) que permite introducir semánticas en el espacio
de direccionamiento MAC, dando significado a la direcciones, eliminado por tanto la
necesidad de table lookups. Esta tesis detalla una validación unitaria, comparando la
solución propuesta con una solución SDN estándar, obteniendo unos resultados realmente
positivos. Después de la validación unitaria esta tesis detalla una evaluación completa
de un caso de uso potencial de la solución propuesta. Este caso de uso pretende separar
los flujos pequeños realmente sensibles a la latencia de los flujos de mayor tamaño que
demandan más ancho de banda. El caso de uso propuesto ha sido evaluado en una red de
centro de datos emulada, demostrando los beneficios potenciales en térmnos de congestión
de red que puede oferecer esta separación de tipos de tráfico.
Como conclusión, se puede decir que esta tesis analiza los déficit de las futuras redes
móviles, incluyendo tanto las redes de transporte como los centros de datos, proponiendo
un conjunto de novedosas soluciones basadas en el paradigma SDN, con el claro objetivo
de mejorar la flexibilidad, el rendimiento y la robustez de la red y a su vez reduciendo el
coste para cumplir con los requisitos establecidos para los servicios de red del futuro.

Abstract
According to the recent predictions [1] mobile data traffic will increase 7-fold between
2017 and 2022, generating around 77 exabites of data per month. This data traffic increase
will be pushed by innovative services including 8K video, virtual reality, augmented reality
or cloud gaming, in addition to the numerous devices that will enable smart cities, smart
homes, and Internet of Things (IoT). For that reason, future mobile transport networks
(5G and beyond) are expected to offer unprecedented bandwidth with extreme low latency
to support all this kind of innovative services, but future networks are also expected to
reduce the Operational Expenditure (OPEX) and Capital Expenditure (CAPEX) to a
reasonable Return on Investment (ROI) range. This stringent requirements will not only
be driven by the introduction of the mmWave radio spectrum, it will require a thorough
redesign of the current network architecture, moving towards a new service-based mobile
system.
The first network segment that will undergo this redesign is the Radio Access Network
(RAN), adopting the C-RAN concept, decomposing the radio access point functionality
into small footprint, placing the basic radio functions of the lower levels of the protocol
stack in a remote unit, and centralizing the upper levels of the stack in a Central/Cloud
unit. The traditional functional split already utilized in 4G networks, based on CPRI
protocol, requires a dedicated circuit-based network with stringent requirements in terms
of delay and bandwidth, the bandwidth requirements are linearly dependent with the
number of antennas, making this model not feasible for ultra-dense 5G deployments. For
that reason new functional splits are being investigated, using Ethernet as the common
factor, blurring the traditional separation between the fronthaul and backhaul network
segments, driving into a converged packet based network, commonly denoted as Crosshaul.
The movement towards new packet-based functional splits relax the requirements in the
transport network, enabling new opportunities for softwarized solutions, focusing on SDN
and NFV technologies for the future network deployments.
SDN has emerged as a basic toolset for operators to manage their infrastructure, as it
opens up the possibility of running a multitude of intelligent and advanced applications for
network optimization purposes in a centralized network controller. However, the nature
that makes possible this efficient management and operation in a flexible way, the logical
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centralization, also poses important challenges due to the lack of proper monitoring tools
suited for SDN-based architectures. In order to take timely and right decisions while
operating a network, centralized intelligence applications need to be fed with a continuous
stream of up-to-date network statistics. However, this is not feasible with current SDN
solutions due to scalability and accuracy issues derived from the centralized intrinsic
nature of the SDN paradigm. Furthermore, the control centralization also poses resiliency,
reliability and security problems since a centralized controller is a potential single point
of failure and a potential bottleneck, needing special attention in order to support the
demanded carrier grade requirements.
The softwarization trend does not stop with the incorporation of SDN solutions, it
goes hand-in-hand with the virtualization of network functions. For that reason, future
mobile networks will make extensive use of Data Center Networks (DCNs), running most
virtualized network services and data processing. Not only big cloud data centers will
store, compute and analyze all the data, also smaller edge and fog data centers will be used,
aiming to reduce the overall network latency required in the new generation of mobile
networks. This increasing demand is pushing the limits of current DCNs, requiring, like
mobile transport networks, higher scalability, resiliency and performance while reducing
the network deployment cost. Traditional approaches for layer-2 switching in DCNs rely on
table lookups, where a flat 48-bit MAC address space is searched in order to find the next
hop to forward the packet to. Very recently, the IEEE 802 has defined new mechanisms
for the structured use of the local MAC address space. This new flexibility enables the
embedding of semantics in the MAC addresses that can be used for new applications, such
as improving the standard layer-2 forwarding process.
From this perspective, this thesis proposes a set of SDN-based solutions and architectures for next generation networks, including both mobile transport and DCN. Departing
from the mobile transport, this thesis presents a novel design of a fully integrated Crosshaul
solution, implemented and deployed using cost-efficient SDN-based forwarding elements.
The pipeline design of the Crosshaul forwarding elements presented in this thesis has been
carefully optimized, eliminating the latency-impacting operations, making it suitable for
lower layer functional splits. The Crosshaul design introduced in this thesis has been
extensively evaluated, being the first empirical validation of a fully integrated Crosshaul
network, transporting flows from various functional split options over the same switching
infrastructure.
The presented SDN-based Crosshaul solution is accompanied by a set of tools devoted
to enrich the control plane functions. This thesis presents and evaluates a set of monitoring
tools denoted as ATS, that enables the local execution of OAM procedures directly on
the switches, supporting the active and precise measurements and reporting of strategic
metrics, needed for the correct operation of carrier grade networks. The proposed ATS
solution is formed by an ATS application, an ATS plugin and an ATS agent, allowing
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the remote configuration of OAM procedures by using Finite State Machine (FSMs)
modelling, being fully compatible with the current OpenFlow standard. This thesis also
focuses on the reliability issues present in the SDN centralized nature, presenting the
design and evaluation of a multipath-based solution that aims to secure and robustize the
control channel. The presented multipath solution creates several disjoint redundant paths
over the out-of-band and in-band management networks allowing to seamless migrate
the OpenFlow control connection from a failing path to an available one without traffic
interruption.
Finally, this thesis also investigates the opportunities present in the aforementioned
IEEE 802 mechanisms for the structured use of the local MAC address space, and its
applicability to current DCNs L2 switching schemas. This thesis includes a novel SDA
solution that allows to embed semantics into the MAC addresses, giving meaning to the
address structure, eliminating the need of look-up tables. This thesis incorporates a unit
testing validation of the proposed SDA solution, comparing it with a baseline switching
method. Due to the positive results obtained in the unit testing validation, the presented
contribution also evaluates the flexibility of SDA illustrating a potential application for
segregating the latency-sensitive small-frame flows from the large data-intensive large
flows, evaluating it in an emulated DCN, demonstrating the potential benefits of this
traffic segregation in terms of network congestion.
As a conclusion, it can be said that this thesis analyzes some technical gaps of the future
generation of mobile networks, ranging from mobile transport to data center networks,
proposing novel SDN-based solutions aiming to increase the overall flexibility, performance
and robustness while reducing the cost in order to match the stringent requirements of
future network services.
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Chapter 1

The future-generation of mobile
networks
Future mobile networks (5G and beyond) are expected to deliver data rates an order
of magnitude higher, fostering the evolution and the deployment of new groundbreaking
services that were not possible before. In order to increase the available data rates per
area unit substantially, 5G network deployments will require a much higher capillarity,
effectively increasing the density of the network. In this way, a more effective spectrum
reuse will be enabled and thus, much higher data rates achieved than in current mobile
systems. But the required performance increase will not only be driven by the usage of the
mmWave spectrum, it will require a profound redesign of the current network architecture
that suffers from rigidity and staticity difficulting the required performance increase in
the next generation of mobile networks.

1.1.

Current mobile networks architecture

The 3rd Generation Partnership Project (3GPP) provides the complete mobile network
system specification, including actual 4G and the recently defined 5G network architectures.
Existent mobile system architectures present a clear split of functionalities, dividing the
system in two separated networks named i) the Radio Access Network (RAN) and ii) the
Core Network (CN).

1.1.1.

Core Network

The CN, known as Evolved Packet Core (EPC) in 4G and 5G Core (5GC) in 5G,
conversely manages the non radio-related resources, including the user authentication,
charging , mobility management and gateway connectivity. The EPC represented a drastic
change compared to the previous generations, turning into a packet-switched only network,
leaving behind the circuit-switching approach existing before.
3
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Figure 1.1: 4G Mobile network architecture
The EPC architecture depicted in Fig. 1.1 was firstly introduced in 3GPP Release 8
and it is formed by the following nodes:
Mobility Management Entity (MME): it is the node responsible of the control plane.
It is in charge of the security keys and mobility signalling with the RAN through the
S1-c interface, tracking the User Equipment (UE) and handling the idle to active
UE transitions.
Home Subscriber Server (HSS): it is a database that includes the subscriber information, supporting the MME with session setup, user authentication and access
authorization using the S6a interface.
Serving Gateway (S-GW): it is the data plane connection point between the RAN
and the EPC through the S1-u interface, routing the UE incoming and outgoing IP
packets. This node acts as the mobility anchor when UE moves between Evolved
Node Bs (eNBs). It is connected to the P-GW by means of the S5 interface.
Packet Data Network Gateway (P-GW): this node provides external IP connectivity
to the EPC through the SGi interface. It also handles the IP address allocation as
well as the policy control and charging. Some vendors integrate the S-GW and the
P-GW in a unique entity, normally known as SPGW.

1.1 Current mobile networks architecture

1.1.2.

5

Radio Access Network

The RAN is in charge of the radio functions, comprising the modulation and coding
schemes, scheduling and the management of radio resources. The RAN architecture is
formed by a single type of logical node known as eNB in 4G and Next Generation Node
B (gNB) in 5G, as can be seen in Fig. 1.1 the eNB is connected to the CN through the S1
interface, concretely by means of the S1 user-plane (S1-u) to the S-GW and through the S1
control plane (S1-c) to the MME, in order to allow load balancing and redundancy eNBs
support multiple connections to different MMEs and S-GWs. The UE is connected to the
eNB using the Uu interface and eNBs are interconnected by means of the X2 interface,
enabling the UE mobility and the multi-cell Radio Resource Management (RRM).
eNodeB
RRC
PDCP
RLC
MAC
PHY
User plane

Control plane

Figure 1.2: RAN protocol architecture
The communication between the RAN and CN is done using the RAN protocol
architecture depicted in Fig. 1.2 and it is structured as follows:
Radio Resource Control (RRC): it performs the broadcast of system information,
paging, connection management (establishment, maintenance and release) and
mobility procedures like cell re-selection.
Packet Data Convergence Protocol (PDCP): in charge of the IP header compression
and decompression as well as the integrity protection and ciphering. PDCP also
performs the in-sequence delivery and duplicate elimination to upper layers.
Radio Link Control (RLC): it performs the segmentation and concatenation, retransmissions, detection of duplicates, and in-sequence delivery to the upper layers.
Media Access Control (MAC): is responsible for handling the multiplexing of the
logical channels onto/from transport blocks, error correction through the Hybrid
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Automatic Repeat Request (HARQ) protocol, dynamic scheduling and prioritization
between UEs.
Physical Layer (PHY): the lower layer that performs the coding, modulation, link
adaptation, power control and antenna mapping.
A key architectural component to support 5G’s increased user data rates is the

Transport Network, which is responsible for interconnecting and feeding data to/from the
RAN. The traditional approach employs fully-fledged radio access points1 , where all the
radio protocol stack, including the baseband processing functionality, is distributed and
co-located with the radio frontend, and connected to the CN through a Backhaul (BH)
transport network. Early backhaul segment technologies consisted in circuit switching
nodes and evolved into a packet-based network, typically consisting in packet-switching
nodes interconnected by wires, i.e., optical fiber and/or copper, and in whole or in part,
wireless links using high capacity microwave bands. We will refer to this approach as
Distributed Radio Access Network (D-RAN) and is illustrated in Fig. 1.3.
Forwarding Node

Core (EPC)

Core (EPC)

Radio Unit

EPC Function

BS Function

Backhaul (BH)

D-RAN

Backhaul (BH)

C-RAN: Fronthaul (FH)
Cloud
Unit

CPRI

CPRI

Crosshaul: Integrated FH/BH
Cloud
Unit

FH+BH

FH+BH
Cloud
Unit

+B
H

Cloud
Unit

FH+BH

FH+BH

Cloud
Unit

FH

Core (EPC)

Figure 1.3: D-RAN, Centralized/Cloud RAN (C-RAN) and Crosshaul concepts.
Motivated by the success of mobile technologies, RAN designers have been seeking
innovative ways of pushing the limits of RAN performance and reducing costs. As a result,
1

Base Transceiver Stations (BTS) or Base Stations (BS) in 2G, Node Bs (NBs) in 3G, eNBs in 4G or
gNBs in 5G.
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C-RAN has emerged as the technology of choice to realize both performance and costeffectiveness. C-RAN decomposes radio access point functionality into a small footprint,
basic radio part called Remote Radio Head (RRH), which includes the lower levels of
the protocol stack (amplification, digital-to-analog converters, etc.) and are located at
distributed radio sites called Distributed Unit (DU), and a pool-able base band processing
part named Base Band Unit (BBU) that centralizes the upper levels of the stack at
the Central/Cloud Unit (CU). The bandwidth increase in the upcoming generation of
mobile networks poses several issues to the current 4G C-RAN, dramatically increasing the
transport capacity and latency requirements, forcing a re-design of the fronthaul segment
based on a packet-switched transport network.

1.2.

Redesigning the Radio Access Network

C-RAN will be widely used in 5G since it helps to reduce the costs associated with
the RAN and provides additional performance gains due to the ability to pool resources
and the coordinated processing of signals from several cells [6]. The seminal paper [7]
proposes the use of C-RAN as a mechanism to reduce the Capital Expenditure (CAPEX)
and Operational Expenditure (OPEX) of networks, benefiting from reduced expenses on
the site antenna. C-RAN has been also proven useful to improve the performance of the
air interface due to an easier synchronization across radio access points, allowing the use of
Coordinated Multipoint (CoMP) techniques. Traditional 4G C-RAN, where the CU/DU
functional split is deep in the physical layer, requires both a very high bandwidth and
a very low latency network connection between DUs (hosting RRHs) and CUs (hosting
BBUs). This network segment has traditionally been known as Fronthaul (FH) and is
illustrated in the middle plot of Fig. 1.3.
The deployment of the C-RAN concept is already a commercial reality in 4G. The
main problem with current 4G C-RAN approaches is the technology used for the fronthaul
interface, Common Public Radio Interface (CPRI), which connects the DUs and the CUs.
This legacy fronthaul protocol requires a point-to-point dedicated fiber link between the
BBUs (at the CU) and RRHs (at the DUs) due to the CPRI’s stringent throughput and
latency requirements [8], jeopardizing its possible application to 5G and beyond because
of the following reasons:
Transport capacity requirements for fronthaul dramatically increase in 5G, due to
larger bandwidth and increased number of antenna elements.
Support of Massive Multiple-Input Multiple-Output (MIMO) also implies latency
requirements that preclude centralized processing.
These limitations increase the cost of management and operation of the network, since
the operator now has to face the operation of two different networks, one based on packets
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(the normal backhaul or transport network) and a second one using a completely different
technology. This fact has triggered a change in how standardization bodies has focused on
C-RAN for 5G and beyond, working on solutions based on packets that can use standard
switching technologies [9] and the feasibility of multiple, alternative functional splits
between CUs and DUs [10, 11] that relax such tight transport constraints while retaining
the cost-effectiveness and radio performance gains of pure C-RAN as much as possible.
In this way, a re-design of the fronthaul is taking place in multiple fora, with the
common goal of defining a Next Generation Fronthaul Interface (NGFI) based on a packetswitched transport protocol to enable statistical multiplexing, infrastructure reuse and
higher degrees of freedom for routing. Seven options (in addition to CPRI) were considered
in [11], summarized on Table 1.1.
Table 1.1: Functional splits analysis in an LTE scenario: 1 user/TTI, 20 MHz bandwidth;
Downlink: Modulation and Coding Scheme (MCS) index 28, 2x2 MIMO, 100 Resource
Blocks (RBs), 2 Transport Blocks (TBs) of 75376 bits/subframe; Uplink: MCS 23, 1x2
SIMO, 96 RBs, 1 TB of 48936 bits/subframe. Replicated from [2].
Split
#

BS Functional decomposition

DL/UL
(Mbps)

BW

req.

Delay
(µs)

1

RRC/PDCP

151/48

30 · 103

1

PDCP/RLC

151/48

30 · 103

2

RLC/MAC

151/48

6 · 103

3

High/Low MAC

151/49

6 · 103

4

MAC/PHY

152/49

250

5
6
7
8

PHY
PHY
PHY
PHY

173/452
933/903
1966/1966
2457.6/2457.6

250
250
250
250

Split
Split
Split
Split

I
II
III
IV

req.

Gains
Enables L3 functionality for multiple small cells to
use the same HW
Enhanced mobility across nodes w/o inter-small cell
data forwarding/signaling
Reduced mobility-related signaling to the mobile core
segment
No X2 endpoints between small cells and macro eNBs
Control plane and user plane separation
Enables L3 and some L2 functionality to use the same
HW.
Resource sharing benefits for both storage and processor utilization.
Synchronized coordination and control of multiple
cells
Coordination across cells enables CA, CoMP, eICIC
or cross carrier scheduling
Enhancements to CoMP with RU frame alignment
and centralized HARQ.
More opportunities to disable parts of the CU at quiet
times to save power
Central L1 CU can be scaled based on average utilization across all cells
Smaller CU results in less processing resource and
power saving
Enhancements to joint reception CoMP with uplink
PHY level combining

3GPP has been analyzing for a long time the different options for the functional split in
Long Term Evolution (LTE) and how these can be mapped to the 5G New Radio (5G-NR)
specification [11]. Latest efforts in the industry have converged to a common understanding
of using PDCP/High RLC as higher layer functional split (known in 3GPP as split option
2) for the interface connecting CUs and DUs (F1 in TS 38470 [12]). This functional split
will be used for centralization requiring control and data plane split (allowing aggregation
of multiple technologies at the PDCP level). For deployments requiring a higher level
of centralization a split between the High and Low PHYs (option 7), corresponding to
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Enhanced Common Public Radio Interface (eCPRI), has been chosen. eCPRI is a packetbased fronthaul interface, developed by the CPRI Forum, defined for the transmission
of vendor specific radio sampling payloads over any data link-layer protocol to form the
transport network, considering the interconnection of a DU and CU by option 7.
Recently published deployment guidelines for 5G [13], consider a two-tier architecture,
where the antennas are connected to a DU through eCPRI or CPRI (reusing the base-band
infrastructure from 4G for NSA), while connecting the DUs to the CUs through the F1
interface [12], assuming an RLC/PDCP split.
In addition to eCPRI, the Institute of Electrical and Electronics Engineers (IEEE) 1914
Working Group NGFI was created in December 2014. Its target is to define an efficient
and scalable fronthaul transport for 5G based on Ethernet and provides specification
for the architecture for the transport of mobile fronthaul traffic (e.g., Ethernet-based),
user data traffic, and management and control plane traffic (P1914.1) and the Radio over
Ethernet encapsulation (P1914.3).
Finally, the Internet Engineering Task Force (IETF) Deterministic Networking (DetNet)
Working Group focuses on deterministic data paths that operate over L2 bridged and L3
routed segments, where such paths can provide bounds on latency, loss, and packet delay
variation (jitter), and high reliability.
Analyzing the above options, the use of Ethernet for the fronthaul interface is a
common point in all future alternatives for the fronthaul transport protocol. To reduce
costs and facilitate the implementation of bridged networks supporting 5G’s stringent
demands, IEEE 802.1 Time Sensitive Networking (TSN) [14] group is defining a new set
of specifications to support bounded low latency and ultra-reliability. The benefits of
using these extensions for the fronthaul transport have been already acknowledged by
the industry, creating first the IEEE 802.1CM TSN profile for the transport of CPRI [15]
(published in 2018) and later extending the scope of this project to also cover eCPRI.
This new functional split considerations blurs the traditional separation between
backhaul and fronthaul transport networks driving their convergence towards a common
packet-based transport solution which is referred during this thesis as Crosshaul [2,3,16–18]
as illustrated at the bottom of Fig 1.3.

1.3.

Network Softwarization

The next generation mobile networks should offer high bandwidth and minimum
network latency but also should reduce the CAPEX and OPEX to a reasonable Return on
Investment (ROI) range. For this reason a new generation of deployment and switching
techniques are needed in the transport network, allowing higher flexibility, reconfigurability
and lower cost of service deployment.
The movement towards higher functional split levels motivated by the need to reduce

10

The future-generation of mobile networks

CPRI transport requirements on the fronthaul interface allows to reduce the cost and
network requirements and triggers a redesign of the next generation transport networks.
In this future designs the distinction between fronthaul and backhaul transport networks
blurs as varying portions of functionality of 5G Point of Attachment (5GPoA) are moved
towards the network as required for cost-efficiency reasons. The traditional capacity
over-provisioning approach on the transport infrastructure will no longer be possible with
5G (and beyond) and the heterogeneity of transport network equipment must be tackled by
unifying data, control and management planes across all technologies as much as possible.
As a consequence the future network designs are focusing on the network softwarization,
specifically on Network Function Virtualization (NFV) and Software Defined Networking
(SDN) paradigms as the architecture of choice to migrate the actual deployments [19] [20].

1.3.1.

Software Defined Networking

SDN approach is based on decoupling control and data planes while centralizing the
network control logic in a node known as controller, leaving behind a static architecture
and looking forward to more dynamic and flexible one.
In the recent years, SDN has focused the attention of industry and academy. This
fact triggered the creation of the Open Networking Foundation (ONF) [21] by Deutsche
Telekom, Facebook, Google, Microsoft, Verizon and Yahoo with the objective of promoting
SDN and standardize the OpenFlow (OF) [22] protocol.
OpenFlow protocol defines a communication standard between the controller and the
data plane elements allowing the control and manipulation of the forwarding behavior
of the network devices. OpenFlow-based SDN architectures potentially enable optimal
management of the network, as long as the applications operating it are timely provided
with a rich set of statistics collected from the underlying infrastructure. These statistics
have to be available at the network controller, which is a (logically) centralized entity.
However, OpenFlow was originally conceived for campus and data center networks,
therefore having a different set of requirements compared to mobile networks. Although the
initially limited set of functionalities has been gradually extended to cover new protocols
(e.g. Provider Backbone Bridge (PBB), Multiprotocol Label Switching (MPLS)) and more
sophisticated forwarding behaviors (e.g., packet encapsulation), this gradual extension
is not enough to cope with the high diversity of existing network protocols and headers
and is lacking of monitoring support, still limited compared to what is required in mobile
networks [23] [24]. Considering the applicability to mobile networks, one of the areas
where OpenFlow lags behind is monitoring and fault-detection [25].
To effectively and timely react to changes in the infrastructure and/or the service
needs, operators need to put in place a set of constantly-active critical routines in their
networks. These procedures are traditionally referred to Operation Administration and
Maintenance (OAM). Specifically, operation activities are undertaken to keep the network
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and its services up and running. Administration activities involve keeping track of resources
in the network and how they are used. Maintenance activities are focused on facilitating
repairs and upgrades in addition to corrective and preventive measures to make the
managed network run more effectively.
In the last decade, considerable effort was devoted to enrich existing transport technologies, such as MPLS by the IETF and PBB by the IEEE, with a comprehensive set
of OAM tools with the ultimate goal of providing a carrier grade packet-based network
to operators. This effort eventually yielded to the release of two competing standards:
Multiprotocol Label Switching Transport Profile (MPLS-TP) and Provider Backbone
Bridge Traffic Engineering (PBB-TE). However, these protocols do not offer the necessary
adaptability required in 5G networks because of the rigid implementation of the OAM
functionalities.
OpenFlow, as currently defined, does not really support fast and scalable monitoring
of resources. As a matter of fact, OpenFlow only permits the network controller to poll
the switches for gathering simple statistics (e.g., number of packets, transmitted/received
bytes, etc.) and requires any additional measurements to be directly implemented on top
of the network controller. This is because of the contrasting design principles adopted by
OAM and SDN:
OAM defines stateful mechanisms that must be executed on the switch.
OpenFlow defines a stateless forwarding model for the switch and delegates stateful
logic to the controller.
As a consequence, realizing SDN-based monitoring presents significant challenges both
in terms of scalability and accuracy in mobile networks. Indeed, the network controller
needs to directly perform the necessary measurements on each of the numerous (up
to tens of thousands) and distant (up to hundreds of kms) network nodes and links
with the required precision and granularity (up to microseconds) in order to provide the
necessary reliability (up to 99.9999%) to the very distinct services in 5G. The control
plane centralization also poses reliability, scalability and security issues since a centralized
controller is a potential single point of failure and a potential bottleneck. A failure on the
controller or a disconnection between the control and data planes may lead to performance
degradation and packet loss.
To overcome those issues, current SDN-based approaches needs to increase the security, resiliency and reliability of the control plane and also be extended with telemetry
capabilities by which measurements and other data are: (i) generated and collected locally
at network nodes subject to different service requirements, and (ii) transmitted to the
controller for enabling an optimal network management.
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1.3.2.

Network Function Virtualization

Actual networks are composed of several network functions, chained and connected in
order to conform a network service functionality. Actual network services are rigid and
static and performed by specific network hardware, usually provided by closed vendors
that do not allow the interoperability with others vendors’ hardware. The NFV paradigm
is based on decoupling these network functions from hardware to software, allowing the
execution on Commercial Off-the-Shelf (COTS) hardware, reducing the CAPEX and
OPEX and increasing the flexibility and programmability of the network. This network
functions run in virtualized environments being agnostic from the underlying hardware
layers and are commonly known as Virtual Network Functions (VNFs).
The NFV paradigm is especially useful in the mobile networks environment, since the
novel architecture allows to run C-RAN and CN functions in general-purpose commodity
hardware, enabling the dynamic placement of these VNFs depending on the network
requirements and traffic load. The increasing interest of telecom operators [26] concluded
with the creation of the European Telecommunications Standard (ETSI) NFV Industry
Specification Group (ISG) [27] in 2012.

VNF Forwarding Graph
VNF

VNF

VNF

VNF

NFV Infrastructure (NFVI)
Virtual
Compute

Virtual
Storage

Virtual
Network

Virtualization layer
Hardware resources
Compute

Storage

Network

NFV Management and Orchestration (MANO)

Virtual Network Functions (VNFs)

Figure 1.4: NFV high level architecture
ETSI NFV ISG has consolidated the Network Function Virtualization paradigm,
defining the system architecture [28] depicted in a high level view in Fig. 1.4. ETSI NFV
ISG envisages the VNFs as software implementations of network functions, capable of
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running over the Network Function Virtualization Infrastructure (NFVI). The NFVI
includes the different hardware resources (compute, storage and network) virtualized
using a virtualization layer. The VNFs make use of this virtual resources and can be
grouped and interconnected in a VNF Forwarding Graph (VNF-FG) forming Network
Services (NSs). All these resources (physical and virtual) and network functions are
managed and orchestrated by the NFV Management and Orchestration (MANO) layer,
covering the instantiation, life-cycle management, onboarding, etc. A more detailed lower
level architecture of ETSI NFV can be found in [28]
The networking virtualization trend has exploded in the last lustrum with the objective
of reducing the deployment cost, maximize the infrastructure use and increase the overall
network flexibility. This growth has propitiated an increasing demand of Data Center
Network (DCN) with the intention of moving the majority of the network functions to
cloud environments located at different tier levels of the mobile network infrastructure.
This trend is commonly known as network cloudification.

1.4.

Cloudification

An increasing number of industries will take benefit from 5G networks, from healthcare
to automotive, enabling Internet of Things (IoT) and smart cities. The new capabilities
provided by 5G networks are changing the networking landscape, enabling new applications
that were not possible in the 4G era. With the inclusion of new potential industries,
there will be an increased demand for cloud services. 5G minimum latency enables faster
connection between the network devices and the data centers, centralizing the computing
and storage power on the cloud, edge and fog, simplifying and reducing the cost of the
connected devices from users and industry. This cloudification trend is also being followed
by telecommunications operators, moving RAN and CN functions to Edge data centers
and storing and processing user’s data and offering most of their services based on the
cloud. This increasing demand is pushing the limits of current DCNs, requiring higher
scalability, resiliency and performance while reducing the network deployment cost.
The cloud computing paradigm appeared in the early 00’s, and was popularized by
Amazon releasing its Elastic Compute Cloud product in 2006 [29] lately followed by other
major companies like Google launching the Google Cloud Platform in 2008. The cloud
computing paradigm was initially conceived as large DCNs located far from the users,
providing a huge amount of computing and storage resources, endowed with immense
processing power capabilities able to store and fastly process large amounts of data. These
huge DCN were really hard to manage and with the appearance of SDN data center
operators were able to programmatically decompose control, data and management planes
in DCN, reducing the network infrastructure cost and increasing the network flexibility.
With the inclusion and success of NFV and IoT some processing power was needed
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closer to the user, in order to meet the stringent latency requirements of some network
functions. To that end, Edge and Fog computing paradigm arose, placing smaller DCN
and computing devices at the RAN level. At the end Cloud, Edge and Fog embodies
the same concept, using the same type of networks but with different sizes and placed at
different network levels.
Traditional approaches for layer-2 switching in DCNs rely on table lookups, where
a flat 48-bit MAC address space is searched in order to find the next hop to forward
the packet to. In the recent years SDN has played a major role in the management
and orchestration of DCNs, increasing the flexibility and programmability by logically
centralizing the network control plane, but like in legacy distributed networks the data
plane forwarding is still based on tables. In the context of DCNs, these forwarding tables
are filled with a huge number of table entries, normally in the form of MAC addresses,
since these topologies accommodate several thousands of servers running a plurality of
Virtual Machines (VMs) and applications. This fact poses serious scalability problems in
addition to the complex network management of the increasing number of switches and
table entries.
Very recently, the IEEE 802 has defined new mechanisms for the structured use of the
local MAC address space. This new flexibility enables the embedding of semantics in the
MAC addresses that can be used for new applications, such as improving the standard
layer-2 forwarding process.
One of the possible uses of local MAC addresses is to embed on them relevant routing
information, solving the aforementioned issues posed by the use of table lookups in
the forwarding of large DCNs, this concept is known as Software Defined Addressing
(SDA). If the routing information is embedded in the MAC address header, the need
of forwarding tables can be completely eliminated, avoiding the expensive table lookup
process and therefore increasing performance and scalability of the network while reducing
the equipment cost and the network complexity.

Chapter 2

Thesis overview
2.1.

Research challenges

Future mobile networks are expected to severely increase the network bandwidth while
reducing the network latency, enabling the development of new services that were not
possible afore. This challenging performance increase will not only be driven by the usage
of the Extreme High Frequency (EHF) radio band, it will require a new design of the
current transport networks that connects the RAN and CN. The future generation of
networks will require more flexibility and dynamicity in order to achieve these performance
indicators, and will also need to maximize the resource utilization and decrease the CAPEX
and OPEX.
As it is explained in Sec. 1.2 the recent movements towards upper functional splits
is relaxing the network requirements in the transport network, blurring the traditional
separation between fronthaul backhaul, and hence converging towards a fully packet-based
network. For these reason the future mobile and transport network architectures are
adopting the SDN and NFV paradigms, moving towards software and cloud-based solutions.
As can be seen in Sec. 1.3 the new software-defined approaches are not as mature and
robust in some aspects as the old distributed network designs, posing some scalability
and reliability issues, challenging the evolution towards softwarized architectures. The
increasing use of NFV and cloud-based solutions will heavily increment the traffic in Cloud
and Edge data centers, requiring faster and cost-efficient approaches in order to cope with
such demand.
This thesis aims to analyze the diverse requirements of the next generation of mobile
network, identifying the following research challenges and proposing new solutions and
architectures based on the SDN and NFV paradigms:
This thesis firstly faces the challenges of the new C-RAN designs, theoretically analyzing the centralization degree of eNB functions needed in a crosshaul configuration,
motivating the need of a flexible design to accommodate the different functional
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splits that will coexist in future mobile networks.
The first challenge is then overcome with the design of an integrated crosshaul transport solution, implemented and deployed using cost-efficient SDN-based forwarding
elements. The pipeline design of the crosshaul forwarding elements proposed in this
thesis was carefully optimized, eliminating the latency-impacting operations, making
it suitable for the lower layer functional splits.
The final solution was able to cope with the diverse and stringent latency and
throughput requirements of the newly designed RAN functional splits, leading to
the first empirical validation of a fully integrated crosshaul network transporting
flows from different functional splits within the same switching infrastructure.
Furthermore, this thesis also focus on the SDN-based DCNs architectures used in
Cloud and Edge environments analyzing the scalability and performance challenges
of current switching L2 schemas. This thesis gets over this challenge performing in
firs place an intense analysis of the MAC address header, and how it is considered a
flat address structure serving no purpose other than providing uniqueness. Then,
proposing a novel SDA solution that allows to embed semantics into the MAC
addresses, giving meaning to the address structure, eliminating the need of look-up
tables and boosting the performance of the DCNs.
After the in depth analysis and solution proposal, this thesis presents a unit testing
validation, comparing the proposed SDA solution with a baseline switching method,
showing lower latency, higher throughput and lower memory and CPU usage due
to the table look-up elimination. The flexibility of SDA allows infinite complex
switching schemas, illustrating one potential application using the embedded flow
identifiers to distinguish latency-sensitive small-frame flows from large data-intensive
flows, segregating the small-frame flows in low-delay paths that are source-coded
into the L2 header.
This segregated switching schema was evaluated in an emulated DCN, showing how
this traffic segregation can be translated in a lower network congestion, producing
better performance, getting over one of the main problems that DCN are experiencing.
Besides, this thesis not only concentrates on the data plane, it also focuses on the
issues and challenges of the SDN control plane centralization. For that reason, this
thesis makes an extensive analysis of the reliability and scalability challenges of the
control plane centralization, focusing on the connection between the controller and
the data plane elements, the so called control channel. Future mobile networks will
offer unprecedented amount of bandwidth and extremely low latency, but will also
face stringent availability requirements for lot of innovative services that will take
place in the next generation of networks.

2.1 Research challenges
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This thesis overcome this challenges with the design of a multipath-based solution
that aims to secure and robustize the control channel connection, creating multiple
disjoint redundant paths through the out-of-band and in-band management networks.
The proposed solution is able to seamlessly migrate the OpenFlow connection from
the failing path to an available one without traffic interruption.
This solution was evaluated in a real topology formed by Alix devices, showing
an increased resiliency against path failure, boosting both the robustness and the
scalability of the OpenFlow channel, aiming to achieve the required 99.99999%
network availability required in the next generation of mobile networks.
Lastly, this thesis analyzes the challenges and limitations of SDN transport networks
in terms of network operation, telemetry and monitoring. The stateless nature of
OpenFlow collides with the statefulness managing and monitoring necessities in
carrier grade networks, precluding OpenFlow to keep information on the forwarded
traffic, and making impossible the generation and injection of packets.
This thesis proposes an Adaptative Telemetry System (ATS), formed by an ATS
application, ATS plugin and ATS agent that enables the local execution of OAM
procedures directly on the switches, enabling active measurements (e.g., delay,
bandwidth, etc.), their reporting (e.g., alarms) to the network controller and the
remote configuration using Finite State Machine (FSM) modelling, being fully
compatible with the OpenFlow standard.
This monitoring solution was experimentally evaluated in a virtualized tree topology
formed by 43 nodes and 84 ports, each of these nodes was implemented as an
LXD container running the ATS agent and a virtual switch. The obtained results
demonstrated that ATS brings significant benefits in terms of control plane offloading
and higher accuracy in the telemetry measurements, complying with the performance
requirements defined by 3GPP for 5G networks.

Future generations of mobile systems will need a complete redesign from RAN to CN,
passing through the data center and transport networks in order to meet the stringent
network requirements of next generation of networks, enabling a completely new set of
services not possible before.
This thesis aims to carefully analyze the network requirements of future mobile systems,
identifying the gaps and issues of current designs. Then, departing from the identified
breaches, this thesis introduces and evaluates a set of solutions for the proposed networks
segments, aiming to meet the challenging 5G requirements in terms of cost, availability,
throughput and latency.
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2.2.

Thesis structure

The reminder of this thesis is structured as follows:
Chapter 3 introduces the SDN paradigm, the main concept on which this thesis is
developed.
Part II aims to analyze and propose an SDN-based crosshaul transport network,
including in Chapter 4 the design and validation of a crosshaul forwarding element
prototype in a proof-of-concept Crosshaul deployment while Chapter 5 draws the
conclusions and lessons learned during the development of Part I and highlights the
related publications.
Part III is focused on SDA, detailing in Chapter 6 a L2 source switching solution for
DCN, proposing an SDN table-free forwarding mechanism, including an in-depth
experimental evaluation of the proposed mechanism in a data center scenario. Finally,
Chapter 7 highlights the conclusions of Part II and details the related publications.
Part IV describes some issues and challenges of carrier-grade SDN-based transport
networks, positing two solutions for: i) resiliency and reliability (Chapter 8) and
ii) OAM (Chapter 9), including in both chapters an in-depth analysis and an
experimental validation of the solutions. Chapter 10 explains the conclusions of Part
III and enumerates the related publications.
Chapter 11 included in Part V finally draws the conclusions of this thesis.

Chapter 3

Software Defined Networking
landscape
SDN is the main concept in which this thesis is settled on, this chapter will provide a
comprehensive introduction to the SDN paradigm, starting with the system architecture,
followed by an overview of the most important network controllers in the actual SDN
landscape finalizing with the main software switching implementations and techniques for
software defined networks.

3.1.

SDN Architecture

The actual deployed networks are based on a distributed architecture, with control and
data planes residing inside routers and switches, this network design is closed to vendorspecific commands, with high configuration complexity making the network complex,
static, rigid and hard to manage.
The most recent approach to programmable networks is based on SDN and relies on
decoupling the control plane from the data plane, simplifying the functionality of the
switches, forwarding the packets following a set of rules defined by the network controller.
This interface between the controller and the switches is called Southbound Interface while
the interface between the network controller and the applications is called Northbound
Interface, also an interface between controllers is defined, called East/Westbound Interface,
as it is depicted in Fig. 3.1. These three concepts are explained in more detail in the
following sections.

3.1.1.

Northbound Interface

The Northbound Interface (NBI) allows the communication between the applications
and the network controller. With this interface the network controller is able to expose
important information like the network topology, network statistics or the network status
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Software Defined Networking landscape
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Figure 3.1: SDN architecture
enabling complex orchestration mechanisms in order to perform traffic engineering, Quality
of Service (QoS), load balancing, topology discovery, etc. In the current SDN scenario
there is not a common NBI standard, each network controller uses an specific Application
Programming Interface (API), but most of the network controllers usually implement a
Representational State Transfer (REST) API as high level NBI.

3.1.2.

Eastbound and Westbound Interfaces

The Eastbound Interface (EBI) and the Westbound Interface (WBI) allow the communication between controllers. The centralization of the logic in a unique entity facilitates
the management and control of the network thanks to the global view of the topology,
but also poses reliability, scalability and security issues; since a centralized controller
is a potential single point of failure and a potential bottleneck. These reliability issues
could be mitigated evolving into a logically centralized but physically distributed control
plane, taking benefit of the scalability and reliability of a distributed architecture and
maintaining the management and control facilities of the centralized one. For this control
plane distribution the EBI and WBI are extremely important in large networks, that
normally are partitioned into multiple, smaller networks, using one controller for each
small portion of the topology. Since the version 1.2 the southbound interface protocol
called OpenFlow includes mechanisms to support several simultaneous controllers in one
switch, defining three types of controller roles:

3.1 SDN Architecture

21

Equal: the default role of the controller, in this role the controller has full access
to the switch (read and write access), it can receive asynchronous messages from
the switch and also send messages to modify the status of the switch. There can be
multiple controllers with Equal role controlling a single data plane element.
Master: the master role is similar to equal having full access to the switch, the
difference is that the switch ensures that there is only one master role controller.
Slave: in this role the controller only has read access to the switch, the controller
does not receive switch asynchronous messages, and it cannot send messages to
modify the status of the switch. There can be multiple controllers with Slave role
controlling a single data plane element.
The OpenFlow protocol works only on the southbound interface, for this reason it only
focus on how to configure these roles on the switches rather than defining the coordination
and management between the controllers. More detailed information about the controller
roles can be found in [22].
The centralization of the networks’ logic allows a better view of the topology, a
physically distribution of this centralized logic allows to increase the reliability, scalability
and security of the controller and also to distribute the load and apply orchestration
techniques in the control plane in order to achieve a better performance.

3.1.3.

Southbound Interface

The so called Southbound Interface (SBI) provides connectivity between controllers and
forwarding elements, using standardized protocols like OpenFlow or Network Configuration
Protocol (NetConf), being OpenFlow [22] the most widely used.
3.1.3.1.

OpenFlow

The OpenFlow protocol defines the switch behavior and the port abstraction, allowing
the controller to manage the forwarding plane of the network devices. In the OpenFlow
specification there are three types of ports defined, these ports may not be the same than
the physical ports on the switch:
Physical ports: ports defined in the switch that correspond to a physical network
interface, in case the OpenFlow switch is virtualized the OpenFlow physical port
may represent a virtual slice of the physical network interface.
Logical ports: ports that do not directly correspond to physical network interfaces.
Logical ports lays on higher abstractions level that may be defined using nonOpenFlow methods (e.g., link aggregation, tunnels, loopback interfaces, etc).
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Reserved ports: ports used to specify special forwarding actions, all the reserved
ports are summarized in the following lines:
− ALL: it represents all the switch ports that can be use for forwarding actions.
It can be only used as an output port, sending a copy of the packet through all
standard ports, excluding the ingress port and the ports configured to don not
forward traffic.
− CONTROLLER: it represents the connection to the network controller, also
named as control channel. It can be used as an ingress port or as an output
port, when it is used as an output port the packet is encapsulated in a packetin message. When the port is used as an ingress port, it identifies a packet
originated from the controller.
− TABLE: Represents the start of the OpenFlow pipeline, it is only valid in an
output action in the list of actions of a packet-out message and submits the
packet to the first flow table so that the packet can be processed through the
regular OpenFlow pipeline.
− IN PORT : represents the ingress port. It can be only used as an output port,
sending the packet back through its ingress port.
− ANY : it is a special value used in some OpenFlow requests when no port is
specified. Some OpenFlow requests contain a reference to a specific port that
the request only applies to. Using ANY as the port number in these requests
allows that request instance to apply to any and all ports. It can neither be
used as an ingress port nor as an output port.
− UNSET : it is a special value to specify that the output port has not been set
in the Action-Set. It can only be used when trying to match the output port in
the action set using the OXM_OF_ACTSET_OUTPUT match field. It can
neither be used as an ingress port nor as an output port.
− LOCAL: this reserved port is optional and it represents the local networking
stack and its management stack. The local port enables remote entities to
interact with the switch and its network services via the OpenFlow network,
rather than via a separate control network.
− NORMAL: this reserved port is optional and represents forwarding using the
traditional non-OpenFlow pipeline of the switch. It can be only used as an
output port.
− FLOOD: this reserved port is optional and represents flooding using the traditional non-OpenFlow pipeline of the switch. It can be only used as an output
port.
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Once the switch ports are abstracted, is time to define the interaction between the
controller and the switch. The OpenFlow switch protocol supports three message types,
controller-to-switch, asynchronous, and symmetric:
Controller-to-switch messages are initiated by the controller and may or may not
require a response from the switch, there are 8 types of controller-to-switch messages
in the latest OpenFlow specification [22], including configuration messages, state
messages, role management messages and packet-out. Packet-out messages are used
by the controller to send packets out of a specified port on the switch, and to forward
packets received via packet-in messages.
Asynchronous messages are sent without the controller soliciting them from a switch,
including messages to inform the controller about role changes, switch status, port
changes, changes in flow tables and packet-in. Packet-in messages are used to
transfer the control of a packet to the network controller, they are forwarded to the
CONTROLLER reserved port.
Symmetric messages are sent without solicitation, in either direction, including Hello
(to establish connection), Echo (to verify the connection liveness), Error (to notify
problems) and Experimenter (this is a staging area for features meant for future
OpenFlow revisions).
Using the aforementioned messages OpenFlow protocol allows to control the forwarding
behavior of the switches configuring flow tables, reactively and proactively.
Proactive configuration, the SDN controller pre-configures the flow tables before
packets arrive, when then network traffic arrives to the switch the packets will follow
the network rules pre-installed by the SDN controller. This approach reduces the
communication between the network controller and the switch, but does not react
to packets that not match any SDN rule (flow entry).
Reactive configuration, initially the switches are not pre-configured with any set of
rules, the flow tables are filled reactively when the packets are received. When a
packet does not match any forwarding rule in the flow tables it is sent in a packet-in
message to the SDN controller, then the controller process the packet and selects the
output port and installs a new rule (flow entry) if needed for the upcoming packets
with the same destination. This approach requires a more complex configuration in
the SDN controller since it has to analyze and process the packet-in messages and
properly configure the switch automatically.
Hybrid configuration, the controler pre-configures the switch with a set of rules using
a proactive process and when a packet does not match these pre-defined set of rules
it is sent to the controller following the reactive process.
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Each of the aforementioned flow tables contains a set of rules, commonly known as

flow entries, that can be dynamically added, updated, or deleted by the controller. The
main components of each flow entry are:
Matching fields: set of packet header or internal metadata fields used to match the
processed packets;
Priority: priority of the flow entries in the flow tables;
Counters: to control different statistics in the packet processing pipeline (e.g. packet
matches, received/transmitted bytes, received/transmitted/dropped packets, reception/transmission errors, etc.), they are updated when packets are matched;
Instructions: set of instructions applied to matched packets, it could be used to
modify the action set or pipeline processing;
Timeouts: it is the maximum lifetime of a flow entry.
Cookie: opaque data value chosen by the controller. May be used by the controller
to filter flow entries affected by flow statistics, flow modification and flow deletion
requests;
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Figure 3.2: OpenFlow packet processing pipeline
OpenFlow defines two types of switches: i) OpenFlow only switches, that only supports
OpenFlow operation or ii) OpenFlow hybrid switches, that supports standard switching
operations as well as OpenFlow processing.
When a packet arrives to a switch that supports the OpenFlow operation, it follows the
packet processing pipeline defined by the OpenFlow controller, this pipeline can contain
one or multiple flow tables. The received packet in the ingress port is then directed to
the configured OpenFlow tables, that are always numbered sequentially, starting at 0. As
it is depicted in Fig. 3.2, the pipeline processing always starts from the first flow table
(Table_0 in Fig. 3.2), being matched against the flow entries ordered by strict priority.
These flow entries can contain multiple matching fields that can be of 44 different types,
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the supported matching fields are fixed and they are carefully detailed in the OpenFlow
specification [22].
Then, if a flow entry is found, the instruction set included in the matched flow entry
is applied to the packet. These instructions can redirect the packet to another different
flow table (using the go_to_table instruction), the packet can only be redirected to a
table with a higher identification number, not allowing the packet to go backwards. The
instruction set of the flow entry can include 11 different types of instructions (more details
can be found in [22]), that allows for example to modify the packet headers, select the
output port or write/read packet metadata in order to exchange information between the
different tables of the packet processing pipeline.
If the packet does not match any flow entry within the flow table, there is a table miss.
Depending on the OpenFlow version the behavior of the table miss can be configured
with three possible options: i) drop the packet, ii) redirect to another table or iii) send to
the controller over the control channel. Once the packet traverses the complete pipeline,
applying the different instructions, the packet is forwarded through the output port selected
in the last table.
The current OF version is quite rigid in terms of matching, and as it is mentioned
before, it only supports 44 different fixed fields not allowing any dynamic or programmable
matching. This rigidity is limiting the evolution of OF excluding the matching and
modification of certain header fields or protocols. As an example OF does not support
parsing and matching of protocols like 802.1ag Connectivity Fault Management (CFM).
The different individual actions of the table entries allows to modify a limited number
of headers, including common protocols such as IPv4, IPv6, UDP, ARP, TCP; and even
protocols like PBB and MPLS.
OF extends the supported protocols in each protocol version but it’s not possible to
operate with protocols like VXLAN, NVGRE, SST, CFM or OTV; which are protocols
that have been appearing recently. As well, it’s impossible to perform actions that are
not within the ones shown in the specification, and also it is not possible to maintain a
local state on the switches, being only possible to store the required information in the
controller.
These inconveniences bring up the necessity of creating mechanisms that allow switches
to adapt to new upcoming protocols, enabling stateful forwarding behaviors and introducing
packet manipulation improvements. Hence, to overcome this limitations and even increase
more the SDN flexibility the Programming Protocol-Independent Packet Processors (P4)
project offers a programmable language to completely define from scratch the forwarding
behavior of the switch, leaving behind the stateless and rigid nature of OpenFlow, looking
forward a fully programmable data plane.
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3.1.3.2.

P4

The P4 [30] project’s main purpose is to provide a programming language so network
administrators can specify how switches behave independently of its underneath technology
(Application-Specific Integrated Circuits (ASICs), Network Processing Units (NPUs),
Field Programmable Gate Arrays (FPGAs) or reconfigurable switches). P4 introduces an
abstract forwarding model, shown in Fig. 6.4, composed by a packet parser, a set of tables
with match-actions flows and a deparser. The imperative language proposed in the paper
describes the behavior of each one of the abstract forwarding model components.
Parser

Checksum Verification /
Ingress Match-Action

Checksum Update /
Egress Match-Action

Deparser

Traﬃc
Manager

Figure 3.3: P4 abstract forwarding model
First of all, the programmer needs to define how the switch will parse the incoming
packets. This is the main contribution of the P4 project, and what enhances new protocols
support, since P4 enforces to describe the bytes composing the headers that will
be used in the parser (see the following Ethernet header definition in Fig. 3.4).
header ethernet {
bit<48> dstAddr;
bit<48> srcAddr;
bit<16> etherType;
}
Figure 3.4: Ethernet header definition in P4 parser
The headers’ definition broadens the scope of supported protocols, since the switch
becomes agnostic of how to operate with incoming bits until the programmer tells how
to do it. Once the headers are defined the parser must be described, and to accomplish
so, a state machine is programmed to parse packets from start to end (based on
the specified header fields). After the headers are parsed, P4 allows to describe the
ingress and egress pipelines including tables and actions (that can include finite state
machines) that the switch will trigger after the matching of the packet headers. Once
everything is properly specified, a compiler creates a Table Dependency Graph (TDG) so
independent tables can be processed in parallel to speed up the processing. The generated
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binaries can work under software switches, switches with Ternary Content-Addressable
Memory (TCAM) and Random Access Memory (RAM), switches with parallel tables,
switches with few tables, and switches that apply actions at the end of the pipeline. When
all the match-actions in the different ingress and egress pipelines are applied the deparsing
(the inverse of parsing), or packet construction is done and finally the packet is sent though
the out ports.
In addition, P4 also supports extern functions, allowing the integration of external
standard libraries in P4 programs, this feature allows P4 to maintain a forwarding state
directly on the switches, contrasting with the statless nature of the OpenFlow protocol.
Therefore, P4 is not a new version of OpenFlow, the P4 programmability actually allows to
implement OpenFlow as a P4 program, since P4 aims to program the forwarding behavior
of any switch, no matter if the switch is controlled from a local switch operating system,
or by a remote SDN controller.
Finally, due to its tremendous potential, in April 2019 the ONF and the P4 project combined together in order to strategically align the P4 activities with the SDN standardization
program.

3.2.

SDN Controllers

As it is explained in the previous section, the network control plane is located in an
entity called SDN controller, this controller communicates with the SDN applications
receiving instructions or requirements and then instructing the SDN switching elements.
The SDN controller also collects information and statistics from the network devices and
expose them to the SDN applications, providing an abstract perspective of the network.
This section gives the reader an overview of the main SDN controllers available in the
market and also the selected controller for the development of this thesis.

3.2.1.

OpenDayLight

OpenDayLight (ODL)1 is one of the main reference SDN controllers in the actual
networking landscape. ODL was born as a collaborative open-source project and it is
actually hosted by the Linux Foundation, distributed under the Eclipse Public License,
entirely developed in Java and it is integrated in some of the most important open-source
frameworks like ONAP, OpenStack, and OPNFV.
ODL is build as a modular platform, enabling an ecosystem that is able to incorporate
services created by third parties as software modules using Apache Karaf. It supports
a broad variety of protocols including state of the art protocols such as OpenFlow,
NETCONF, OVSDB, BGP, SNMP and P4, being able to extend the SBI protocol support
1

https://www.opendaylight.org/
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through plugins. The ODL platform core is the Model-Driven Service Abstraction Layer
(MD-SAL), it allows to represent the underlying devices and applications as objects
or models, using Yet Another Next Generation (YANG) models, and then process the
interaction within the SAL. ODL also supports node clustering across several replicas for
high reliability scenarios and telemetry services.
ODL is a very powerful and secure network controller suitable for production quality
environments, it is one of the best performers in the market but at the cost of being
heavier and more complex than other alternatives such us Ryu.

3.2.2.

ONOS

Open Networking Operating System (ONOS)2 is one of the leading SDN controllers
and it is also hosted by the Linux Foundation. ONOS is written in Java and freely
distributed under the Apache 2.0 license.
ONOS is one of the most reliable controllers out there and supports advance clustering mechanisms for horizontal scaling in order to achieve better performance and
geo-redundancy for reliability purposes. ONOS also support several SBI protocols, including OpenFlow, NETCONF, TL1, SNMP, BGP, RESTCONF, PCEP and P4. ONOS also
supports telemetry using Influx DB and Grafana plugins.
ONOS, like ODL, is one of the best performers in the field, being one of the most
reliable, scalable and secure SDN controller, a perfect choice for industrial production
environments but a the cost of being heavier, complex and with worse documentation
than other contenders such as Ryu.

3.2.3.

Ryu

Ryu3 is a component-based SDN framework developed in Python. Ryu provides
software components with well defined Python API4 that facilitates the development
of SDN control applications. Ryu supports several SBI protocols such as OpenFlow or
Netconf and fully supports OpenFlow 1.0, 1.2, 1.3, 1.4, 1.5 and Nicira Extensions. All of
the Ryu code is available freely under the Apache License 2.0.
Ryu is a modular controller and allows to separate the applications functionalities in
different scripts and run the applications in a modular way and deploy only the required
components. It is very resource efficient and lightweight, being the most portable solution
of the three, but it also lacks some scalability, telemetry and reliability capabilities of
ONOS and ODL such us the controller clustering. Because of this Ryu is more suitable
for fast and agile development, perfectly suitable for academic and research purposes and
not as strong as ODL or ONOS for production level deployments.
2

https://www.opennetworking.org/onos/
https://ryu-sdn.org/
4
https://ryu.readthedocs.io/en/latest/api_ref.html
3
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Ryu has been chosen as the reference SDN controller for the development of this thesis
for three main reasons: i) the clear and well defined documentation available, it has the
best documentation of thre three controllers, ii) Ryu is the simpler controller of the three
in terms of installation, deployment and programming and iii) the easiness and agility in
the development of Ryu apps in Python language with the provided API.

3.3.

SDN Switching

The SDN switching elements forward and process the network traffic following a set
of instructions provided by the SDN controller. As it is already explained in Sec. 3.1
this instructions are sent through the SBI using protocols like OpenFlow. These SDN
switching elements can be implemented either on hardware or software:

3.3.1.

Hardware Switches

Switches can be impletended directly on hardware, offering bare metal switching
solutions that are OpenFlow compatible. Top-Notch networking brands like Dell, HPE,
Aruba, Cisco or Juniper offer these products in their actual portfolios. These products
are designed to offer really high performance, these switches offer hundreds of ports with
extremely high speed (up to 100 GbE ports) but at elevated cost. Some manufacturers
like Barefoot Networks also provide P4 compatible switches and ASICs that allows to
obtain even higher programmability and flexibility.

3.3.2.

Software Switches

The softwarization and virtualization trend has boosted the development of software
switching solutions that run in COTS hardware. Software switches enable new network
orchestration and management possibilities, allowing to dynamically and flexibly deploy,
instantiate and configure switching elements in a matter of minutes or even seconds.
Software switching solutions also reduce severely the cost compared to hardware switches,
since most of the software switches are open-source and can run in simple COTS hardware
with very low requirements.
The performance of software switches abruptly increases with the use of network
accelerators and low latency kernels, reducing the packet-processing near to hardware
dedicated solutions, having its maximum exponent in Intel Data Plane Development
Kit (DPDK). DPDK is an open-source set of drivers and software libraries, running in
user space, that accelerate packet-processing on standard CPU architectures. DPDK
accelerates the network I/O transitioning the packets directly to the network interface,
bypassing the kernel, creating a fast-path between the hardware (Network Interface
Card (NIC)) and the application running in user space. It eliminates the performance
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penalties introduced by the kernel network stack, optimizing the packet throughput.
There are a lot of software switch solutions but two of them can be clearly distinguish
from the rest: Open Virtual Switch and Lagopus.
3.3.2.1.

Open Virtual Switch

Open Virtual Switch5 , commonly known as Open vSwitch or OVS. is an open-source
production quality distributed virtual multilayer switch. OVS source code is distributed
under the terms of Apache License 2.0 and it is mainly written in C language, providing
easy portability across different environments and operating systems.
The Linux kernel implementation of OVS was merged into the kernel mainline in the
version 3.3, having official Linux packages available for the main Linux distributions like
Debian, Fedora, Ubuntu, Red-Hat, Suse or CentOS. This fact made OVS to stand out
and be widely used across the current networking landscape, playing an important role in
some SDN/NFV open-source projects like Openstack, OpenDayLight or Mininet.
Open Virtual Switch allows two types of installation, i) native, with OVS with the
datapath running in the kernel space and ii) with DPDK with OVS with the datapath
running in the user space, having a better performer in the latter due to the aforementioned
benefits provided by DPDK.
OVS is designed to run either in virtual machines or bare-metal supporting L2/L3
forwarding, Access Control Lists (ACLs), QoS, and a huge set of monitoring and configuration options. Open Virtual Switch (OVS) is a very lightweight software switching
solution, able to run in Advanced Reduced Instruction Set Computer Machine (ARM)
devices and it supports the vast majority of OpenFlow functionalities, that is the reason
why it has been selected for the experimental evaluation detailed in Part IV. Conversely,
OVS lacks of support of PBB tagging (required in the Part II of this thesis), there are
heavier but better performer alternatives supporting PBB, such as Lagopus, which has
been selected for the Part II of this thesis.
3.3.2.2.

Lagopus

Lagopus6 is an open-source high-performance OpenFlow software switch also freely
distributed under the Apache 2.0 license. Like OVS, the Lagopus software switch can
inter-work with the existing Linux routing stack, and also run in stand-alone mode with
Layer-2 and Layer-3 configurations. In the same way than OVS, Lagopus is supported in
the main Linux distributions and can be installed in a raw-socket configuration or with
DPDK for faster and better performance. The DPDK support it is not available in all the
CPUs and NICs, since DPDK libraries work at a very low level, the supported hardware
5
6

https://www.openvswitch.org/
https://www.lagopus.org/
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is detailed in the DPDK website 7 . Lagopus can also be run in virtualized environments
supporting the DPDK libraries using a pass-through NIC setup, connecting directly the
hardware to the VM instead of the host machine.
Conversely, the Lagopus software switch supports a higher number of protocol headers
than OVS, including PBB, not supported in the former. Lagopus software switch also
includes a huge number of configuration options, allowing to specify which CPU cores are
assigned to the Lagopus software switch instance, to the the packet processing and also to
the packet transmission/reception with port granularity. Lagopus also allows to specify
the number of memory channels supported by the CPU, the reserved memory and the
packet ordering mode among other configuration options.
Lagopus is a very complex software switch, but also with the wide protocol support,
huge configurability and resource allocation options Lagopus is postulated as the best
performer open-source software switch in the market, suitable for production quality
environments; leveraging in DPDK it is able to forward 40 Gbps with selected NICs.
This performance can even be achieved in a VNF when using a pass-through NIC setup,
being also an excellent choice as a carrier grade switching solution for NFV environments.
For these reasons Lagopus has been selected for the implementation of the Crosshaul
forwarding element detailed in Part II of this thesis.

3.3.3.

Network emulation

Since SDN controllers and SDN switches can be run completely in software, new
opportunities arise for the creation of virtual SDN-based network topologies for emulation
and testing purposes.
3.3.3.1.

Mininet

Mininet8 is a network emulator that allows to create a complete network formed by
virtual hosts, switches, controllers, and links. Mininet virtual hosts and switches run in
containers and have an standard Linux command line interface, which enables a huge
variety of possibilities. Mininet supports OVS as the standard OpenFlow switch and also
P4 software switches, developed by the P4 project.
Mininet also offers a Python API9 for the creation of custom toplogies, it allows to
instantiate and configure individually and in an automatic way all the network elements.
The user can create complete custom topologies selecting the type of switches, the number
of interfaces in each switch, the bandwidth and delay in each link and the network
controllers. Mininet includes a network controller but allows the connection of any remonte
controller, including OpenDayLight, ONOS or Ryu.
7

https://core.dpdk.org/supported/
http://mininet.org/
9
http://mininet.org/api/index.html
8
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Mininet offers unlimited possibilities, you can emulate even an operator network or

a data center, with real time traffic, the only limiting factor is the computing, storage
and bandwidth resources of the host machine, the bigger is the topology the higher is the
resource utilization. Mininet has been used in the evaluation assessment detailed in Part
III for the emulation of a DCN with P4 switches.

Part II:
SDN-based transport for next
generation mobile networks
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Chapter 4

Fronthaul and Backhaul
Integration: Crosshaul
The concept of Centralized/Cloud RAN (C-RAN) has already been deployed in 4G
networks, providing cost reductions and performance improvements [6]. The 4G C-RAN
implementation is the lowest of the possible functional split in the Long Term Evolution
(LTE) protocol stack. This split partitions the Radio Frequency (RF) layer at the
Distributed Unit (DU), known as Remote Radio Head (RRH), which samples the air
interface and sends this information to the Central/Cloud Unit (CU) implementing the
base band processing, also known as the Base Band Unit (BBU). The protocol used
for the transmission of the RF samples from the air interface is known as the Common
Public Radio Interface (CPRI) [31], [32]. CPRI utilizes a serial transmission, instead of
packetized, typically requiring a point-to-point, high bandwidth and low delay dedicated
fiber link between the RRH and BBU.
In addition, CPRI suffers of two key problems, jeopardizing its possible application to
5G and beyond. The first problem is known as bandwidth explosion. With CPRI, there
is a direct relation between the bandwidth needed to transport the air interface samples
with the radio channel bandwidth and number of antennas. A single 20MHz LTE channel
providing 75 Mbps to the end user (with no Multiple-Input Multiple-Output (MIMO))
requires of 1228.8 Mbps transport capacity. This value is independent of the actual user
traffic in the channel, i.e., an empty channel will also require of 1228.8 Mbps of transport,
and linearly dependent with the number of antennas used for MIMO (2x2 MIMO requires
2457.6 Mbps for the same scenario), which renders this model unfeasible for massive MIMO
deployments expected in 5G. The second issue is the delay required to transport CPRI
data. Current CPRI specifications requires 100 µs one-way delay between the RRH and
BBU1 , which prevents any possible processing within the transport or limits the number
1

This number comes from the LTE Hybrid Automatic Repeat Request (HARQ) timer (1 ms) plus the
time required to process the CPRI signal, leaving a mere 100 µs transport delay budget.

35

36

Fronthaul and Backhaul Integration: Crosshaul
Fronthaul

C-RAN

LL-Split

HL-Split Backhaul

RRC
CU

L3
PDCP
High RLC
CU
Low RLC
L2

CU
High MAC

DU

Low MAC

DU

High PHY
L1
Low PHY
RF

DU
DU

Figure 4.1: Traffic profiles
of transport hops between the RRH and BBU.
Given that C-RAN is a mechanism intended to reduce deployment costs while providing
performance gains, 3GPP has analyzed different options for the functional split between
centralized and distributed units, in terms of transport requirements (e.g. capacity,
latency) and supported features (e.g. Coordinated Multipoint (CoMP), beamforming).
Seven options (in addition to CPRI) were considered in [11]. Currently three of the
possible splits were down-selected for implementation. Fig. 4.1 shows the LTE protocol
stack overlaid with the three functional split options, while Table 1.1 provides a summary
of their features [33]:
Option 2 (PDCP/high RLC) as the Higher Layer (HL) split point (called the F1
Interface).
Option 6 for MAC/PHY split as one of the candidates for the Lower Layer (LL)
split. Option 6 has been defined by the Small Cell Forum as Network Functional
Application Platform Interface (nFAPI) [34], oriented towards the support of small
cells baseband processing virtualization.
Option 7 for intra-PHY split as the other contending candidate for the lower layer
split.

4
.1 Theo
re
t
ica
l Ana
ly
s
i
s

37

A
l
th
ou
ghcu
r
r
en
t
lyth
e
r
ei
son
g
o
in
gd
i
s
cu
s
s
i
ononth
eex
a
c
tl
ow
e
rl
a
y
e
rsp
l
i
tt
ob
e
u
s
edin3GPP5Gn
e
tw
o
rk
s
,th
e
r
ei
sac
l
e
a
rn
e
edf
o
rp
r
o
t
o
c
o
l
st
oc
a
r
rysu
ch m
ixo
f
b
a
c
kh
au
l
/
f
r
on
th
au
l(
th
a
ti
s
,c
r
o
s
sh
au
l
)d
a
t
a
. Th
i
sd
a
t
aw
i
l
lb
ep
a
c
k
e
t
i
z
edandf
r
on
thau
l
andb
a
c
khau
lt
r
aﬃ
cw
i
l
lc
o
e
x
i
s
tinth
esam
et
r
an
sp
o
r
tn
e
two
r
k. Th
i
sn
e
edha
sb
e
ena
l
r
eady
a
cknow
l
edg
edbyth
eindu
s
t
rytha
ti
sw
o
rk
ingonn
ewp
ro
to
co
l
ssu
cha
sEnhan
c
edCommon
Pub
l
i
cRad
ioIn
t
e
r
fa
c
e(eCPR
I
)[9
]andN
ex
tG
en
e
ra
t
ionF
ron
thau
lIn
t
e
r
fa
c
e(
NGF
I)IEEE
1914[35
]
. Bo
tho
fth
e
s
ep
ro
to
co
l
sa
l
lowth
eu
s
eo
fE
th
e
rn
e
ta
st
ran
spo
r
tt
e
chno
logy
.IEEE
8
0
2i
sa
l
s
ow
o
rk
in
gonex
t
en
s
i
on
st
oimp
r
o
v
eth
et
r
an
spo
r
to
fth
ef
r
on
th
au
lt
r
aﬃ
ca
t
th
eIEEE8
0
2
.
1T
im
eS
en
s
i
t
iv
eN
e
tw
o
rk
in
g(
TSN)[
1
4
]w
o
rk
in
gg
r
oup
, wh
i
chh
a
si
t
s
c
oun
t
e
rp
a
r
ta
tth
eIPl
ev
e
linth
eD
e
t
e
rm
in
i
s
t
i
cN
e
tw
o
rk
in
g(
D
e
tN
e
t) W
o
rk
in
gG
r
oup
[
3
6
]o
fIETF
. Ch
ap
t
e
r1 m
ak
e
sap
r
op
e
rr
ev
i
ewo
fs
t
and
a
rd
i
z
a
t
i
onw
o
rkonth
i
st
op
i
c
.
De
s
ign
ingandin
teg
ra
t
ingac
ro
s
shau
lfo
rwa
rd
inge
lemen
tab
letot
ran
spo
r
t
suchhe
te
rogeneou
sc
ro
s
shau
lt
raﬃci
sp
rec
i
se
lythegoa
lo
fth
i
s Pa
r
to
fthe
the
s
i
s
.

4
.1
. Theo
re
t
ica
l Ana
ly
s
i
s
Th
i
ss
e
c
t
iond
e
s
c
r
ib
e
sanana
ly
t
i
ca
lf
ram
ew
o
rkfo
rth
eop
t
im
i
z
edd
e
s
igno
fac
ro
s
shau
l
n
e
tw
o
rkba
s
edonth
ew
o
rkp
r
e
s
en
t
edin[3
,18
]
. Th
eth
eo
r
e
t
i
ca
lana
ly
s
i
si
sin
t
rodu
c
edfo
r
th
es
ak
eo
fc
omp
l
e
t
en
e
s
sandt
ob
e
t
t
e
rm
o
t
iv
a
t
eth
ed
e
s
i
gno
fth
eC
r
o
s
sh
au
lF
o
rw
a
rd
in
g
E
l
em
en
t(XFE
)andc
r
o
s
sh
au
ln
e
tw
o
rk
.

4
.1
.1
. Sy
s
tem Mode
l
Th
eop
e
r
a
t
i
ono
far
ad
i
oa
c
c
e
s
spo
in
ti
sm
od
e
l
eda
sach
a
ino
ffun
c
t
i
on
sth
a
tp
r
o
c
e
s
s
s
igna
l
sandda
tat
raﬃ
ctoandf
romu
s
e
r
ss
equ
en
t
ia
l
ly
,a
sd
ep
i
c
t
edinF
ig
.4
.1
.Som
eo
fth
e
s
e
fun
c
t
i
on
s
,su
cha
sL
3fun
c
t
i
on
s
,m
a
yrunin
t
oV
i
r
tu
a
lM
a
ch
in
e
s(VM
s
)a
te
i
th
e
rCU
so
r
DUs
;wh
i
l
eo
th
e
r
s
,su
cha
sL
1fun
c
t
ion
s
,mayr
equ
i
r
esp
e
c
iﬁ
cha
rdw
a
r
e
. Th
i
sw
o
rkcon
s
id
e
r
s
ac
r
o
s
sh
au
ln
e
tw
o
rkw
i
thas
e
tN = {1
,
.
.
.
,N
}DUs
/RRH
sandB= {
b
.
.
.
,b
s
.
1,
N}CU
Th
esy
s
t
em mod
e
la
s
sum
e
sDUsandCU
sa
r
epa
i
r
eda
c
co
rd
ing
lyandl
e
tb
eno
t
eth
eCU
nd
a
s
so
c
ia
t
edw
i
thDUn. Th
ec
ro
s
shau
ln
e
tw
o
rki
smod
e
l
edconn
e
c
t
ingDUstoCU
sa
sag
raph
G:=(
I,
E)
,wh
e
r
eIi
sth
esup
e
r
s
e
to
frou
t
e
r
so
rsw
i
t
ch
e
s(XFE
sinth
i
ss
e
tup
)
,Rad
ioUn
i
t
s
(RU
s
)andCU
s
.E
a
ched
g
ein(
i
,j
)∈Ei
sch
a
r
a
c
t
e
r
i
z
edb
yi
t
sb
i
t
r
a
t
ec
ap
a
c
i
t
yc
nd
i
,
ja
th
el
a
t
en
cydi
tin
t
r
odu
c
e
s
.M
o
r
e
o
v
e
r
,pn
{
(
c
i
,
(
i
i
,
.
.
.
,
(
i
):(
i
,i
}
,
ji
n,
1)
1,
2)
i
j)∈E
L,n
,k :=
d
eno
t
e
san
e
tw
o
rkpa
thkconn
e
c
t
ingDUnandi
t
sco
r
r
e
spond
ingCU,cha
ra
c
t
e
r
i
z
edbya
pa
thla
t
en
cyequa
ltodpn,k,andPn =
DUnandi
t
sCU
.

eno
t
e
sth
es
e
to
fa
l
lpo
s
s
ib
l
epa
th
sb
e
tw
e
en
n
,k d
kp

W
i
thn
ol
o
s
sing
en
e
r
a
l
i
t
y
,th
i
sm
od
e
lf
o
cu
s
e
sonth
ed
own
l
inkandd
im
en
s
i
ono
fth
e
sy
s
t
emtob
eab
l
etorou
t
ea
l
lth
en
e
tw
o
rkloadin
cu
r
r
edbya
l
lth
eEv
o
lv
edNod
eB
s(
eNB
s
)
inth
esy
s
t
ema
tm
ax
imumc
ap
a
c
i
t
y(
o
th
e
rs
t
r
a
t
e
g
i
e
sc
anb
eapp
l
i
ed
)
.Inth
i
sw
a
y
,th
e

38

F
ron
thau
land Backhau
lIn
teg
ra
t
ion
:C
ro
s
shau
l

p
ropo
s
ed mod
e
ln
e
ed
storou
t
eas
e
to
fN ﬂow
sb
e
tw
e
enea
chDUCUpa
i
randth
eb
i
t
ra
t
e
l
o
adR(n)o
fe
a
chﬂ
own∈N i
sd
e
t
e
rm
in
edb
yth
efun
c
t
i
on
a
lsp
l
i
tch
o
s
enf
o
reNBn,a
s
p
r
e
s
en
t
edinT
ab
l
e1
.
1
.M
o
r
e
o
v
e
r
,c
e
r
t
a
inp
a
thl
a
t
en
cyc
on
s
t
r
a
in
t
ssh
ou
ldb
er
e
sp
e
c
t
ed
th
a
ta
r
ea
l
s
od
e
t
e
rm
in
edb
ye
a
chch
o
i
c
eo
ffun
c
t
i
on
a
lsp
l
i
t
.A
sar
e
su
l
t
,th
ec
r
o
s
sh
au
l
rou
t
ingp
rob
l
emc
anb
em
od
e
l
edw
i
thth
eop
t
im
i
za
t
ionp
rob
l
emp
r
e
s
en
t
edinth
es
equ
e
l
.

4
.1
.2
. Func
t
iona
lsp
l
i
t
s
L
e
tFn ={
1,
2,
.
.
.
,F
o
l
l
e
c
ta
l
lpo
s
s
ib
l
efun
c
t
iona
lsp
l
i
tcho
i
c
e
s(
F=8inT
ab
l
e1
.1
)
n}c
(
n)

suppo
r
t
edbyeNBn.L
e
txf d
e
t
e
rm
in
ewh
e
th
e
rfun
c
t
iona
lsp
l
i
top
t
ion(
s
e
eT
ab
l
e1
.1
)i
s
(
n)

(
n)

cho
s
enf
romeNBn(
xf =1)o
rno
t(
xf =0)
. Ev
id
en
t
ly
,on
lyon
eop
t
ionfo
rea
cheNB
mu
s
tb
es
e
l
e
c
t
ed
,i
.
e
.
,

(
n)

f∈Fn

xf =1,

∀n∈N

(4
.1
)

4
.1
.3
. Rou
t
ingdec
i
s
ion
s
(
n)

L
e
tr
eno
t
eth
eamoun
to
ft
raﬃ
ca
l
low
edtoﬂowth
roughpa
thp∈Pn,s
e
rv
ingth
e
p d
pa
i
rDUCUn. O
fcou
r
s
e
,rou
t
ingd
e
c
i
s
ion
s mu
s
tsa
t
i
s
fyn
e
tw
o
rkl
inkcapa
c
i
tycon
s
t
ra
in
t
s
:

n∈Np∈Pn

(
n) i
,
j
r
,
i
,
j
p I
p ≤c

∀(
i
,j
)∈E

(4
.2
)

i
,
j
i
,
j
wh
e
r
eI
fp
a
thpin
c
lud
e
sl
ink(
i
,j
)o
rI
th
e
rw
i
s
e
.
p =1 i
p =0 o

M
o
r
e
o
v
e
r
,i
tsh
ou
ldb
egu
a
r
an
t
e
edth
a
tth
e wh
o
l
eﬂ
owf
r
omth
e CURU np
a
i
ri
s
t
ran
spo
r
t
eda
c
r
o
s
sa
l
lpo
s
s
ib
l
ep
a
th
sb
e
tw
e
enth
em
:

p∈Pn

(
n)
r
p =

(
n)

f∈Fn

R̂fxf ,

∀n∈N

(4
.3
)

wh
e
r
e R̂f i
sth
eam
oun
to
fﬂ
owem
an
a
t
in
gf
r
omfun
c
t
i
on
a
lsp
l
i
tf(
s
e
eT
ab
l
e1
.
1
)
,i
.
e
.
,
R(n)=

(
n)
f∈Fn R̂fx
f .

F
in
a
l
ly
,th
er
ou
t
in
gch
o
i
c
e
ssh
a
l
la
l
s
os
a
t
i
s
fyth
el
a
t
en
cyc
on
s
t
r
a
in
t
so
fth
es
e
l
e
c
t
ed
fun
c
t
i
on
a
lsp
l
i
t
. T
oa
c
c
omm
od
a
t
eth
i
sc
on
s
t
r
a
in
t
,th
eﬂ
owb
i
t
r
a
t
ea
c
r
o
s
sp
a
th
sth
a
t
(
n)

ex
c
e
edth
er
equ
i
r
edl
a
t
en
cyi
sf
o
r
c
edt
oz
e
r
o
.Inth
i
sw
a
y
,v
a
r
i
ab
l
e
sxf a
l
s
od
e
t
e
rm
in
e

wh
i
chp
a
th
sf
r
om P a
r
ee
l
i
g
ib
l
et
or
ou
t
eﬂ
owf
o
re
a
cheNB
.A
sin[
1
8
]
,e
a
chs
e
tPn i
s
ft
pa
r
t
i
t
ion
edin
toF ov
e
r
lapp
ingc
lu
s
t
e
r
so
fpa
th
sPn
ha
tv
io
la
t
eth
ela
t
en
cycon
s
t
ra
in
to
f

Fi
e
a
chsp
l
i
tf∈Fn.Inth
i
sw
a
y
,f
o
rin
s
t
an
c
e
,i
fxF =1,th
enFn
n
c
lud
e
sa
l
lp
a
th
sw
i
th

la
t
en
cyex
c
e
ed
ing250m
s
. No
t
etha
t
,a
sla
t
en
cyr
equ
i
r
em
en
t
sb
e
com
e mo
r
ed
emand
inga
s
1⊆F2⊆
F ⊆F . H
th
eam
oun
to
ffun
c
t
i
onc
en
t
r
a
l
i
z
a
t
i
on(
f)g
r
ow
s
,Fn
·
·⊆Fn
en
c
e
,in
n
n ·

4
.1 Theo
re
t
ica
l Ana
ly
s
i
s

39

g
en
e
ra
l
,th
ep
r
ob
l
emsh
a
l
lc
omp
lyw
i
th
(
n)

f
p∈Pn

wh
e
r
eM

(
n)
r
p ≤M 1−x
f

,

∀f∈Fn,
∀n∈N

(4
.4
)

0i
sal
a
r
g
enumb
e
r
,a m
e
thodcommon
lyknowna
sB
ig
-M m
e
thod[37
]
.

4
.1
.4
. P
rob
lemF
o
rmu
la
t
ion
Pu
t
t
in
ga
l
lth
eabo
v
et
o
g
e
th
e
r
,th
ep
r
ob
l
emc
anb
esumm
a
r
i
z
eda
sth
ef
o
l
l
ow
in
g
M
ix
ed
In
t
e
g
e
rL
in
e
a
rP
r
ob
l
em(M
ILP
)
:
P
rob
lem1 (C
r
o
s
sh
au
lD
im
en
s
i
on
ingP
rob
l
em
)
.
(
n)

m
in
x,
r

n∈Nf∈Fn

s
.
t
.

c
fx
f

(
4
.
1
)
,
(4
.2
)
,
(4
.3
)
,
(4
.4
)
(
n)
r
p ≥0

∀p∈Pn,
∀n∈N

(
n)

xf ≥0
(
n)

∀f∈Fn,
∀n∈N
(
n)

wh
e
r
er:=(
r
p∈Pn,n∈N)andx:=(
xf |f∈Fn,n∈N)a
r
ed
e
c
i
s
ionv
e
c
to
r
s
p |

co
l
l
e
c
t
inga
l
ld
e
c
i
s
ionv
a
r
iab
l
e
s
. Mo
r
eov
e
r
,c
saco
s
tv
a
lu
ea
s
so
c
ia
t
edtofun
c
t
iona
lsp
l
i
t
fi
f. Typ
i
ca
l
ly
,sp
l
i
t
stha
tc
en
t
ra
l
i
z
e mo
r
eeNBfun
c
t
ion
sw
i
l
lhav
elow
e
rco
s
t
sa
s
s
ign
ed
,i
.
e
.
,
c
·
·>cF. Th
i
sM
ILP c
anb
ee
a
s
i
lyp
r
o
v
ent
ob
e NP
-h
a
rdb
yr
edu
c
t
i
ont
oa
1 >c2 > ·
knap
sa
ckp
rob
l
emand
,toso
lv
ei
t
,s
tanda
rdt
e
chn
iqu
e
scanb
eapp
l
i
edsu
cha
sth
eB
end
e
r
s
d
e
compo
s
i
t
ion m
e
thodu
s
edin[3
]
. Mo
r
eov
e
r
,d
iﬀ
e
r
en
tﬂav
o
r
so
fth
eabov
ep
rob
l
emcanb
e
d
ev
i
s
ed
,e
.g
.
,toop
t
im
i
z
ecompu
t
ingco
s
ta
sin[3
]
,p
la
c
em
en
to
fedg
ecompu
t
ingfun
c
t
ion
s
a
sin[
1
8
]o
rt
osuppo
r
tun
sp
l
i
t
t
ab
l
eﬂ
ow
sa
sin[
2
]
. Th
i
ss
e
c
t
i
onf
o
cu
sonth
es
imp
l
e
s
t
op
t
im
i
za
t
ionp
rob
l
emo
fth
ema
l
ltos
imp
l
i
fyth
e mo
t
iv
a
t
iono
fth
eC
ro
s
shau
lF
o
rw
a
rd
ing
E
l
em
en
td
e
s
i
gn
.

4
.1
.5
. Ana
ly
s
i
s
Now
,ar
ea
ln
e
tw
o
rktopo
logyo
far
ea
lop
e
ra
to
ri
sana
ly
z
edu
s
ingth
eabov
efo
rmu
la
t
ion
ino
rd
e
rt
os
tudyth
eh
i
gh
e
s
tam
oun
to
fc
en
t
r
a
l
i
z
a
t
i
ona
ch
i
ev
ab
l
eupond
iﬀ
e
r
en
tn
e
tw
o
rk
c
ond
i
t
i
on
s
.T
oth
i
sa
im
,th
eu
s
edt
opo
l
o
gyi
sb
a
s
edon“
I
t
a
lyt
opo
l
o
gy
”in[
3
]
,d
e
s
c
r
ip
t
iv
e
lyr
ep
r
e
s
en
t
edinth
eg
r
aphinF
i
g
.4
.
2
,wh
i
chc
on
s
i
s
t
sinanu
rb
ann
e
tw
o
rkw
i
th2
0
0
DUs/RRH
s
,1CUandov
e
r1300agg
r
ega
t
iono
rsw
i
t
ch
ingnod
e
s(XFE
sinth
i
sth
e
s
i
s
)ina
la
rg
ec
i
tyinI
ta
ly
.T
oa
s
s
e
s
sth
i
sop
t
im
i
za
t
ionp
rob
l
eming
en
e
ra
ls
e
t
t
ing
s
,th
etopo
logyi
s
conﬁgu
r
edw
i
thn
e
tw
o
rkl
ink
so
fd
iﬀ
e
r
en
tcapa
c
i
t
i
e
sandla
t
en
c
i
e
s
,spann
ingf
rom20 Gb/
s
to500Gb/
sand0to100µs
,r
e
sp
e
c
t
iv
e
ly
,andso
lv
eth
eop
t
im
i
za
t
ionp
rob
l
emd
e
s
c
r
ib
edin
P
rob
l
em1u
s
ingth
eapp
roa
chp
ropo
s
edin[3
](m
i
ld
ly mod
iﬁ
edfo
rth
i
ssp
e
c
iﬁ
cp
rob
l
em
)fo
r

40

Fronthaul and Backhaul Integration: Crosshaul

Figure 4.2: Representation of “Italian topology” [3]. Red dots are RUs, white dots are
aggregation points (switches, routers) and the green dot is the CU.

each topology parametrization. Furthermore, the same computing costs (cf in Problem 1)
are used as in [2].

The results presented in Fig. 4.3 show the centralization degree, defined as the ratio of
eNB functions that are centralized in the CU, with a color mapping and a gradient palette
(e.g., C-RAN configuration for all eNBs in the system yield a centralization degree equal
to 1 and is represented in yellow; pure Distributed Radio Access Network (D-RAN) for all
eNBs where all the functions are distributed at the DUs result in a centralization degree
equal to 0 and is represented in dark blue). Evidently, the highest amount of centralization
is achieved for very-high capacity very-low latency links. More interesting is the fact
that small changes in network conditions (link capacity, link delay) induce changes in the
maximum amount of centralization permitted by the system. For instance, a change in
link delay from 16 to 20 µs causes the system to lose 20% of centralization degree, forcing
12.5% of eNBs to lower their functional split from C-RAN (split 8 in Table 1.1) to split
2. Capacity changes render more gracious functional split changes: 100% of eNBs are
allowed a C-RAN configuration (centralization degree equal to 1) when the link capacities
are equal to 320 Gb/s, 95% (and centralization degree 0.93) with 300 Gb/s and 50% (and
centralization degree 0.46) with 100 Gb/s (given negligible link latency).

In light of the showed results and those in the related literature [2, 3, 18], it becomes
evident that there is not a one-size-fits-all Crosshaul configuration, which motivates the need for a switching technology design able to accommodate flows
from heterogeneous functional splits in a flexible manner—precisely one of
the goals of this thesis.
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4.2.

Crosshaul System Design

4.2.1.

Crosshaul Forwarding Element design

The transport capacity required by CPRI is overly high for LTE networks; and it
dramatically increases with 5G networks, where higher bandwidth and massive MIMO
are envisioned, requiring a capacity of several tens or even hundreds of gigabits per
second. As an example, an 8x8 MIMO antenna covering four sectors produces 32 Antenna
Carriers (ACs), which translate into around 160 Gb/s for 100 MHz bandwidth channels [31].
Multiple academics, industrial companies and standardization bodies have been working
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on the packetization of fronthaul traffic, allowing the encapsulation and fostering the
integration of fronthaul and backhaul segments in a unified transport substrate, the
Crosshaul. This (mostly theoretical) work is reviewed in Chapter 1. Different physical
technologies (e.g., copper, fiber, mmWave, etc.) can be used to develop this common
substrate depending on the traffic requirements, increasing flexibility, scalability and
efficiency, while reducing the cost of 5G transport networks.
In order to realize this unified transport for backhaul and fronthaul, the XFE has
been developed, which is a multi-layered switching node formed by packet
and circuit switch layers controlled by software and a variety of Physical
Layer (PHY) technologies, namely, fiber, copper and wireless. The packet
switch component of the XFE is called Crosshaul Packet Forwarding Element (XPFE),
while the circuit switch component is called Crosshaul Circuit Switching Element (XCSE).
The XFE enables a unified transport network by combining the flexibility of Wavelength
Division Multiplexing (WDM) with the benefits of packet switching over both wire (copper) and wireless (mmWave), integrating different traffic types with diverse transport
requirements. Fig. 4.4 illustrates a small network comprised of two fully-fledged XFEs
(comprised of one XPFE and one XCSE) and one standalone XCSE connected with a fiber
ring. Furthermore, to cope with the different requirements on multi-tenancy and isolation,
the XFE design leverages on IEEE 802.11ah Provider Backbone Bridge (PBB) [38] framing
as the encapsulation choice of the Network-to-Network Interface (NNI) (details follow).
In the following, the different physical (Section 4.2.1.1) and link (Section 4.2.1.2)
technologies are explained that comprise an XFE.
4.2.1.1.
4.2.1.1.1.

Physical technologies
Optical Fiber

The stringent requirements of some functional splits (e.g. CPRI) require the use of
fiber optics in order to achieve the minimum delay and maximum capacity possible. Single
Mode Fiber (SMF) is the main physical technology used by XCSE and it is comprised of
the following components:
WS-WDM-PON: it is transparent WDM transport solution compatible with Software
Defined Networking (SDN)-based control plane implementation, it is used to connect
core and aggregation network with access devices and client premises (DUs, small
cells, distribution point units, optical terminations, etc);
WS-WDM-OLT: this is based on a L2 Ethernet Open Virtual Switch (OVS) (NXP
LS2088ARDB evaluation board) and the optical modules needed to adapt signals
from metro network to the WDM-PON;
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WS-WDM-ONUs: tuneable 10G WDM clients; they are the optical WDM termination that represents an optical distribution point unit for allocating the available
resources among devices and client premises.
4.2.1.1.2.

Copper

In order to provide a cost-efficient solution in the presence of less stringent delay and
bandwidth requirements, 1-Gbps copper PHYs was used. To this aim, the XFE uses
Data Plane Development Kit (DPDK), a set of libraries to accelerate packet processing
workloads, which allow to forward packets with minimal Central Processing Unit (CPU)
usage footprint. The use of DPDK in the XPFEs allows to meet the requirements of the
Media Access Control (MAC)-PHY split in high-load scenarios.
4.2.1.1.3.

mmWave

Microwave communication technology has indeed been successfully integrated in backhaul networks in 3G and 4G mobile systems, i.e., to transport backhaul traffic only. The
work presented in this thesis strives to integrate multiple technologies that are able to
transport both backhaul and fronthaul traffic in an integrated manner. In this way, due
to the limited amount of bandwidth available for microwave links, this technology can
only be used for the less demanding flows. To address this issue, XPFE also integrates
Millimeter Wave (mmWave) PHYs specifically tailored for scenarios where deployment
of fiber optics is overly expensive or simply unfeasible. In particular, this thesis includes
the design two different mmWave-based PHY operating on 60-70 GHz frequency range,
EdgeLink™ and Fast Forward.
EdgeLink. This is an integrated mmWave SDN-controlled mesh transport system
with a centrally controlled mesh software platform that resides on top of a WiGig
MAC/PHY solution. The system utilizes a WiGig/802.11ad baseband (Peraso
PRS4601 60 GHz baseband IC) that operates at 60 GHz (PRS 1126 60GHz Radio
IC) with a high-gain antenna for long range transmission, up to 1 Km.
The mmWave node integrates a 10 Gigabit Ethernet (GigE) access port for Points
of Attachment (PoA) of various devices, such as C-RAN HL fronthaul RUs, LTE
eNB small cells, and 802.11 Access Points (APs) which require transporting of
traffic with low latency and high throughput. EdgeLink (EL) is also a low-cost
alternative to fiber and microwave solutions. The EL system consists of at least one
Gateway (GW) node that associates with a set of Non-Gateway (NGW) nodes and
is the connection point to a broader transport network, such as the proof of concept
system showed in this thesis. Each node consists of one Processor Unit and up to
2 Antenna Units (38dBi high gain antenna for long range up to 1 Km operating
in the 57-66 GHz frequency band). Therefore, each node will have a maximum of
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2 sectors. The Processor Unit contains a high-performance computing, evaluation
and development platform (NXP 1043A) that includes a 64-bit quad-core Advanced
Reduced Instruction Set Computer Machine (ARM) processor, high speed ports that
include a 10 GigE Ethernet and 2 super-speed USB 3.0 type A ports.
Each EL sector can be configured dynamically as either an AP or as a station
by a centralized SDN OpenFlow (OF) Controller. The EL mesh software in the
nodes communicate with the SDN controller to manage the nodes and sectors to
realize key EL mesh features that include network discovery, neighbor selection
and transport slice service level management that can support multi-tenant Service
Level Agreement (SLA) and priorities. The EL mesh software solution incorporates
in-band signaling to support configuration of the mesh network, traffic flows and
alternate paths. The SDN enabled mesh topology ensures fault tolerance and highavailability. The mesh software platform includes a rate adaptation system, this
system adapts the rate dynamically based on the packet loss using Modulation and
Coding Scheme (MCS) indexes from 1 to 9.
Fast Forward. This solution is specifically designed for extremely low latency
communication, such as the LL fronthaul profiles (see Fig. 4.1). The Fast Forward
(FF) platform comprises a Commercial Off-the-Shelf (COTS) Field Programmable
Gate Array (FPGA) carrier board mated to a mezzanine card with high-speed Analog
to Digital Converters (ADCs) and Digital to Analog Converters (DACs). These
interfaces operate in the frequency of 70 GHz with a 1 GHz channel bandwidth and
2 transceivers and antennas. The baseband processing implemented in the FPGA is
based on the 802.11ad Single Carrier (SC) PHY. However, medium access is schedulebased, i.e., not contention-based like conventional WiFi. This is a Time Division
Duplex (TDD) system with 1-ms timeslots and 100-ms time synchronization intervals.
The baseband operates at 625 Msymbols/sec and supports MCS indexes 2-12 which
utilizes Binary Phase Shift Keying (BPSK), Quadrature Phase Shift Keying (QPSK),
and 16-level Quadrature Amplitude Modulation (16-QAM) modulations with 1/2,
5/8, 3/4, and 13/16 code rates. The baseband supports a 1500-byte Maximum
Transmission Unit (MTU). The antenna is an 8x8 patch providing at least 20 dBi
gain over the operational frequency range. This allows for a maximum link distance
of 15-95 meters depending on the MCS selection.
Each FF platform contains 2 separately controlled sectors which allows configuration
as either an end or a relay node. The simplest system configuration, as used in the
proof of concept scenario described in this thesis, consists of 2 end nodes and no
relay nodes. One or more relay nodes may be added to the link for either sector to
extend the distance at the cost of additional latency per hop.
The FF configuration used in this proof of concept system provides the highest
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throughput possible while meeting the latency budget allocated to the mmWave
link for the C-RAN LL (MAC-PHY) split, i.e., maximum 250µs. Two platforms
configured as end nodes were utilized. Each sector was set up to send data in only 1
direction, one sector for uplink and the other for downlink, to minimize link latency
variation. This Frequency Division Duplex (FDD) system configuration provides the
lowest possible latency and symmetric throughput, needed for the LL Fronthaul (FH).
A diagram of the system configuration is shown in Fig. 4.7. Packets were sent over
the normal pathway allowing the highest throughput with some tolerance for large
bursts of data.
4.2.1.2.
4.2.1.2.1.

Link layer technologies
Crosshaul Packet Forwarding Element (XPFE)

The XPFE is built as an OpenFlow software switch based on a modified version of
the Lagopus2 vSwitch. The XPFEs are based on a packet processing pipeline defined by
SDN controllers depending on the configuration and requirements of the network. The
specific pipeline implemented in the XPFEs enables encapsulation, decapsulation, and
forwarding of PBB frames, taking the design presented in [39] as a basis. To manage the
traffic correctly, ports are divided logically into two groups:
User-to-Network Interface (UNI): ports connecting end-hosts. UNI ports encapsulate
and decapsulate PBB frames.
Network-to-Network Interface (NNI): ports connecting different XPFEs. NNI ports
forward PBB frames.
The baseline pipeline design is depicted in Fig. 4.5. In this design, a total of 3 + 7|T | + 3
Flow Tables (tables, from now on) are used, where T is a set containing all coexisting
tenants. The first 3 tables (indexed 0, 1 and 2 in Fig. 4.5) correspond to ingress tables that
are common across tenants. Similarly, the last 3 tables (labeled 252 to 254) are common
egress tables. In between, each tenant has 7 tables that are labeled <t,x> where x = [0, 6]
representing tables for flow processing. The task of each table is summarized in Table 4.1.
In this pipeline, packets can follow three different paths, encapsulate, decapsulate and
forward traffic:
Encapsulation: the tenant which the packet belongs to is identified in table 1 based
on source MAC addresses. Its priority is selected in <t,0>, and stored in metadata.
The packet must be included in one of the services provided by the tenant, which
is determined based on the customer VLAN and the ingress port in table <t,1>.
Access control and policing is performed in tables <t,2> and <t,3>. Then, packets
2

http://www.lagopus.org/

46

Fronthaul and Backhaul Integration: Crosshaul
Table 4.1: Pipeline tables summary
Table

Function

0
1
2
<t,0>
<t,1>
<t,2>
<t,3>
<t,4>
<t,5>
<t,6>
252
253
254
-

Separate frames by ingress port (NNI/UNI)
Identify the tenant
Remove PBB header and record tunnel id in metadata
Determine the priority based on VLAN PCP and record in metadata
Determine the service based on VLAN VID
Access Control List (ACL) to control the ingress traffic
Apply tenant policies, e.g. limit ingress traffic to a specific bandwidth
Determine if the frame has to be forwarded (decapsulation), encapsulated or is multicast
Forward frame to all UNI ports In case the destination address is a multicast address
Add PBB header to the frame
Set the PCP field in the outer VLAN based on the priority encoded in metadata
Enqueue the frame
Determine the forwarding port
Send the frame

<t,0>
Priority
tagging
VLAN_PCP
(DSCP, …)
1
Identify
tenant

<t,1>

<t,2>

<t,3>

Service

ACL

Policing

VLAN_VID

IN_PORT,
ETH_SRC,
VLAN_VID

metadata
(priority)

<t,5>
L2 Mcast
Entries

<t,4>
Egress
decision

0

2

<t,0>

Decap

VLAN_VID
(I-SID)

IN_PORT

Table number
Ingress processing
Tenant processing
Egress processing
Match

ETH_DST,
IN_PORT

-

252

metadata (priority)
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Redesigned
ingress table

Redesigned
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Send
Frame
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Frametype

<t,6>
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Figure 4.5: Initial and redesigned pipeline
are encapsulated in table <t,6> and the Priority Code Point (PCP) field is set in
the outer Virtual Local Area Network (VLAN) header based on the priority encoded
in metadata in table 252. Finally queue and out port are selected in tables 253 and
254.
Decapsulation: upon arrival, the PBB header of the packet is removed in table 2
and some metadata such as the tunnel id is stored for future use. The egress port
decision is taken in table <t,4>, while in case of multicast, the packets are sent to
table <t,5>.
Forwarding: to speed up the process of forwarding, a simple lookup of the VLAN
ID and MAC address was used in table 254.
After the pipeline was implemented, and considering latency is of critical importance in
this application, a detailed analysis of the latency of the pipeline was conducted. Measured
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operations included:
Match: the evaluation of the impact of having multiple matching entries a flow
within a table. Results show an average added delay of 0.008µs per match.
Set field: the evaluation of the impact of rewriting a field in the packet header with
the set field action. Results show an average delay of 0.6µs without packet loss with
this operation.
Push and pop PBB: the evaluation of the delay and packet loss impact of the PBB
encapsulation and decapsulation procedures. The results show an average extra
delay of 0.5µs when these operations are performed for a flow.
Go to table: the evaluation of the impact of traversing 1 to 10 tables by including
go to table operations. Results show an added average delay of 0.4µs, without
packet loss, when a maximum of 4 tables are traversed. For flows going through 5
or more tables the switches experienced packet loss and average delay of one flow,
minimum across flows, of 152.3µs for input rates higher than 2 mega-packets per
second (Mpps).
Write metadata: This action is used to store information that follows the packets
between tables. An analysis of the delay and packet loss impact of reading a value
from the packet header and storing it in one of the metadata registers of the switch
was performed. Results showed a maximum average delays across all flows of 1µs
without packet loss for low input rates. For input rates higher than 2 Mpps, packet
loss occured, suffering an average delay across all flows of 193.96µs.
In light of the above results, a redesign of the pipeline in order to reduce latency is needed
(particularly in the presence of the most stringent functional splits). To this aim, it can
be observed that an extended use of “Go to table” and “Write metadata” actions has
a severe impact on the packet processing delay. To reduce the impact on the delay of
these two actions, a redesign of the pipeline is needed so the aggregate of all operations is
carried out in only two tables. In this way, the number of tables traversed by a packet was
minimized when being processed. In addition, all usage of the “Write metadata” action has
been removed. To store information between tables, the “set field” action was used over
the tunnel id metadata, which incurs in low extra delay (see above). Fig. 4.5, shows the
resulting pipeline after its redesign, showing two colored regions, one in green for ingress
processing (tenant separation, access control, decapsulation, etc.), and a second one (in
yellow) for output processing (encapsulation, port and queue selection, etc.). Similarly to
the baseline pipeline design, the operation of the redesigned version can be decomposed
into three paths:
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Figure 4.6: Pipeline delay comparison

Encapsulation: In the first table (green), packets are matched by ingress port and
destination MAC address and then tagged according to the tenant policies and
priorities using the tunnel id metadata. The second table (yellow) pushes the PBB
header and selects the egress port matching by ingress port and tunnel id.
Decapsulation: In the first table (green), packets are matched by ingress port,
destination MAC address and VLAN tag and the outer VLAN tag is recorded as a
tunnel id metadata and the PBB header is removed. The egress port is determined
in the second table (yellow) matching by the destination MAC address and tunnel
id.
Forwarding: In the first table (green), packets are matched by ingress port and
destination MAC address and tagged using the tunnel id metadata. In the second
table (yellow), the egress port is selected based on the destination MAC address and
tunnel id.

The compressed pipeline has reduced the number of entries per flow from 12 to 2 in the
worst case, but conversely, the number of entries per table has increased since all the
tenants’ flows have been integrated into these two tables. Fig. 4.6 shows the comparison
of the delay measured when using both pipelines in a 2-hop scenario using 10 Gb/s links.
The maximum throughput achieved without packet loss increases from 5.75 Gb/s to 8.25
Gb/s with the compressed pipeline. The redesigned pipeline also shows a reduced delay,
improving performance; however, at the cost of reducing scalability. In OF the number
of flow entries per table is limited. In the redesigned pipeline, several entries are needed
per flow, heavily impacting the number of flows supported. More details and performance
metrics about the XPFEs can be found on [40].
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Figure 4.8: XCSE frame format
4.2.1.2.2.

Crosshaul Circuit Switching Element (XCSE)

The XCSE enables the use of optic fiber to transmit a mix of fronthaul and backhaul
traffic by implementing a novel Time Division Multiplexing (TDM) framing method on
top of standard WDM technology. Such TDM method assigns fixed capacity circuits (by
choosing the needed slots) for each traffic type, enabling packet and CPRI data to share
the same wavelength.
On top of the physical layer (see 4.2.1.1), a novel TDM scheduling mechanism, consisting
on the following functions, has been implemented:
Time division framing that allows to mix heterogeneous client traffic (CPRI, Ethernet) on the same wavelength with minimum latency and providing transport
synchronization information compliant with CPRI requirements.
TDM-based switching, configurable through SDN techniques, that enables dynamic
network reconfiguration, optimizing the aggregation of traffic in the different wavelengths.
The XCSE has been designed considering the specific requirements of CPRI traffic
in terms of low latency, high bandwidth and asymmetry control. As CPRI links are
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synchronous and constant bitrate, the core of the XCSE system is a Time Division switch
that allows to implement low latency (a few tens of nanoseconds) and deterministic passthrough time. This switch has been implemented in a FPGA circuit that includes also
the blocks needed for Dense Wavelength Division Multiplexing (DWDM) transmission
(Forward Error Correction (FEC) and serializer/deserializer).

The frame used within the DWDM ring has a period of 1.94 µs, with a bitrate of 9.8304
Gbps and a per channel payload rate (excluding FEC) of 1.10592 Gbps. CPRI signals
are encoded using an 8B/9B scheme obtaining a rate saving of 10% with reference to the
gross bandwidth. Ethernet words are re-coded with a 17B/16B format and rate adaption
is done with the insertion of bit stuffing. The frame format is shown in Fig. 4.8. A frame
is composed by 239 x 80 = 19120 bits, with a column 8-bits wide dedicated to overhead
(Frame Alignment Word (FAW), FEC, Operation Administration and Maintenance (OAM)
signaling) and 8 payload columns (each 9-bits wide) defined “channels”. A single channel
can map the content of a GigE link or of a 1.2288 CPRI link. Eight channels can
map a whole CPRI Option 7 link (9.8304 Gbps) adding FEC and OAM signaling without
increasing the bitrate—this is possible thanks to reduced line coding overhead, as described
below.

The bit rate of 9.8304 Gbps was chosen to have a line rate directly related to CPRI client
bit rate—it is four times the widely used 2.4576 Gbps (CPRI option 3) used to connect a
BBU with a Remote Radio Unit (RRU). This simplifies the realization of clock recovery
system, that are needed to fulfill the tight frequency synchronization requirements of CPRI
(2 parts-per-billion). The frame period was chosen to allow the implementation of a robust
FEC (Reed-Solomon 255/239, the same adopted e.g. in International Telecommunication
Union (ITU) G.709-OTN) while keeping the added latency within a value acceptable for
CPRI clients. The overall latency introduced end-to-end by framing, FEC coding and
decoding, parallel-to-serial and serial-to-parallel conversion, is below 4 µs. The line coding,
needed to guarantee adequate balancing and transitions for clock and data recovery, is
based on statistical approach (scrambling) like in Optical Transport Network (OTN). The
FPGA family used in the proof-of-concept is Xilinx Virtex7 that includes GTX transceivers
capable of up to 10 Gbps link rate. A single FPGA was used in each of the XCSE nodes.

The flexibility provided by the XCSE allows the physical integration of traffic with
diverse requirements, including legacy CPRI fronthaul and backhaul packets, in the same
fiber deployment of the operator. This functionality is extended with the XPFE, which
can be implemented on top of the XCSE to build a complete XFE or be deployed as a
standalone packet switch without the XCSE functionality as shown in Fig. 4.4.
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Figure 4.9: Block diagram of the scenario
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4.3.

Crosshaul Proof-of-Concept

The scenario used for the measurement campaing is depicted in Fig. 4.9, including
three transport islands (namely, XPFE, mmWave and XCSE) and one Evolved Packet
Core (EPC). They are serving four eNBs comprised of three DU/CU pairs (eNB 1-3) and
a fully-fledged LTE small cell (eNB 0). DU/CU 1 (eNB 1) has a RLC-PDCP (HL) split,
DU/CU 2 (eNB 2) has a PHY-MAC (LL) split and DU/CU 3 (eNB 3) has a PHY-RF
split (C-RAN). The testbed is presented in Fig. 4.10 and a list of the technologies used in
this deployment is summarized in Table 4.2.
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(a) Fast Forward node

(b) EdgeLink™ node

Figure 4.11: mmWave transport solutions
Table 4.2: Summary of technologies used in the Crosshaul proof of concept
Technology

Description

Type

LTE small cell
PDCP/RLC DU
PDCP/RLC CU
MAC/PHY DU
MAC/PHY CU
PHY/RF DU
PHY/RF CU
Fast-Forward
EdgeLink™
WDM fiber
Crosshaul Packet Forwarding Element (XPFE)
Crosshaul Circuit Switching Element (XCSE) remote node
Crosshaul Circuit Switching Element (XCSE) hub node
Evolved Packet Core
LTE transceivers

eNB 0
DU for eNB 1
CU for eNB 1
DU for eNB 2
CU for eNB 2
DU for eNB 3
CU for eNB 3
XFE mmWave PHY
XFE mmWave PHY
XFE fiber PHY
XFE SDN Ethernet Link Layer
XFE TDM Link Layer
XFE TDM Link Layer
4G EPC
User Equipments

Commercial
Prototype
Prototype
Prototype
Prototype
Commercial
Commercial
Prototype
Prototype
Commercial
Prototype
Prototype
Prototype
Commercial
Commercial

4.3.1.

Radio Access Points (eNBs), User Equipments (UEs) and Mobile
Core

eNB 0
The LTE small cell depicted in Fig. 4.9 is comprised by one NEC E-RAN RN-310
Radio Node and one NEC E-RAN SN-9000 Service Node,3 both co-located at the same
site and connected by a 1Gb/s Ethernet connection (the figure illustrates this pair as a
single node). Each radio node supports up to 32 active users over LTE and 128 Radio
Resource Control (RRC) connections. The eNB is configured with a 20 MHz channel
bandwidth and a 2x2 MIMO configuration, and it thus supports a maximum aggregate
3

https://www.nec.com/en/global/solutions/nsp/sc2/prod/e-ran.html
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throughput of 150 Mb/s in downlink and 50 Mb/s in uplink. The SN-9000 Service Node
oversees the radio node control and management. It can handle a maximum number of
100 Radio Nodes using Power over Ethernet (PoE), up to 8000 simultaneous sessions and
1 Gb/s of aggregated backhaul. As shown in Fig. 4.9, the small cell is connected to the
EdgeLink™ in the mmWave transport island (details later).
eNB 1
This eNB is divided into DU 1 and CU 1 with a RLC-PDCP (HL) functional split.
Both DU 1 and CU 1 are general-purpose PCs equipped with an Intel Core i7-3610QE and
8 GB of RAM. CU 1 deploys the eNB’s Packet Data Convergence Protocol (PDCP), RRC,
S1 Application Protocol (S1AP) and General Packet Radio Service Tunneling Protocol
User Plane (GTP-U) endpoint layers while DU 1 deploys the MAC layer and an emulated
PHY with an attached emulated User Equipment (UE). All the software is provided
by Core Network Dynamics (CND)4 and is compliant with 3rd Generation Partnership
Project (3GPP) Release 12.
eNB 2
This eNB is divided into DU 2 and CU 2 with a MAC-PHY (LL) functional split.
DU 2 is a commodity PC with an Intel(R) Atom(TM) CPU D525 with 4 GB of RAM,
whereas CU 2 is in an Intel NUC with an Intel Core i7-6770HQ and 32 GB of RAM. The
softwarized protocol stack is also provided by Core Network Dynamics. CU 2 deploys the
eNB’s MAC layer in addition to Radio Link Control (RLC) and PDCP, and DU 1 simply
deploys an emulated PHY layer with an attached emulated UE.
eNB 3
This eNB is divided into DU 3 and CU 3 with a RF-PHY (C-RAN) functional split,
that is, CU 3 is a traditional BBU processing all LTE protocol stack (from PHY to
PDCP and GTP-U tunnel endpoint). Both CU5 and DU6 are commercial equipment from
Ericsson.
EPC and UEs
At the core of the system, an Virtual Evolved Packet Core (vEPC) from CND is used,
as depicted in the figure. This EPC is deployed on a Dell R630 server with two 16-core
Intel Xeon CPU E5-2620 processor and 128 GB of RAM, and is directly connected to
the XPFE island. In the measurements performed for this thesis, the EPC is used as
4

https://www.corenetdynamics.com/products
https://www.ericsson.com/ourportfolio/radio-system/baseband
6
https://www.ericsson.com/ourportfolio/radio-system/radio
5
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source (destination) of downlink (uplink) backhaul traffic for all eNBs. The UEs used are
conventional LTE routers DWR-9217 for both eNB 0 and 3, with RF cables connecting
DU and UE to guarantee isolation. In case of next-generation functional splits (eNB 1
and 2), the UEs are virtual machines connected to the emulated physical layer of the
respective DU.

4.3.2.

Traffic profiles

The four eNB configurations (splits) in this scenario generate representative heterogeneous traffic patterns for 5G networks. This diverse traffic must be transported across the
Crosshaul network. This section briefly details these traffic profiles. Note that, although is
focused on the downlink, the explanations can be extended to the uplink case. Nonetheless,
the performed experiments in Section 4.4 consider both uplink and downlink.
Backhaul
The presented transport network must carry several backhaul flows, specifically, one
downlink flow (and one uplink flow) per eNB. The first downlink one, caused by eNB
0 and marked in orange in Fig. 4.9, initiates at the EPC and ends at the LTE small
cell. The remaining three backhaul flows also initiate at the EPC and have destinations,
respectively, CU 1, CU 2 and CU 3, marked in black, green and grey in Fig. 4.9. All the
transport islands deployed in this system carry some backhaul traffic, also as depicted by
Fig. 4.9.
PHY-RF split
As mentioned before, with a PHY-RF split, the CU performs all L1-L2-L3 functionality
of the protocol stack (PHY-layer modulation and coding, MAC scheduling, etc.) and
sends digitized (raw) I/Q radio samples to its DU. The DU then performs the most
basic RF functions (e.g. amplification and other basic analog processing tasks) and
irradiates the composed signals. This configuration has been shown to provide certain
gains in spectrum efficiency (via interference coordination, for instance) and pooling gains
(via pooling computing resources in the CU). The PHY-RF split flow used is based on
CPRI [31], introduced earlier. CPRI uses a serial line interface to transmit the data at
a constant bit-rate, i.e., irrespective of the actual user load. In addition, CPRI requires
tight synchronization between CU and DU, with an accuracy of 8.138 ns and, as shown in
Table 1.1. Latency, jitter, throughput and reliability requirements are very demanding.
The delay tolerance is as low as 250 µs, and the throughput demand is, for a configuration
of 20 MHz bandwidth and 2x2 MIMO, around 2.5 Gb/s. For this reason, the deployment
of CPRI interfaces must be done with high-capacity optical fiber and point-to-point links,
7
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which renders this configuration rather costly and motivates relaxed functional splits,
analyzed next. In the scenario evaluated in this thesis, a DU/CU (DU 1 and CU 1) with
PHY-RF split (traditional C-RAN) is used, provided by Ericsson. Given the stringent
network requirements, the C-RAN flow, marked in grey in Fig. 4.9, only traverses the
high-capacity (delay deterministic) XCSE transport island (details later) to connect to its
CU pair.
Low Layer (MAC-PHY split)
Due to the tight coupling of HARQ protocol located in both MAC and PHY layers,
the latency tolerance of this flow is the same as C-RAN, 250µs. However, its throughput
requirements are substantially relaxed, from 2.5 Gb/s to 152 Mb/s (downlink) or 49 Mb/s
(uplink), assuming the same eNB configuration discussed before (20 Mhz and 2x2 MIMO).
In this scenario, the LL-split flow is marked in green in Fig. 4.9 and travels through both
XCSE and mmWave transport islands.
High Layer (PDCP-RLC split)
Packet Data Convergence Protocol (PDCP) provides services for header compression
and security. PDCP removes the Internet Protocol (IP) header and adds a token of 1-4
bytes reducing the header size. Radio Link Control (RLC) does the concatenation and
segmentation of the received segments, reordering, duplicate selection and protocol error
detection. As a result, the transport requirements are further relaxed as compared to the
LL split. The throughput requirements have a small decrease (around 1 Mb/s). However,
the latency tolerance is now similar to a regular backhaul flow. As depicted in Fig. 4.9,
marked in black, this flow traverses the XPFE transport island in addition to the XCSE
and the mmWave islands.

4.3.3.

Transport technologies

Crosshaul Circuit Switching Element (XCSE)
As explained in Section 4.2.1, the XCSE transport technology has been specifically
designed to allow both (CPRI-based) C-RAN traffic and (packet-based) flows from other
functional splits to share the same fiber by appropriately scheduled TDM frames. For this
reason, this transport technology has been deployed as shown in Fig. 4.9 where diverse
flows must be processed. Specifically, the XCSE island shown in Fig. 4.9 consists of a
complete fiber ring built by three spans, as shown earlier on in Fig. 4.4; each span with
two fibers (one for each direction). The span lengths are:
4 kilometers from the XCSE Remote Node 1 to the XCSE Remote Node 2 (see
Fig. 4.4);
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14 kilometers from the XCSE Remote Node 2 to the Hub (Fig. 4.4)
6 kilometers from the Hub to the XCSE Remote Node 1 (Fig. 4.4)
The span lengths of the fiber rings were chosen to reproduce scenarios that could be

found in a real fiber ring deployment in an urban area. The adopted lengths were chosen
taking into account the following considerations:
A minimum span length higher than 1 Km. This assumption implies that different
nodes will be housed in different operator’s premises, distributed around the territory,
not too much close to each other;
Certain amount of fiber attenuation to stress the system while keeping the maximum
span from Hub to any Remote Node below 20 Km (considering also protection paths)
to limit the round trip delay due to fronthaul constraints (200µs).
Crosshaul Packet Forwarding Element (XPFE)
As introduced in Section 4.2.1, the XPFE technology is specifically designed to transport packet-based protocols (backhaul, LL and HL splits) with minimum delay. In this
deployment, each copper-based XPFE runs in a Dell PowerEdge R430 server powered by
an 8 cores Intel Xeon E5-2609 processor, 16 GB of RAM and several 10-Gbps and 1-Gbps
Intel DPDK compatible network cards. The XPFE transport island oversees processing
backhaul and HL-split flows.
Moreover, wireless XPFEs based on mmWave physical technology as introduced in
Section 4.2.1 are also deployed. As depicted by Fig. 4.9, a EL link and a FF link are
deployed within the mmWave island in this testbed. On the one hand, EL has the role
of transporting less delay-sensitive backhaul and HL (PDCP-RLC split) traffic flows,
connecting to the XCSE. On the other hand, FF is used to transport the LL (MAC-PHY
split) traffic flows, which are more demanding in terms of delay than the HL or the
backhaul flows. Also, similar to EdgeLink™, Fast Forward connects to the XCSE.

4.4.

Experimental assessment

4.4.1.

Methodology

The main tool used in the performance evaluation campaign is MoonGen [41]. MoonGen
can generate network traffic profiles over 10-Gbps using only one CPU core. It is based on
Intel’s Data Plane Development Kit (DPDK) and provides packet loss information and latency
measurements with sub-microsecond precision using hardware timestamping. MoonGen
allows the development of lua scripts to adapt the packet generation to the developer needs
(change packet size, headers, introduce load traffic, timestamped traffic, etc.). In addition,
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Figure 4.12: Fast Forward characterization
I have also used conventional network measurement tools like iperf2 and ping to make
basic throughput, packet loss and Round Trip Time (RTT) measurements. To collect
one-delay measurements appropriately, all the nodes in this system were synchronized
with PTPv2 and ensure that 8 Mbps out of the aggregate load is timestamped. It gives
enough samples to make delay measurements without affecting the measurement itself.
In the next section, each transport technology is analyzed independently, and then the
system is evaluated as a whole, including all eNBs, UEs and the vEPC.

4.4.2.

Characterization of transport technologies

The experimental assessment started characterizing the performance of each individual
transport technology in isolation. To this aim, I deploy MoonGen in a dedicated Dell
PowerEdge R430 server with an Intel Xeon E5-2609 with 8 cores, 16 GB of RAM and
1-Gbps Intel DPDK compatible Network Interface Cards (NICs), and send Ethernet flows
through each of the Crosshaul transport technologies.
4.4.2.1.

Wireless XPFE (Fast Forward)

Fig. 4.12 shows the performance of the Fast Forward link in terms of mean delay and
mean throughput using two different MCS indexes 4 and 11 [42]. Fig. 4.12a and Fig. 4.12b
show the mean delay when the FF is using MCS index 4 and 11, respectively. With low
input rates, smaller packets have lower delays, this is because there are fewer bits to
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Figure 4.13: EdgeLink™ characterization

process. However, when the wireless link capacity is exceeded, internal queues fill up and
packet delay increases abruptly, as expected. Due to the over-the-air overhead associated
with each packet (Short Training Field (STF), Channel Estimation Field (CEF), header,
inter-packet gaps) it takes more time to clear out the queues when using many small
packets rather than fewer larger packets. This behavior can be observed in both figures.
An additional observation is that MCS11 obtains better performance in terms of delay and
throughput; also, expected due to the higher line rate. Fig. 4.12c and Fig. 4.12d depict
the MAC-layer throughput obtained as a function of the input rate for the same MCSs.
According to these results, the mean throughput attained to the FF solution is as high
as 244 Mbps when using MCS4 and 544 Mbps when using MCS11 for 1500-byte packets.
When the wireless link capacity is not exceeded the maximum average delay was achieved
using MCS11 is 96.4µs, with an input rate of 500 Mbps and 1500-byte packets, this value
is lower than the MAC-PHY split delay requirement (250µs). As a conclusion, the FF
solution is able to transport lower-layer (MAC-PHY) functional splits when large packet
sizes are employed.
4.4.2.2.

Wireless XPFE (EdgeLink™)

This section presents the the EdgeLink™ technology analysis and shows in Fig. 4.13 its
performance in terms of delay, maximum throughput and packet loss. Fig. 4.13 depicts the
performance using a rate adaptation system to select dynamically the MCS (from MCS1 to
MCS9) based on the packet loss. Similar to the previous case for FF, the EdgeLink™ delay
performance, shown in Fig. 4.13a, increases when the link becomes saturated, as expected;
and smaller packets attain lower delay. The minimum average delay achieved with 100
Mbps is 230µs, for the rest of the input rates tested the average delay is always higher
than 250µs, in any case the EdgeLink™ delay results are always lower than 6x103 µs
(High/Low MAC split delay requirement). From Fig. 4.13b the reader can observe a
maximum throughput equal to 900 Mbps when using 1000 to 1500-byte packets with no
packet loss. Considering these results, it can be concluded that the EdgeLink™ solution
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Figure 4.14: XPFE characterization

can satisfactorily transport relaxed functional split traffic (MAC split and above) and it is
thus suitable for transporting PDCP-RLC split and backhaul traffic.
4.4.2.3.

XPFE Link Layer

This section shows depicts the link layer performance of the XPFE, testing two use
cases: i) Encapsulation-Decapsulation (E-D): In this case, the scenario is formed by two
XPFE nodes; one performing encapsulation and another one doing decapsulation. This
use case emulates the path followed by the MAC-PHY split and the backhaul traffic going
from the XCSE to the EPC passing through 2 XPFEs. ii) Encapsulation-ForwardingDecapsulation (E-F-D): This scenario is formed by three XPFE nodes; the first node
encapsulates traffic packets, the second one forwards packets based on the outer header,
and the last one decapsulates traffic packets. This use case emulates the path followed by
the PDCP-RLC traffic that goes from the XCSE to the CU passing through three XPFEs.
Fig. 4.14a and Fig. 4.14c detail the one-way delay and throughput performance in
the E-D scenario. The figures depict that delay increases abruptly and packet loss occurs
when packet size is 100 Bytes and the input rate is higher than 500 Mbps. This is so
because the XPFE internal queues build up, experiencing a maximum mean delay of 31.5
µs with 1500-byte packets.
Similarly, Fig. 4.14b and Fig. 4.14d depict the delay and throughput performance in
the E-F-D scenario. In this setup, packet sizes as high as 200 bytes cause system saturation
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Figure 4.15: XCSE characterization
(and delay increase) when the input rate reaches 800 Mbps or higher. In the remaining
regimes, the maximum mean delay (for larger packet sizes) is 66.6µs.
Considering these measurements, it is demonstrated the XPFE is capable of satisfying
the delay and throughput requirements of the lower functional splits (as long as packet
sizes are above 200 bytes), excluding the PHY-RF split due to the low line rate of the
XPFE’s 1 Gbps NICs.
4.4.2.4.

XCSE

This section shows the experimental results of the XCSE switching technology in
Fig. 4.15. Fig. 4.15a details its one-way delay performance. It is remarkable that the
delay performance of the XCSE is substantially improved over the previous mmWave
technologies, irrespectively of the input rate. Because the number of bits to process is
lower, smaller packet sizes attain better delay, in this case, the capacity of the XCSE is
never reached as it has 10-Gbps interfaces, which explains the fact it was not observed any
saturation point in the range up to the 900 Mbps considered in Fig. 4.15b. To conclude,
given the high capacity and good delay performance of XCSE, it becomes a suitable
solution for transporting any functional split flow, including the most demanding PHY-RF
split (C-RAN).

4.4.3.

Characterization of traffic profiles

This section details the characterization of the performance of the remaining functional
blocks of the scenario depicted in Fig. 4.9, without the transport network in between. This
will give a performance upper bound for comparison. To this aim, iperf was deployed
on a machine attached to the vEPC and on each of the UEs to carry out the following
experiments:
Downlink and uplink TCP flows: To measure both downlink and uplink throughput
in ideal conditions;
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Figure 4.16: Independent characterization of traffic profiles
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Figure 4.17: Simultaneous end-to-end measurements

Ping without background traffic: To measure RTT and ICMP packet loss rate;

Ping with background traffic: To measure RTT under high-load regimes with both
downlink and uplink flows simultaneously.

Fig. 4.16a first presents the throughput Cumulative Distribution Function (CDF)
for each of the eNBs with both downlink and uplink flows, independently. It can be
observed that the MAC-PHY split shows the highest MAC throughput in both uplink
and downlink, followed by the PDCP-RLC split and then backhaul. Now, Fig. 4.16b
depicts the distribution of the RTT measurements without (solid lines) and with (dashed
lines) background traffic. In the former case, it can be noted that the PDCP-RLC split
flow experiences the lowest delay, followed by the MAC-PHY and then backhaul. When
background traffic is introduced, then the MAC-PHY split flow shows the highest RTT, as
expected given that this split incurs in higher CU processing. Finally, Fig. 4.16c presents
the packet loss rate experienced in the same scenarios. From the figure, it can be seen that
some packet loss appears when background traffic is introduced, with the MAC-PHY split
flow being the most noticeable case, followed by the backhaul and the PDCP-RLC split.
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4.4.4.

End-to-end performance metrics

Finally, the performance evaluation of the transport technologies in the context of the
whole system is shown in Fig. 4.9 when all flows contend for resources across the entire
Crosshaul transport network. A comparison of these end-to-end results with the ones
obtained in Section 4.4.3 is explained in the following lines.
First, Fig. 4.17a shows the distribution of the throughput performance of each of the
flows in the experiment. The MAC-PHY split flow shows in average the highest bitrate
load in the downlink, followed by the PDCP-RLC and the backhaul flows. Conversely,
the PDCP-RLC shows higher mean throughput in the uplink, followed by the MAC-PHY
split and the backhaul flow. Evidently, the throughput performance observed in this
experiment is noticeably lower than that shown in Fig. 4.16. This can be explained by
the contention for network resources induced across all flows in this case. It is shown
next, in Fig. 4.17b, the distribution of RTT samples. Here it can be observed than the
additional switching nodes of the presented transport network incurs additional delay when
there is no background traffic, as compared to the baseline case in Fig. 4.16, as expected.
Perhaps surprisingly, RTT performance improves (i.e. it is lower) with Crosshaul than in
the baseline case when background traffic is present. This is explained by the additional
packet loss rate (packets that do not contribute to delay samples) as shown by Fig. 4.17c.
It is also noted a clear increase in packet loss average and variability across all traffic
profiles with and without background flows. This is so because in this experiment the
network is in heavy congestion.

Chapter 5

Conclusions of Part II
Future generations of mobile systems need to increase Radio Access Network (RAN)
centralization in order to achieve their data rate requirements. Classical C-RAN technology
is deemed infeasible in most 5G deployments and thus, new RAN functional splits have
been defined to enable a smoother migration towards 5G. As a result, the traditional border
between fronthaul and backhaul networks blurs, leading to the need for an integrated
fronthaul and backhaul transport network. In this thesis, the technical challenges to achieve
this integration has been reviewed and two new network elements have been designed,
XPFE and XCSE, conveniently integrated into a standalone multi-layer forwarding element
(XFE), that enable the convergence of fronthaul and backhaul into a common Crosshaul
solution by consolidating a set of heterogeneous physical technologies (copper, fiber,
mmWave), tailored to transport flows for a variety of RAN functional splits.
A prototype of the XFE has been introduced and validated its feasibility in a proofof-concept Crosshaul deployment. The provided results demonstrate that the solutions
designed allow for an effective support of novel and legacy fronthaul functional splits in
the same transport infrastructure along with traditional backhaul traffic. The Crosshaul
solution presented in this thesis demonstrated that it is possible to integrate fronthaul and
backhaul traffic using whiteboxes, in fact this chapter was the first empirical validation of
a fully integrated Crosshaul network transporting flows from different functional splits
within the same switching infrastructure.
A common Crosshaul solution brings all the aforementioned advantages but it is
also challenging due to the stringent requirements needed and the integration efforts to
accommodate such heterogeneous technologies within a single transport solution. During
the integration activities performed in the development process of this chapter several
issues were faced which led to some valuable lessons learned, detailed in the following lines:
Beware MTU fragmentation: unexpectedly an overly high delay was detected when
packet sizes were large, the reason of that lied upon the additional overhead introduced by the PBB encapsulation (see Section 4.2.1 for details). This extra overhead
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made long packets violate MTU fragmentation requirements in the switching nodes.
The fragmentation process in the scenario introduced a minimum overhead of 6%
when adding the PBB header in a fully loaded Ethernet frame. Packet fragmentation
issues are sometimes hard to track down and MTU configuration is rarely modified
from default parameters although it is usually a cause for issues when dealing with
encapsulation technologies.
IEEE 802.1ah (PBB) is incompatible with IEEE 802.11 (Wireless MAC/PHYs): the
presented mmWave physical solutions (Edge Link™ and Fast Forward) are based
on the standard IEEE 802.11ay, which, perhaps surprisingly, does not support PBB
frame forwarding. In order to integrate mmWave technology into the XFE and
preserve PBB compatibility (which provides us multi-tenancy and isolation support),
IEEE 802.11ak (Generalized Link) standard was used, which defines mechanisms so
that communication links can be established between General Link (GLK) stations
that are usable as transit links inside an IEEE 802.1Q network.
Synchronize your nodes but beware its overhead: time synchronization is important
for e.g. measuring one-way delay and preserve timely operation across different layers
of the radio protocol stack when they are split. However, achieving sub-millisecond
synchronization across a large-scale network may be quite challenging. particularly
when using in-channel synchronization protocols like Precision Time Protocol (PTP).
PTP is designed to operate in a relatively benign environment with low delay and
jitter. PTP, as Network Time Protocol (NTP), polls the synchronization servers at
a frequency depending on the jitter detected in the link, the time synchronization
in a high loaded link will increase the jitter and the synchronization exchanges will
need to be more often, increasing the overhead. It is worth noting that a proper
planning of the synchronization channel (routing of control traffic) is of paramount
importance to preserve synchronization without impairing sample measurements
and mitigate its impact on the data plane performance.
All the content covered in Chapter 4 is based on publications [17] [43]

Part III:
Software Defined Addressing, towards
a table-free forwarding
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Chapter 6

Stateless Flow-Zone Switching
using Software-Defined Addressing
Data center demand has increased profoundly in the last decade, driven largely by the
success of the cloud computing paradigm. Data center scales have grown from hundreds
of servers to thousands; while 5000 servers is typically considered the minimum for a
“hyperscale” data center [44], the numbers grow much larger. Meanwhile, the same
application-driven trends have put additional emphasis on the performance and cost of
the Data Center Network (DCN) that provides a critical role in data center infrastructure.
DCN designs (e.g. [45]) aim to provide responsive services to clients based on real-time
extraction of results from vast stored resources. In the background, these data centers
simultaneously analyze and systematically extract massive amounts of information from
extensive data sets, typically using artificial intelligence algorithms, with data that is
dispersed across the data center. In such a scenario, efficiency, scalability, and resiliency
are three key pillars supporting increased performance. Capital cost and operating costs,
notably those due to energy consumption, are also critical.
In recent years, Software Defined Networking (SDN) has played a major role in the
management and orchestration of the DCNs, increasing the flexibility and programmability
by logically centralizing the network control plane. As in legacy networks with more
distributed control, SDN data plane forwarding is based on forwarding tables. These
forwarding tables are filled with a huge number of table entries, typically specifying
actions based on Media Access Control (MAC) addresses (in Layer 2 DCNs) or Internet
Protocol (IP) addresses (in Layer 3 DCNs), or combinations thereof. Since the DCN
topology may accommodate many thousands of servers, each running many Virtual
Machines (VMs) and applications, forwarding tables may be huge, imposing significant
local memory requirements at the switches along with an additional contribution to latency.
Serious scalability problems arise, due to an increasing number of switches and table
entries therein, including issues related to network management complications. These
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forwarding table problems are particularly troublesome for Layer 2 networks. While IP
addresses are structured so as to convey network information, MAC addresses are typically
considered to be flat. Aside from two meaningful bits in the 48-bit MAC address, the
remainder of the MAC address has been considered to serve no purpose other than to
provide uniqueness. However, following trends in standardization, this thesis considers the
possibilities of flexible Software Defined Addressing (SDA) and how it can be exploited for
improved network performance and efficiency. Like some prior approaches, the soultion
proposed in this chapter embeds the routing instructions semantically into MAC addresses,
with the destination address explicitly identifying the topological zone of the recipient
with sufficient instructions to route a frame most directly to that destination, eliminating
the need for forwarding tables entirely and resolving Layer 2 concerns such as address
learning and looping.
In the presented examples, a DCN topology is segmented in four zone levels, representing the server level at the bottom and the spine level at the top, passing through the
rack level (with Top-of-Rack (ToR) switches) and the pod level. Each zone has assigned
an ID in a quasi-hierarchical manner: each pod has an identifier, each rack has a local
identifier within its pod, and each server has a local identifier within its rack. Each server
is therefore identified with a unique zone in the topology, identified by the pod, rack and
server identifiers. Spines are uniquely identified but are not associated with server zones.
Here prior approaches are enhanced by embedding specific flow identification into the
address as well. As a result, the address differentiates and explicitly identifies the various
flows directed toward a particular destination. This explicit flow identification can be
exploited in many ways, such as ensuring that all frames in a flow follow the same route,
differentiating the frames of a particular server by identifying the VM, differentiating the
frame QoS by flow, and allowing header suppression per flow. Flow identifiers may be
used to classify frames according to categories that may not normally be considered “flow”
categories. This method is referred as Flow-Zone Switching (FZS) because the frame codes
both the zone identifier and flow identifiers. FZS minimizes the state in switches and, by
embedding the routing instructions directly in the MAC addresses, can completely remove
the need for forwarding tables.
To illustrate the potential use of FZS, this thesis focus on examples in which the
flow identifier is used to distinguish latency-sensitive small-frame (mice) flows from large
data-intensive (elephant) flows, as described elsewhere [46].Hence, the mice and elephant
flows are routed differently, segregating the mice in low-delay paths that are source-coded
into the frames. This chapter show how this can translate into better performance and
lower network congestion.
Data center source-routing solutions based on zone addressing have been already
explored in the literature. The majority of existing solutions are based on address
translation, reducing but not completely removing the need for table lookups. FZS aims
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to enhance the state of the art by completely removing the lookup tables and at the
same time providing fine granularity for specific flow management, boosting the DCN
performance while reducing its cost.
Unlike DCN routing methods based on overlays, FZS routing is conducted end-to-end
at Layer 2, with routing instructions embedded in the MAC address. No overlay headers,
additional frame tags,or other performance-reducing frame overhead is introduced. FZS
offers the potential for a high performance with low complexity.

6.1.

Background

Data center architectures are based on multi-tier topologies, typically structured as
a generalized fat-tree [47]. The generalized fat-tree network is based on a folded Clos
network topology and is usually constructed with many commodity network switches
instead of very complex ones. These networks provide multiple paths between pairs
of communicating nodes. This allows networks to scale in bandwidth by adding ports
and switches rather than simply by scaling the bandwidth of the physical link. This
results in better cost/performance ratio as well as increased resilience with respect to link
failure. The existence of multiple paths leads to the well-known problem of loops. Many
technologies have been developed to overcome the loop problem in Layer 2 networks, but
many of these, such as spanning tree algorithms, are based on limiting the available paths
and therefore counteract the intention to provide multiple parallel routes for bandwidth
purposes. Traditional Layer 2 networks also face scaling problems due to the flat network
address that requires a forwarding table entry for each endpoint. Layer 2 approaches to
this scaling issue, such as provider bridging and provider backbone bridging, have been
introduced but are not popular in DCNs, possibly due to their added complexity and frame
overhead. These loop and scaling issues have kept Layer 2 networking from widespread
use as a basis of routing in the massive data center.
Recently, a number of routing methods have been introduced for generalized fat-tree
topologies. Many of these are based on a form of source routing, in which the routing
instructions are entirely or partially embedded in the packet or frame. In some cases, the
information is embedded in an IP address, a MAC address, or a customized label. FZS
follows this approach.

6.2.

Related Work

Flow-Zone Switching makes use of addresses conveying both zone and flow. Layer 2
addressing that conveys zone alone has been explored previously in the literature.
The Monsoon [48] data center architecture is designed to connect 100, 000 or more
servers using a single Layer 2 network. In order to overcome scaling limitations, the network
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is made hierarchical by encapsulating frames using three MAC addresses, identifying the
destination server, the destination ToR switch, and a core switch selected per flow. The
three addresses are inserted at the source server, based on a customized directory lookup;
subsequent forwarding decisions are made by switches based on table lookups. To some
degree, the core switch identifier can be seen as a basic flow identifier, but it’s use is limited
to randomized load balancing. The use of three MAC addresses introduces significant
frame overhead and also operational complexity due to encapsulation and decapsulation
and the directory service required to support it.
PortLand [49] presumes a Clos network and achieves a hierarchy without MAC encapsulation by assigning a hierarchical 48-bit Pseudo MAC (PMAC) address encoding the
end host zone, similar to the zonal structure of FZS, including a virtual machine identifier
but not a flow identifier. End hosts maintain a separate Actual MAC (AMAC) address.
ToR switches perform the address translation and header rewriting. PortLand employs a
logically centralized fabric manager to maintain a soft state of the network configuration
in order to construct the PMACs and respond to ARP replies.
Torii-HLMAC [50] assigns to each node a Hierarchical Local MAC (HLMAC) address
at every port. Torii-HLMAC improves PortLand by automatically assigning multiple
addresses in a distributed form without duplicates, avoiding the use of a centralized fabric
manager. GA3 [51] is a generalized labeling protocol for data center networks, originally
designed for the Torii-HLMAC routing protocol but later extended to support a wider
range of topologies based on the same concepts.
DCnet [52] uses a hierarchical, zonal MAC address, known as a Routable MAC (RMAC)
address, shared among all VMs in a server. DCnet also identifies each VM with a Unique
ID. A logically centralized binding server keeps track of the mapping of these Unique IDs
to the RMACs, distributing the mapping to all the ToR switches in the data center. When
a VM migrates among servers, its Unique ID remains but a new zonal RMAC address is
assigned and the update is distributed to all the ToR switches.
Garden [53] uses an addressing and forwarding method based on locators. The
forwarding tables in the switches are based on these destination locators rather than MAC
addresses. The egress switches provide the binding information.
LESS [54] follows an approach similar to FZS, embedding output port identifiers
directly in MAC addresses, but it embeds routing instructions as a label-switched path.
This approach eliminates the need for mapping and forwarding tables, but it requires
extra overhead in the frames to perform routing and extra effort at the switches in order
to push and pop labels.
These solutions ( [48], [49], [50], [51], [52], [53] and [54]) use zonal addressing to reduce
the size of forwarding tables at the switches. They rely largely on address translation or
address rewriting, requiring tables to map the original MAC addresses to and from the
new addresses/locators. On the contrary, FZS embeds zone and flow routing instructions
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into the host MAC address and avoids address translation or mapping.
Two methods not designed specifically for the data center, Amaru [55] and MTP [56],
also leverage hierarchical addressing to generate multiple shortest paths between switches
of a network. The former is focused on in-band SDN control communication and the later
on generalized bridged networks.
The FZS routing method detailed in this thesis minimizes the state in switches by
embedding the routing instructions directly in the MAC addresses, completely removing
the need for forwarding tables with a proper address assignment. The routing instructions embedded in the MAC address express the zonal location of the network element
in the topology as well as flow identifiers allowing diverse flow management methods,
differentiating FZS from the previous solutions.

6.3.

Software-Defined Addressing

The key rules of IEEE 802 MAC addresses are specified in IEEE Std 802 [57], which
covers the IEEE 802 Overview and Architecture. This standard specifies that the least
significant MAC address bit is the Individual/Group (I/G) bit, used to identify the
destination address either as an individual or as a group address, and the second least
is the Universally or Locally Administered (U/L) bit, indicating whether the address
has been assigned for global or only local uniqueness. Regarding locally administered
addresses, virtually no information was provided until 2017, leaving implementation and
use completely in the hands of the local administrator, with no interoperability between
protocols mandated.
Since 2017, an amendment to IEEE Std 802, entitled IEEE Std 802c [58], has added
specifications regarding local MAC addresses, including a plan, known as the Structured
Local Address Plan (SLAP), for use of the local address space. The SLAP divides the local
space into four quadrants, each of which is specified for a different use. The quadrants
(identified by the third and fourth least significant bits of the initial octet in the local
MAC address) are identified for use by:
1. Extended Local Identifier (ELI) addresses, which are 24-bit extensions of
a 24-bit Company ID (CID) assigned to a company upon application to IEEE.
Such addresses are similar in structure to the historical 48-bit Extended Unique
Identifier (EUI) addresses based on IEEE-assigned 24-bit Organizationally Unique
Identifier (OUI) identifiers. The difference is that OUI assignments are made to
hardware vendors with the intention of the EUI-48 being permanently assigned to
hardware. The ELI-48 is expected to be locally, but not necessarily globally, unique
and can be assigned dynamically;
2. Administratively Assigned Identifier (AAI) addresses, which assigned in
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arbitrary fashion by an administrator, with simply a requirement to avoid duplication;
and
3. Standard Assigned Identifier (SAI) addresses, whose specified use is, per IEEE
Std 802c, the responsibility of the future IEEE 802.1CQ [59] standard. Multiple
protocols for assigning SAI may be specified within various IEEE 802 standards.
Per IEEE Std 802c,“In some cases, an SAI assignment protocol may assign the SAI
to convey specific information. Such information may be interpreted by receivers
and bridges that recognize the specific SAI assignment protocol, as identified by the
subspace of the SAI.”

While a closed network may operate successfully without observing the SLAP, the direction
of the standards nevertheless highlight the trend toward assigning MAC addresses with
semantic meaning and ensuring that switches understand the semantics and process frames
accordingly. The term "software-defined addressing" is used to describe techniques in
which Layer 2 addresses are semantically structured, rather than flat, and dynamically
assigned, rather than hardware bound, with the addresses serving to steer frames through
the infrastructure. In this chapter, it is intended to explore whether software-defined
addressing, with semantic cues to routing and QoS management, can increase network
performance. At the same time, it is surmised that it can significantly reduce the complexity
and operational expenses of the network switching infrastructure while improving latency
at the switch by minimizing processing requirements.

6.4.

Flow-Zone Switching: Structure

Flow-zone switching (FZS) [60] is a loop-free routing method that embeds not only
routing instructions but also flow identity directly in addresses within the frame. Given a
suitable DCN topology and a compatible assignment of addresses, forwarding tables are
not required. In this thesis, FZS is considered with Layer 2 addressing.
FZS is compatible with many multi-tier topologies, including generalized Clos data
center architectures. Such topologies provide multiple paths between hosts to support full
bisection bandwidth. This thesis analyses the method in a pod-spine Clos architecture [45].

6.4.1.

Principles

The following key properties are characteristic of FZS:
zonal addressing: Each FZS end node is assigned a set of flow-zone addresses,
coded within which are zonal identification fields that uniquely identify the zone;
that is, the location of the end node within the data center topology, including
information that encodes forwarding instructions to reach that zone.
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flow addressing: The FZS addresses assigned to the end node are distinguished
with flow identification fields embedded in the flow-zone address. A flow-zone
address may include multiple flow identifiers. Flow identifiers may be used within
the switching networks, for example as flow type indicators for purposes such as QoS.
They may also be used at the end nodes, for example, as indicators of the virtual
machine destination within the node and as indicators of suppressed headers.
frame addressing: Each frame carries an Source Address (SA) that is assigned by
source end node from its allocated set of flow-zone addresses. Each also carries a
flow-zone Destination Address (DA). Flow identification fields in both the SA and
DA may be considered by switches.
switches: Flow-zone switching is based on flow-zone addresses. Switches are aware
of their own zonal identification fields, which indicate their position in the topology.
Forwarding tables, if provided, are simple port mapping tables serving only to
translate a specific field of the flow-zone address into an output port. Such tables
are therefore extremely small: typically one entry per local port, rather than scaling
with the number of hosts. In some cases, the addressing is configured so that the
specific field of the flow-zone address is a literal identifier of the output port, in
which case no forwarding tables are used.
routing: FZS routing is based on forwarding decisions made by switches. Data
frames, generated at end nodes, begin in an ascent stage during which they are
forwarded upward in the network, typically until they have risen high enough to
begin descent down through the topology to the destination zone. During the ascent
stage, multiple equal-cost routes are possible. The choice among these routes is
informed by the flow identifiers within the flow-zone addresses. Frames belonging to
a common flow, indicated by suitable flow identifiers, are routed on a common path.
During the descent phase, typically only a single lowest-cost path is available, and
the routing follows that path, typically based solely on the zone identification fields
of the destination flow-zone address.

6.4.2.

Topology, Nodes, and Zone Levels

A flow-zone address includes fields identifying a zone within the topology. This thesis
considers the pod-spine Clos topology (see Fig. 6.1).
The zone is identified with reference to a set of zone levels, including, in the pod-spine
Clos topology, five zone levels (see Fig. 6.1):
Zone Level 0: The lowest level of the FZS topology, Level 0, represents the servers,
i.e., the end nodes of the data center traffic, represented by the circles in Fig. 6.1.
Each server is connected to a top-of-rack (ToR) switch and is identified by a Server
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Figure 6.1: Zone levels
ID (“a”, “b, “c”, and “d” in the figure) unique among all the servers connected to
the same rack. In order to fully identify a server in the topology, the Server ID is
used in conjunction with a unique identifier of the rack to which it is connected.
Zone Level 1: Level 1 represents the racks, each including the servers and the ToR
switch to which they are connected, as colored in gray in Fig. 6.1. Each rack exists
within one and only one pod (see Level 2) and is identified by a Rack ID (“a” and
“b” in the gray areas of the figure) unique among all the racks within that pod.
Zone Level 2: Level 2 represents the pods, indicated in the figure by dotted lines.
A pod includes the racks within the pod as well as a set of fabric switches, shown as
the green and yellow switches in Fig. 6.1. Each fabric switch exists within one and
only one pod. Each pod is identified by a Pod ID (“a” in the green fabric switches
and “b” in the yellow fabric switches of the figure) unique among all the pods within
the network. Each ToR switch in the pod is connected to each fabric switch in that
pod.
Zone Level 3: Level 3 is the spine level. Each spine switch (the red and magenta
switches of Fig. 6.1) is connected to one fabric switch in each pod. A spine switch,
together with all the fabric switches to which is is connected, comprise a spine. Each
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spine switch and each fabric switch exists within one and only one spine and is
identified by a Spine ID (“x” and “y” in the red and magenta areas of the figure)
unique among all the spines in the network.
Zone Level 4: Level 4 (not identified in the figure) is the spine switch level. A
spine switch is identified by a Spine Switch ID (“a” and “b” in the red and magenta
spine switches of the figure) to uniquely identify it within its spine.

6.4.3.

Device Identifiers and Zones

Each node in the FZS infrastructure is identified with a zonal tuple that uniquely
identifies both the zone and its location in the network. Fig. 6.1 depicts an example of
zonal tuple assignment in a small topology of 12 switches and 16 servers. The zonal tuple
of each switch includes two independent identifiers. The zonal tuple of each server includes
three independent identifiers. Each node is aware of its own node type and of its own
zonal tuple. The node types are:
Server: The server is located in a zone that is specified by its identifier at Zone
Level 2 (Pod ID), Zone Level 1 (Rack ID), and Zone Level 0 (Server ID).
ToR Switch: The ToR switch is located in a zone that is specified by its identifier
at Zone Level 2 (Pod ID) and Zone Level 1 (Rack ID).
Fabric Switch: The fabric switch is located in a zone that is specified by its
identifier at Zone Level 2 (Pod ID) and Zone Level 3 (Spine ID).
Spine Switch: The spine switch is located in a zone that is specified by its identifier
at Zone Level 3 (Spine ID) and at at Zone Level 4 by its Spine Switch ID.

6.4.4.

Flow-Zone Address Formats and Zonal Indicator Fields

Each node is assigned a set of addresses for use as source and destination addresses.
Each such address includes fields to identify the complete zonal tuple of the node to which
that address is assigned.
In the examples of this thesis, flow-zone addresses are IEEE 802 MAC (Layer 2)
addresses, typically in the local address space. For simplicity of explanation, and in
accordance with the typical DCN scales, the 48-bit IEEE MAC address is divided into six
octets. The first of these contains an address header. Per IEEE Std 802, least significant
bits of the address header are, respectively, the M bit (set to 1 for a multicast address),
the X bit (set to 1 for a local address), and two bits indicating the SLAP quadrant. The
remaining bits of the address header are used to indicate the node type of the device to
which the address is assigned. The flow-zone addresses are illustrated in Fig. 6.2 for the
node types discussed herein.
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Figure 6.2: Flow-zone address formats
Server Address Format: In the server flow-zone address, the address header
identifies the address as belonging to a server. Additional octet-sized fields identify
the server’s zone by its Pod ID, Rack ID, and Server ID (see Fig. 6.2a).
ToR Switch Address Format: In the ToR switch flow-zone address, the address
header identifies the address as belonging to a ToR switch. Additional octet-sized
fields identify the switch’s zone by its (Pod ID) and Rack ID (see Fig. 6.2b).
(Alternately, the ToR Switch and Server addresses could use identical address header
formats and be distinguished by, for example, a particular value in the Server ID
field.)
Fabric Switch Address Format: In the fabric switch flow-zone address, the
address header identifies the address belonging to a fabric switch. Additional octetsized fields identify the switch’s zone by its Pod ID and Spine ID (see Fig. 6.2c).
Spine Switch Address Format: In the spine switch flow-zone address, the address
header identifies the address belonging to a spine switch. Additional octet-sized
fields identify the switch’s zone by its Spine ID and Spine Switch ID (see Fig. 6.2d).
Bits in the flow-zone address not devoted to zonal identifier fields are available for use
in flow identification. In Fig. 6.2, the flow identification bits are indicated as divided into
one-octet fields, but the actual division can be made flexibly. As a practical example, in
the server flow-zone address of Fig. 6.2a, the Flow Level 1 ID field could be a one-octet
field specifying the frame’s virtual machine (VM, which here also includes containers)
source or destination, and the Flow Level 2 ID field could represent a specific flow of
frames originating from or destined for that VM. The flow identification fields are fully
flexible and may be used to classify frames according to categories that may not normally
be considered “flow” categories; furthermore, those fields could carry any descriptive
information, including, for example, telemetry. The flow fields are directly exposed at
Layer 2, without requiring deeper inspection.
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The order of zonal identifier fields in the flow-zone address is not critical, but it may
be convenient for all flows associated with a device to share a common preamble and to be
discriminated by the less significant bits of the address; in this case, the device is assigned
a contiguous block of addresses.
The dimensions of the zonal identifier fields can be adjusted to match the scale of the
network. The dimensions of Fig. 6.2 would support, for example: 256 spines, 256 spine
switches per spine (each with 256 ports), 256 pods, 256 racks per pod, 256 fabric switches
and 256 ToR switches per pod (each with 512 ports), and 256 servers per rack, for a limit
of 224 (≈17M) total servers. The flow partitioning as described supports 256 VMs per
server, with 8 bits remaining for flow differentiation within the VM. This would support a
network vastly larger than those currently deployed or anticipated. In a smaller network,
the zonal fields can be compacted, freeing up bits in the address for flow fields.

6.5.

Flow-Zone Switching: Forwarding

6.5.1.

Flow-Zone Forwarding to Server

Flow-zone routing can be summarized by rules governing the forwarding by each node
type.
In general, the device first examines the address header of the destination address of
the incoming frame to determine the flow-zone address format, as illustrated in Fig. 6.2.
Here it is described the forwarding process only for the case in which that address header
indicates a server (Fig. 6.2a). Similar considerations provide for appropriate forwarding
when the destination is a switch.
Server Forwarding: A server compares the Pod ID, Rack ID, and Server ID of
the destination address of an incoming frame to its own internal identities. In case
all three parameters match, the frame is passed to a local process, such as a local
VM as identified by the Flow Level 1 ID parameter. If the three parameters do not
match, the server forwards the frame upward to its ToR switch.
ToR Switch Forwarding: A ToR switch compares the Pod ID and Rack ID of
the destination address of an incoming frame to its own internal identities. In case
the parameters match, a port mapping is used to determine the port to the server
identified by the frame’s Server ID value; the frame is forwarded downward to that
port. If the two parameters do not match, the switch forwards the frame upward to
a port attached to a fabric switch. The choice of ascending port may be informed by
the frame’s flow identification values.
Fabric Switch Forwarding: A fabric switch compares the Pod ID of the destination address of an incoming frame to its own internal Pod ID identity. In case the

78

Stateless Flow-Zone Switching using Software-Defined Addressing
parameters match, a port mapping is used to identify the port to the rack identified
by the frame’s Rack ID value; the frame is forwarded downward to that port. If
the Pod ID values do not match, the switch forwards the frame upward to a port
attached to a fabric switch. The choice of ascending port may be informed by the
frame’s flow identification values.
Spine Switch Forwarding: A spine switch uses a port mapping to identify the
port to the pod identified by the frame’s Pod ID value; the frame is forwarded
downward to that port.
Notice that, in all cases, the incoming port need not be identified in order to complete

the forwarding decision, and no determination need be made as to whether the frame
arrived an an ascending or descending frame.

6.5.2.

Stateless Zonal Forwarding to Server

As seen from the description of flow-zone forwarding, no address learning is used, and
the only forwarding tables are the port mapping tables indicating the port of the identified
server, rack, or pod. These are at most small tables, with one entry per active port. This
requires a very small amount of memory and a simple one-to-one lookup.
The port mapping can be made entirely stateless as well. To achieve statelessness,
the zonal identifiers can be selected so that they literally identify, in numbers directly
meaningful to the switch, the ports to the identified zones. Achieving this result requires
specific network cabling. Fig. 6.3 illustrates this cabling method and the associated zonal
identification. The small white rectangles indicate ports, and the letters therein indicate
the internal identifier with which the switch identifies each port. Fig. 6.3 illustrates a
single pod (Pod ID=J ) and its connections.
In the figure, the rack switches and fabric switches are shown with an upper bank of
ports, with an identifier beginning with “1”, and a lower bank of ports, with an identifier
beginning with “0”. This requires an explanation. As noted earlier, with 8-bit zonal
identification fields, the network can scale to 256 racks per pod and 256 spines. In this case,
the fabric and racks switches need to support 512 ports: 256 upwards and 256 downwards.
The port numbering in the figure is designed to avoid limiting the network scale. Let us
assume that 512 ports are numbered 0-511. The lower half of these (0-255, with the most
significant bit of the identifier equal to 0) are cabled downward; the upper half (256-511,
with the most significant bit of the identifier equal to 1) are cabled upward. In this case,
the nine-bit port identifier can be abbreviated by its eight least significant bits (e.g., 0A
and 1A are both abbreviated as “A”). However, from the switching context, the switch
can always determine whether the identified port is upward or downward, as confirmed by
review of the rules in subsection 6.5.1 for forwarding of a server-directed frame. Therefore,
using this technique, the network can scale to full dimension. If the rack switches and
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Figure 6.3: Cabling and identifiers for Stateless Flow-Zone Forwarding
fabric switches are limited to 256 ports, the abbreviation is not necessary, but little effort
is saved by doing away with it.
Fig. 6.3 is helpful in understanding these key points of the stateless configuration:
Server: The local zonal identify of each server (Server ID, equal to A, B, C, or D
in the ovals of the figure) is identical to the (abbreviated) internal port identifier,
within the rack switch, of the port at which the server is connected. This suffices
to eliminate the need, described in subsection 6.5.1, for a port mapping table to
identify the port associated with a Server ID value.
Rack: The local zonal identify of each rack (Rack ID, equal to a, b, c, or d in the
figure) is identical to the (abbreviated) internal port identifier, within the fabric
switch, of the port at which the rack’s ToR switch is connected. The cabling condition
is that every link to a rack from a fabric switch must be connected, at the fabric
switch, by an identically named port. For example, in Fig. 6.3, every link from a
fabric switch to the ToR switch in Rack ID=d is connected to that fabric switch’s
port 0d. This suffices to eliminate the need, described in subsection 6.5.1, for a port
mapping table to identify the port associated with a Rack ID value.
Pod: The zonal identify of each pod Pod ID (J in the figure) is identical to the
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internal port identifier, within the spine switch, of the port at which the pod’s fabric
switch is connected. The cabling condition is that every link to a fabric switch from
a spine switch must be connected, at the spine switch, by an identically named port.
For example, in Fig. 6.3, every link from a spine switch to any fabric switch in Pod
ID=J is connected to that fabric switch’s port J. This suffices to eliminate the need,
described in subsection 6.5.1, for a port mapping table to identify the port associated
with a Pod ID value.
These conditions suffice to eliminate all three of the port mapping tables and the

associated zonal lookup requirements during frame descent toward a destination server.
Consider, for example, a frame sent from outside pod J to the rightmost server (server
D of rack d) of Fig. 6.3. The frame will ascend to a spine switch, which will check the
destination Pod ID, see the value J, and then, without a table lookup, forward the frame
out port J, forwarding it thereby to pod J. The frame will arrive at a fabric switch, which
will determine that the destination Pod ID identifies the fabric switch’s own pod identifier
(pod J ) and therefore that the frame needs to descend. Then, checking the destination’s
Rack ID, the fabric switch finds the identifier d. Without a table lookup, the fabric switch
forwards the frame downward to its port 0d, which delivers it to rack switch d. Finally,
rack switch d will determine that the destination Pod ID and Rack ID jointly identify the
rack switch’s own rack identity and therefore that the frame needs to descend. Checking
the destination’s Server ID, the rack switch finds the identifier D. Without a table lookup,
the rack switch forwards the frame downward to its port 0D, which delivers it to server D.
This forwarding system works regardless of the spine switch at which the descent began.
Note that the port mapping tables (or alternatively the stateless flow-zone zone
identification which avoids those tables) are relevant only to routing the frame toward the
server during the descent phase. During the ascent phase, the forwarding decisions are
not based on the destination zone, since any fabric switch and any zone switch will be
suitable.

6.5.3.

Stateless Zonal Forwarding to Switches

The prior subsection considered only the forwarding of frames to servers, in which
case the choice of spine and spine switch may be secondary or arbitrary and in any case
is relevant only during descent. As noted above, this thesis does not fully detail the
forwarding processing of frames directed toward switches, but here it is worth noting that
fabric switches (Fig. 6.2c) and spine switches (Fig. 6.2d) are located on a particular spine,
so identifying the Spine ID is a critical step in the routing process. Likewise, the Spine
Switch ID is essential to routing a frame to a spine switch. The process of forwarding such
frames can make use of small port mapping tables, as described above for the routing of
server-directed frames, or those lookups can be eliminated with stateless forwarding.
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The cabling and zonal identification structure of Fig. 6.3 is designed to eliminate
port mapping tables for switch-directed frames as well as server-directed ones. The key
additional points illustrated in the figure are:
The zonal identity of each spine switch Spine Switch ID is identical to the (abbreviated) internal port identifier, within the fabric switch, of the port at which that
spine switch is connected. The cabling condition is that every link to a spine switch
from a fabric switch must be connected, at the fabric switch, by an identically named
port. For example, in Fig. 6.3, every link from a fabric switch to a spine switch with
Spine Switch ID=a is connected to that fabric switch’s port 1a. Note that the figure
does not fully illustrate this point because only one pod is shown.
The zonal identity of each spine Spine ID is identical to the (abbreviated) internal
port identifier, within the ToR switch, of the port at which that spine switch is
connected, via a fabric switch in that spine. The cabling condition is that every link
to a fabric switch in a particular spine from a ToR switch must be connected, at
the ToR switch, by an identically named port. For example, in Fig. 6.3, every link
from a ToR switch to a fabric switch with Spine ID=A is connected to that fabric
switch’s port 1A.
Consider, for example, a frame addressed to the rightmost spine switch (spine D, spine
switch b) of Fig. 6.3. If the rack switch determines, based on the address header, that the
frame is of the type illustrated in Fig. 6.2c or Fig. 6.2d, then it reads the Spine ID value
(D) from the destination address and accordingly forwards the frame upward to port 1D,
which passes it to a fabric switch in spine D. If that fabric switch determines, based on
the address header, that the frame is of the type illustrated in Fig. 6.2d and determines
that the switch is on the same spine as the destination, then it reads the Spine Switch ID
value (b) from the destination address and accordingly forwards the frame upward to port
1b, which passes it to the destination switch.

6.5.4.

Flow Forwarding

While stateless flow-zone zone identification for server-directed frames is relevant only
in the descent phase, it can be also considered flow-zone flow identification, which is
relevant to the ascent phase. Namely, the rack switch, forwarding up to a fabric switch,
needs to select a spine; likewise, the fabric switch, forwarding up, needs to select a spine
switch within that spine. Those selections cannot be made completely arbitrarily; for
example, the network must be constrained to maintain the order of frames within a
flow, which implies that each frame in the flow should follow the same route. Equal-cost
multi-path routing (ECMP) typically approaches the problems by computing a hash over
some components of the frame sufficient to identify the flow and then forwarding based
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on the hash. This is a nonideal approach because (1) the flows are imprecisely identified
by the network; (2) the flows are all treated equally and intermingled, without respect to
their differentiated QoS requirements; (3) the hash calculations are an additional burden
to the switches.
The FZS approach to this problem is to specify the flow in the Flow Level ID fields
of the frame and ensure that the switches are informed of the preferred Spine ID and
Spine Switch ID of that flow. The switch can be informed in various ways. For example,
port mapping tables could be used to translate the Flow Level 1 ID and Flow Level 2
ID fields of a server-directed frame into specific ports leading to the designated spine
and spine switch; this could also be made stateless (see the following subsection). With
additional complexity, switches could be enabled to make independent decisions; for
examples, choosing an alternative forwarding port based on knowledge of congestion.

6.5.5.

Stateless Flow Forwarding

The flow-zone zone identification of subsection 6.5.3 can be applied to stateless ascent
forwarding of server-directed frames based on flow identifiers. Consider, for example,
a frame sent from the leftmost server (server A of rack a of Fig. 6.3). Once the rack
switch determines, based on the destination address zonal fields, that the frame needs
to be forwarded upwards, it needs to choose a port (1A, 1B, 1C, or 1D). Using stateless
flow-zone flow forwarding, that decision is made (or at least suggested) by the frame itself,
which contains the literal port identifier. This could be contained in, for example, the
Flow Level 1 ID field. So, for example, Flow Level 1 ID field value D would direct the
rack switch to forward the frame upward out port 1D, which would transfer it to a fabric
switch in Spine D. From there, the fabric switch, reading (for example) Flow Level 2
ID field, might find the value b and therefore forward the frame out its port 1b, thereby
transferring the frame to Spine Switch b.

6.5.6.

Stateless Flow-Zone Address Assignment

In order to further illustrate the network configuration required for stateless flow-zone
forwarding, it is provided here an algorithm to automatically assign, given the cabling
arrangement of Fig. 6.3, all of the zone identifiers to match the port identifiers of the
output ports leading to those zones. The cabling requirements are described in more detail
above in subsections 6.5.2 and 6.5.3.
All messages exchanged in conducting this algorithm are transmitted as link-local
frames, meaning that they are not forwarded by a receiving switch. For example, IEEE
Std 802.1Q specifies that frames addressed to 01:80:C2:00:00:0E are not forwarded by an
IEEE 802.1Q bridge. These messages will be read only by the immediate recipient.
1. Spine switches are made aware that they are spine switches and should begin the
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assignment process.
2. Each spine switch sends a spine-to-fabric message from each of its ports indicating
that the recipient is a fabric switch and including a parameter equal to the spine
switch’s internal identifier of that output port.
3. Each fabric switch receives those spine-to-fabric messages and confirms that they
all contain the same value; otherwise, the physical connectivity is incorrect and a
diagnostic error results. If the incoming messages are consistent, the fabric switch
identifies those ports as upward spine switch ports, identifies itself as a fabric switch,
and identifies its own Pod ID value as the common parameter received in the
spine-to-fabric messages.
4. Each fabric switch sends, to each of its other live ports, a fabric-to-rack message
with a Parameter 1 equal to its own Pod ID value and a Parameter 2 equal to the
fabric switch’s (abbreviated) internal identifier of the output port.
5. Each rack switch receives those fabric-to-rack messages and confirms that they all
contain the same parameter values; otherwise, the physical connectivity is incorrect
and a diagnostic error results. If the incoming messages are consistent, the rack
switch identifies those ports as upward fabric switch ports, identifies itself as a rack
switch, identifies its own Pod ID value as the common Parameter 1 received in
the fabric-to-rack messages, and identifies its own Rack ID value as the common
Parameter 2 received in the fabric-to-rack messages.
6. Each rack switch replies to each fabric switch with a rack-to-fabric message including
a parameter equal to the rack switch’s (abbreviated) internal identifier of that output
port. Each fabric switch receives those rack-to-fabric messages and confirms that
they all contain the same value; otherwise, the physical connectivity is incorrect and
a diagnostic error results. If the incoming messages are consistent, the fabric switch
identifies those ports as downward rack switch ports, confirms its identify as a fabric
switch, and identifies its own Spine ID value as the common parameter received in
the rack-to-fabric messages.
7. Each rack switch sends, to each of its other live ports, a rack-to-server message with
Parameter 1 equal to its own Pod ID value, Parameter 2 equal to its own Rack ID
value, and a Parameter 3 equal to the rack switch’s (abbreviated) internal identifier
of the output port.
8. Each server identifies those ports as rack switch ports, identifies itself as a server,
identifies its own Pod ID value as the common Parameter 1 received in the rackto-server messages, identifies its own Rack ID value as the common Parameter 2
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received in the rack-to-server messages, and identifies its own Server ID value as the
common Parameter 3 received in the rack-to-server messages.
9. Each fabric switch replies to each spine switch with a fabric-to-spine message
including a Parameter 1 equal to its equal to its own Spine ID value and a Parameter
2 equal to the fabric switch’s (abbreviated) internal identifier of the output port.
Each spine switch receives those fabric-to-spine messages and confirms that they
all contain the same value; otherwise, the physical connectivity is incorrect and a
diagnostic error results. If the incoming messages are consistent, the spine switch
identifies those ports as downward fabric switch ports, confirms its identify as a
spine switch, identifies its own Spine ID value as the common Parameter 1 received
in the fabric-to-spine messages, and identifies its own Spine Switch ID value as the
common Parameter 2 received in the fabric-to-spine messages.
Each switch and server, once it has identified its zonal identifiers, configures a set of

Layer 2 addresses for itself, based on the formats shown in Fig. 6.2.

6.6.

Flow-Zone Switching: Benefits

To summarize key points of this description, flow-zone switching promises numerous
benefits, including:
1. Scalability: As noted earlier, the version of flow-zone network described, with three
one-octet zone identifier fields and two one-octet flow identifier fields in an address,
can scale to 224 servers with 256 VMs per server and 256 flows per server. In a
smaller network, the zonal fields can be scaled to smaller size, and additional bits
are thereby freed up for new purposes or finer flow granularity. In the near term,
224 servers is far larger than necessary for practical data centers. For example, the
hyperscale network of in [45] appears to use 4 spines (compared to a limit of 256), up
to 48 spine switches per spine (compared to 256), and 48 racks per pod (compared
to 256), with a topology claimed to be “capable of accommodating hundreds of
thousands” of servers.
2. Switch simplicity: Flow-Zone switches, particularly with stateless configuration,
maintain no forwarding tables and forward to ports specified in the frame, potentially with discretion to use alternate forwarding when appropriate. This implies a
drastic reduction in on-board memory. The parallel reduction the computational
requirements (through the elimination of lookups, hash calculations, etc.) may result
in measurable improvement in latency and electrical power consumption. Note
that Layer 3 forwarding requires at least a frame update, replacing the IP TTL as
well as the MAC SA, DA, and FCS fields; identifying the DA typically requires an
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ARP cache lookup, and the FCS requires recalculation. By comparison, Layer 2
forwarding requires none of these, as frames are forwarded unaltered.
3. Overhead: Because end-to-end routing is achieved directly based on Layer 2, extra
frame overhead due to overlays is avoided. Also, flow identifiers can be used to as
indices to headers that are common to all frames in the flow and may be consequently
suppressed during transmission, to be rebuilt at the destination. This can achieve
overhead reduction.
4. Network QoS: Flows can be directly identified in the frame. The network can consequently route different flows differently, with fine granularity, based on instructions
imposed at the source.
The issue of network QoS is a complex one that deserves further study and is, in fact,
a primary subject of the evaluation study reported below. The example studied in this
chapter considers TCP flows. This is a simple but interesting case. TCP flows generally
take two different forms: large data packets in one direction, and small, latency-sensitive
Acknowledgements (ACKs) in the other. In this thesis, it is referred to the data flows as
“elephant flows”, regardless of the number of frames in the flow, and the ACK flows as
“mice flows”. Likewise, data frames are referred, typically 1500 bytes long, as “elephant
frames”, and ACK frames, typically 64 bytes long, as “mice frames”. Switches that attempt
to classify frames on the basis of typical frame headers (MAC addresses, IP addresses,
Ethertype, Layer 4 port, etc.) will not see a difference between the elephant data frames
and the mice ACKs. However, the source is well equipped to identify the ACKs and can
assign them a flow identifier to distinguish them from the elephants. If the flow-zone
network is configured to sense the flow identifiers and consequently route the mice onto a
path that is reserved for mice only, then it can be expected less-congested and lower-latency
receipt of ACKs, which may result in a more efficient TCP process. Such a reserved route
is easily configured, by steering the mice onto a particular spine or to particular spine
switches, as described in 6.5.4. In such a simple example, one might ask whether the loss
of bandwidth available to the elephants (due to their confinement to fewer spine switches)
might be more than offset by the gain due to the more timely ACK delivery. Such a study
is reviewed below. Note that this example is but one simple case of how FZS might be
applied in the DCN for flow segregation.

6.7.

Flow-Zone Switching: Implementation

The SDN paradigm decouples the control and data planes, centralizing the network
logic in a controller. SDN boosts network flexibility and programmability, as compared to
legacy distributed-control networks. Control in SDN is installed in the data planes via
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diverse protocols and languages. The two most popular are reviewed, which are considered
for this FZS study: OpenFlow and P4.

6.7.1.

Openflow considerations

The understanding and deployment of SDN has been significantly accelerated by
the Open Networking Foundation (ONF) [21]. The original focus of the ONF was the
specification of the OpenFlow Switch Specification [61].
An OpenFlow Logical Switch includes flow tables that perform packet lookups and
forwarding and provides an OpenFlow channel to an external controller to control and
configure the flow tables. Lookups and actions are programmable and can be performed
consecutively. While OpenFlow can be considered for implementing FZS, it can be
ultimately concluded that it is not sufficiently flexible.
An OpenFlow flow table can be programmed to match any bits, as specified by a
arbitrary bit mask, of a frame’s MAC SA or DA. Based on this capability, it is provided
the following example of steps that could be implemented in OpenFlow to embody the
ToR Switch Forwarding of a server-directed frame, as described in subsection 6.5.1:
In the first flow table, the OpenFlow ToR switch compares the address header of
the incoming frame’s DA to the address header indicating a server (Fig. 6.2a). In
case of a match, the frame is passed to a second flow table.
In the second flow table, the switch compares the Pod ID and Rack ID of the DA
to the switch’s own internal identities. In case the parameters match, the frame
needs to be forwarded downward to a server port; to determine the port, the frame
is passed to a third flow table.
The third flow table includes a entry for each Server ID and the associated identifier
the port to that server. The switch checks for a match of the Server ID and the
frame is forwarded downward to the identified server port.
While this approach is generally suitable for implementing FZS, it cannot implement
the stateless FZS of subsection 6.5.2 because the last table needs to be stored and populated.
In stateless FZS, the Server ID literally provides the port identifier. OpenFlow does not
provide a means to forward to a port identified by a variable (such as a parameter read
from the frame) but only to a value identified by a table match. As a result, OpenFlow
was not pursued for the implementation of FZS.

6.7.2.

P4 considerations

OpenFlow evolved rapidly beginning in around 2008 but has not been updated since
April 2015. Meanwhile, the ONF [21] hosts the ongoing development of P4.
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P4 [30] (a name derived from the term “programming protocol-independent packet processors”) provides a programmable language to specify the forwarding behavior of a switch,
whether the switch is based on Application-Specific Integrated Circuit (ASIC), Network
Processing Unit (NPU), Field Programmable Gate Array (FPGA) or reconfigurable soft
switch technology. P4 is based on an abstract forwarding model, illustrated in Fig. 6.4,
comprising a packet parser, a set of tables with match-action flows, and a deparser. The
imperative P4 language describes the behavior of each of the abstract forwarding model
components.
Unlike OpenFlow, which analyzes packets based on a well-known set of protocols, P4
specifies parsing in a protocol-independent, programmable fashion. P4 supports parsing all
the bytes of the packet and programmatically extracting specified headers. Based on the
extracted headers, P4 processes the packet through ingress and egress pipelines, comprising
a series of table match-action pairs that support conditional statements. Subsequently,
the deparser constructs an output packet, and forwarding instructions, based on the table
actions. Once a program specifies the abstract forwarding model, a compiler creates a
binary for the specific switch implementation, including a Table Dependency Graph (TDG)
allowing independent tables to be processed in parallel for speedy completion.
P4 provides sufficient flexibility to implement stateless FZS per subsection 6.5.2, along
with stateless flow forwarding per subsection 6.5.5.

6.7.3.

P4 implementation

A P4 implementation of the stateless FZS of subsection 6.5.3 was developed, including
the stateless flow forwarding of subsection 6.5.5. At startup, each switch is configured with
three parameters describing its location in network. These parameters can be configured
using any convenient method, such as the stateless flow-zone address assignment process
of subsection 6.5.6. The three parameters are:
switch type: one of the three values ToR, fabric, or spine, indicating the node type,
per subsection 6.4.3

88

Stateless Flow-Zone Switching using Software-Defined Addressing
ZoneID1 and ZoneID2 : two parameters identifying the switch zone in the network,
assigned as in Fig. 6.2 for the three switch types. In particular:
• if switch type = ToR then ZoneID1 = Pod ID and ZoneID2 = Rack ID
• if switch type = fabric then ZoneID1 = Spine ID and ZoneID2 = Pod ID
• if switch type = spine then ZoneID1 = Spine ID and ZoneID2 = Spine Switch
ID
The programmability offered by P4 allows us to specify the parsing of incoming

packets, enabling the extraction of the flow-zone address fields depicted in Fig 6.2. The
implementation used for the experimentation stores, in a P4 header structure, each of the
bytes of the DA and SA for further processing. The first byte of each address contains
the flow-zone address header, which identifies the address format as one of the four types
shown in (see Fig. 6.2). In this thesis only server-directed frames are considered (i.e., with
the DA formatted as in Fig. 6.2a).
The P4 program next makes a frame forwarding decision based on the flow-zone
forwarding method described in section 6.5. During frame descent, the forwarding method
of subsections 6.5.1 and 6.5.2 is applied. During ascent, the presented study applies a simple
form of the forwarding method of subsections 6.5.1 and 6.5.5 in which forwarding decisions
are independent of the fields extracted from the SA. Therefore, since the destination is a
server, the DA has the format of Fig. 6.2a and the following are the relevant fields:
Pod ID = 2nd byte of DA
Rack ID = 3rd byte of DA
Server ID = 4th byte of DA
Flow Level 1 ID = 5th byte of DA
Flow Level 2 ID = 6th byte of DA
Each of these fields is presumed to contain the literal identifier of a forwarding port. As
seen in the following paragraph, each switch uses only a subset of these fields and need
not parse or store the others.
The forwarding method depends on the switch type:
switch type=ToR: If Pod ID=ZoneID1 and RackID=ZoneID2, the (downward)
output port is identified as the frame’s Server ID value. Otherwise, the (upward)
output port identified as the frame’s Flow Level 2 ID value.
switch type=fabric: If Pod ID=ZoneID1, the (downward) output port is identified
as the frame’s Rack ID value. Otherwise, the (upward) output port identified as the
frame’s Flow Level 1 ID value.
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Figure 6.5: P4 switch comparison of baseline table-based switching vs. Stateless Flow-Zone
Switching
switch type=spine: The (downward) output port is identified as the frame’s Pod ID
value.
Next, P4 deparses the frame, constructing an egress frame that, in this case, is a
duplicate of the ingress frame. Finally, the switch forwards this egress frame to the selected
output port, as literally extracted from the DA.

6.7.4.

Single-Switch Validation

After implementing the FZS solution, a unit testing was executed, comparing the
performance of stateless FZS to a baseline switching method. Both methods were programmed in P4 in a single switch, built with the "behavioral-model"(bmv21 ) reference
P4 software switch. Both switches were configured to parse the ingress frame, identify
an output port, deparse the frame, and forward the egress frame, which was identical to
the ingress frame. The only difference between the two methods was in the determination
of the forwarding port. The FZS method extracted it literally from a field in the DA.
The baseline switch performed a table look up the DA, to identify the egress port. The
forwarding table of the baseline switch were populated with 5000 entries as a reference
value for the lookup delay (considering 5000 as the minimum number of servers in an
"hyperscale" data center). [44]
The unit test validation testbed consisted of one bmv2 switch connected to two hosts
running in a mininet environment. Firstly, the throughput was measured using TCP
traffic generated by iPerf 2 , with results depicted in Fig. 6.5a. FZS achieved an average
throughput of 963 Mbit/s, compared to 853 Mbit/s with the baseline table-based solution.
1
2

https://github.com/p4lang/behavioral-model
https://iPerf.fr

90

Stateless Flow-Zone Switching using Software-Defined Addressing
1

2

Spine

Pod

3

4

11

12

13

14

21

22

23

24

31

32

33

34

41

42

43

44

11

12

13

14

21

22

23

24

31

32

33

34

31

42

43

44

1

2

3

4

11

12

13

14

21

22

23

24

31

32

33

34

41

42

43

44

111 112

121 122

131 132

141 142

211 212

221 222

231 232

241 242

311 312

321 322

331 332

341 342

411 412

421 422

431 432

441 442

Figure 6.6: Data center topology used for the evaluation

The Round Trip Time (RTT) was also measured in the same validation scenario using
the Linux ping tool. The results are shown in Fig. 6.5b. The stateless FZS solution
achieved a lower average RTT of 0.27 ms, compared to 0.29 ms when using the baseline
table-based solution.
In these experiments, the link capacities were unlimited, and the switch operations were
all conducted in software, rather than in custom hardware optimized for table matching.
The simulation results are therefore not intended to simulate the performance of a real
switch but only to ensure FZS operation and to compare it with an estimate of the baseline
table-based switch performance. These results show that FZS performs better than the
baseline table-based solution in the unit testing scenario, establishing a baseline result
for the understanding of the experimentation performed in Section 6.8, regarding the
performance of both software switching approaches on the machine used to perform the
experimentation.
It is worth highlighting that in order to incorporate flow differentiation into the baseline
table-based switch, a more complex P4 pipeline would be needed, and a hash calculation
to emulate Equal Cost Multi-Path (ECMP). It can be anticipated that this would add
delay and reduce the overall performance. However, in the FZS case, this functionality
is embedded directly in the flow level identifiers of the address and adds no processing
burden.
With unit testing showing FZS performance better than the legacy approach, an
evaluation in a complete DCN was conducted.

6.8 Experimental evaluation

6.8.

Experimental evaluation

6.8.1.

Scenario
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Herein it is evaluated the FZS solution in a complete DCN. The experimental evaluation
detailed in this section was conducted using the topology depicted in Fig. 9.1, which is
consistent with that of Fig. 6.1 and Fig. 6.3. The evaluation topology comprises 4 spines
of 4 spine switches each, 4 pods of 4 fabric switches and 4 rack switches each, and 2 servers
per rack. The switches and servers are numbered in the figure in accordance with the
location in the topology:
1. spine switches are labeled with a digit indicating the spine and a second indicating
the spine switch within the spine;
2. fabric switches are labeled with a digit indicating the pod and a second indicating
the spine;
3. ToR switches are labeled with a digit indicating the pod and a second indicating
the rack;
4. servers are labeled with two digits indicating the rack and a third indicating server
within the rack.
These identifiers are aligned with the element flow-zone address formats of Fig. 6.2.
The topology was created using Mininet3 , a network emulator that uses process-based
virtualization to run many hosts and switches on a single Operating System (OS) kernel.
The link bandwidth was set to 10 Mbit/s and each switch egress port was configured with
1.5 MB of buffer, per the default Linux configuration.
For TCP data, iPerf (iPerf2) processes were ran at each server. In iPerf terminology,
the client process sends data to the iPerf server process. In this case, each server in the
network executes one iPerf server process and three iPerf client processes. Each of the
server’s three iPerf client processes is configured to transmit TCP data blocks in a different
data block size; the sizes are small (500 KB), medium (5 MB) and large (50 MB). Each
iPerf client selects a server, opens a TCP connection to that server, transmits its data
block, closes the TCP connection, and then repeats, beginning again by selecting a new
server. Each connection is considered small, medium, or large, in accordance with the size
of the transmitted data block. The servers are selected at random among those outside
the pod of the client, so that all TCP traffic is forced through a spine switch.
All switches were programmed as described in subsection 6.7.3, with Flow Level 2 ID
identifying the spine and Flow Level 1 ID identifying the spine switch.
3

http://mininet.org/
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A key feature of FZS is the flexibility to implement flow-dependent routing behaviors

and, based on Software Defined Addressing (SDA), specify the routing entirely at the
end nodes, without reconfiguration of the network. To illustrate this potential, some
experiments were implemented using FZS to segregate TCP segments, routing elephants
(data packets) and mice (ACKs) through different switches. This can illustrate not only the
features of FZS but also its potential to implement new routing behaviors. Using a single
experimental network configuration, as described above, two different FZS forwarding
methods were evaluated, based not on differences in the DCNs or the switch forwarding
method but only on differences in the servers’ creation of the frame DAs. The two methods
are:
1. Flow Distribution: The servers create the DA Flow Level 2 ID and Flow Level 1
ID randomly, so that the ascending route to a spine switch is randomized over the
whole topology.
2. Flow Segregation: The servers again assign Flow Level 1 ID randomly, distributing
both mice and elephant flows among the spine switches within the Flow Level 2
ID spine. However, mice and elephants are segregated into separate spines. The
servers tag the DA of all “elephant” frames (TCP data frames) with DA Flow Level
2 ID selected randomly among the values 2, 3, or 4; they tag the DA of all “mice”
frames (TCP ACK frames without data) with DA Flow Level 2 ID equal to 1. As
a result, spine 1 is used exclusively for mice frames and spines 2-4 exclusively for
elephant frames. The intention of the segregation is that, by reserving switching
capacity for mice and eliminating ACK competition with elephants in fabric and
spine switches, the ACK latency and its jitter can be reduced and thereby improve
network efficiency, in spite of the fact that the elephants will be limited to 75%
of the spine capacity. This improvement may be estimated using a classic result
(sometimes knows as the “Mathis equation” [62]) predicting the TCP throughput T
as:
T <

M SS C
√
RT T p

(6.1)

where C is a constant on the order of 1, MSS is the maximum segment size (typically
1460 bytes here), p is the packet (frame) loss rate, and RTT is the TCP round trip
time. In this model, reducing RTT may improve the throughput, unless p increases
drastically. In addition, reduced jitter may increase the accuracy of round-trip time
estimates and thereby reduce the likelihood of false TCP timeouts, which result in
unnecessary retransmissions and congestion window fallbacks.
In both methods, Flow Level 2 ID and Flow Level 1 ID are kept constant throughout
the duration of a connection, routing all frames of a connection on the same path to
prevent reordering.

6.8 Experimental evaluation

6.8.2.
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Static Link Load Analysis

In order to better understand the scenario, a static analysis of the network was
developed with an emphasis on understanding the extent to which its links are likely to be
congested by data frames. As described above, the data frame sources select destination
servers and spine routes randomly. Each such selection determines a full route. After
each server selects a route for each of its three connections, the links can be analyzed
to determine how many connections each carries. This random selection was repeated
to conduct a Monte Carlo simulation over many runs. The results are summarized in
Table 6.1 and Table 6.2, using Flow Distribution and Flow Segregation, respectively. The
tables refer to five link types:
"RF" links go from a ToR switch to a fabric switch;
"FS" links go from a fabric switch to a spine switch;
"SF" links go from a spine switch to a fabric switch;
"FR" links go from a fabric switch to a ToR switch;
"RS" links go from a ToR switch to a server.
Link Type:
connection
load per link:
average
connection
load per link:
std. dev.
overloaded
links
ratio of links
overloaded

RF

FS

SF

FR

RS

1.5

1.5

1.5

1.5

3.0

1.1

1.2

1.2

1.2

1.7

2.6

3.8

4.0

4.0

11.2

4%

6%

6%

6%

35%

Table 6.1: Static Link Load using Flow Distribution

Link Type:
connection
load per link:
average
connection
load per link:
std. dev.
overloaded
links
ratio of links
overloaded

RF

FS

SF

FR

RS

2.0

2.0

2.0

2.0

3.0

0.6

0.7

0.7

0.7

1.7

4.9

6.5

6.8

6.8

11.2

10%

14%

14%

14%

35%

Table 6.2: Static Link Load using Flow Segregation
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The RS load averages 3.0; an average of three connections is delivered to each server.

Using Flow Distribution, each spine link type averages a load of 1.5 connections in each
run, since the 96 connections are distributed across the 64 links at each level. Using Flow
Segregation, that equivalent load is 2.0 in each run, since the data frame connections are
distributed across only 48 links. The tables do not show the load of the first link, from a
server to a ToR switch, because that is 3.0 in each case, since each server sends exactly
three connections.
The "overloaded links" were also counted, which are defined to be those bearing more
than the three connections borne by the server link to a ToR switch. If each such connection
were delivered with one-third of the line rate, an overloaded link would be congested.
Using Flow Distribution, approximately 4-6% of the spine links are overloaded. These
could potentially result in congestion affecting not only data connections but also ACKs
in mice flows. Using Flow Segregation, the ratio of overloaded spine links is more than
doubled; however, this should not affect the delivery of mice flows, since they are routed
through the reserved spine.
Additional detail is shown in Fig. 6.7, which provide histograms showing the number
of links of each type for each level of connection load. As shown, some links are overloaded
with more than four connections; this could lead to particularly heavy congestion. Note
that RS link overload, which is independent of the network and routing, is dominant.
As a result, the error rate p in Eq. (6.1) is expected to vary little between FD and FS,

number of links

number of links

suggesting that improvement due to RTT may dominate.

number of connections on link

(a) using Flow Distribution

number of connections on link

(b) using Flow Segregation

Figure 6.7: Link Load Histograms

6.8.3.

Emulation Results

The FZS DCN was analyzed using the network and Transmission Control Protocol
(TCP) traffic patterns discussed above, studying primarily:
total transmission time to successfully transmit a 50 MB data chunk;
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TCP congestion window (which it is abbreviated subsequently as “Cwnd”), measuring
the maximum Cwnd achieved per TCP connection;
duplicated ACKs and retransmissions.
Each metric was measured, with both Flow Distribution and Flow Segregation, and
data was collected individually for the three connection sizes. Each study was conducted
with two common TCP congestion control algorithms: CUBIC and Reno. CUBIC, the
default TCP algorithm in Linux kernels, uses a cubic function to grow the Cwnd. Reno
grows the Cwnd using a linear function, resulting in a less aggressive increase than CUBIC.
For both TCP variants, the native Linux stack implementation was used.
Fig. 6.8 presents cumulative distribution functions (CDFs) of the transmission time
needed to convey a 50 MB data chunk in one large TCP connection, with a 50 MB data
block; in 10 medium TCP connections, with 5 MB data blocks; and in 100 small TCP
connections, with 500 KB data blocks. The results are averaged over all the iPerf clients
during experiments of 600 seconds, repeated 30 times for both TCP variants and including
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Figure 6.8: Time to transmit 50 MB using different connection sizes
Fig. 6.9, derived from the data underlying Fig. 6.8, indicates the throughput of the
chunk; called the "chunk rate." As shown, only in a few cases did the chunk rate approach
the maximum theoretical rate (the line rate of 10 Mbit/s minus about 5% in Layer 1-4
overhead).
To better understand the effect of Flow Segregation as enabled by FZS, Fig. 6.10 shows
the maximum Cwnd achieved per connection, for the three connection sizes, as CDFs.
Using the data of Figs. 6.8, 6.9 and 6.10,the average results are shown, in Tables 6.3
and 6.4.
These tables, summarizing Flow Distribution and Flow Segregation, respectively,
present individual results for each of the three connection sizes and both of the TCP
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Figure 6.10: Maximum TCP congestion window (Cwnd)
methods. The third column shows the chunk rate. The fourth column sums the three
chunk rates in order to obtain a server data rate, totalled over all three connections
transmitted by the server (excluding ACK transmission). The fifth column shows the
average value of the maximum Cwnd attained during the course of each connection.
Tables 6.3 and 6.4 also include data not related to the prior figures. In particular, the
sixth column uses a TCP retransmission (reTx) count, as totalled over a sample interval of
300 s. The column displays the average reTx rate, as normalized to the number of frames
sent during the sample interval; this was estimated based on the duration of the sample
(300 s) and the average chunk rate, given in the third column, at 1500 bytes per frame.
In Tables 6.3 and 6.4, the seventh column shows the average unique duplicated ACK
rate, again normalized to the number of data frames sent during the 300 s sample.
Here, a unique duplicated ACK is a series of ACK frames without an increase in the
acknowledgement number. Such a sequence indicates a dropped frame, a defective frame,
or an out-of-order frame. Since out-of-order frames are essentially precluded by the
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Connection (MB)

TCP
Method

chunk
rate
(Mbit/s)

small (0.5)
medium (5.0)
large (50.0)
small (0.5)
medium (5.0)
large (50.0)

CUBIC
CUBIC
CUBIC
Reno
Reno
Reno

1.13
1.49
2.50
1.31
1.46
2.30
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server
rate
(Mbit/s)
5.12
5.07

max,
Cwnd
(MB)

reTx/
frame

drop rate

timeout
rate

0.25
0.61
1.42
0.32
0.60
0.92

0.1361
0.1072
0.0936
0.2166
0.1613
0.0903

0.0659
0.0078
0.0005
0.0638
0.0079
0.0005

0.0702
0.0993
0.0931
0.1528
0.1534
0.0899

Table 6.3: Results using Flow Distribution
Connection
(MB)

TCP
Method

chunk rate
(Mbit/s)

small (0.5)

CUBIC

1.46 (+29%)

server rate
(Mbit/s)

6.01 (+17%)

medium (5.0)

CUBIC

1.53 (+3%)

large (50.0)

CUBIC

3.02 (+21%)

small (0.5)

Reno

1.48 (+13%)
5.76 (+14%)

medium (5.0)

Reno

1.49 (+2%)

large (50.0)

Reno

2.79 (+21%)

max, Cwnd
(MB)

reTx/ frame

drop rate

timeout rate

0.25 (0%)

0.1016 (-25%)

0.0474 (-28.1%)

0.0542 (-23%)

0.62 (+2%)

0.1012 (-6%)

0.0069 (-12%)

0.0942 (-5%)

1.79 (+26%)

0.0628 (-33%)

0.0003 (-40%)

0.0625 (-33%)

0.32 (0%)

0.1624 (-25%)

0.0553 (-13%)

0.1071 (-30%)

0.60 (0%)

0.1471 (-9%)

0.0066 (-16%)

0.1405 (-8%)

0.92 (0%)

0.0673 (-25%)

0.0004 (-15%)

0.0670 (-26%)

Table 6.4: Results using Flow Segregation
network flow and defective frames unlikely given the experimental arrangement, each
unique duplicated ACK indicates a dropped data frame, which, can occur only as a result
of to buffer overflow. Therefore, this number is referred as the "drop rate" of data frames,
and the column is labeled accordingly.
The TCP retransmissions represented in the sixth column are issued in response to
both triple-duplicate ACKs (indicative of dropped data frames) and timeouts (indicative
of dropped ACKs). Therefore, the reTx rate minus the unique duplicated ACK rate should
indicate the timeout rate, which is displayed in the eighth column and labeled accordingly.
Table 6.4 also displays the relative change, as a percentage, of the Flow Segregation
results in comparison to the parallel Flow Distribution result of Table 6.3.
Based on these tables, the following observations are done regarding the data rates
and Cwnd results:
1. Flow Segregation increases the server data rate of the network with both TCP
Methods, even though, as shown in the static link load analysis of 6.8.2, the connection
load of the network links increases by 1/3 and the links are accordingly much more
likely to be overloaded. In this study, the increase in server data rate was 17 % for
CUBIC and 14 % for Reno.
2. The performance of CUBIC and Reno were similar using Flow Distribution. CUBIC
benefited more from Flow Segregation, particularly for small connections, and
performed better overall in that case.
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3. In each case, the sum of the three maximum Cwnd values for each server was around
2-3 MB. This provides an upper bound on the average Cwnd from each server.
Considering the 32 servers, this suggests a total Cwnd of considerably less than 100
MB at any given time. The Cwnd represents the data in flight, which is stored in
buffers. The total amount of buffer space in the network (at 1.5 MB per switch
egress port) is 432 MB. Consequently, it appears that the typical buffer was mostly
empty, suggesting that the congestion was limited to a few switches at any given
time. This matches the understanding of the network based on the static link load
analysis of 6.8.2.
4. Flow Segregation had very little effect on the Cwnd of the small and medium
connections and affected the Cwnd of large connections only using CUBIC. These
results are more clearly illustrated by Fig. 6.10. It appears that the small connections
may have been too short for TCP to reach a stable point. To illustrate, note that,
for each small connection case, the average maximum Cwnd is at least half the
connection size (e.g., for Reno, the Cwnd was 0.32 MB for a connection of 0.5 MB).
This suggests that, at the time the maximum Cwnd was reached, half the total data
was in flight, suggesting that the flow will complete in less than one round trip time
afterwards. In spite of this ambiguous result concerning the window size, it is clear
from Table 6.4 that the chunk data rate of the small connections was nevertheless
improved by Flow Segregation, by near 29% using CUBIC. Therefore, it appears
that the improvement may not be strictly explainable in terms of window size.
5. Flow Segregation had little effect on the maximum Cwnd of the medium connections;
those might have also been too short for TCP to reach a stable point, with the
maximum Cwnd about a tenth of the connection size. The chunk data rates of the
medium connections were improved by Flow Segregation, but only slightly.
6. The chunk data rates of the large connections were significantly improved by Flow
Segregation, but without a clear correlation to the maximum Cwnd. Other factors
may better explain the improvements. For example, if Flow Segregation decreases
the timeout rate, then the connections will spent more time operating near the
maximum Cwnd point and less time shrinking the window and retransmitting.
7. Flow Segregation reduces the rate of retransmission due to both dropped data frames
and timeouts, as seen in the last two columns of Table 6.4. For both TCP variants,
the improvement in the retransmission rate correlates with the increased chunk rate,
as particularly seen in the large and small connection data.
8. The timeout rate can be associated with dropped ACKs, resulting from buffers
that are filled due to congestion. Flow Segregation is expected to alleviate ACK
drops occurring in the spines but not to directly aid in drops at the ToR switches.
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Therefore, Flow Segregation significantly, but not entirely, reduces the timeout rate.
This matches the results in Table 6.4.
9. The timeout rate is relatively independent of connection size. It is comparable to
the drop rate for small connections but much larger for larger ones.
10. The drop rate is highest for the small connections and decreases for the medium and
large connections, varying roughly with the inverse of the connection size. Based on
this observation, it can be postulated that most of the packet drops occurs during
the startup phase of the TCP stream; on aggregate, the small streams start up
10 times as often as the medium ones and 100 times as often as the large, which
is consistent with the postulation and the data. Regarding the improvement that
FS brings to the drop rate, in spite of the reduction in switching capacity for the
elephant frames, it can be surmised that the improved ACK latency shortens the
startup phase.
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Chapter 7

Conclusions of Part III
Data center demand has increased severely in the last decade, driven largely by the
success of the cloud computing and Network Function Virtualization (NFV) paradigms.
Data centers provide huge computing and storage capabilities and allows to flexible place
virtual network functions and store massive amounts of data enabling machine learning, big
data, and advanced analytics to enhance the network operation. In this scenario, efficiency,
scalability, and resiliency are critical for supporting increased performance in addition to
the reduction of Capital Expenditure (CAPEX), Operational Expenditure (OPEX) and
energy consumption.
SDN has played a major role in the management and orchestration of the DCNs
recently, boosting the flexibility and programmability of the DCN by logically centralizing
the network control plane. As in legacy distributed networks the data plane forwarding is
based on forwarding tables, these tables are filled with a huge number of table entries,
typically specifying actions based on Media Access Control (MAC) addresses (in Layer
2 DCNs) or IP addresses (in Layer 3 DCNs), or combinations thereof. With the actual
trend towards cloudification and virtualization the DCNs are growing, accommodating
an increasing number of servers, each server running many VMs and applications. Such
growth is requiring a huge number of table entries in the switches, posing serious scalability
problems and local memory requirements.
This part presents Flow-Zone Switching, a loop-free routing solution based on SoftwareDefined Addressing. The method embeds routing instructions directly in the MAC address,
simplifying the switch hardware and processing requirements and eliminating the need for
routing tables and lookups. FZS uses the octets of the MAC address to encode an address
format identifier to identify the type of frame, two or three zone identifiers to locate the
servers and switches in the typical topology, and one or more flow IDs to identify the
traffic flows or flow types, allowing per-flow management with fine granularity, complex
Quality of Service (QoS) management, and advanced resource allocation.
The performance of FZS was evaluated in a four-spine Clos data center network
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structure, using two versions of TCP. Two different routing methods were implemented
entirely at the end servers, without reconfiguring the network in any way, simply by
changing the Software-Defined Addressing approach. In the Flow Distribution (FD)
method, flow addressing was used to distribute the flows randomly over the switching
network. In the Flow Segregation (FS) method, one spine (25% of the network capacity)
was reserved for ACKs, segregating the elephants (data frames) from the “mice”(ACKs).
The second approach exhibited better performance, with improved throughput that can
be attributed to improved ACK transmission more than offsetting the restricted switching
fabric experienced by the “elephant” data frames.
FZS also suggests many opportunities for future research. Here a few points are
detailed:
1. Access links: Methods to reduce the bottleneck at the access link from the server
to the ToR switch should be considered. For example, multiple parallel links could
be provided, and the role of flow identifiers in choosing an access link could be
considered.
2. Flow Routing: Our evaluation considered two simple alternatives for flow routing:
flow-neutral Flow Distribution, and Flow Segregation, which reserved a spine for
TCP ACKs. Without changing the network, many other possible approaches are
available simply by various forms of Software-Defined Addressing. Flows could be
segregated in different switch configurations, such as by spine switch, and could be
sorted based on different flow characteristics.
3. Frames addressed to switches: Sec. 6.5.1 describes flow-zone address formats
suitable for frames addresses to the network switches, but this analysis was confined
to frames addresses to servers. Many applications of FZS are relevant also to
delivery of control-plane and management-plane frames to switches. For example,
software-defined networking relies on timely communication among nodes and with
controllers. As a direct extension of the methods described herein, a controller that
would reprogram forwarding could be considered to select an alternative to the port
specified in the frame, based on switch or link failures or temporary congestion.
4. Additional use of flow identifiers by switches: The FZS flow identifier could
be used to separate flows into queues; for example, to segregate mice and elephants
at the ToR switch and ensure that ACKs are on the fast lane, end to end. The flow
identifier could be used for other purposes, including, for example, exposing flow
identifications directly at Layer 2 for flow control purposes.
5. Additional use of flow identifiers by end nodes: The FZS flow identifier could
be used to encode header suppression fields to reduce overhead and possibly for
security purposes. For example, a series of frames addressed from one VM to another
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may all refer to a common IP source address and a common IP destination address.
In that case, the IP addresses could be suppressed in the network, where they are
unneeded, and restored at the destination based on the flow identifier.
6. Mobility: A key aspect of the design of data center routing methodology is the
need to accommodate VM mobility, since flexible usage demands the ability to
seamlessly migrate VMs among servers. Traditionally, addresses serve to provide
both an identity and a location, and mobility demands both. Historically, Layer 2
addresses have been flat and unique, characteristics suitable for identification, and
Layer 3 addresses have been hierarchical, characteristics suitable for location. In the
form of FZS described herein, the Layer 2 address serves as a complete identifier
of the location of the server, and, if appropriate, VMs as well. In an typical data
center, the VMs will also be assigned an IP address at Layer 3. In this case, the IP
address serves as an identifier but does not necessarily provide location. As a result,
the logical approach to migration is for the VMs to retain its identity; namely, its IP
address, while the network updates the location (the Layer 2 address). Some sort of
mapping from Layer 3 destination address to Layer 2 destination address is required.
In the simplest case, FZS can use a form of Address Resolution Protocol (ARP),
preferably proxy ARP, for this purpose, or more efficient alternatives may be feasible.
Concluding, the FZS solution proposed in this thesis is a robust routing method for
data center networks, offering the opportunity for flexibility, higher performance, advanced
QoS and traffic management capabilities compared to legacy solutions while reducing the
network equipment cost by eliminating the need of routing tables.
The content covered in Chapter 6 is based on the publication [63].

Part IV:
Issues and challenges of carrier-grade
SDN-based transport networks
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Chapter 8

Resiliency and reliability in SDN
Traditional networks are static, based on a decentralized and complex architecture,
suffering from vendor lock-in and configuration complexity. Future networks are demanding
an increasing flexibility and programmability aiming to enhance the network management
and configuration while reducing the network cost. To overcome this situation the Software
Defined Networking (SDN) paradigm appeared, focusing on decoupling the control plane
from the data plane centralizing the network intelligence in one logic entity called controller.
In the SDN paradigm the network controller is able to remotely administrate the forwarding
behavior of the data plane, this forwarding management is done through the so called
Southbound Interface (SBI) (see Chapter 3), being OpenFlow [61] the most used protocol.
The control plane centralization enabled by SDN facilitates the network management,
but also has its own drawbacks when it comes to reliability, scalability and security. A
centralized controller is a potential single point of failure and a potential bottleneck, and
a failure or a disconnection on the controller side may lead into performance degradation
and packet loss.

8.1.

Securing the single point of failure

OpenFlow uses a Transmission Control Protocol (TCP) connection (secured using
Secure Sockets Layer (SSL)/Transport Layer Security (TLS)) to control the data plane
elements. This connection, the so called OpenFlow channel, may use in-band or out-ofband transport signaling. In-band signaling is characterized by carrying the OpenFlow
protocol packets through the same paths as the data transport, and therefore requiring the
network to be preconfigured to forward the OpenFlow signaling. Out-of-band signaling
requires a separate network connecting all data plane elements to the controller, therefore
requiring of extra network deployments.
There is a need to improve the resiliency and reliability on software defined networks.
Some efforts are devoted on the controller side, supporting a control plane distribution,
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starting with the version 1.2 of the OpenFlow protocol which supports mechanisms to
use several simultaneous controllers. This concept was extended by diverse projects to
increase the reliability on the control plane increasing the scalability and avoiding the
single point of failure of a centralized architecture:
Onix [64] presents a platform for building a control plane on top of it as a distributed
system. It provides an Application Programming Interface (API) which consists on
a data model to abstract the network infrastructure, this API provides control logic,
the possibility of read/write the state of the data plane and a notification engine for
network state changes.
HyperFlow [65] solution is based on a logically centralized but physically distributed
control plane synchronized with a publish/subscription system. All the controllers
using HyperFlow have a consistent network-wide view and they run as if they are
controlling the whole network.
ElastiCon [66] propose an elastic distributed controller architecture with a controller
pool which can grow or shrunk dynamically depending on the load or performance
requirements. To make it possible ElastiCon has implemented a 4-phase controller migration protocol to adjust the switch-controller mapping depending on the distributed
controller load.
Some controller frameworks, such as the Open Networking Operating System
(ONOS) [67], provide mechanisms for clustering multiple controller nodes. In an
ONOS cluster each node knows the state of a network subsection and disseminates
this local state across the cluster in an event-based procedure.
Another approach is to increase the reliability on the control channel reducing the
probability of a disconnection due to a link failure. The solution proposed in this chapter
focuses on the latter mechanism, increasing the OpenFlow channel resiliency and reliability.
This approach is based on providing the OpenFlow channel with multiple alternative
paths, using simultaneously several out-of-band and in-band connections. This proposal
does not only improve the reliability of the OpenFlow channel in general scenarios when
both in-band and out-of-band paths are available, but also facilitates the deployment
of SDN-controlled networks where out-of-band signaling is not cost-wise feasible (e.g.,
mmWave mesh network deployments on lamp posts).

8.2.

Multipath TCP and Openflow

MultiPath Transmission Control Protocol (MPTCP) [68] is a set of extensions to
regular TCP allowing a TCP connection to use multiple paths to maximize throughput

8.2 Multipath TCP and Openflow
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Figure 8.1: MPTCP Operation
and increase the redundancy. MPTCP is designed in such a way that all multipath
operations are hidden from the application. The application opens a standard TCP socket,
while the layer below takes care of opening multiple TCP subflows and manage the ordered
delivery of the diverse TCP segments from the application. Hence, the application does
not require any modification to use MPTCP. Fig. 8.1 depicts the MPTCP operation.
Each MPTCP connection is formed by different TCP subflows differentiated by Internet
Protocol (IP) address, port, or both. From the network point of view, each subflow behaves
as a normal TCP flow. MPTCP is in charge of the subflow management and provides
different algorithms to decide through which subflow a segment must be sent, in order to
provide ordered delivery, each segment is numerated.
When OpenFlow is used jointly with MPTCP, the controller and the data plane
elements are only aware of a single TCP flow between them, although in reality several
TCP subflows are transported through the network.
The use of MPTCP and OpenFlow has been mainly analyzed in the context of the
data plane:
In [69] the authors present a prototype for a multipath network using MPTCP in
the end hosts to distribute the traffic across multiple paths and OpenFlow in the
data plane to do the wide area traffic engineering.
The work detailed in [70] shows some experiences with MPTCP in an intercontinental
OpenFlow testbed. The authors use OpenFlow to discover the topology of the
network, calculate multiple paths and configure those paths on the OpenFlow
network and then they use MPTCP on the servers to distribute the load across these
paths.
In [71] the authors establish a special purpose control and measurement framework
on top of two large-scale internet testbeds (GÉANT and PlanetLab Europe) enabling
measurements with real traffic.
The authors of [72] propose a solution to avoid multipath bottlenecks developing
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SMOC, a simple multipath OpenFlow controller, that uses only topology information
of the network to avoid the collisions.

The previously mentioned works explore how to deal with the different TCP subflows
in the data plane, in order to increase the performance and reliability of the end user flows.
The usage of MPTCP in the OpenFlow channel has been explored recently in [73],
enhancing the performance using several out-of-band paths, e.g., connecting the controller
through wireless and wired technologies to the data plane elements.
The solution proposed in this chapter goes deeper into this concept providing mechanisms to enhance the reliability and the resiliency using multiple simultaneous in-band
and out-of-band paths, securing the connection between the controller and the data plane
elements providing alternative paths in case of link failure.

8.3.

Proposed solution

The solution proposed in this section is based on using MPTCP to allow the creation
of multiple disjoint paths through the out-of-band and in-band management networks.
The simultaneous use of these alternative paths increases both the robustness and the
scalability of the OpenFlow channel and enables the reduction of the expenditure of
deployment compared to other costly technologies (e.g., cellular).
To develop this solution the Linux MPTCP Kernel implementation provided by IP
Networking Lab at the Université Catholique de Louvain in Belgium [74] was used. This
MPTCP Linux Kernel implementation has the following configurable parameters:
The scheduler, it is in charge of distributing the segments across the different subflows,
it can be managed in diverse ways according to these policies:
• Default: the data is sent on the subflows with the lowest Round Trip Time (RTT)
until the congestion window is full, then, the data is sent on the next subflow
with lowest RTT.
• Round-robin: the data is transmitted in a round-robin fashion trying to fill the
congestion window on all subflows.
The path-manager, it is in charge of the creation of the subflows, they can be created
following these options:
• Default: with this configuration the host does not announce IP addresses and
does not create subflows but it accept the passive creation of subflows.
• Fullmesh: with this option the host creates a full-mesh of subflows among each
tuple {IPsrc , IPdst } available.
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• Ndiffports: for a given tuple of IP addresses, MPTCP can create an arbitrary
number of subflows using random TCP source ports.
The congestion control of MPTCP, it can be managed in different manners:
• Linked Increase Algorithm (LIA) [75], it couples the additive increase function of
the different subflows with the resource pooling principle and uses the standard
TCP behavior in case of drop. This algorithm allows to shift traffic from more
congested paths to the less ones. The Linux Kernel implementation uses this
algorithm by default.
• Delay-based Algorithm or weighted Vegas (wVegas) [76], it adopts the packet
queuing delay as the congestion signal, this approach is more sensitive to the
changes of network congestion.
• Opportunistic Linked-Increases Algorithm (OLIA) [77], like LIA it couples the
additive increases and uses the standard TCP behavior in the case of drop, but
differs in the increase part adapting the window increment as a function of the
RTTs.
• Balanced Linked Adaptation Algorithm (BALIA) [78], LIA and OLIA suffer from either unfriendliness to Single Path Transmission Control Protocol (SPTCP) or unresponsiveness to network changes under certain conditions.
BALIA generalizes the previously mentioned algorithms and strikes a good
balance among TCP-friendliness, responsiveness, and window oscillation.
The approach presented in this chapter adopts the default scheduler, the fullmesh
path-manager and the default congestion control. This configuration allows to dynamically
create more subflows by only adding an IP address. This dynamic procedure is not possible
with ndiffports because the number of subflows must be predefined before the execution
in the path-manager configuration 1 .
In the evaluation setup developed in this thesis, each IP address belongs to a different
network, and for each data plane element as many IP addresses reachable have been
included through the in-band signaling path as needed in function of the number of
OpenFlow channel subflows. The reason for this can be found on the dynamic nature
of the algorithm for path selection. The first OpenFlow channel connection is done
through an out-of-band signaling path. The out-of-band signaling does not require any
flow configuration on the data plane elements because it is a dedicated channel with a
direct connection to the controller. Through this channel the controller is able to learn
the topology of the network. Based on that, the application at the controller decides the
best in-band paths within the SDN-controlled network according to the number of desired
1

https://multipath-tcp.org/pmwiki.php/Users/ConfigureMPTCP
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redundant paths. Note that, at this point there is no in-band path created between the
controller and the data plane elements, hence in-band communication is not possible.
Once the in-band paths have been selected, the controller sets up the paths within
the SDN-controlled network creating one or several paths to each data plane element.
This in-band path configuration is done through SDN flow tables matching by IP address.
Then, the controller will be able to forward the OpenFlow messages through any of the
in-band and out-of-band paths, moreover, the controller will be able to shut down any of
the paths if it is desired, including the first path (out-of-band) which is the primary one
for the TCP connection.
In order to compute the in-band paths an Algorithm 1 has been developed. In first
place all the available paths between the targeted data plane element and the network
controller through the in-band network are computed, secondly the shortest path are
selected, then, depending on the desired redundancy the paths with less common links
with the shortest are chosen, if more than one path have the same level of similarity the
shortest is chosen. This solution gives the most disjoint-shortest paths of the in-band
network.
Algorithm 1 Algorithm for OpenFlow channel path selection
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

shortestP ath = Dijkstra(paths)
pathsSelected = [shortestP ath]
while length(pathSelected) < numP aths do
nextP aths = P athsLessCommonLinks(shortestP ath)
if nextP aths.length > 1 then
selected = orderByN umHops(nextP aths).poplef t()
else
selected = nextP aths
end if
pathsSelected.append(selected)
end while

8.4.

Experimental assessment

For the evaluation of this solution a simple scenario has been created, formed by a
single controller and four data plane elements connected in a full-mesh topology, this
scenario is depicted in Fig. 8.2. The network controller used in this testbed is Ryu 2 , a
component-based SDN framework written in Python. Ryu fully supports OpenFlow (v1.0
to v1.5) as well as Nicira Extension and Netconf. The main reason of choosing Ryu instead
other controllers like ONOS or OpenDayLight was because it has good documentation,
and I had previous experience developing applications in this SDN framework. The
Ryu controller runs in an Ubuntu machine with an Intel Core i7 5557U@3.1GHz with
16GB of RAM and all the data plane elements are Alix2D3 devices running Debian and
2

https://osrg.github.io/ryu/
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Figure 8.2: Evaluation scenario
OpenVSwitch3 . All the machines involved in this testbed use the Linux MPTCP Kernel
implementation v0.89 [74]. Each of the data plane elements has a direct connection to the
controller (out-of band) and several connections through the data plane (in-band).
The solution proposed in this chapter is based on the creation of multiple MPTCP
subflows with disjoint paths (calculated with Algorithm 1) between each data plane element
and the controller across both networks (out-of-band and in-band). In case the direct
link between the switch and the controller through the out-of-band network fails, the
OpenFlow channel connection is kept alive through the in-band network. The OpenFlow
channel will remain active as long as at least one of the TCP subflows is alive.
In the experiments described in the following lines, there is a continuous OpenFlow
traffic (packet-in messages) from each data plane element to the controller with the
objective of measuring the TCP subflow change. In order to generate this periodic traffic
on the OpenFlow channel all the plane elements have the linux ping tool configured
to send Internet Control Message Protocol (ICMP) messages each 1 ms, the data plane
elements does’t have a configured flow entry for ICMP messages hence each ICMP message
will generate a packet-in to the network controller.
The first step is a validation test. As shown in Fig. 8.2, there are three different TCP
subflows between the controller and data plane element 1, a primary out-of-band subflow
and two secondary in-band subflows. The subflows across the in-band channel are elected
firstly by length (shortest) and secondly by dis-junction with the shortest path. By default,
3
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Figure 8.3: Results
the traffic travels through the primary TCP subflow.
At some point of time, I cause a link failure in the primary flow, MPTCP mechanisms
detects the failure and moves the traffic to the secondary subflow, then I cause again
a link failure in the secondary subflow forcing the traffic to move to the third subflow.
Figure 8.3a shows the packets exchanged through the OpenFlow channel for each of the
TCP subflows. As can be seen the disruption is minimal (this disruption is quantified in
the next experiment) and packets continue flowing, hence the OpenFlow channel is not
disrupted in any case.
The second experiment is focused on the performance evaluation of the proposed
solution. The subflow handover delay is measured depending on the number of hops towards
the controller: directly connected, one hop and two hops distanced. This experiment is
performed by setting one out-of-band and two in-band paths from data plane element 1 to
the controller as shown in Fig. 8.2.
Then, I measured the time needed to move the traffic to other subflow in three
situations: when a link directly connected to a data plane element fails, when a one-hop
distanced link fails and finally when the link two-hops distanced fails. The Cumulative
Distribution Function (CDF) of the handover delay is presented in Fig. 8.3b. The average
handover delay obtained is approximately 160ms for the directly connected link failure,
210ms for a one-hop-distanced link failure and 220ms for the two-hops distanced.

Chapter 9

Operation, administration and
maintenance
Operation activities are undertaken to keep the network, and the services that the
network provides, up and running. Administration activities involve keeping track of
resources in the network and how they are used. Maintenance activities are focused
on facilitating repairs and upgrades in addition to corrective and preventive measures
to make the managed network run more effectively. In the last decade, considerable
effort was devoted to enrich existing transport technologies, such as Multiprotocol Label
Switching (MPLS) by the Internet Engineering Task Force (IETF) and Provider Backbone
Bridge (PBB) by the Institute of Electrical and Electronics Engineers (IEEE), with
a comprehensive set of Operation Administration and Maintenance (OAM) tools with
the ultimate goal of catering a carrier-grade Ethernet network to operators. This effort
eventually yielded to the release of two competing standards: Multiprotocol Label Switching
Transport Profile (MPLS-TP) [79] and Provider Backbone Bridge Traffic Engineering
(PBB-TE) [80]. As a result, operators have at their disposal a full-fledged suite of tools
for running large networks based on well-established standards and OAM procedures.

9.1.

State-of-the-art OAM protocols

The most widely-employed transport protocols nowadays are MPLS-TP and PBB-TE.
The OAM tool-sets of those protocols (i.e., providing tools for active monitoring) are
based on ITU-T Y.1731 [23] and IEEE 802.1ag [24] standards, respectively, and they
present largely identical characteristics, being the former a superset of the latter. Both
protocols define Connectivity Fault Management (CFM) mechanisms for path discovery,
fault detection, fault notification, fault recovery, fault verification, and isolation. In
addition, Y.1731 defines OAM functions for Performance Monitoring, such as frame loss,
frame delay, and throughput measurements. These functions are typically implemented
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through the following set of protocols:
9.1.0.1.

Continuity Check

Continuity Check protocol comprises the periodical transmission of heartbeat messages,
namely Connectivity Check Messages (CCMs), to detect connectivity failures. These
messages do not solicit a response and their transmission rate can be configured according
to 7 standard values, spanning from 300 messages per second to 6 messages per hour1 . A
sequence number can be optionally used to count CCM losses and detect any eventual
link degradation. A burst of CCMs can be used for measuring one-way bandwidth, i.e.,
on asymmetric links. When the clock of the switches is synchronized, CCMs can be
timestamped and used for measuring the one-way delay.
9.1.0.2.

Loopback

Loopback protocol is used for fault verification and isolation. Loopback messages are
similar in concept to the ping tool. By sending Loopback messages to successive network
nodes, an operator can determine the location of a fault as well as measure the two-way
frame delay and jitter in a given network segment. Measuring the two-way delay with
Loopback messages does not require the clocks of the switches to be synchronized. A burst
of Loopback messages can be used for measuring two-way bandwidth on symmetric links.
9.1.0.3.

Link Trace

Link Trace protocol is used for on-demand path discovery and verification between
a pair of network nodes. Linktrace Request messages traverse hop-by-hop every node
along the path between a source and a target node, the Time To Live (TTL) of each
message is increased until it reaches the destination node (this is similar in concept to the
traceroute tool). Each hop responds the request messages with an Linktrace Reply back to
the originating node, thus allowing the operator to track the path followed by the initial
message.

9.1.1.

5G network and services

5G services are key to understand the changes being introduced in the new mobile
network architectures. 3rd Generation Partnership Project (3GPP) has defined a set
of services with the corresponding requirements in [81, 82]. Those services are grouped
into three categories, namely network slices: (i) Enhanced Mobile Broadband (eMBB),
(ii) Ultra-Reliable Low Latency Communications (URLLC), and (iii) Massive Internet
of Things (MIoT). eMBB services are characterized by high bandwidth requirements,
1

This thesis focuses on the 3 highest transmission rates, which result in an inter-message interval of 3.3
ms, 10 ms, and 100 ms, respectively.
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Figure 9.1: Proposed reference architecture of a 5G transport network [4].
spanning from few Mbps to 1 Gbps per user, and by moderate-latency requirements, with
the most stringent one being 2-4 ms for virtual meetings. Instead, URLLC services are
characterized by low latency and high-reliability requirements. Tactile interaction and
remote motion control for robots require a maximum end-to-end delay of 0.5-1 ms with a
jitter of 100 µs. Moreover, URLLC defines a survival time2 for the services, ranging from
10 to 100 ms, with a service availability up to 99.9999%. Finally, MIoT metrics relate
more to the capability of the network system to handle millions of active connections
generating sporadic traffic.
In order to provide these 5G services, the network architectures have to also go
through some transformations as compared to current deployments. Fig. 9.1 illustrates
the 5G transport network reference architecture as recently proposed in [4]. The transport
architecture comprises three segments: (i) access, (ii) aggregation, and (iii) core. The
access comprises on average 6 antenna sites for each node M1 connected via a point-to-point
link, and ∼6 M1 nodes connected in a ring topology. Thus, each access ring connects a
total of 36 antennas on average. Next, each aggregation ring comprises ∼6 M2 nodes,
each of which serves as the gateway to 4 access rings on average. Each aggregation ring is
served by two M3 nodes for redundancy reasons, while each M3 node provides gateway
capabilities to 2 aggregation rings. The mobile packet core network comprises two M4
nodes for each core ring and a variable number of other M4 nodes connected in a mesh
fashion. The amount of M4 nodes highly depends on the physical deployment of the
mobile network at country level. For the sake of example, [83] reports 12 nodes M4 in the
case of Germany.

9.2.

OAM in SDN-based networks

Monitoring support is very limited in OpenFlow. Current network controllers perform
network monitoring by keeping track of the status of the OpenFlow ports by periodically
2

The survival time is the time that an application consuming a communication service may continue to
operate without receiving any messages.
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Figure 9.2: Legacy OpenFlow-based operation of current OAM protocols.
collecting port statistics from the switches [84–87]. These statistics provide information
regarding the number of packets sent/received or dropped by the port, and whether the
port is alive or not. Collecting those statistics involves a message exchange between the
network controller and the switch that weights ∼600 bytes for a single port. According
to the reference architecture shown in Fig. 9.1, there are ∼200 000 ports for the network
segment spanning from the antenna sites to the core ring. This results in a ∼1 Gbps
of monitoring traffic in case of polling the port statistics every second in those network
segments. In the example cited in Sec. 9.1.1 for Germany [83], there are 12 of those
segments, resulting in a total of ∼12 Gbps. Nonetheless, this is only the bandwidth
required to collect the port statistics which do not include any information related to the
traffic flows configured in the network. To retrieve these statistics, the SDN controller
needs to periodically poll the switches with a message exchange of ∼500 bytes for each
flow and switch. In case of having various flows configured in the network, the bandwidth
required for monitoring can easily grow up to tenths of Gbps.
The periodic polling of statistics presents three main drawbacks in mobile networks:
(i) a huge amount of bandwidth is required in the control infrastructure, (ii) the network
controller should be able to process this huge amount of monitoring information in
time, and (iii) the granularity offered to applications is bound to the polling interval,
therefore an application would not be able to react quicker than the configured polling
time. Additionally, current OpenFlow statistics do not provide the network controller with
sufficient information for knowing the current status of the ports and links (e.g., delay,
jitter, available vs advertised bandwidth, congestion level, etc.). For instance, a port may
be considered alive but may not have link layer connectivity because of misconfiguration
(e.g., wrong Virtual Local Area Network (VLAN)). Indeed, an OpenFlow port is considered
alive if the carrier at the physical level is detected while no information is available on
the status of the link itself. To overcome such limitations, a set of active measurements is
required to enable a fine-grain view of the network status.
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Active monitoring with OpenFlow switches

Active monitoring relies on the capability to inject test packets into the network,
following them, measuring the relevant metrics, and store the results for future network
optimization or data analytics. A key feature of being active is hence the capability of
controlling the nature of the traffic generation, such as the timing, frequency, scheduling,
packet sizes and types (e.g., to emulate various services), location, etc. This enables
the emulation of distinct scenarios to check if Quality of Service (QoS) or Service Level
Agreements (SLAs) are met. As a result, active monitoring permits to measure target
metrics only when and where they are needed.
Because of the stateless forwarding performed by OpenFlow switches, as well as their
incapability of generating and injecting any packets in the network, active measurements
need to be entirely initiated and performed by the network controller. To that end,
the logic of these measurements needs to be implemented as an application running on
top of the controller. In the following, the different challenges of implementing current
OAM procedures as applications on the network controller are analyzed. Particularly,
Connectivity Check, Loopback, and Link Trace protocols as reference procedures because
of their large deployment in today’s operator networks.
9.2.1.1.

Connectivity Check

Connectivity Check requires the switch to generate, timestamp, and send specific
messages over the data plane to measure the unidirectional bandwidth and delay of a link
(see Fig. 9.2a). However, OpenFlow does not provide any support for packet generation
and injection. Therefore, the network controller needs to overcome such shortcoming and
implement the CCM mechanisms as shown in Fig. 9.2a. Please note that the numbers (#)
appearing in the following text refer to the distinct messages illustrated in Fig. 9.2. The
controller first generates and timestamps a CCM message for each CCM-enabled switch
port and then forwards it to the switch over the control plane (A.1). Next, the switch
forwards the CCM message over the data plane (A.2). The receiving switch finally notifies
the network controller of the successful CCM reception by forwarding on the control plane
the frame received over the data plane (A.3).
In this way, the network controller supervises the connectivity status by keeping track
of the CCM messages being sent and received. However, the measurement of the one-way
delay is inaccurate because (i) the timestamping occurs before the packets are actually
transmitted over the data plane, and (ii) the comparison between the transmission and
reception time is done in the controller and not on the target switch. Moreover, the
measurement of the one-way bandwidth is inaccurate because the control plane bandwidth
becomes a limiting factor for the data plane bandwidth. Clearly, such an approach
unnecessarily overloads the controller and the control plane. Indeed, adopting the most
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stringent connectivity checking configuration, that is to transmit a CCM message every
3.3 ms [23] on every port, generates a total of ∼340 Gbps over the control plane from the
antenna sites to M4 nodes (see Fig. 9.1), and several Tbps when considering 12 of those
segments.

9.2.1.2.

Loopback

Loopback requires the switch to generate, timestamp, and send specific messages over
the data plane to measure the bidirectional bandwidth and delay of a link (see Fig. 9.2b).
The network controller needs to create the Loopback Message (LBM), timestamp it, and
send it over the control plane to the switch (A.1), which in turn forwards the message
on the data plane (A.2). This is then intercepted and sent back to the controller (A.3),
thus triggering a timestamped Loopback Reply (LBR) message. This is sent to the switch
(B.1) and then forwarded on the data plane (B.2). The switch originating the initial
message receives the Reply frame and forwards it back to the network controller (B.3).
SDN-based implementation of the Loopback message suffers from the same limitations as
the Connectivity Check, both in terms of accuracy and overload of the control plane.

9.2.1.3.

Link Trace

Link Trace enables the hop-by-hop tracking of a certain path by sending a series of
Link Trace Message (LTM) with incremental TTL values3 as shown in Fig. 9.2c. The
network controller generates an LTM message (T T L = 2) and sends it over the control
plane to the switch (A.1). Such a message is then forwarded over the data plane (A.2)
and back to the controller (A.3). Next, the controller generates a Link Trace Reply (LTR)
message with a TTL value equal to T T L(LT M ) − 1 as the response (B.1). Simultaneously,
the controller decreases the TTL of the LTM4 and sends it back to the data plane (C.1).
LTM and LTR messages are then forwarded on the data plane (B.2, C.2) and to the
controller (B.3, C.3). Upon (C.3) reception, the controller generates an LTR (D.1) which
is then transmitted on the data plane (D.2, D.3) and finally back to the controller (D.4).
Link Trace potentially presents the same scalability issues5 of Connectivity Check and
Loopback. However, Link Trace is used for verifying the correct configuration of network
paths and it is activated on-demand, presenting different scales of operation compared to
CCM and LBM.
3
An LTM with a TTL equal to 0 is discarded by the network. An LTM message with T T L = n serves
at determining the nth hop.
4
OpenFlow does not support CFM headers, thus the TTL cannot be decreased by the switch itself as
e.g. in the IP protocol.
5
Accuracy issues are not present because packets are not timestamped.
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Towards a stateful OpenFlow?

The several issues of OpenFlow in performing active monitoring can be traced down
to two factors: (i) the incapability of OpenFlow to keep information on the forwarded
traffic, and (ii) the impossibility of generating and injecting packets. In the recent years
several works have been proposed, fostering the debate on stateless vs stateful OpenFlow.
Bianchi et al. [88] propose OpenState, an OpenFlow-compatible abstraction to formally
describe stateful processing of flows inside the switch itself. Such abstraction relies on
Extended Finite State Machines (EFSMs) and an API that can be implemented on the
switch by largely reusing existing OpenFlow features. OpenState allows implementing
reactive applications on the switches, such as port knocking which is commonly used
for opening a port on a firewall. While this capability would be enough to keep track
of incoming CCMs for connectivity check, OpenState does not provide any support for
packet generation on the switch.
Moshref et al. [89] propose FAST, which enables the controller to pre-install a state
machine on the switch, thus allowing the switch to automatically record flow state
transitions by matching incoming packets to installed filters. FAST defines an abstraction
for state machines, a compiler for translating the state machines to the data plane API,
and a data plane that includes a pipeline to support state machines with commodity
switch components. Similarly to OpenState, FAST does not provide any support for
packet generation.
Pontarelli et al. [90] propose FlowBlaze to fill two gaps of [88, 89]: (i) not defining
a state access model that allows for both per-flow and global consistency, and (ii) not
dealing with issues related to the integration of their proposed state machines in the
machine model designed in [91] for fast programmable match-action processing in hardware.
Although FlowBaze fills the above gaps, like OpenState and FAST, FlowBlaze still does
not provide any support for packet generation.
Bifulco et al. [92] address such shortcoming by proposing an API that enables programmers to define in-switch packet generation operations, which include the specification
of triggering conditions, packet’s content and forwarding actions. The authors provide
application examples for the delegation and implementation of Address Resolution Protocol (ARP) and ICMP handling from the controller to the switch. However, the proposed
API can trigger the packet generation only in reaction to the reception of a packet at
the switch and not as a reaction of some timed events. As a result, the proposed approach would be sufficient to generate Loopback Reply messages but not for the periodical
generation of CCMs.
Cascone et al. [93] propose SPIDER, a packet processing pipeline design for stateful
SDN data plane that allows the implementation of failure recovery policies with fully
programmable detection and rerouting mechanisms directly in the switches’ fast-path.
While SPIDER provides an OpenFlow-compatible way for fast-rerouting based on heartbeat
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messages (like CCM), other monitoring features are not considered. For instance, link
degradation and delay can not be measured in SPIDER, thus limiting the rerouting to
hard-connectivity failures only, that is no messages are received. Therefore, rerouting
based on the link delay or degradation is not possible. Moreover, SPIDER does not
support the periodical reporting of the status of the links (e.g., quality) to the controller.
Summarizing, the works available in the literature propose different solutions for
enabling stateful processing in the data plane mainly tailored to user traffic. However, active
monitoring only requires stateful processing of the packets involved in some measurements
(e.g., CCM). The amount of such traffic is expected to be negligible compared to user
traffic. As a result, only a little portion of the traffic needs to be actively processed by
the switch for telemetry purposes. For that reason, extending OpenFlow processing from
stateless to stateful processing for active monitoring purposes is not ideal. Indeed, such
an approach would bring considerably large complexity in the switch fabric compared
to the small amount of monitoring traffic that requires stateful processing. Therefore, a
lighter solution is required in terms of switch complexity. Nowadays OpenFlow switches
are commonly equipped with general-purpose processors6 which mainly interact with the
switch fabric only for configuration and management purposes. Such processors could be
leveraged as well to implement the stateful processing required for the telemetry procedures.
In this way, OpenFlow performs the stateless processing of user traffic as usual while
monitoring traffic is processed locally on the CPU switch. This allows staying compatible
with the current OpenFlow solution as detailed in the next section.

9.3.

Adaptative Telemetry System

URI

Method

Description

msg in Fig. 9.3

ATS plugin on the network controller
/ats/
/ats/report/

GET
GET

Information about the ATS plugin
Reports available on the network controller
GET, POST PUT, DELETE
Read, create, update, delete a report on
the network controller
ATS agent on the switch

N.A., see Sec. 9.3.1
N.A., see Sec. 9.3.1

/ats/
/ats/fsm/

GET
GET

N.A., see Sec. 9.3.1
N.A., see Sec. 9.3.1

/ats/fsm/id

GET, POST, PUT, DELETE

/ats/fsm/id/event

POST

/ats/report/id

Information about the ATS agent
Telemetry procedures available on the
switch
Read, create, update, delete a telemetry
procedure on the switch
Send events to the telemetry procedure

(1),(9)

(4),(5)
(7),(8)

Table 9.1: ATS RESTful API and mapping on the exemplary scenario.
This section presents the design of the proposed adaptive telemetry system, namely
Adaptative Telemetry System (ATS), for enabling stateful data plane processing tailored
6

For instance, the NoviSwitch 21100 is equipped with an Intel Core i7 and the Advantech ESP-9230
with an Intel Xeon.
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Figure 9.3: Adaptive Telemetry System components and exemplary scenario with message
flow.
to active monitoring. Specifically, ATS aims at providing operators with a set of SDNcompliant tools for defining and configuring telemetry procedures on the switches. While
the state-of-the-art solutions add extra features directly into OpenFlow protocol, the
adopted solution proposes an hybrid approach where the telemetry system interacts with
the legacy OpenFlow pipeline, i.e., no extension is proposed to the current OpenFlow
specifications. Therefore, such a hybrid approach does not envision any change on the
switch backplane, which is the part internal to a switch implementing the OpenFlow
pipeline and in charge of forwarding packets between ports. Fig. 9.3 shows the ATS design
which envisages three main components:
ATS application: it runs on the controller and it is in charge of taking the decision of
what, when, and where to measure. Since it runs on the controller, the application
has a global view on the status of the network, and based on the active traffic flows,
path configuration requests, and offered network services, the application decides
what the parameters to be monitored in the underlying network are (e.g., delay,
link quality, etc.), either periodically or on-demand. The active execution of those
measurements is then delegated to the switches which follow the instructions received
by the controller.
ATS plugin: it runs on the controller and it is in charge of implementing the communication with the switches via a southbound interface. This interface exposes
a Representational State Transfer (REST) API that provides a uniform and predefined set of operations to allow the network controller to dynamically configure
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the telemetry procedures on the switches and to receive notifications and alarms.
Table 9.1 reports the Uniform Resource Identifier (URI) exposed by (i) the network
controller via the ATS plugin and by (ii) the switch via the ATS agent (see next
paragraph). Specifically, the configuration of the telemetry procedures is based on
Finite State Machine (FSMs), which are then executed locally on the switch. The
API is exemplified in Sec. 9.3.1 while the FSM representation is further detailed in
Sec. 9.3.2.
ATS agent: it runs on the switches and it is in charge of: (i) locally executing
the FSMs configured by the network controller and (ii) sending the appropriate
notifications and alarms via the common API. As described in Chapter 3, in addition
to physical ports, OpenFlow defines logical and reserved ports internal to the switch
that can be used by external applications/components to interact with the OpenFlow
pipeline. For instance, the reserved port CONTROLLER is used to send a packet
from the switch to the network controller and vice versa. Similarly, the reserved
port LOCAL enables components running on the switch to directly interact with the
OpenFlow network. As a result, the ATS agent uses the LOCAL port to send/receive
packets over/from the data plane through the standard OpenFlow pipeline.

9.3.1.

Exemplary scenario

In this section, an example of ATS operation is provided, i.e., measuring the one-way
delay between two switches directly connected in an access ring7 . The exemplary scenario,
including the network topology and the high-level message flow, is reported in Fig. 9.3.
Please note that the numbers (#) appearing in the following text refer to the distinct
steps illustrated in the right-hand side of Fig. 9.3. The corresponding API of these steps
is also highlighted in Table 9.1.
At some point in time, an ATS application running on the network controller decides
that it needs to measure the one-way delay between the switch M1 and the switch M2.For
instance, such a decision could be made in response to a path configuration request received
by the network controller for time-sensitive traffic. Next, the ATS application selects
the most appropriate measurement procedure (e.g., CCM with timestamp) and verifies
that the ATS plugin and agents support the expected capabilities, e.g., by checking the
supported ATS version retrieved by querying the plugin information via the /ats/ GET
interface. Concurrently, the ATS application may verify that the same measurement
procedure is not already running in the network by querying the ATS plugin via the
/ats/report/ GET interface. In order to answer to the above queries, the ATS plugin may
gather up-to-date information from the network switches via the /ats/ and /ats/fsm/
7

The clocks of two switches are assumed to be synchronized. See Sec. 9.4.4 for additional considerations
on clock synchronization.
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GET interfaces exposed by the ATS agents.
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Figure 9.4: SDL Finite State Machines [5] required for implementing the one-way delay
measurement based on CCM as illustrated in the exemplary scenario of Fig. 9.3.
At this point, the ATS application asks the network controller to perform such measurement via the northbound interface (1), i.e., /ats/report/id POST interface. In turn,
the network controller configures the necessary OpenFlow rules for forwarding the traffic
to and from the ATS agent (2),(3)8 for such type of traffic. Let’s assume that the port 0
of M1 switch is directly connected to the port 1 of M2 switch. In this case, the OpenFlow
pipeline of M1 switch is instructed to forward the CCMs generated by the ATS agent over
the port LOCAL to the port 0. Similarly, the M2 switch is configured to forward the
CCM messages received over the port 1 to the port LOCAL for being processed by the
ATS agent.
Then, the ATS plugin configures on the switches the measurement procedures in
the form of finite state machines (see Sec. 9.3.2 for further details). Specifically, the
CCM reception and delay calculation are configured on the M2 switch (4) and the CCM
generation on the M1 switch (5), both via the /ats/fsm/id POST API exposed by the
ATS agent. For instance, the M1 switch is configured to generate a total of 100 CCMs
with an interval of 10 ms between subsequent packets (6). After having transmitted all
the CCMs, the ATS agent is configured to report a trace of the generated messages (7).
8

These operations are standard OpenFlow operations and they not involve the ATS API.
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Similarly, the M2 switch is configured to compute the delay of each CCM received and to
report the trace of all computed values to the network controller once the last CCM is
received (8). These reports are communicated from the ATS agents to the ATS plugin via
the /ats/fsm/id/event POST interface. Additionally, a timeout is configured for dealing
with the case of the last CCM going lost. Finally, the network controller informs the ATS
application via the northbound interface on the measured delay (9) via the /ats/report/id
PUT interface

9.3.2.

ATS procedures modeling

The previous paragraphs briefly introduced that the telemetry procedures are specified
via finite state machines. This decision is based on an in-depth analysis of the standard
OAM operations as defined in International Telecommunication Union Telecommunication
Standardization Sector (ITU-T) Y.1341 [5] (ITU-T Y.1371 corollary standard), which is
reported in the following.
ITU-T Y.1341 formally describes the OAM procedures as finite state machines by
using the Specification and Description Language (SDL) [94]. SDL is a language targeted
at the unambiguous description of the behavior of reactive and distributed systems. While
SDL provides a rich set of functional blocks for behavior description, only a limited set
is required for fully describing the behavior of the OAM procedures under consideration.
Specifically, they can be described by exclusively using the following five SDL blocks:
State:describes the status of the FSM that is currently waiting to execute a transition.Two special states define the entry and exit points of the FSM respectively.
Task: defines a series of internal steps to be executed by the switch. Variable
declaration and assignment, packet forging, and timer configuration are common
tasks.
Decision: is equivalent to an if-then-else statement. Local variables, header fields of
the incoming packets, and timestamps are the usual comparison terms.
Input: is the actual trigger of the transition and an event is its common representation.
The events leveraged in the OAM operations are: (i) incoming packet, (ii) external
signal, and (iii) timer expiration.
Output: specifies a set of actions to be executed upon condition fulfillment or event
reception. Packet transmission and signal firing are common outputs.
Fig. 9.4a shows the SDL FSM for describing the CCM generation procedure at the
switch [5]. It is worth highlighting that this FSM implements the expected behavior
of the exemplary scenario as illustrated in Fig. 9.3 and detailed in Sec. 9.3.1. While
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SDL can comprehensively describe the OAM protocols behavior, it only provides a basic
model for describing the supported data types (e.g., integer, real, char, etc.). A more
comprehensive data model is hence required by the network controller to unequivocally
instruct the switch. Therefore, this section proposes a comprehensive data model for
telemetry procedures based on the combination of IETF Request for Comments (RFC)
7223, IEEE 802.1Qcp [95], and Metro Ethernet Forum (MEF) documents [96, 97]. By
combining and extending them, this proposal takes the form of a Yet Another Next
Generation (YANG) model specifying the telemetry procedures and the port and packet
data types for enabling the generation, transmission, and reception of packets, which are
of paramount importance for the telemetry procedures.
With this data model, the next step is to design a generic FSM-representation for
telemetry procedures that can be exchanged between the controller and the switches. To
that end, the following basic concepts are defined for ATS FSM representation: state,
transition, event, and datamodel. Each state contains a set of transitions that define how
the FSM reacts to events, which can be generated by the state machine itself or by external
entities (e.g., packet reception). The data model defines how the data internal to the
state machine is stored, read, and modified as well as its interpretation in conditional
expressions. The following lines report the main ATS elements expressed as Extensible
Markup Language (XML) elements:
<state>: this element holds the representation of a state and it can be used to
express the SDL State block.
<data>, <assign>: the <data> element is used to declare and populate portions
of the data model whilst the <assign> element is used to modify the data entries.
These ATS elements combined can represent the SDL Task block.
<if>, <elseif>, <else>: allow describing conditional code execution and consequently the SDL Decision block. Conditional expressions are supported on local
variables as well as on header fields and timestamps.
<transition>: defines the available transitions between states and the events that
trigger them. The <onexit> and <onenter> elements are used to define whether the
instructions need to be executed when leaving or entering a given state. Additionally,
Event Input/Output (I/O) Processor is used for emitting input and output events
that result in state transition. To that end, a dedicated I/O processor is required to
notify about incoming packets and trigger the transitions. This, along with port and
packet data types, can be jointly used with the <transition> element to express the
SDL Input block.
<send>: this element is used to send events and data to external systems (e.g., to
the network controller or to the data plane) and to raise events in the current system
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(e.g., raise a timer). This element can be used to express the SDL Output block
and be leveraged, e.g., to fire an alarm from the switch to the network controller.
Moreover, in conjunction with the port and packet data types, <send> can be used
to transmit packets.
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Figure 9.5: Testbed overview and components

<xml v e r s i o n =" a t s ">
<datamodel>
<d a t a i d =" p o r t " t y p e =" p o r t " e x p r =" l o c a l "/>
<d a t a i d ="ccm " t y p e =" p a c k e t ">
<xml v e r s i o n =" a t s ">
<e x p r i d =" e t h e r _ d s t " > 0 0 : 0 0 : 0 0 : 0 0 : 0 0 : 0 0 < / expr>
<datamodel>
<e x p r i d =" e t h e r _ s r c " > 0 0 : 0 0 : 0 0 : 0 0 : 0 0 : 0 0 < / expr>
<d a t a i d =" p o r t " t y p e =" p o r t " e x p r =" l o c a l "/>
<d a t a i d ="ccm " t y p e =" p a c k e t ">
<e x p r i d =" e t h e r _ t y p e " >00:00 </ expr>
<e x p r i d =" e t h e r _ d s t " > 0 0 : 1 1 : 2 2 : 0 0 : 0 0 : 2 2 < / expr>
. . . a d d i t i o n a l header f i e l d s . . .
<e x p r i d =" s n ">0</ expr>
<e x p r i d =" e t h e r _ s r c " > 0 0 : 1 1 : 2 2 : 0 0 : 0 0 : 1 1 < / expr>
<e x p r i d =" tstamp ">0</ expr>
<e x p r i d =" e t h e r _ t y p e " >89:02 </ expr>
</data>
. . . a d d i t i o n a l header f i e l d s . . .
<d a t a i d =" r e p o r t " t y p e =" l i s t " e x p r = " [ ] " / >
<e x p r i d =" s n " > 0 0 : 0 0 : 0 0 : 0 0 < / expr>
</datamodel>
<e x p r i d =" tstamp " > 0 0 : 0 0 : 0 0 : 0 0 < / expr>
</data>
< s t a t e i d =" d i s a b l e d ">
<d a t a i d =" r e p o r t " t y p e =" l i s t " e x p r = " [ ] " / >
<o n e x i t >
<s e n d e v e n t =" t i m e o u t " d e l a y ="1 s "/>
</datamodel>
</ o n e x i t >
< s t a t e i d =" d i s a b l e d ">
< t r a n s i t i o n e v e n t =" e n a b l e " t a r g e t =" e n a b l e d "/>
<o n e x i t >
</ s t a t e >
<s e n d e v e n t =" t i m e r " d e l a y = " 0 . 0 1 s "/>
< s t a t e i d =" e n a b l e d ">
</ o n e x i t >
< t r a n s i t i o n e v e n t =" e n a b l e " t a r g e t =" e n a b l e d "/>
<o n e n t e r e v e n t =" pkt_in " t y p e =" p a c k e t " d a t a ="ccm">
</ s t a t e >
< i f e x p r ="ccm . e t h e r _ s r c == 0 0 : 1 1 : 2 2 : 0 0 : 0 0 : 1 1 &&
ccm . e t h e r _ d s t == 0 0 : 1 1 : 2 2 : 0 0 : 0 0 : 2 2 " >
< s t a t e i d =" e n a b l e d ">
<a s s i g n t a r g e t =" r e p o r t " e x p r =" r e p o r t + [ t i m e . now − ccm . tstamp ]"/ >
<o n e x i t e v e n t =" t i m e r ">
<s e n d t a r g e t =" p o r t " t y p e =" p a c k e t " d a t a ="ccm"/>
<a s s i g n t a r g e t ="ccm . s n " e x p r ="ccm . s n + 1"/>
< i f e x p r ="ccm . s n == 100" >
<a s s i g n t a r g e t ="ccm . tstamp " e x p r =" t i m e . now"/>
n d t a r g e t =" c t r l " t y p e =" l i s t " d a t a =" r e p o r t "/>
<a s s i g n t a r g e t =" r e p o r t " e x p r =" r e p o r t + [ ccm . tstamp<s
]"/e >
<s e n d t a r g e t =" p o r t " t y p e =" p a c k e t " d a t a ="ccm"/> </ i f >
< i f e x p r ="ccm . s n < 100" >
</ i f >
</o n e n t e r >
<s e n d e v e n t =" t i m e r " d e l a y = " 0 . 0 1 s "/>
<o n e x i t e v e n t =" t i m e o u t ">
</ i f ><e l s e >
<s e n d t a r g e t =" c t r l " t y p e =" l i s t " d a t a =" r e p o r t "/><s e n d t a r g e t =" c t r l " t y p e =" l i s t " d a t a =" r e p o r t "/>
<s e n d e v e n t =" d i s a b l e "/>
<s e n d e v e n t =" d i s a b l e "/>
</ o n e x i t >
</ e l s e >
</ o n e x i t >
< t r a n s i t i o n e v e n t =" pkt_in " t a r g e t =" e n a b l e d "/>
< t r a n s i t i o n e v e n t =" t i m e r " t a r g e t =" e n a b l e d "/>
< t r a n s i t i o n e v e n t =" d i s a b l e " t a r g e t =" d i s a b l e d "/>
< t r a n s i t i o n e v e n t =" d i s a b l e " t a r g e t =" d i s a b l e d "/> < t r a n s i t i o n e v e n t =" t i m e o u t " t a r g e t =" d i s a b l e d "/>
</ s t a t e >
</ s t a t e >
</xml>
</xml>

(a) CCM generation illustrated in Fig. 9.4a

(b) CCM reception illustrated in Fig. 9.4b

Figure 9.6: ATS code implementing states machines
Figure 9.6a and Fig. 9.6b show the code of the ATS state machines implementing the
one-way delay measurement described in Sec. 9.3.1. Particularly, Fig. 9.6a depicts the
ATS state machine (flowchart shown in Fig. 9.4a) configured by the network controller
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on the M1 switch for generating CCM messages. This is the FSM sent by the network
controller to the M1 switch in step (5) of Fig. 9.3. Similarly, Code 9.6b presents the
ATS state machine (flowchart shown in Fig. 9.4b) for computing the one delay based
on received CCM messages on the M2 switch. This is the FSM sent by the network
controller to the M2 switch in step (4) of Fig. 9.3.As it can be noticed, the <data> element
in the data model allows defining custom packets by concatenating multiple <expr>
elements which represent the header and the payload structure.This is useful to create
and manipulate packets to be transmitted (e.g., increment the sequence number) and to
decode the received packets according to a defined structure. These packets can be then
transmitted or received over the LOCAL port defined in the data model. Additionally, the
reserved port ctrl is provided by the ATS agent to allow communication to and from the
network controller (e.g., to send the delay report). Moreover, the ATS agent provides the
data type time to access the clock on the switch (i.e., current time available via time.now).
Finally, the Event I/O Process provides the event pkt_in to trigger a state transition
when a packet is received.

9.4.

Experimental assessment

This section presents the experimental evaluation of ATS performance against legacy
OpenFlow-based implementations. Fig. 9.5 shows an overview of the testbed used, comprising two machines equipped with an Intel Xeon E5-2620 processor, 128GB of RAM,
and running Ubuntu 18.04 Server. One machine is used as network controller while the
other is used to emulate the topology of one access ring (see Fig. 9.1), which comprises
one M2 node, six M1 nodes, and thirty-six antenna sites. The M1 nodes are assumed to
be configured in a ring topology only at optical level. At logical level instead, they are
connected point-to-point to their corresponding gateway (M2 node). This means that
packets are enqueued only at gateway level, thus forming a logical tree topology (see
Fig. 9.5), which comprises a total of 43 nodes and 84 ports. Each node is then implemented
as an LXD9 container, which runs inside the ATS agent and Open vSwitch10 as OpenFlow
agent implementation.
The legacy-SDN implementation of the OAM protocols (see Sec. 9.2.1) is based on the
OpenFlow controller Ryu11 . Regarding the ATS implementation, the ATS agent translates
the XML-based finite state machine into a JavaScript representation. The interpreter used
for these procedures is SCION-CORE12 , which are executed on nodejs13 , a lightweight
9

https://linuxcontainers.org/lxd/introduction/
https://www.openvswitch.org/
11
https://osrg.github.io/ryu/
12
https://github.com/jbeard4/SCION-CORE
13
https://nodejs.org/
10
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Scenario

Solution

#Ports

Tx Interval

Mean

5th pctl

95th pctl

Mode

Median

Std

One-way
(CCM)

Ping/2
ATS
SDN
SDN
Ping
ATS
SDN
SDN

any
any
1
84
any
any
1
84

any
any
10
10
any
any
10
3.3

1.05
1.05
2.96
313.77
2.10
2.10
5.74
4679.80

1.02
1.01
2.66
260.98
2.04
2.06
5.10
667.61

1.08
1.10
3.46
531.49
2.16
2.14
6.36
8852.62

1.05
1.05
2.81
298.43
2.10
2.06
5.44
622.69

1.05
1.05
2.90
295.40
2.10
2.10
5.48
4806.67

0.02
0.03
0.37
88.23
0.04
0.03
0.43
2640.45

Two-way
(LBM)

Table 9.2: Statistical characteristics of the delay (in ms) measured with ping, legacy-SDN
controller, and ATS.
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Figure 9.7: Scalability of delay measurement with ping, legacy-SDN controller, and ATS.
event-driven environment. Packet Capture (PCAP)14 and nanotimer15 nodejs modules
are used as packet-event I/O processor and high-precision timer, respectively. The results
reported in the following are obtained by averaging 100 runs of each experiment.

9.4.1.

Delay measurement

The first objective is to evaluate the legacy-SDN and ATS accuracy in measuring
the one-way and two-way link delay. To that end, the CCM and LBM mechanisms were
implemented on both systems and compared them against the baseline measurement
obtained with the ping tool. It is worth highlighting that the ping is a network layer
mechanism (i.e., IP) that is not usually available on the traditional switches operating at
the data-link layer (e.g., Ethernet). Nevertheless, such a tool is available on the presented
testbed because the nodes of the network are implemented on LXD, which provides a fullfledged operating system environment. Moreover, a traffic control tool for Linux systems
14
15

https://github.com/node-pcap/node_pcap
https://github.com/Krb686/nanotimer
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called tc16 was used to configure a fixed delay of 1 ms on the virtual links connecting the
various switch instances.
The delay is then measured for an increasing number of simultaneously active ports
and message generation interval. While the number of ports provides an estimation of
how well the network controller scales with respect to the number of switches under
its management, the message generation interval provides an estimation of how well the
network controller scales with respect to the freshness of the measurements (e.g., the values
are updated every 100 ms). To assess the first scalability aspect, the ports were activated
gradually, starting from 1, with an incremental step of 4 ports until reaching 84 ports
being simultaneously active. Regarding the second scalability aspect, the three highest
transmission rates defined in [23] were selected, which result in a generation intervals of
3.3 ms, 10 ms, 100 ms, respectively (see Sec. 9.1). Finally, each test was repeated 100
times for each of the scenarios obtained by combining the number of active ports and the
message interval.
Fig. 9.7a and Fig. 9.7b show the results for the one-way and two-way delay measurement,
respectively. Noticeably, Fig. 9.7b shows that the round-trip delays measured via ATS
and ping are comparable and they do not depend on the number of active ports nor on
the message interval. This is also highlighted in Table 9.2 which reports the statistical
characteristics of the delay measurements. More precisely, ping reports an average twoway delay of 2.10 ms which matches the value reported by the LBM implementation on
ATS. For what concerns the one-way delay, ping/2 is considered as the baseline since
the testbed is characterized by symmetric links. Moreover, since all the switches are
running on the same physical machine, the one-way delay can be safely computed with
CCM messages because all the containers share the same CPU clock (see Sec. 9.4.4 for
additional considerations). According to these considerations, the one-way delay obtained
with ping/2 is 1.05 ms. As expected, the CCM implementation on ATS reports an average
one-way delay of 1.05 ms, matching the ping/2 value. Therefore, ping and the ATS
implementation provide similar accuracy in measuring the one-way and two-way delay. It
is worth highlighting that Fig. 9.7a and Fig. 9.7b do not show the confidence intervals for
the ping and ATS data because they are not graphically appreciable.
Regarding the legacy-SDN solution, the measured delay depends on the number of
active ports and on the configured message interval. More precisely, the delay measurement
closest to ping and ATS occurs in case of 1 active port and a message interval of 10 ms for
both CCMs and LBMs. In the case of CCM, the network controller reports an average of
one-way delay of 2.96 ms. In the case of LBM instead, the network controller reports an
average of two-way delay of 5.74 ms. In both cases, the reported value is ∼ 300% higher
than the delay measured by ATS and ping because every message sent over the data plane
requires two additional messages on the control plane. As it can be evinced in Fig. 9.7a
16

http://tldp.org/HOWTO/Traffic-Control-HOWTO/intro.html
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and Fig. 9.7b, the delay measured by the network controller significantly increases with
the number of ports and with smaller message generation intervals. The highest values
for the one-way delay is obtained in case of 84 ports and a message interval of 10 ms
(similar results are obtained in case of 3.3 ms). The average delay with CCM is 313.77 ms.
Similarly, the highest values for the two-way delay are obtained in case of 84 ports and
a message interval of 3.3 ms with an average measured delay of 4679.80 ms. It is clear
that the delay measured by the controller is far from the reality, being several orders of
magnitude larger than the reference value.
Solution

Message

#Ports

Target Int

Mean

5th pctl

95th pctl

Mode

Median

Std

ATS

CCM/LBM
CCM/LBM
CCM/LBM
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CCM/LBM
CCM
LBM
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any
any
1
1
1
84
84

3.3
10
100
3.3
10
100
3.3
3.3

3.30
10.00
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3.52
10.24
100.33
73.85
440.20

3.27
9.97
99.96
3.13
9.73
99.70
54.79
48.94
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10.03
100.04
3.96
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85.79
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10.00
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10.24
100.46
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10.23
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69.47
395.59

0.16
0.12
0.24
0.88
0.44
2.14
58.17
341.98

SDN

Table 9.3: Statistical characteristics of the message generation interval (in ms) with
legacy-SDN controller and ATS.
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Figure 9.8: Scalability of message generation for legacy-SDN controller and ATS.
By comparing the above results with the performance requirements for low-latency and
high-reliability scenarios defined by 3GPP [81], it can be seen that measuring the delay
with legacy-SDN does not provide the necessary accuracy for critical services. For instance,
3GPP defines that discrete automation traffic requires a maximum end-to-end latency
of 10 ms and a jitter of 100 µs. Electricity distribution instead requires an end-to-end
latency of 5 ms and a jitter of 1 ms. Even in the most favorable case in legacy-SDN of
measuring the one-way delay on 1 port at a time, the jitter on a single link is reported as
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0.37 ms, which is above the maximum admissible value for discrete automation. Similarly,
with 4 simultaneously active ports in legacy-SDN, the one-way measured delay is 4.61 ms
with a jitter of 0.77 ms. This makes difficult to assess, i.e., whether the 5 ms end-to-end
requirement is met for the electricity distribution service. On the contrary, with the
proposed implementation of ATS the delay can be safely measured with a very limited
jitter (e.g., 30 µs in case of CCM over one link). By reporting the measurements obtained
by ATS, the network controller can hence safely decide whether a link is suitable for a
given set of services, even the strictest ones requiring a maximum jitter of 100 µs.

9.4.2.

Connectivity status

The second objective is to evaluate how effectively the CCM and LBM messages can
be used to detect the link status. Also, in this case, the evaluation is performed for an
increasing number of simultaneously active ports (i.e., from 4 to 84 with a step of 4) and
message generation interval (i.e., 3.3 ms, 10 ms, 100 ms). As it can be evinced from
the previous evaluation, the overload suffered by the legacy-SDN controller produces an
over-estimation of the link delay as a side effect. Since the network controller is not capable
of generating and processing the CCM and LBM messages in time for all the ports, the
network controller starts queuing the messages. This produces a gradual increment of the
time gap between two subsequent messages, thus deviating from the configured interval.
Fig. 9.8a and Fig. 9.8b highlight the diverging trend for CCM and LBM, respectively, by
depicting the time difference measured between subsequent messages for an increasing
number of ports and different message generation intervals. The results show that ATS is
capable of generating the messages in compliance with the configured interval regardless
of the protocol and the number of active ports as reported in Table 9.3.
Regarding the legacy-SDN solution, in case of 1 active port, the network controller
generates CCMs and LBMs with an interval quite close to the target one as shown in
Table 9.3. In the case of 84 ports instead, the average message interval significantly
diverges from the target one. For instance, CCM messages are generated with an average
interval of 73.85 ms for the 3.3 ms case, 71.13 ms for the 10 ms case, and 101.62 ms for the
100 ms case. LBM messages instead are generated with an average interval of 440.20 ms
for the 3.3 ms case, 426.76 ms for the 10 ms case, and 124.54 ms for the 100 ms case.
Additional statistical characteristics are reported in Table 9.3 for the extreme cases of
CCM and LBM generated every 3.3 ms on 84 ports.
By comparing the above results with [81], it is clear that supervising the connectivity
status with legacy-SDN does not provide the necessary responsiveness for critical services.
For instance, the electricity distribution the process automation services are characterized
by a survival time of 10 ms and 100 ms, respectively. The survival time indicates the
admissible maximum time for restoring the connectivity in case of a link failure or in
case the delay requirement is no longer met (see Sec. 9.4.1). According to the CCM
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protocol [23], a connectivity failure is detected if no heartbeat messages are received within
3.5 times the configured interval (e.g., 11.55 ms in 3.3 ms case). Given the precision of ATS
in periodically generating the messages, it is easy to detect whether no heartbeat messages
are received before the timeout expiration. However, this is not the case for legacy-SDN
since the increasing gap between two subsequent messages yields to a considerable amount
of false-positive failure detection. For instance, in the extreme case of 84 ports and 3.3 ms
target interval, CCM messages are generated every 73.85 ms, which is considerably higher
than the timeout of 11.55 ms for detecting link failure. In the presented setup, this does
not occur for the 100 ms case, thus allowing legacy-SDN to detect a connectivity failure
within 350 ms. Still, this provides a measurement granularity of 100 ms which is not
sufficient to comply with the survival time requirements.
Solution
Iperf
ATS

SDN

Message
UDP
CCM
CCM
CCM
CCM
CCM

#CPU
1
1
2
4
8
1

Mean
1543
677
1186
2186
3970
8.25

5th pctl
1487
587
1032
1946
3614
4.72

95th pctl
1595
758
1347
2434
4334
12.33

Mode
1526
622
1210
2168
3955
8.45

Median
1544
682
1178
2167
3499
7.69

Std
33
59
99
156
234
2.87

Table 9.4: Statistical characteristics of the bandwidth (in Mbps) measured with Iperf,
legacy-SDN controller, and ATS with 1 active port.
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Figure 9.9: Bandwidth measurement with legacy-SDN controller, ATS, and Iperf
As it can be noticed, the survival time for the electricity distribution flow is 10 ms, which
is smaller than the timeout of 11.55 ms when generating messages every 3.3 ms. Therefore,
a smaller message interval is required to comply with that requirement. While this is
easily achievable with ATS by simply updating the ATS state machine, it is undeniably
harder in the legacy-SDN solution because of the scalability issues already appreciable
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with higher intervals. Moreover, the control plane delay may be taken into account to
select the most appropriate message interval for the data plane. For example, in case
of a control plane delay of 2 ms, a message interval of 1 ms would allow the network
controller to receive a notification (e.g., link failure, maximum delay exceeded, etc.) within
5.5 ms, thus leaving 4.5 ms to restore the connectivity in case of a survival time of 10 ms.
Finally, with this notification mechanism, ATS allows offloading the control plane by only
transmitting information upon initial configuration and when certain conditions occur in
the data plane. For instance, the message exchange for configuring the ATS procedure
weights 7710 bytes while the notification weights 394 bytes, both including the protocols
overhead: Hypertext Transfer Protocol (HTTP), TCP, IP, and Ethernet.

9.4.3.

Bandwidth measurement

The last objective is to evaluate the legacy-SDN and ATS accuracy in measuring the
bandwidth available on a link. Similar to the previous cases, the evaluation is performed
for an increasing number of simultaneously active ports (i.e., from 4 to 84 with a step
of 4). In this case, messages are generated as fast as possible in order to saturate the
available bandwidth. Fig. 9.9a shows the control plane load and the bandwidth measured
on the data plane by the network controller in case of legacy-SDN solution. Notably, the
control plane load remains constant regardless of the protocol (i.e., CCM or LBM) and
the number of active ports. This is because the network controller is capable of generating
only a fixed amount of packets per second. Particularly, the network controller generates
an average of 708 packets per second, which results in an average control-plane load of
12.21 Mbps.
Because of the overhead introduced by the encapsulation of CCM and LBM messages
in OpenFlow messages between the network controller and the switches, only an average
of 8.25 Mbps is then forwarded on the data plane. Since the number of generated packets
is constant, these are spread over all the active ports resulting in a measured bandwidth
inversely proportional to the number of ports as shown in Fig. 9.9a. In the case of 84
ports, the average bandwidth measured per port is 0.146 Mbps with CCM, while it is
0.022 Mbps with LBM. As it can be noticed, the bandwidth values provided by CCM
are higher than LBM because CCM involves the generation of fewer packets compared to
LBM (see Fig. 9.2a and Fig. 9.2b). This is further highlighted in the case of LBM by the
controller saturation starting with 64 ports.
Moreover, the obtained measurements are compared with the maximum theoretical
bandwidth measurable on the data plane by carrying the CCM and LBM messages as a
payload over the TCP-based OpenFlow control channel. The achievable throughput for
data transmitted over TCP is ∼ 75% of the available link bandwidth17 . In the deployed
scenario, the control plane bandwidth is shared among all the connected switches. Fig. 9.9a)
17

https://www.netcraftsmen.com/tcpip-performance-factors/
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shows that the experimental results follow the same trend as the theoretical value (gray
line). This implies that even if the network controller is capable of generating messages
at the desired rate, the bandwidth measurement would always be distorted by the TCP
connection used in the OpenFlow control channel.
Fig. 9.9b shows the one-way bandwidth measurement over one link performed with
legacy-SDN and ATS. It is worth noticing that the virtual links in the presented testbed
have no fixed speed, meaning that the available bandwidth is determined by how fast
the physical machine can send a message from one virtual switch to another. To that
end, the bandwidth was measured with Iperf18 , which is a software-based tool widely
used for active bandwidth measurement.19 The results obtained with Iperf are hence
used as the comparison baseline. Consequently, Iperf was configured to generate User
Datagram Protocol (UDP) packets to be comparable with CCM where messages are not
acknowledged. On the tested platform, Iperf is capable of generating an average of 1.543
Gbps, while ATS running on a single CPU core is capable of generating an average of 0.677
Gbps. By increasing the number of CPU cores simultaneously generating the messages,
ATS linearly increases the measured bandwidth. This is because each CPU core is capable
of generating an average of ∼ 50 000 packets per second on the system.
By comparing the above results with the performance requirements for high data rate
and traffic density scenarios defined by 3GPP [81], it can be seen that legacy-SDN is not
capable of measuring whether there is enough bandwidth even for the least demanding
service (15 Mbps of experienced data rate). On the contrary, ATS is capable of generating
more than 1 Gbps with 2 CPU cores, which is the expected data rate experienced per user in
indoor scenarios. Such measurements are expected to be performed on-demand upon a path
configuration request to verify the fulfillment of the bandwidth SLAs. Finally, it is worth
highlighting that the ATS implementation is based on JavaScript for prototyping reasons,
while Iperf is written in C, a language that provides considerably higher performance.
Even though ATS matched and surpassed the performance of Iperf in generating traffic,
this came at the cost of using more CPU cores.

9.4.4.

Implementation and deployment considerations

In addition to the comparative tests previously described, some experiments were
performed in order to obtain deeper insight into ATS, especially in the CCM case. Special
attention is paid to the CPU load and to the scalability with regard to the total number of
ports. Particularly, the periodic generation of messages over multiple ports was addressed
which is causing a computational outage on the legacy-SDN controller. To avoid such an
issue in ATS, it uses a packet template stored in a template buffer associated with each
port. Such an approach allows to pre-load a template of the message on each port and to
18
19

https://iperf.fr/
Iperf measurements are based on UDP or TCP sessions.
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trigger its transmission every interval. Each transmission only requires the modification
of few bytes in the buffer (e.g., sequence number) thus reducing the total number of
instructions to be executed. The ATS implementation was tested with a CCM interval of
3.3 ms on an emulated switch comprising 256 ports and it was observed that the CPU load
is: (i) mainly due to the interrupts generated by the high-precision timer, and (ii) almost
independent of the number of active ports. As a result, the presented implementation is
able to transmit a CCM message every 3.5 ms on each of the 256 ports whilst running on
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Figure 9.10: Time required by the SDN controller to install and delete flows on a switch
subject to an average arrival rate of 1000 flows/s when the CPU is put under load by the
ATS agent. Three scenarios are considered: (i) 0% CPU load, and 100% CPU load when
the ATS agent process runs with (ii) a lower priority and (iii) same priority with regards
to the OpenFlow process
A second additional test is performed to understand whether the CPU load generated
by the ATS procedures introduces significant performance variations in the OpenFlow
control plane, negatively affecting the network behavior. To that end, the ATS impact was
analyzed on the time required by the OpenFlow agent to install or delete rules. The test
puts under stress the system by running the ATS bandwidth measurement procedure (see
Sec. 9.4.3) in all ports, resulting in a CPU load of 100%. Two distinct configurations are
evaluated: (i) a lower processing priority is assigned to the ATS agent, and (ii) the same
processing priority is assigned to the ATS agent and the OpenFlow agent. To stress even
more the system, a flow arrival of 1000 OpenFlow rules/s was assumed. Fig. 9.10a and
Fig. 9.10b illustrate the results and show that in the case of no active measurement, the
OpenFlow agent process requires an average of 74.13 µs and 65.63 µs to install and delete
an OpenFlow rule, respectively. In the case of running the CPU-intensive ATS procedures
(e.g., bandwidth measurement), the switch respectively requires an average of 90.07 µs and
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78.61 µs for respectively installing and deleting an OpenFlow rule in the case of the ATS
process running at a lower priority. Likewise, the switch requires an average of 108.48 µs
and 92.90 µs when the ATS process runs with the same priority as the OpenFlow agent.
At the light of these results, it can be concluded that although the use of ATS (when
performing CPU-intensive operations) impacts the performance of the OpenFlow control
plane, this impact does not prevent the switch to install and delete rules within a delay
of ∼ 108 µs. It is worth highlighting that while the use of the ATS process with the
same priority (i.e., the worst case) introduces an additional delay of ∼ 34 µs, this does
not represent a significant variation in the context of the OpenFlow control plane, which
is based on TCP and operates at a longer timescale. To alleviate this problem, it is
recommended to assign a lower CPU priority to the ATS process, resulting in a higher
reactiveness of the OpenFlow process and in a mitigation counter-measure against a
potential ATS misconfiguration.
To conclude, time synchronization between all the network switches is required to
measure i.e. the one-way delay and to have a common reference time for monitoring. In
carrier grade networks there are two widely-adopted options for distributing the clock (a.k.a.
frequency synchronization): IEEE 1588 [98] and Synchronous Ethernet [99]. The former
defines a cost-effective packet-based clock distribution mechanism capable of providing a
timestamp resolution of 8 ns with an accuracy 25 ns. The latter, instead, incorporates in the
clock signal in the Ethernet physical layer, that is no ad-hoc messages for synchronization
are sent, and it is capable of providing sub-nanosecond accuracy. While the former option
still provides good accuracy for monitoring whilst being cheaper than the latter, it may
occur that the clock distribution messages interfere with the network measurements and
vice-versa.
Therefore, it is important to configure appropriate QoS policies on the switches so
as to avoid the disruption of the clock distribution eventually caused by the network
measurements. One possible solution is to assign a higher priority to the packets essential for
clock synchronization and a lower priority to the packets required for network measurement.
A comprehensive analysis of the available solutions for achieving clock synchronization
over a packet-based network can be found in [100].

Chapter 10

Conclusions of Part IV
The evolution of current network solutions is clearly passing by the SDN paradigm,
but the concept of a centralized architecture incurs on some reliability and resiliency issues
as well as a huge gap in terms of requirements under OAM point of view.
In the first chapter of Part IV a solution for the reliability and resiliency problems in
the OpenFlow channel has been proposed, this solution is based on the use of a multipath
protocol (MPTCP) to provide alternative redundant paths through the in-band and outof-band management networks. The selection algorithm of these disjoint-shortest paths of
the in-band network has been detailed in addition to the validation and evaluation of the
presented solution in a real physical environment composed of five machines (four switches
and a network controller). The results depicted in this chapter show that the proposed
solution is resilient against path failure increasing both the robustness and the scalability
of the OpenFlow channel.
The use of legacy MPTCP for the OpenFlow channel brings reliability advantages.
Nevertheless, during the implementation process several aspects which may improve the
behavior of MPTCP were identified in scenarios such us the one addressed in this chapter.
The main problem faced during the development of Chapter 8 was the lack of control over
the MPTCP operation from the applications on top of it, MPTCP does not allow the user
to control in an easy way the operations of each subflow:
If the IP address of the primary subflow is deleted all the subflows fails.
If the primary subflow fails the traffic moves to a secondary subflow, if all the
secondary subflows fail then the primary subflow is needed to recover the MPTCP
connection.
Most of these issues can be solved by allowing the user to change the primary flow used
for a given MPTCP connection. The content provided in Chapter 8 was extracted from
publication [101]
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In the second chapter of Part IV an analysis of widely-deployed OAM and SDN
technologies has been performed showing that the stateless nature of OpenFlow poses
significant scalability and accuracy problems in monitoring and managing the network.
To overcome these issues, this chapter proposes an ATS, to enable locally on the switches
active measurements (e.g., delay, bandwidth, etc.) and their reporting (e.g., alarms). The
design approach chosen for ATS showed to provide compatibility with standard OpenFlow
switches and controllers. An API has been defined for enabling the remote configuration
of telemetry procedures, which adopt a FSM implementation. This enables the switches
to locally execute the stateful procedures required for active monitoring. Finally, an
experimental evaluation has been presented, showing the benefits of ATS compared to
legacy-SDN solutions. Particularly, ATS proved to bring significant benefits in terms of
offloading the control plane (and network controller) and higher accuracy in the performed
measurements, which comply with the performance requirements defined by 3GPP for
5G networks. To that end, the delay and bandwidth measurements obtained with ATS
have proven to match the ones obtained with reference non-SDN tools, while providing
higher flexibility in the type of measurements that could be performed. Furthermore, ATS
proved to be able to manage the periodical generation of messages over a large number of
ports (up to 256) while running on a single CPU core. Finally, some ATS implementation
insights were provided in addition to some deployment considerations regarding the process
scheduler on the switch and the clock distribution in the network. The publication detailed
in [102] covers the ATS solution provided in Chapter 9.

Part V:
Conclusions
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Chapter 11

Conclusions of this Thesis
This thesis aimed to analyze and identify the requirements of future mobile networks,
proposing a set of solutions designed to achieve carrier grade capabilities, focusing on the
Software Defined Networking (SDN) paradigm as technological enabler.
This thesis firstly focused on the transport network, connecting the Radio Access
Network (RAN) and the Core Network (CN). The virtualization trend have opened new
choices for the RAN, allowing to virtualize network functions in the cloud, thus, new
generation RAN designs are focusing Centralized/Cloud RAN (C-RAN) implementations,
using packetized fronthaul traffic, blurring the border between the fronthaul and backhaul
segments and at the end, leading into the need for an integrated fronthaul and backhaul
transport network, commonly named as Crosshaul. This thesis reviewed the technical
challenges of this integrated Crosshaul network showcasing the design of two new network
elements, Crosshaul Packet Forwarding Element (XPFE) and Crosshaul Circuit Switching
Element (XCSE), integrated into a standalone multi-layer forwarding element called
Crosshaul Forwarding Element (XFE). The proposed XFE enables the convergence into a
common SDN-based Crosshaul solution by consolidating a set of heterogeneous physical
technologies (copper, fiber and mmWave), fulfilling the requirements to transport flows for
a variety of RAN functional splits. The design of the XFE was really challenging, since it
aims to support different types of traffic, with diverse requirements, including the latency
sensitive lower layer functional splits. The pipeline design of the forwarding element was
carefully optimized, analyzing one by one the different OpenFlow operations. This analysis
showed that the number of tables and the utilization of some metadata information, heavily
impacts the delay of the pipeline processing, for that reason the final pipeline design limited
(or eliminated if possible) the usage of these lantecy-impacting operations in order to meet
the stringent requirements defined in the 3GPP C-RAN specification. The implementation
of XPFE was developed using a high-performance software switch, combined with specific
low level forwarding libraries. The final showcased solution demonstrated being capable
of satisfying the demanding 3GPP requirements, being the first empirical validation of a
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crosshaul transport network being able to transport flows from different functional splits
over the same switching infrastructure.
This thesis also focuses on Data Center Networks (DCNs), which demand is heavily
increasing, driven in great measure by the success of the cloud computing and Network
Function Virtualization (NFV) paradigms. The cloud-based services, widely available
nowadays, are increasing day by day, just in addition to the the new service-based 5G
mobile architecture that aims to run most of the mobile network functions in virtualized
cloud and edge environments. Such demand increase is deriving into bigger DCNs, that
need to accommodate hundred of thousands of servers. Current SDN-based forwarding
solutions in DCNs are based on forwarding tables, filled up with a huge number of table
entries, normally in the form of Media Access Control (MAC) addresses. The growing
demand of DCNs running an increasing number of Virtual Machine (VM) and applications
is extensively augmenting the number of table entries in the switches, posing serious
scalability problems in addition to extremely complex network management. This thesis
detailed an in-depth analysis of the current L2 switching schemas, focusing on the MAC
header, and how it is considered as a flat address structure serving no other purpose than
providing uniqueness. The recent research in IEEE 802 working groups is defining new
mechanisms for the structured use of the local address space, this thesis adopted this
structure and adapted it to the data center requirements, proposing a novel Software
Defined Addressing (SDA) solution, called Flow-Zone Switching (FZS), that allows to
embed semantics into the MAC addresses, giving meaning to the address structure,
eliminating the need of look-up tables. The proposed FZS solution was implemented in
Programming Protocol-Independent Packet Processors (P4) language, a novel protocolindependent programming language that allows to define from scratch the forwarding
behavior of routers and switches. This thesis detailed a unit testing validation of the
FZS P4 implementation, comparing the proposed FZS solution with a baseline switching
method, demonstrating lower latency, higher throughput derived by the table look-up
suppression. Furthermore, this thesis also illustrated a potential application of the FZS
addressing schema, using the embedded identifiers in the MAC header to segregate latencysensitive small flows (mice) from large data-intense flows (elephants). This mice-elephant
segregation was evaluated in an emulated DCN, demonstrating that this type of traffic
segregation can reduce the network congestion, being translated into a better performance.
Nonetheless, this thesis also analyzed the scalability, availability, monitoring and
resiliency issues derived from the control plane centralization, inherent in the SDN paradigm.
Firstly focusing on the connection between the controller and the switching elements,
the control channel. The future networks should met stringent availability requirements,
supporting uninterrupted execution 99.999% of the time, and a disconnection between the
controller and the data plane could heavily impact network availability, not meeting the
mentioned requirements. This thesis proposes a multipath-based solution that aims to
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increase the robustness of the control channel creating multiple redundant connections
over disjoint paths through out-of-band and in-band management networks. The proposed
solution was carefully evaluated in a real topology, demonstrating resiliency against path
failure, seamlessly migrating the OpenFlow connection from the failing path to an available
one. Despite of the positive results, this solution faced some limitations from the utilized
multipath protocol implementation, this issues were mainly related with the binding
procedure between the TCP connection and the initial configured subflow, this issues can
be easily solved by allowing the user to change the primary subflow in the connections,
suggesting further improvements for the multipath protocol development. Secondly,
this thesis focused on the lack of proper monitoring and telemetry tools. The statless
nature of OpenFlow clearly collides with the stateful requirements of some monitoring
protocols, for this reason this thesis detailed an Adaptative Telemetry System (ATS). The
proposed solution enables the active measurement and reporting of telemetry metrics
to the network controller through the local execution of Operation Administration and
Maintenance (OAM) procedures directly on the switches. This thesis details the design
and architecture of ATS, formed by an ATS application, an ATS plugin and an ATS
agent that runs locally on the switch, being fully compatible with the OpenFlow standard.
The proposed telemetry solution was experimentally evaluated in a virtualized topology
formed by more than 40 nodes, implemented as LXD containers, running the ATS and a
virtual switch. The showcased results demonstrated the accuracy of ATS in addition to
the control plane offload derived from the local execution of the telemetry procedures.
As a conclusion, this thesis analyzed some technical gaps of future generation networks,
ranging from mobile transport to data centers, proposing novel SDN-based solutions
aiming to increase the overall flexibility, performance and robustness while reducing the
cost in order to match the stringent requirements of future network services.

Bibliography
[1] Cisco Visual Networking Index, “Global Mobile Data Traffic Forecast Update, 2017–
2022 White Paper,” 2019, accessed: 2020-09-09.
[2] A. Garcia-Saavedra, J. X. Salvat, X. Li, and X. Costa-Perez, “Wizhaul: On the
centralization degree of cloud ran next generation fronthaul,” IEEE Transactions on
Mobile Computing, pp. 1–1, 2018.
[3] A. Garcia-Saavedra and G. Iosifidis and X. Costa-Perez and D.J. Leith, “FluidRAN:
Optimized vRAN/MEC Orchestration,” IEEE INFOCOM 2018, April 2018.
[4] ITU-T, “Consideration on 5G transport network reference architecture and bandwidth requirements,” ITU Telecommunication Standardization Sector, Study Group
15, Contribution 0462, February 2018.
[5] ——, “Characteristics of Ethernet transport network equipment functional blocks ,”
ITU Telecommunication Standardization Sector, Reccomendation G.8021/Y.1341,
November 2016.
[6] C. I, J. Huang, R. Duan, C. Cui, J. . Jiang, and L. Li, “Recent Progress on C-RAN
Centralization and Cloudification,” IEEE Access, vol. 2, pp. 1030–1039, 2014.
[7] Mobile, China, “C-RAN: the road towards green RAN,” White Paper, ver, vol. 2,
2011.
[8] A. de la Oliva and J. A. Hernandez and D. Larrabeiti and A. Azcorra, “An overview
of the CPRI specification and its application to C-RAN-based LTE scenarios,” IEEE
Communications Magazine, vol. 54, no. 2, pp. 152–159, February 2016.
[9] Common Public Radio Interface: eCPRI Interface Specification, “eCPRI specification
v1.0,” August 2017.
[10] J. Bartelt, P. Rost, D. Wubben, J. Lessmann, B. Melis, and G. Fettweis, “Fronthaul
and backhaul requirements of flexibly centralized radio access networks,” IEEE
Wireless Communications, vol. 22, no. 5, pp. 105–111, Oct 2015.
147

148

BIBLIOGRAPHY

[11] 3GPP RAN3, “TR 38.801 V14.0.0,” Mar 2017, Available at: http://www.3gpp.org/
ftp/Specs/archive/38_series/38.801/.
[12] 3GPP, “TS38470, F1 general aspects and principles,” July 2019.
[13] “5G Deployment considerations,

Ericsson White Paper,

2018.” [Online].

Available: https://www.ericsson.com/4a5daa/assets/local/networks/documents/
5g-deployment-considerations.pdf
[14] IEEE 802.1 Working Group, “Time-Sensitive Networking (TSN),” Available at:
https://1.ieee802.org/tsn/.
[15] ——, “Time-Sensitive Networking for Fronthaul,” Available at: https://1.ieee802.
org/tsn/802-1cm/.
[16] X. Costa-Perez, A. Garcia-Saavedra, X. Li, T. Deiss, A. de la Oliva, A. di Giglio,
P. Iovanna, and A. Moored, “5g-crosshaul: An sdn/nfv integrated fronthaul/backhaul
transport network architecture,” IEEE Wireless Communications, vol. 24, no. 1, pp.
38–45, February 2017.
[17] S. González, A. de la Oliva, X. Costa-Pérez, A. Di Giglio, F. Cavaliere, T. Deiß,
X. Li, and A. Mourad, “5G-Crosshaul: An SDN/NFV control and data plane
architecture for the 5G integrated Fronthaul/Backhaul,” Transactions on Emerging
Telecommunications Technologies, vol. 27, no. 9, pp. 1196–1205, 2016.
[18] A. Garcia-Saavedra, G. Iosifidis, X. Costa-Perez, and D. J. Leith, “Joint optimization
of edge computing architectures and radio access networks,” IEEE Journal on Selected
Areas in Communications, 2018.
[19] S. Jain, A. Kumar, S. Mandal, J. Ong, L. Poutievski, A. Singh, S. Venkata, J. Wanderer, J. Zhou, M. Zhu et al., “B4: Experience with a globally-deployed software
defined WAN,” in ACM SIGCOMM Computer Communication Review, vol. 43, no. 4.
ACM, 2013, pp. 3–14.
[20] “CORD: Central Offices Re-architected as Datacenters.” [Online]. Available:
https://wiki.onosproject.org/pages/viewpage.action?pageId=3441030
[21] ONF, “Open Networking Foundation,” https://www.opennetworking.org/, accessed:
2017-05-18.
[22] Specification, OpenFlow Switch, “Version 1.5.1,” Open Networking Foundation, 2015.
[23] ITU-T, “Operations, administration and maintenance (OAM) functions and mechanisms for Ethernet-based networks,” ITU Telecommunication Standardization Sector,
Reccomendation G.8013/Y.1731, August 2015.

BIBLIOGRAPHY

149

[24] IEEE, “Connectivity Fault Management,” Institute of Electrical and Electronics
Engineers, Standards for Local and metropolitan area networks 802.1ag, December
2007.
[25] C. J. Bernardos, A. de la Oliva, P. Serrano, A. Banchs, L. M. Contreras, H. Jin,
and J. C. Zuniga, “An architecture for software defined wireless networking,” IEEE
Wireless Communications, vol. 21, no. 3, pp. 52–61, June 2014.
[26] M. Chiosi, D. Clarke, P. Willis, A. Reid, J. Feger, M. Bugenhagen, W. Khan,
M. Fargano, C. Cui, H. Deng et al., “Network functions virtualisation: An introduction, benefits, enablers, challenges and call for action,” in SDN and OpenFlow world
congress, vol. 48.

sn, 2012, pp. 1–16.

[27] European Telecommunications Standards Institute (ETSI), “Network Functions
Virtualisation (NFV),” Industry Specification Group (ISG), 2012. [Online]. Available:
https://www.etsi.org/technologies/nfv
[28] ETSI, “Network Functions Virtualisation (NFV); Architectural Framework,” Group
Specification 002 v1.2.1, December 2014.
[29] Amazon, AWS, “Announcing Amazon Elastic Compute Cloud (Amazon EC2)- beta,”
2006.
[30] P. Bosshart, D. Daly, G. Gibb, M. Izzard, N. McKeown, J. Rexford, C. Schlesinger,
D. Talayco, A. Vahdat, G. Varghese et al., “P4: Programming protocol-independent
packet processors,” ACM SIGCOMM Computer Communication Review, vol. 44,
no. 3, pp. 87–95, 2014.
[31] A. de la Oliva, J. A. Hernández, D. Larrabeiti, and A. Azcorra, “An overview of
the CPRI specification and its application to C-RAN-based LTE scenarios,” IEEE
Communications Magazine, vol. 54, no. 2, pp. 152–159, 2016.
[32] Ericsson AB, Huawei Technologies Co. Ltd, NEC Corporation, Alcatel Lucent and
Nokia Networks, “Common Public Radio Interface (CPRI); Interface Specification
v7.0,” 2015.
[33] Small Cell Forum, “Small cell virtualization functional splits and use cases version
SCF159.07.02 Release 7,” January 2016, Available at: https://scf.io/en/documents/
159_-_Small_Cell_Virtualization_Functional_Splits_and_Use_Cases.php (Accessed 29 May 2018).
[34] ——, “Document 082.09.05, FAPI and nFAPI specifications, Release 10,” May
2017, Available at:
specifications.php.

https://scf.io/en/documents/082_-_nFAPI_and_FAPI_

150

BIBLIOGRAPHY

[35] “Next Generation Fronthaul Interface,.”
[36] IETF, “Deterministic Networking (DetNet),” Available at: https://datatracker.ietf.
org/wg/detnet/about/.
[37] L. A. Wolsey and G. L. Nemhauser, Integer and combinatorial optimization.

John

Wiley & Sons, 2014.
[38] “IEEE Approved Draft Standard for Local and Metropolitan Area Networks–Bridges
and Bridged Networks,” IEEE P802.1Q-REV/D2.2, January 2018 (Draft Revision of IEEE 802.1Q-2014, incorporating IEEE Qcd-2015, IEEE 802.1Qca-2015,
IEEE 802.1Q-2014/Cor1-2015 IEEE 802.1Qbv-2015, IEEE 802.1 Qbu-2016, IEEE
802.1Qbz-2016 IEEE 802.1Qci-2017, IEEE 802,1Qch-2017), pp. 1–2000, Jan 2018.
[39] Open Networking Foundation (ONF), OpenFlow Table Type Patterns, Version 1.0,
August 2014.
[40] N. Molner, S. González, T. Deiß, and A. De la Oliva, “The 5G-Crosshaul Packet
Forwarding Element pipeline: measurements and analysis,” in Cloud Technologies
and Energy Efficiency in Mobile Communication Networks (CLEEN), 2017 Fifth
International Workshop on.

IEEE, 2017, pp. 1–6.

[41] P. Emmerich, S. Gallenmüller, D. Raumer, F. Wohlfart, and G. Carle, “Moongen:
A scriptable high-speed packet generator,” in Proceedings of the 2015 Internet
Measurement Conference.

ACM, 2015, pp. 275–287.

[42] L. Lu, X. Zhang, R. Funada, C. S. Sum, and H. Harada, “Selection of modulation
and coding schemes of single carrier phy for 802.11ad multi-gigabit mmwave wlan
systems,” in 2011 IEEE Symposium on Computers and Communications (ISCC),
June 2011, pp. 348–352.
[43] S. Gonzalez-Diaz, A. Garcia-Saavedra, A. De La Oliva, X. Costa-Perez, R. Gazda,
A. Mourad, T. Deiss, J. Mangues-Bafalluy, P. Iovanna, S. Stracca et al., “Integrating
fronthaul and backhaul networks: Transport challenges and feasibility results,” IEEE
Transactions on Mobile Computing, 2019.
[44] C. Kidd, “What is a hyperscale data center?” 2018, accessed: 2020-09-09. [Online].
Available: https://www.bmc.com/blogs/hyperscale-data-center/
[45] A.

Andreyev,

facebook

data

“Introducing

data

center

network,”

09. [Online]. Available:

center

fabric,

2014,

the
accessed:

next-generation
2020-09-

https://engineering.fb.com/production-engineering/

introducing-data-center-fabric-the-next-generation-facebook-data-center-network

BIBLIOGRAPHY

151

[46] A. Greenberg, J. R. Hamilton, N. Jain, S. Kandula, C. Kim, P. Lahiri, D. A. Maltz,
P. Patel, and S. Sengupta, “Vl2: a scalable and flexible data center network,” in
Proceedings of the ACM SIGCOMM 2009 conference on Data communication, 2009,
pp. 51–62.
[47] M. Al-Fares, A. Loukissas, and A. Vahdat, “A scalable, commodity data center
network architecture,” ACM SIGCOMM computer communication review, vol. 38,
no. 4, pp. 63–74, 2008.
[48] A. Greenberg, P. Lahiri, D. A. Maltz, P. Patel, and S. Sengupta, “Towards a next
generation data center architecture: scalability and commoditization,” in Proceedings
of the ACM workshop on Programmable routers for extensible services of tomorrow,
2008, pp. 57–62.
[49] R. Niranjan Mysore, A. Pamboris, N. Farrington, N. Huang, P. Miri, S. Radhakrishnan, V. Subramanya, and A. Vahdat, “Portland: a scalable fault-tolerant layer 2
data center network fabric,” in Proceedings of the ACM SIGCOMM 2009 conference
on Data communication, 2009, pp. 39–50.
[50] E. Rojas and G. Ibáñez, “Torii-hlmac: A distributed, fault-tolerant, zero configuration
fat tree data center architecture with multiple tree-based addressing and forwarding,”
in 2012 IEEE Global Communications Conference (GLOBECOM).

IEEE, 2012,

pp. 2523–2528.
[51] E. Rojas, J. Alvarez-Horcajo, I. Martinez-Yelmo, J. M. Arco, and J. A. Carral, “Ga3:
scalable, distributed address assignment for dynamic data center networks,” Annals
of Telecommunications, vol. 72, no. 11-12, pp. 693–702, 2017.
[52] D. Comer, R. H. Karandikar, and A. Rastegarnia, “Dcnet: A new data center
network architecture,” in 2017 IEEE 7th Annual Computing and Communication
Workshop and Conference (CCWC).

IEEE, 2017, pp. 1–6.

[53] Y. Hu, M. Zhu, Y. Xia, K. Chen, and Y. Luo, “Garden: generic addressing and
routing for data center networks,” in 2012 IEEE Fifth International Conference on
Cloud Computing.

IEEE, 2012, pp. 107–114.

[54] F. Wang, L. Gao, S. Xiaozhe, H. Harai, and K. Fujikawa, “Towards reliable and
lightweight source switching for datacenter networks,” in IEEE INFOCOM 2017IEEE Conference on Computer Communications.

IEEE, 2017, pp. 1–9.

[55] D. Lopez-Pajares, J. Alvarez-Horcajo, E. Rojas, A. Asadujjaman, and I. MartinezYelmo, “Amaru: Plug&play resilient in-band control for sdn,” IEEE Access, vol. 7,
pp. 123 202–123 218, 2019.

152

BIBLIOGRAPHY

[56] H. Acharya, J. Hamilton, and N. Shenoy, “From spanning trees to meshed trees,” in
2020 International Conference on COMmunication Systems & NETworkS (COMSNETS).

IEEE, 2020, pp. 391–395.

[57] IEEE Std 802-2014, “IEEE Standard for Local and Metropolitan Area
Networks: Overview and Architecture,” IEEE Standard, 2014. [Online]. Available:
https://ieeexplore.ieee.org/document/6847097
[58] IEEE Std 802c-2017, “IEEE Standard for Local and Metropolitan Area
Networks: Overview and Architecture–Amendment 2: Local Medium Access
Control (MAC) Address Usage,” IEEE Standard, 2017. [Online]. Available:
https://ieeexplore.ieee.org/document/8016709
[59] IEEE Project P802.1CQ, “Standard for Local and Metropolitan Area
Networks: Multicast and Local Address Assignment,” Draft. [Online]. Available:
https://1.ieee802.org/tsn/802-1cq/
[60] Roger
ing
2018.

Marks,
in

the

[Online].

“Address
Data

Assignment

Center,”

Available:

IEEE

for

Stateless

Project

Flow-Zone

P802.1CQ

Switch-

contribution,

http://www.ieee802.org/1/files/public/docs2018/

cq-Marks-flow-zone-addressing-0118-v00.pdf
[61] ONF, “OpenFlow switch specification,” Open Networking Foundation, Version 1.5.0,
Dec 2014.
[62] M. Mathis, J. Semke, J. Mahdavi, and T. Ott, “The macroscopic behavior of the
TCP congestion avoidance algorithm,” ACM SIGCOMM Computer Communication
Review, vol. 27, no. 3, pp. 67–82, 1997.
[63] S. Gonzalez-Diaz, R. Marks, E. Rojas, A. De la Oliva, and R. Gazda, “Stateless
Flow-Zone Switching using Software-Defined Addressing,” Unpublished manuscript,
IEEE Access, 2020.
[64] T. Koponen, M. Casado, N. Gude, J. Stribling, L. Poutievski, M. Zhu, R. Ramanathan, Y. Iwata, H. Inoue, T. Hama et al., “Onix: A Distributed Control
Platform for Large-scale Production Networks,” in OSDI, vol. 10, 2010, pp. 1–6.
[65] A. Tootoonchian and Y. Ganjali, “HyperFlow: A distributed control plane for
OpenFlow,” in Proceedings of the 2010 internet network management conference on
Research on enterprise networking, 2010, pp. 3–3.
[66] A. Dixit, F. Hao, S. Mukherjee, T. Lakshman, and R. Kompella, “Towards an elastic
distributed SDN controller,” ACM SIGCOMM Computer Communication Review,
vol. 43, no. 4, pp. 7–12, 2013.

BIBLIOGRAPHY

153

[67] P. Berde, M. Gerola, J. Hart, Y. Higuchi, M. Kobayashi, T. Koide, B. Lantz,
B. O’Connor, P. Radoslavov, W. Snow et al., “Onos: towards an open, distributed
sdn os,” in Proceedings of the third workshop on Hot topics in software defined
networking.

ACM, 2014, pp. 1–6.

[68] A. Ford, C. Raiciu, M. Handley, and O. Bonaventure, “TCP extensions for multipath
operation with multiple addresses. RFC6824, 2014.”
[69] R. Van Der Pol, S. Boele, F. Dijkstra, A. Barczyk, G. van Malenstein, J. H. Chen,
and J. Mambretti, “Multipathing with mptcp and openflow,” in High Performance
Computing, Networking, Storage and Analysis (SCC), 2012 SC Companion:. IEEE,
2012, pp. 1617–1624.
[70] R. van der Pol, M. Bredel, A. Barczyk, B. Overeinder, N. van Adrichem, and
F. Kuipers, “Experiences with MPTCP in an intercontinental OpenFlow network.”
[71] B. Sonkoly, F. Németh, L. Csikor, L. Gulyás, and A. Gulyás, “Sdn based testbeds
for evaluating and promoting multipath tcp,” in Communications (ICC), 2014 IEEE
International Conference on.

IEEE, 2014, pp. 3044–3050.

[72] C. Nakasan, K. Ichikawa, H. Iida, and P. Uthayopas, “A simple multipath openflow
controller using topology-based algorithm for multipath tcp,” Concurrency and
Computation: Practice and Experience, vol. 29, no. 13, 2017.
[73] K. Nguyen, K. Ishizu, H. Murakami, F. Kojima, and H. Yano, “A Scalable and
Robust OpenFlow Channel for Software Defined Wireless Access Networks,” in
Vehicular Technology Conference (VTC Fall), 2015 IEEE 82nd.

IEEE, 2015, pp.

1–5.
[74] C. Paasch, S. Barré et al., “Multipath TCP in the Linux kernel,” www.multipath-tcp.
org, accessed: 2017-07-18.
[75] C. Raiciu, M. Handley, and D. Wischik, “Coupled congestion control for multipath
transport protocols,” Tech. Rep., 2011.
[76] M. Xu, Y. Cao, and E. Dong, “Delay-based congestion control for mptcp,” IETF,
Individual Submission, Internet Draft draft-xu-mptcpcongestion-control-02, 2015.
[77] R. Khalili, N. Gast, M. Popovic et al., “Opportunistic linked-increases congestion
control algorithm for mptcp,” 2013.
[78] A. Walid, Q. Peng, J. Hwang, and S. H. Low, “Balanced linked adaptation congestion
control algorithm for mptcp,” IETF, Individual Submission, Internet Draft draftwalid-mptcp-congestion-control-03, 2015.

154

BIBLIOGRAPHY

[79] Bocci, M. and Bryant, S. and Frost, D. and Levrau, L. and Berger, L., “A Framework
for MPLS in Transport Networks,” Internet Engineering Task Force (IETF), RFC
5921, July 2010.
[80] IEEE, “Provider Backbone Bridge Traffic Engineering,” Institute of Electrical and
Electronics Engineers, Standards for Local and metropolitan area networks 802.1Qay,
August 2009.
[81] 3GPP, “Service requirements for next generation new services and markets,” 3rd
Generation Partnership Project (3GPP), TS 22.261, December 2018.
[82] ——, “System Architecture for the 5G System,” 3rd Generation Partnership Project
(3GPP), TS 23.501, March 2018.
[83] N. Bram, K. Mario, V. Sofie, C. Didier, and P. Mario, “How can a mobile service
provider reduce costs with software-defined networking?” International Journal of
Network Management, vol. 26, no. 1, pp. 56–72, 2015.
[84] S. Tomovic, N. Prasad, and I. Radusinovic, “Sdn control framework for qos provisioning,” in 2014 22nd Telecommunications Forum Telfor (TELFOR), November
2014, pp. 111–114.
[85] H. E. Egilmez, S. Civanlar, and A. M. Tekalp, “An optimization framework for
qos-enabled adaptive video streaming over openflow networks,” IEEE Transactions
on Multimedia, vol. 15, no. 3, pp. 710–715, April 2013.
[86] S. Tomovic, I. Radusinovic, and N. Prasad, “Performance comparison of qos routing
algorithms applicable to large-scale sdn networks,” in IEEE EUROCON 2015 International Conference on Computer as a Tool (EUROCON), September 2015, pp.
1–6.
[87] J. W. Guck, A. V. Bemten, M. Reisslein, and W. Kellerer, “Unicast qos routing
algorithms for sdn: A comprehensive survey and performance evaluation,” IEEE
Communications Surveys Tutorials, vol. 20, no. 1, pp. 388–415, Firstquarter 2018.
[88] G. Bianchi, M. Bonola, A. Capone, and C. Cascone, “Openstate: Programming
platform-independent stateful openflow applications inside the switch,” SIGCOMM
Comput. Commun. Rev., vol. 44, no. 2, pp. 44–51, 4 2014. [Online]. Available:
http://doi.acm.org/10.1145/2602204.2602211
[89] M. Moshref, A. Bhargava, A. Gupta, M. Yu, and R. Govindan, “Flow-level
state transition as a new switch primitive for sdn,” in Proceedings of the
Third Workshop on Hot Topics in Software Defined Networking, ser. HotSDN
’14.

New York, NY, USA: ACM, 2014, pp. 61–66. [Online]. Available:

http://doi.acm.org/10.1145/2620728.2620729

BIBLIOGRAPHY

155

[90] S. Pontarelli, R. Bifulco, M. Bonola, C. Cascone, M. Spaziani, V. Bruschi, D. Sanvito,
G. Siracusano, A. Capone, M. Honda, F. Huici, and G. Siracusano, “Flowblaze:
Stateful packet processing in hardware,” in 16th USENIX Symposium on Networked
Systems Design and Implementation (NSDI 19). Boston, MA: USENIX Association,
Feb. 2019, pp. 531–548.
[91] P. Bosshart, G. Gibb, H.-S. Kim, G. Varghese, N. McKeown, M. Izzard, F. Mujica,
and M. Horowitz, “Forwarding metamorphosis: Fast programmable match-action
processing in hardware for sdn,” in Proceedings of the ACM SIGCOMM 2013
Conference on SIGCOMM, ser. SIGCOMM ’13. New York, NY, USA: ACM, 2013,
pp. 99–110. [Online]. Available: http://doi.acm.org/10.1145/2486001.2486011
[92] R. Bifulco, J. Boite, M. Bouet, and F. Schneider, “Improving sdn with
inspired switches,” in Proceedings of the Symposium on SDN Research, ser. SOSR
’16.

New York, NY, USA: ACM, 2016, pp. 11:1–11:12. [Online]. Available:

http://doi.acm.org/10.1145/2890955.2890962
[93] C. Cascone, D. Sanvito, L. Pollini, A. Capone, and B. Sanso, “Fast failure
detection and recovery in sdn with stateful data plane,” International Journal of
Network Management, vol. 27, no. 2, pp. e1957–n/a, 2017, e1957 nem.1957. [Online].
Available: http://dx.doi.org/10.1002/nem.1957
[94] ITU-T, “Specification and Description Language - Comprehensive SDL-2010,” ITU
Telecommunication Standardization Sector, Reccomendation Z.102, April 2016.
[95] IEEE, “Bridges and Bridged Networks Amendment: YANG Data Model,” Institute
of Electrical and Electronics Engineers, Standards for Local and metropolitan area
networks 802.1Qcp, March 2017.
[96] MEF, “Service OAM Fault Management YANG Module,” Metro Ethernet Forum,
Specification MEF 38, April 2012.
[97] ——, “Service OAM Performance Monitoring YANG Module,” Metro Ethernet
Forum, Specification MEF 39, April 2012.
[98] IEEE, “Precision Clock Synchronization Protocol,” Institute of Electrical and Electronics Engineers, Standard for Networked Measurement and Control Systems 1588,
July 2008.
[99] ITU-T, “Timing characteristics of a synchronous Ethernet equipment slave clock,”
ITU Telecommunication Standardization Sector, Reccomendation G.8262, January
2015.

156

BIBLIOGRAPHY

[100] M. Lévesque and D. Tipper, “A Survey of Clock Synchronization Over PacketSwitched Networks,” IEEE Communications Surveys Tutorials, vol. 18, no. 4, pp.
2926–2947, Fourthquarter 2016.
[101] S. González, A. De la Oliva, C. J. Bernardos, and L. M. Contreras, “Towards a
resilient openflow channel through mptcp,” in 2018 IEEE International Symposium
on Broadband Multimedia Systems and Broadcasting (BMSB). IEEE, 2018, pp. 1–5.
[102] L. Cominardi, S. Gonzalez-Diaz, A. de la Oliva, and C. J. Bernardos, “Adaptive
telemetry for software-defined mobile networks,” Journal of Network and Systems
Management, pp. 1–33, 2020.

