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Abstract 
Almost since the introduction of smartphones, biometric recognition became the main way to 

protect them from unwanted use. Biometric recognition provides gives smartphones with a capable 

security system that is easy to use. This factor is the major key of biometric recognition, it does not 

require learning or the memorization of codes. Since their introduction, biometric modalities have tried 

to become ever more usable to become generally more accepted by the general public. So far, two major 

biometric modalities have managed to establish themselves: fingerprint and facial recognition. 

However, they are not perfect. 

Fingerprint and facial recognition succeeded in finding their places in the market because they 

managed to reduce the interaction with the security system. Smartphone security went from 

introducing a sequence of numbers to just placing a finger on a sensor or looking into a camera. Yet this 

interaction can be reduced even further. Instead of the user making an action for the system, the system 

can record an action that the user does regardless of security system. This means that, when the user is 

making a natural action such as typing or walking, the system will use that action to recognize them. 

This thesis is centred around one of such biometric modalities. 

Gait is defined as the manner of walking unique to each individual. We perform this action every 

time we move, making it an ideal biometric sample for a no-interaction system. A gait recognition 

system would record the information from the user while they are walking and use that data to grant 

or deny access. However, such systems are yet to be implemented for two main reasons: performance 

and robustness. The accuracy of gait recognition is still far from what can be found on the facial and 

fingerprint state of the art. Even more worrying is its robustness, as there are several concerns regarding 

what factors influence our gait. If we walk differently when we change clothes, when we change pace 

or when we are tired, the information that the system could obtain is unusable for user recognition. This 

thesis aims to bring this biometric modality one step closer by advancing these two factors. The 

contributions of this thesis are on the forefront of newer algorithms that advance the capacity of gait 

recognition and study the variables that may influence our gait.  

The first major contribution of this thesis is the development of the Manhattan Rotation Algorithm 

(MRA). The MRA was developed based on the state of the art and the use of distance metrics to compare 

gait signals. The MRA introduced a new signal segmentation algorithm as well as an optimization of 

the resources obtained from the raw gait signal. The MRA studied how to divide gait signals to select 

the most relevant aspects to perform the recognition. This makes the MRA not only a competitive 

algorithm in terms of accuracy, but it also allows it to be a fast algorithm that requires little hardware 

to be deployed. This could mean that the MRA could be implemented on a pre-existing smartphone via 

an app, with no extra hardware required. 

The second major contribution is the development of a different gait recognition algorithm named 

Deep Gait Algorithm (DGA). The DGA makes use of deep learning in order to process the input data. 

This allows for a more detailed view of the signal and a more accurate response. The DGA has shown 

some of the best accuracy results of the state of the art, showing its value in a commonly used gait 

recognition benchmark. The DGA may be too complex to be implemented on smartphones nowadays, 

but with the developments/advancements in IoT and higher-powered smartphones, implementation 

could become viable soon.  

The final contribution of this thesis comes in a group of operational evaluations. Several 

evaluations have been performed, each answering questions that tend to arise when talking about gait 

recognition. How long do I need to walk? What if someone does not want to be recognized? What if I 

change shoes? These and more questions have been evaluated and answered. These evaluations are key 

to determine the theoretical limit of gait recognition and to ascertain what challenges future research 

will face when trying to develop or implement a gait recognition system. 
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Resumen 
Casi desde que comenzamos a usar “smartphones”, el reconocimiento biométrico se convirtió en 

la principal manera de proteger nuestros dispositivos frente a posibles ataques, ya que este tipo de 

reconocimiento es capaz de equilibrar la alta seguridad con un uso sencillo. Este positivo balance es la 

clave de los sistemas biométricos, pues no requieren aprendizaje o memorización de códigos. Desde su 

introducción, estos sistemas han intentado incrementar su usabilidad manteniendo su calidad de 

protección. Hasta el momento, dos modalidades han alcanzado un puesto en el mercado: el 

reconocimiento por huella dactilar y el reconocimiento facial. Sin embargo, no son perfectas. 

Los reconocimientos facial y dactilar han alcanzado esta posición porque han conseguido reducir 

la interacción entre los usuarios y el sistema de control de accesos. La seguridad de los teléfonos móviles 

pasó de obligar al usuario a introducir una serie de números, a permitirle simplemente colocar un dedo 

sobre un sensor o mirar a una cámara. Sin embargo, esta interacción se puede reducir aún más. En vez 

de que el usuario tenga que realizar una acción a través del sistema, este podría capturar acciones que 

el usuario lleva a cabo de forma natural. Por ejemplo, mientras el usuario usa su teléfono o camina, el 

sistema debería ser capaz de utilizar estas acciones para reconocerlo. Esta tesis doctoral se centra en este 

tipo de modalidades biométricas. 

“Gait” es el término con el que se denomina en inglés a la forma de andar. El gait de cada individuo 

es único y esto lo convierte en una muestra óptima para un reconocimiento biométrico con una 

interacción mínima. Un sistema biométrico basado en el gait tomaría muestras del usuario mientras este 

camina y permitiría o negaría su acceso usando solo esta información. Por desgracia, sistemas de este 

tipo no han sido implementados por dos razones principales: precisión y robustez. La precisión del 

reconocimiento por gait está aún lejos de ser comparable con la del reconocimiento facial o por huella 

dactilar. Más problemática es incluso la robustez, ya que hay varios factores que no se sabe aún si 

pueden influir o no en nuestra forma de andar. Si modificamos nuestra forma de andar cada vez que 

cambiamos de ropa, caminamos a mayor velocidad o estamos cansados, la información que obtendría 

el sistema sería inestable. Esta tesis doctoral intenta que el reconocimiento por gait dé un paso adelante 

y esté más cerca de ser útil, tratando de mejorar ambos aspectos. Sus contribuciones principales se 

pueden sintetizar en la introducción de dos nuevos algoritmos para el reconocimiento por gait y en el 

estudio de los factores que podrían modificar su implementación. 

La primera contribución es el desarrollo del Manhattan Rotation Algorithm (MRA). El MRA se ha 

elaborado basándose en el estado del arte y usa algoritmos de distancia para comparar señales de gait. 

El MRA fue introducido inicialmente como una nueva forma de segmentar este tipo de señales y se 

desarrolló como un algoritmo completo de reconocimiento, incluyendo la optimización de los recursos 

disponibles. Con el MRA, se ha estudiado cómo segmentar señales y seleccionar los fragmentos más 

representativos para poder reconocer a un usuario. Esto hace que el MRA no sea solamente competitivo 

en materia de precisión, sino también en velocidad y requerimientos “hardware”. Esto significaría que 

el MRA podría ser implementado mediante una app en teléfonos móviles que ya están en el mercado. 

La segunda contribución de esta tesis es el desarrollo de un segundo algoritmo, llamado Deep Gait 

Algorithm (DGA). El DGA hace uso del “deep learning” para procesar las señales recibidas. Esto 

permite que el sistema tenga una visión más detallada de las señales de gait y, por lo tanto, una precisión 

superior. El DGA ha demostrado disponer de uno de los mejores resultados en el estado del arte, 

mostrando su valor en una de las bases de datos más usadas para comprar algoritmos. Es verdad que 

puede resultar demasiado complejo para ser implementado en los teléfonos que usamos actualmente. 

No obstante, con los avances realizados en comunicaciones inalámbricas y con teléfonos de mayor 

potencia, se podría asistir a su implementación en poco tiempo. 

La tercera contribución de esta tesis se deriva de una serie de evaluaciones operacionales. Varias 

evaluaciones han sido realizadas respondiendo a preguntas comunes, tales como “¿cuánto tiempo tengo 

que andar para que el sistema me reconozca? ¿qué ocurre si cambio de zapatos¿ ¿y si no quiero ser 

reconocido?” Estas y otras preguntas han sido resueltas a través de las evaluaciones realizadas, que son 

clave para superar los límites teóricos que el reconocimiento por gait tendrá que resolver en el futuro. 
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It has been almost two decades since the world first saw a smartphone. In this time, smartphones 

have changed the way we interact with the world. Nowadays, smartphones are a tool considered by 

many as essential. With them, we can take pictures, access social media, bank information, make 

payments, etc. It has become such an important tool that its security has been of great importance almost 

since its release. 

Smartphone security has unique challenges that might not be a major concern in other security 

systems. Whereas in most secure systems like building access, bank security, border controls, etc., the 

main objective of the system is solely security, in smartphones there is a requirement of usability. When 

securing a smartphone, we cannot focus only on its security but also on how it is going to be used. 

Smartphone security must take into account that it will be used by a range of diverse social groups 

whose characteristics and requirements can vary greatly. Moreover, the user is going to access the 

smartphone several times a day. Therefore, the security system of a smartphone must be secure, 

accessible and fast. 

The first approach to smartphone security was the Personal Identification Number (PINs) - a code 

of four to six digits that the users had to memorize and type every time they wanted access the phone. 

Most users did not give much thought on the PIN and used easy to remember codes such as birthdays. 

This is a problem because with just a few tries, someone could gain access to the phone. Even worse, 

since many people found this repetition tedious, they would simply remove the access systems all 

together. Patterns came as a solution to this problem, whereby the user would draw a pattern on a grid 

(usually 3x3) to access the phone. This allowed them to bypass the problem of using important dates 

but generated new ones: the user could make a mistake when drawing the pattern, shoulder surfing 

was easier since the movement was clearer, and possible combination are more limited.  

Then came fingerprint recognition, a simple system in which the user just needed to place a finger 

on a sensor. These systems require no memorization, except which finger to place; it was easy to use 

and secure. The first smartphone that featured a fingerprint sensor was the Pantech GI100 back in 

2005[1]. However, fingerprint in smartphones would not be popularized until its release on the iPhone 

5s, in 2013. Since the boom of fingerprint recognition, it was clear that biometric recognition was the 

access system manufacturers were looking for. However, fingerprint is not the only biometric modality 

that can be implemented on smartphone. As a matter of fact, nowadays facial recognition has seen its 

own place on the market. Nevertheless, there is still interest in making better access systems, both in the 

security aspect as well as the accessibility. This is where behavioural biometrics come into play. A 

behavioural biometric is one that does not focus on a physical trait, but on how the user performs an 

activity. These activities can vary from how to write a signature [2]–[4], how we use our phone [5] [6]or, 

in the case of this dissertation, how we walk. 

Gait is the name given to the characteristic movement of a person, or animals, when walking. Each 

individual has their own characteristic gait [7]. If there was a system that could record those movements 

from a smartphone’s embedded sensors, it could be virtually transparent to the user. Ideally, the system 

would detect when a user is walking, record the walking signal and compare it to the template of the 

user. This system could even recognize the user before they try to access the phone, making a zero 

response time system to the eyes of the user. Furthermore, the access system could be part of a larger e-

health system [8], [9], giving information on the number of steps, rhythm and exercise activity.  

The use of this system would not have to be limited to just the access of information on a 

smartphone. With a recognition system like this, it could be used as border control or as building access 

[10],[11].  In such cases, there would be a central system which stores the templates of enrolled users, 

and the smartphone would record the gait of the user and sent it to the central server. Once received, 

the server would carry out the necessary processes and comparisons to determine if the user is granted 

access or not. Since the smartphone would be recording the walking signal long before the user gets 

close to any door or border, the response time would again be zero. 

If such a system exists, it begs the question: why are we not using it? The reality is that all this could 

be achieved in an ideal case scenario, but we have not reached it yet. Inertial Based Gait Recognition 

(IBGR) is still in its infant state [12]. There is much improvement to be made in its recognition ability, 
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which in no way is  comparable to other biometrics such as fingerprint [13]–[15] or facial  recognition 

[16]–[19].  

These differences in performance may come due to the nature of the biometric traits. It is possible 

that our fingerprints are less similar than our gaits. Nevertheless, we must not forget that fingerprint 

recognition started in the XIX century, while gait recognition is much younger, even more if we consider 

IBGR. This “infant” age of gait recognition may indicate that it needs more study and that there is still 

hope that it would be able to compete with the other biometric modalities. 

As proof of gait being young, there are more theoretical questions to be asked, especially when 

considering variables: what influences someone’s gait? Would minor changes in gait be disruptive, or 

could systems still maintain their performance? And so on and so forth.  Similar questions have already 

been solved for fingerprint such as humidity or print latency. Unfortunately, IBGR has not been around 

long enough to respond to these questions. To make IBGR a feasible biometric modality, we need to 

both improve performance and answer the questions of influential variables. 

This work focuses on the implementation of gait recognition in smartphones and whether it would 

be capable of living up to the promise of an ideal system. To do so, this dissertation will not only focus 

on the reduction of error rates in lab scenarios but will also try to analyse influential variables that future 

work could find challenging to solve. To that end, this thesis will present new algorithms that have 

improved the state of the art of gait recognition. It will al analyse the different variables that a system 

in the wild would find and determine if it would influence the gait system or not. 

Two algorithms are presented, each taking a different approach on what IBGR would need: 

• The first is a simple algorithm, which tries to minimise the amount of data it needs to perform 

recognition. Simplicity is the main focus of the algorithm. With this, we expect to reduce the 

amount of computational power needed as well as the response time.  

• The second algorithm solely focuses on obtaining the best verification performance. It might 

result computationally costly for a smartphone, but in the world of the Internet of Things (IoT), 

it would only require an internet connection. Servers would perform the recognition, whereas 

the smartphone would only take care of pre-processing.  

In addition, several influential variables have been studied. These variables were chosen because 

they represent some of the most common questions when presenting IBGR to the public: Does phone 

position influence? What about the kind of footwear? How long do I need to walk to be recognized? 

These variables, and more, have been tested and are presented in this dissertation. 

 This thesis is divided in four parts: 

• Part I establishes the groundwork that the thesis is built upon. To do so, it starts with the 

chapter dedicated to the state of the art, which is divided between Biometric as a whole, and 

the more specific cases of gait recognition and IBGR. After the state of the art, an explanation 

on machine learning is given since one of the developed algorithms is based on this technology. 

• Part II focuses on the two algorithms that have been developed. There is an introductory 

chapter on the raw signals that the algorithms are obtaining from the inertial sensors. This is 

followed by the first developed algorithm and its optimization. Then, the deep learning 

algorithm is shown in a similar fashion. Finally, both algorithms are compared among 

themselves as well as to the state of the art. 

• Part III is dedicated to the evaluations of influential variables. Each chapter will focus on a 

different evaluation of a possible influential variable. At the end of Part III, a conclusion chapter 

is presented to envelop the conclusions derived from all variables that have been studied. 

• Part IV is the conclusion and discussion, in which the thesis will be closed. This part is a more 

general view of the achievements of this thesis as well as some discussion on the influence the 

thesis may have, and how it could be followed and improved upon.   



State of the Art  4 

Chapter 1 State of the Art 

BIOMETRICS 

 “Biological and behavioral characteristic of an individual that can be detected and from which 
distinguishing, repeatable biometric features can be extracted for the purpose of automated recognition of 
individuals. Biological and behavioral characteristics are physical properties of body parts, physiological and 
behavioral processes created by the body and combinations of any of these.”  

-Encyclopaedia of Biometrics[20]. 
 
Defining biometrics is not an easy task. This definition might be argued by some people in the 

community of biometric as it simplifies the requirements to qualify as a biometric trait. However, it is a 
good introduction on what we consider biometrics: A biological or behavioural characteristic that we 
can use to recognize individuals. The difficulty is to determine when a human trait can actually be used 
to recognize. Many discussions might be had on which characteristics are indispensable for a biometric 
to have, but one of the most common ones are the following: 

Universality: everybody must have the biological trait or be able to perform the behaviour. 
Permanence: it must not change with time. This usually relates to how our biological traits 
changes when we are young versus when we are of elder age. 
Measurability: the biometric trait must be quantifiable. 
Performance: the system must be able to perform with little to no errors. 
Acceptability: users must be willing to use these systems. 
Circumvention: it should be hard to vulnerate the biometric trait by imitation or by an artefact. 

Fulfilling these characteristics perhaps are not black and white. If we take universality as an 
example, even fingerprint may not fulfil this characteristic because there are people without fingerprints 
either from birth, accidents or extensive labour. Which is why usually biometric traits are said to have 
high, medium or low correlation with each characteristic.  

Regardless of which characteristics are used to define biometrics, it is important to denote that 
there are two types: biological and behavioural. Nowadays, most users are familiar to one or two 
biometric modalities of the former type, commonly fingerprint and facial recognition. However, there 
are biometric traits that do not look at how a person looks or has, but rather how they perform an 
activity or an action. If an activity fulfils the six characteristics mentioned, we consider it to be a 
behavioural biometric modality. Most well-known behavioural biometrics are hand-written signature 
[21], [22] and voice recognition [23]–[25] (Although in some classifications voice might be taken as 
biological or a mixture of both).  

If a behavioural trait complies with the requirements, it is treated the same way as biological trait 
and therefore it follows the same biometric system structure.
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General Schematic for a Biometric System 

Now that we have determined our biometric sample, we need to process it to determine identity. 
Although each biometric sample is different, and therefore requires specific processes, many biometric 
systems seem to hold to the general schematic in Figure 1. In it, we can see five different subsystems 
and three different paths to go through them.  

Focusing on the subsystems we see: 
Data capture subsystem: in this point we see the presentation of the biometric sample to the 
input sensor. For example, a fingerprint being placed on a capacitive fingerprint sensor. 
Signal processing subsystem: now that the sample has be digitalize, we need to clean it. This 
process varies between biometric samples. In some cases, it would mean to filter the signal or 
remove unwanted information. In some others, there is an entire process in which an image is 
transformed into a matrix of numbers. At this stage we can also find the quality control, which 
will let us know if the sample taken is clear enough to be processed. If it is not, the system 
would go back to the data capture subsystem or cancel the process altogether. 
Data storage subsystem: in this subsystem we keep the samples for later use. This may seem 
simple, but a lot of consideration must be taken so that samples are cypher and securely stored. 
Comparison subsystem: usually is composed of a single algorithm. Which will take two 
samples and compare them. Depending on the system, the comparison algorithm can be of 
similarity or of distance. Similarity algorithms give a probable value on the two samples 
belonging to the same user, the higher the value the more similar. On the other hand, the 
distance-based algorithm calculate how far are the signals of being identical, therefore the 
smaller the result the more similar they are. 
Decision subsystem: depending on the process taken this subsystem varies. The main objective 
of this system is to take the hard answer of the system. It decides whether the value given in 
the comparison subsystem is good enough to consider the samples to belong to the same user 
or not. This is usually done by a threshold value, which separates the rejection and acceptance 
answers.  

 

Figure 1: General Biometric System[26] 
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As mentioned, there are three ways of going about these subsystems: enrolment, verification and 
identification. Enrolment is a common process of any biometric system, but the verification and 
identification process are usually grouped in what is called the “recognition phase”: 

The enrolment process can be compared as introducing yourself to someone. In the enrolment 
process the system stablish the information of a new user. In this case the user presents their 
biometric sample (or samples if the system requires it) and their identity (in the form of an ID, 
username, etc.). The biometric trait is then processed into the pattern that would be use in the 
recognition phase. Finally, this pattern is stored together with the identity of the user for later 
use. 
The recognition phase can be of two types: 
 Identification, also referred as 1: N comparison, aims to find a user from a group. It is 

referred as 1: N for it will take one sample from the user and try to find the best match in 
N possible candidates, usually giving a list of most likely candidates. To do so, the system 
compare the sample with all samples enrolled, then it ranks the users from more likely to 
less and gives the list back. In many systems, if the presented sample is not similar enough 
to any enrolled sample, the system would determine that it does not belong and give no 
candidate list back. 

 Verification on the other hand, is referred as 1:1 comparison. In this case, the user gives 
together with their sample, the ID of the enrolled user they are claiming to be. The system 
searches for the enrolled sample of that specific user and compares both samples. If 
samples are similar enough, the system gives a successful recognition, else a rejection. 

Identification systems are commonly used in forensics to obtain suspects lists or in building access, 
in which you just need to recognize their users from a group of individuals. Verification is more 
commonly seen in smartphone access or bank account access since sensitive information should only 
been shown to the specific user. Since this thesis focuses on smartphone gait recognition, we would 
focus from now on in verification system rather than identification systems.

With the system in mind, we can now focus on how we evaluate the performance of one system 
over another. 

Errors in biometric systems and how to evaluate them  

The quality of a verification system lies in its decision subsystem: Is the system capable of 
distinguishing users or not? Of course, the performance of an entire system is not given only by one of 
its subsystems, but its errors are better evaluated at this point. To understand its errors, we must 
understand how the system declares a user to be verified or not. 

A verification algorithm would take the pattern of the claimed user and the presented sample. The 
algorithm compares them and outputs one of two possibilities: a probabilistic value of the likelihood of 
the samples to belong to the same user or a distance between the given sample and the template. In 
essence, the information is the same: how similar or how distant these two samples are. We will focus 
on distance metrics since they are the ones most commonly used in gait recognition.  

As such, the algorithm gives a numeric value representing the distance between the two samples. 
The smaller the distance, the more similar they are. This distance is then compared to a threshold value. 
If the distance is smaller than the threshold the user is verified, if its bigger the user is rejected. Therefore, 
higher thresholds tend to verify more often than smaller thresholds. Tampering with this threshold can 
be dangerous since a verification system can make two types of mistakes: giving a verified answer to 
the wrong user or rejecting the right user. To understand the errors that can occur between different 
thresholds we first have to understand some concepts: 

“Mated comparison”: When two samples of the same user are compared.  
“Non-Mated comparison”: When two samples of two different users are compared 
“False Match”: When a non-mated comparison is given a positive response. 
“False Non-Match”: When a mated comparison is given a negative response. 
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• “False Match Rate (FMR)”: The proportion of false matches of a system at a specific threshold. 

• “False Non-Match Rate (FNMR)” The proportion of false Non-matches of a system at a specific 

threshold. 

These concepts are important to understand how we evaluate the performance of a verification 

algorithm. Most importantly the FMR and FNMR. We need to understand the duality of these errors. 

When we tamper with the value of the threshold of the algorithm, we are changing the system FMR and 

FNMR.  

A higher threshold which is more permissive would have more positive results. This means that 

both mated and no-mated comparison are getting through the system. This would decrease the FNMR 

as it would be rare to reject a mated comparison. Nevertheless, it would increase the FMR since non-

mated comparisons are also getting through. On the other hand, a smaller threshold which is more 

restrictive will see the opposite happen. It would increase the FNMR and decrease the FMR. We can 

represent this association by viewing the system’s Detection Error Trade-off (DET) such as the one in 

Figure 2. 

 

Figure 2: Generic DET curve [26] 

In a DET curve is represented the FMR in x axis and the FNMR in the y axis. The lines in the graph 

shows how increasing the FMR for a system modifies its FNMR. This allows to represent several 

systems at the same time and compare them. Examining the DET curve one missing component should 

surprise: the value of the threshold. In the DET curve we are more interested on how modifying the 

threshold affects the system, but not the specific values of the threshold. Which is why we can only 

determine the relationship between the FMR and FNMR of a system. In general, the better performing 

systems are the one closest to the down left corner (smaller errors). So, in the case of this graph, we 

could say that system A has the lowest performance overall. System B although performing similarly it 

is still far from being the best performing system. Systems D and E have an interesting interaction where 

they cross, at which points it depends on what the final system would want. If we wanted a more secure 

system, willing to have rejection of mated users we would select system E over D. This is because we 
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would be looking for smaller values of FMR and the equivalent values of FNMR of system E are smaller. 
The opposite would happen if we wanted a more usable system. Regardless, the most interesting system 
might be system C. At first glance it looks like it is not performing as well but consider that it is very 
consistent with its FNMR. If we were to select this system, we know that we can select very low values 
of FMR and maintain a small FNMR. 

It shall also be noticed that in every plot there is a point where the FMR and the FNMR have the 
same value (marked with the black line), we call this point the Equal Error Rate (EER). This point is of 
great use when comparing different systems from different articles. Ideally, we should always compare 
systems with their entire DET curve, because in some applications we may be more interested in low 
FMR and in other low FMNR. However, comparing graphs from one study to another can be difficult 
which is why the EER is commonly used when comparing different approaches from different studies. 
It must be noted that in this case, if we only had the information of the EER the list of systems from 
better to worse would be D, E, B, C and A. This is does not correspond exactly with our previous 
analysis, but it does give a general view of the results. 

With all this general information on how biometric systems work and how we evaluate them, we 
can now focus on the specific case of gait biometrics. 

 GAIT  

Gait is the name given to the manner of walking. We can use the term gait to distinguish between 
species (The gait of a horse is different from the one of a lion). This difference is clear since each specie 
has different physiognomy. Something as simple as having two, four or a hundred legs influence our 
gait. That is why a lion does not walk the same way as a human or a centipede. Moreover, the gait of 
the individuals of a specie differs from one another. This difference may not be as clear as between 
species, but it is still there. It works the same way as the eye of a cat is completely different form that of 
a person, but between people there are also differences in eye colours and shapes, although more these 
differences are more subtle.  

To understand the differences between gaits, it is important to understand its common structure. 
Gait is a pseudo periodic movement, meaning, that when we move, we repeat the same movement with 
slight variations. Such is, that we can break down the different stages of a gait like in Figure 3. In it we 
can see the stages of what is called a Gait Cycle (GC). A GC is the full movement that we repeat 
repeatedly when walking. The individual stages of the GC are not of such importance for this work, but 
there are some interesting observations that can be made.  

 

Figure 3: Gait Cycle and its stages [27] 
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Looking at Figure 3 we can see that the movement is actually mirrored, at the point of “Right foot 
heel strike” we have done half of the movement and the other half is going to repeat on the opposite 
foot. From this image we can also figure out when the force is maximum and minimum. The moment 
of Toe-Off we should see the major force action since we are elevating the entire leg, this force should 
reduce until foot strike. On the opposite side, once the foot has stroke, it is not showing much force since 
it is stationary while the other leg swings. Although this a break down version of a GC, it is important 
to note that all these movement take little time, around one second on average, making the movement 
very dynamic. 

This is the common structure of gait, but each individual performs it differently. These differences 
can go from how fast we perform each period, how much force we exert each time, the orientation of 
our legs, the rhythm, etc.  Even so, we still have to determine if these differences are enough to 
distinguish between individuals. 

GAIT IN BIOMETRICS 

Once we have seen what gait and biometric recognition are, we need to see how they combine. We 
have previously mentioned the five main characteristics a behavioural trait needs to be considered for 
biometric recognition: universality, permanence, measurability, performance, acceptability and 
circumvention. At this point we can determine if gait has these characteristics.  

Universality: walking is a common trait of all humans. It is true that we must consider that 
some people unfortunately have lost their ability to walk due to illness or accidents. However, 
on a general scale, we can consider gait to be a universal trait. 
Permanence: ensuring permanence can prove to be a long process, since it would require 
following the same users along the years to determine how their gait vary with time. The 
closest we have is age estimation. Some studies have tried to classify the age of their user solely 
using their gait [28]–[30]. Even in these cases, the average error is around five years. Therefore, 
although we cannot ensure gait would change with time, we can estimate that at a saved 
pattern would last for half a decade. 
Measurability: there are several elements that can be quantified from a gait: from length stride, 
swing, acceleration, etc. Which means that it is a measurable trait. 
Performance: this trait can highly vary depending on the technology. In the case of IBGR 
systems like the one presented, there is still work to be done in order to improve this specific 
characteristic but there is no reason to believe there is a performance ceiling.  
Acceptability: the acceptability of gait recognition has not been greatly studied since is still a 
young biometric methodology. Although in theory, since it is a noncontact biometric modality, 
the system should not be invasive to the user and therefore acceptable. 
Circumvention: estimating circumvention on a biometric modality is complicated since every 
security measure has vulnerabilities. Nevertheless, we can say that some studies have proven 
that gait is not an easy to circumvent modality[31]–[33]. 

Regardless of whether these characteristics are more or less fulfilled, one can argue that the best 
way to see if we can consider gait as a biometric modality is by looking at the state of the art. Gait 
biometrics have been around for some time and have been widely considered a biometric modality since 
the late 90’s [34]–[36]. Since then, gait biometrics have been an active research for along the years as we 
will see in this section. 

In this section we are going to explore the state of the art of the three major technologies used for 
gait recognition as well as some of the emerging technologies. These three major technologies are: video, 
pressure and inertial gait recognition.  
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Video Based Gait Recognition 

 Video based gait recognition makes use of optical cameras in order to recognize the users. 
Traditionally these cameras have been 2D [37] although in recent years 3D cameras, such as the ones in 
a Kinect system, have been seeing increase interest [38]. Camera Based Gait Recognition (CBGR) has 
been stablished as a way of security as well as non-cooperative recognition. Some of the usable cases of 
this technology would be to recognize or track robbers, kidnappers or missing people. Face recognition 
can also be used in similar cases, but in cases where the face is obstructed or the camera does not have 
the necessary quality, CBGR could work with that modality [39]–[41]. Compared to other gait 
technologies, the use of cameras has the advantage of recording additional information from the users 
such as their clothing or location. 

CBGR has been one of the most active research of gait recognition. This expansive research means 
that different researchers tackle the problem in different ways, which means that there is no common 
structure that all CBGR system follow. Nevertheless, there are some common approaches that are taken 
and improve by different researchers. In 2D cameras there are two main approaches to the recognition 
method: model based and model free. Of these two methods we can distinguish more ramifications, but 
these two are the more general classifications. 

Model based approaches try to infer the skeleton of the user from the recorded video. In practice 
the system creates a model of the body of the user and then uses that model as their input features. 
These models help to obtain numerical values for the characteristics of the user. For example, in 
structural gait recognition, different parameters are obtained from the user: stride length, height, speed, 
etc. [42]. A different model based approach is the 3D model, in which a skeleton of the user is drawn 
over the image [43], [44]. This approach usually requires two or more cameras recording the movement 
to obtain a 3D space. These models are more robust to changes in the camera position since the skeleton 
can be used to determine movement on a 3D space. 

The other approach to 2D video gait recognition is model free, or holistic approach. In which, rather 
than infer metrics from the walking patterns, the image itself is used as the parameters. This category 
can be divided in two, although it is not uncommon to see the two approaches used at the same time. 
The first approach is the spatiotemporal approach, it requires the use of the video sequence as input. In 
this approach entire sequences are used and compare either frame by frame or by obtaining sequence 
of data. A more elaborate spatiotemporal approach uses Gait Energy Images (GEI) [45], [46] in which 
the frames of the user are compressed into a single image, making it easier to store and more direct to 
compare (as variation are more visible). The second model free approach uses statistical features. The 
statistical features are essentially the silhouette of the user when walking without any feature extraction 
[43] . This approach is simple but at the same time it suffers when using different clothing or different 
camera angles. 

These structures have proven competitive results in the state of the art, which is why CBGR has 
been considered the major technology for gait recognition. Nevertheless, this technology has its 
limitations. CBGR cannot properly work in token systems, in which users carry their identity rather 
than store it in a central system, there is the concern of personal data, storage of long sequences of video, 
placement of the cameras, etc. Nevertheless, this does not mean that gait could not be applied in those 
cases, other technologies are being studied that could fulfil the job required by these systems. 

Inertial Based Gait Recognition 

This thesis is based on inertial based gait recognition (IBGR) and its application to smartphone 
security. IBGR tries to find a more user centric approach to the application of biometric technology, 
being its main focus cooperative user authentication. This means that it is intended mainly to develop 
a way for the user to willingly identify themselves. This kind of recognition could be applied in several 
scenarios, but nowadays the biggest application is on smartphones. The overall idea would be to use 
the sensors of a smartphone to recognize the user. This is reminiscence of fingerprint and face 
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recognition: a biometric trait to unlock the phone. However, unlike face and fingerprint recognition, 

IBGR does not require specific hardware, it uses inertial sensors that are commonly included in 

smartphone. Most commonly, IBGR studies use accelerometers and gyroscopes. If IBGR were to take 

place in the market, it could be done as a general app, without a requirement of buying new phones or 

new hardware. In addition, a fully developed IBGR could bring a system that is even less intrusive than 

fingerprint, since it could work in the background. This way, when the user is walking, the system 

would start the recognition and by the time the user wants to access the phone, the system would 

already determine whether the user is recognized or not. Moreover, these systems do not have to be 

limited to smartphone locking but also as an identity token. Building and border control could use 

wireless communication to retrieve the recognition information and determine if the user has access or 

not. 

When looking at the state of the art of this technology, we can see that it is a young biometric 

technology. The first implementation of IBGR was in 2005 by Ailisto et al. [47]; this was a simple 

implementation on an accelerometer sensor attached to the waist of the users. In 2010 the first 

implementation on smartphones was created by Derawi et al. [48]. The following years have been 

mainly dedicated on the improvement of algorithms in order to reduce error rates. 

The first approach to IBGR were distance metric-based algorithms. A distance metric-based 

algorithm would pre-process a signal, usually following a signal processing method and then compare 

the process signal by a distance metric (Euclidean, Manhattan or a dedicated one). Most notably of this 

approach were the algorithms of Gafurov [49], Derawi [50], Rong [51] and Trung [52]. The major 

difference among these algorithms is their way to pre-process the signal: 

• Rong and Gafurov detect the Gait Cycles (GCs) by measuring differences in value of the 

acceleration at a fixed time window. This approach detected the first acceleration spike that 

meant the initiation of the walking signal and then select GCs with a sliding window.  

• Derawi used a similar window but with correlation. It first selected a subset of the signal and 

used it as a sliding window. When the correlation was high enough it would determine a new 

GC has been found. To fine tune the start and ending of a GC it searches for local minima in 

the vicinity of the end of the GC.  

• Trung applies a phase registration technique. This technique uses Dynamic Time Warping to 

determine the path a signal must take to be the considered equal. By looking at signals with 

similar paths, a periodicity can be developed.  

All these methods are just to divide the signal into its GCs. After extracting the GCs, the algorithms 

had different methods of comparison: Trung and Rong used DTW while Gafurov used Euclidean 

distance and finally Derawi developed his own metric distance called the Circular Rotation Metric 

(CRM). 

As time passed, Machine Learning (ML) started to become an approach to biometrics that gained 

popularity. This popularity was transferred to IBGR with the work of Zhong et al. and their Gait 

Dynamic Image (GDI) [53]. The GDI is a relation between the input values with its predecessors, 

meaning, the feature at time “t” is the comparison of that input with all previous inputs. This makes 

that the gait signal is no longer a one-dimensional signal but rather an image, so to speak, which width 

is the number of timestamps and its height is the number of features used. The GDI is then processed 

by a Gaussian Mixture Model (GMM) and create identity vectors, also known as i-vectors. The use of 

the i-vector is a common practice on voice recognition and has proven good results. 

Lastly came the use of neural networks, with the work of Nguyen et al. [54] which first represents 

the walk of the user in a matrix, then extracts features with a Convolutional Neural Network (CNN) 

and finally classifies with a Support Vector Machine (SVM). This kind of NN works better when the 

input is two dimensional, which is why the algorithm uses a projection of the signal in two dimensions. 

To do so, it segments the signal in portions, by an empirical estimate of GC length, and projects the 

acceleration on different planes transforming the signal into a matrix. By treating the matrix as an image, 

the algorithm then runs a CNN to extract the final features. Later on, those features are classified by the 

SVM. 
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All these algorithms can be considered the state of the art of IBGR. Nevertheless, comparing results 

from algorithms that use their own databases can be complicated, for each can have different number 

of users, hardware configuration, conditions, etc. Which is why Ngo et al. created the Osaka University 

Database (OUDB) [55]. If we compare the OUDB with the DB that presented the original algorithms as 

in Table 1, we can observe there are big differences among them.  

Table 1. Databases used in the state of the art 

Name 

Users 

(Male/ 

Female) 

Visits  

per user 
Sensors 

Dynamic  

Range 

Frequency 

 (Hz) 

Path 

size (m) 

Sensor 

Position 

Ailisto 

[47] 
19/17 2 Accelerometer - 256 20 

Waist 

Back 

Gafurov 

[49] 
30 4 Accelerometer - 100 20 Ankle 

Derawi 

[50] 
60 12 Accelerometer ±6g 100 20 

Waist 

left 

Rong 

[51] 
11/10 5 Accelerometer - 250 30 

Waist 

Back 

Trung 

[52] 
25/7 5 

Accelerometer  

Gyroscope 
- 100 2 min Back 

Zhong 

[53] 
20 2 Accelerometer - - - - 

Ngo [55] 389/355 2 
Accelerometer  

Gyroscope 

±4g                        

±500 deg/s 
100 9 

Waist 

Back 

 

The OUDB has the greatest number of participants, while still maintaining an almost 50/50 

proportions of genders. It utilizes both accelerometer and gyroscope (which are commonly embedded 

in smartphones). Finally, the OUDB is open access, allowing for benchmarking. All these characteristics 

allowed several algorithms to be tested on it, making comparison between algorithm more accurate. 

Among the algorithms tested in the DB we can find the ones presented in this Chapter as seen in Table 

2 . In it we can see how newer algorithms are managing to get lower EERs as time passes. It is important 

to note that although Zhong et al. achieved the lowest EER they used one sample for training their 

algorithm and one sample for testing from all users. The concepts of training and testing will be 

explained in the following Chapter and why this could have influenced the validity of such result. 

Table 2: Benchmark in state of the art IBGR 

  Training Testing Results (EER) 

Trung et al. [33] - 744 20.20% 

Gafurov et al. [49] - 744 15.80% 

Rong et al. [51] - 744 14.30% 

Derawi  et al. [50] - 744 14.30% 

Zhong  et al. [53] 7441 7441 5.60% 

Nguyen et al. [54]   60/140 744   10.64%/10.43%   

1 One visit for training and enrolment, one visit for testing. 
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Although state of the art of IBGR focuses on reducing error rates, there are other points of interest. 
To have a real case scenario there is also a need to see what factors influence the system. With factors 
marked as influential we can determine in which cases the systems would work as well as 
improvements to be made. With a technology as young as IBGR there is little study on influential factor, 
but it still important to study. 

1.3.2.1 Influential Variables in Gait 

The question of what can influence an IBGR system started early in the development of the state of 
the art. Gafurov and Snekkenes first analyse the influence of different shoe types in 2008 [56]. In this 
work they study the influence of different shoes that vary in the ankle height, containing the mobility 
of the ankle. The conclusion of this work was that this constrain does vary the performance but slightly. 
It is important to note that the sensor in this study was placed in the ankle, which is more reminiscent 
of a “smartshoe” rather than a “smartphone”. Regardless, we can assume that the variation of the 
walking signals would be observable even if the phone is in a different position. However, Gafurov and 
Snekkenes are not the only ones that study footwear. Le Moing and Stengel perform a similar study 
including different walking surfaces and footwear [57]. While the different surfaces did not show a high 
influence, their study also show that wearing open shoes like flipflops does heavily penalize the 
recognition system. 

Another focus of IBGR variability is the walk of the user itself and its variations. This leads to 
questions on speed of the walk or the difference between straight paths and curved paths. This was one 
of the studies made by Kjetil Holien in [58]. In it we can see studies on walking speeds (slow, normal 
and fast) as well as curved paths. From the study we can see that the speed of the walks is not heavily 
influential when comparing walks of the same speed. However, when using normal speed as an 
enrolment and different speeds as verifications error rates increase. These results were similar with the 
curved paths, in which when comparing to straight normal walking would increase the EERs. On the 
line of walking paths there is also the work of De Marsico et al.[59] in which gait stabilization is study. 
The concept behind gait stabilization is that the longer we walk, the more stable our gait becomes, 
eliminating variability and therefore easier to compare. Their findings show that the hypothesis holds 
true and the longer the walking sample, the better the performance of the IBGR system. De Marsico et 
al. followed this work another study on the cross-device recognition[60], which not only showed that 
comparing signals from different devices can increase error rates, but also showed that different devices 
could have different results. 

With this we can see that the state of the art on IBGR is a young one. Unlike in CBGR there not that 
many trends to track in terms of what types of algorithms are being used, but rather the specific 
algorithms that have been developed. Likewise, when looking at the state of influential variables there 
are still several questions there are still left unanswered.  

Other Gait Recognition Technologies 

Although this thesis is solely based in IBGR it is worth seeing other technologies that have 
appeared in the last decade. These technologies show that the use of gait as a biometric trait is a field 
with wide interest. It also shows that the major discrepancy in gait recognition is how to obtain the gait 
signals. 

1.3.3.1 Pressure Based Gait Recognition 

On the idea of access control there is yet another technology that could be used: pressure sensors. 
In pressure-based gait recognition, an array of pressure sensors is used to record the steps of the user in 
order to obtain the biometric sample. There are two main methods of using these sensors, either by 
placing them on the floor [61]–[63] or inside the shoe of the user[64]–[68]. 
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A floor sensor could be placed on the access of specific areas of a building or in in security controls. 

By making users walk on top of the sensors the system would be able to recognize the users. On the 

other hand, shoe sensors can be carried by the user and then send signals to a central server when 

getting close to a secure area. However, pressure-based gait recognition does not seem to have an 

extensive research at least in the field of recognition. The referenced studies are fairly separated in time 

with very little citations and active publications. This might change with the publication by Costilla-

Reyes et al. [62] in which a DB of more than 120 users was introduce allowing for researchers without 

the economic power to buy a sensitive mat to still research in this field.  

Nevertheless, pressure based gait recognition has also seen research in medical fields in which 

pressure mats have been studied for rehabilitation an abnormalities in gait [69], [70] as well as walking 

intention and assistance [71], [72]. 

1.3.3.2 Wi-Fi Based Gait Recognition 

A more recent approach to gait recognition is the use of Wi-Fi signals to detect and recognize users’ 

walking patterns. This recent technology first seen in 2016 by the work of Zhang et al. [73] and has been 

followed in the last 3 years[74]–[76]. To use this technology, it is required to use a Wi-Fi transmitter 

which would periodically transmit packets that are captured by a receiver. A user walking between the 

transmitter and the receiver would distort the signal enough to be recognized.  

This technology is still young and has yet to prove its validity. No large DB have been formed and 

most studies have less than 10 users to prove their validity. Nevertheless, if this technology could be 

deployed it would truly be a cheap implementation of gait recognition as nowadays, we are surrounded 

by Wi-Fi devices. 

1.3.3.3 Sound Gait Recognition 

As the final gait recognition technology there needs to be a mention for the work of Patrick Bours 

and Adrian Evensen: “The Shakespeare Experiment: Preliminary results for the recognition of a person 

based on the sound of walking” [77] in which they study the possibility of user recognition by the sound 

of their gait. As to date the only article dedicated to this technology.  



Machine Learning  15 

Chapter 2 Machine Learning 

As computers have become more powerful, the way we see signal processing has changed. It is 
unavoidable to hear new applications of machine learning and, more specifically, neural networks. Even 
in biometrics there has been an upstream of use of machine learning [78]–[80], including gait 
recognition. For this reason, it is important to understand machine learning and when is it proper to use 
it. 

One of the main reasons why machine learning (ML) has become so popular is that it is a common 
tool that can be used for different solutions. There is the theory that ML is not the best solution to any 
problem, but it consistently is the second-best solution to all problems that can be applied to. This is a 
strong statement to be said specially without a way to back it up. But time and time again, it has been 
seen that applying ML to problems find optimize solutions. Which means that knowing how to use ML, 
we can ensure that a problem is solvable. Unfortunately, ML is not a simple algorithm that can be easily 
applied, it still requires knowledge on how to use it and it can vary from problem to problem. Which 
means that being an expert of ML does not qualify to solve any kind of problem. To solve a specific 
problem, it is needed to have expertise in the problem in question. Which is why to create a biometric 
recognition system is not as simple as simply applying ML, there needs to be an expertise on how a 
biometric system works. We have already explored how biometric systems works including IBGR, now 
we will focus on one of the tools that can be applied to that problem. In this chapter, we are going to 
focus on how to select the proper machine learning algorithm as well as some common examples. Later 
on, we will focus on the use of neural networks, a subset of machine learning. 

SELECTING THE PROPER MACHINE LEARNING ALGORITHM 

Before we analyse ML as a solution, we need to understand what kind of problems ML can solve. 
When analyzing a problem for machine learning, we are merely determining in what category of 
machine learning applications it lands. Machine learning algorithms can be grouped in three types of 
applications, as seen in Figure 4: 

Supervised learning: when the expected outcome of the system is known. These systems need 
to process the input to give what is called a “label”. A label is the type or class that input 
belongs to, for example, a picture of a cat would be the input data and its label would be “cat”. 
To be able to classify the input data, the algorithm is first trained with data that has already 
been labeled by its supervisor, the developer. The labeled data helps to determine the 
performance of the system as it learns and allows to “teach” it. When the system is learning it 
compares the labels it produces to the correct ones, depending on how well or badly the system 
did, it will modify itself and try again. When the system cannot seem to make a better 
performance, it is ready to test itself with a different database. Within supervised learning we 
find two categories: classification and regression. The major difference is if the output is 
discrete or continuous. A discrete supervised learning algorithm can be used for classification 
or object detection, while the regression algorithm can make predictions on continuous 
environment such as market predictions.   
Unsupervised learning: when there is no clear outcome. These systems are trying to group 
and distinguish data, but without a clear hard classification. In this way, there is no correct or 
wrong answer. The system will try to improve itself by distinguishing groups until there is no 
further separation. Unlike supervised learning, the training data may not have labels and even 
if it does, it uses them differently. Since unsupervised learning is separating groups, it may try 
to create its own groups without any labels, if the data has labels, it will cluster groups of the 
same labels. These groups are formed by creating a feature vector for each sample, inputs 
belonging to the same group would have similar features while having different values to other 
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groups. This can be complicated specially when having a high number of groups since it could 
mean there is not enough space to enclose each group perfectly. Once again, unsupervised 
learning is divided in two types: cluster and feature reduction. Clustering methods take the 
data and creates groups or clusters to differentiate, while feature reduction modifies the data 
so that it eliminates unnecessary information, create new features derive from the input or 
simply transforms it. 
Reinforced learning: when instead of an output, the system needs to react to the environment. 
Systems in these solutions are called “agents” since they are not trying to make a solution but 
rather react to its environment. These agents are trained by use of rewards and milestones. A 
common implementation is what we commonly refer as Artificial Intelligence (AI). The way 
an agent is trained is giving a positive reward when reacting the desire way with its 
environment and negative rewards when failing to interact. For example, an agent playing 
chess would receive a reward for killing enemy pawns and getting closer to a checkmate 
situation, being the biggest reward winning the game. Like wise if the agent starts losing it will 
receive negative rewards. 

To select the proper algorithm, we first need to determine in what of the three categories our system 
would land. It so happens that we know that biometric recognition is of two types: identification and 
verification. Identification has a limited number of possible candidates and when a new biometric trait 
is presented it must be categorized in one of the already enrolled users. This sounds very much as 
supervised classification learning. This further supported by the use in the state of the art of supervised 
learning in identification systems [81], [82]. Verification, on the other hand, has an undetermined 
number of users. It does have the advantage that when a user wants to verify it does give the ID it is 
trying to verify as. However, since the number of IDs is unknown it is not a simple classification. In this 
case, it can be argued that verification resides under unsupervised learning, more precisely on the 
feature reduction. Since we cannot ensure the number of users, or even if that number would change, 
the best way to make use of machine learning for these cases would be to generate a feature space. 
Feature reduction allows to simplify the input data into a more precise vector, for example from a 
picture of a fingerprint to its minutia. 

 

Figure 4: Categories of Machine Learning[83] 
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With the type of problem known, we can now choose a machine learning algorithm dedicated to 
that type of problem. There are three major feature reduction algorithms in machine learning: 

Principal Component Analysis (PCA), an algorithm that will take the input data and create 
new features by making operations of the input features. These features main characteristic is 
that they do not correlate with each other, making each one unique. In addition, features are 
order by how they variate among the input data, ranking them from PC1 to PCn, PC1 being the 
most variable. Thanks to this ranking, an algorithm can be simplified by only comparing a 
subset of the first PCs knowing that they hold most of the information. 
Linear Discrimination Analysis (LDA), like the PCA, it also creates new features from the 
input data. The major difference with respect to PCA, is that LDA ranks by differentiation 
between classes. This means that LDA requires to have some sort of label of its inputs. This is 
a great difference because instead of trying to find differentiation between each sample, it does 
for each class. Just as the PCA, the first features of the LDA are the more distinctive among 
classes, which makes it easy to reduce the number of features as the last ranked features can 
be discarded. 
Neural Networks (NN), these machine learning algorithms have seen extensive use along the 
years for many reasons. For starters, NN can be practically used in every type of machine 
learning problem. The reason being, its training algorithms, which allow the NNs to not have 
a single way of learning features but several, making it more versatile. Depending on the so 
called “loss function” a NN can learn in several different ways and solve different problems. 
This makes NN to be an extreme case of machine learning, in which by knowing the common 
structure of NN it can be applied to several problems. 

To determine the most suitable algorithm to our problem we must explore deeper into our 
problem. The PCA is commonly used when the input features do not have known classes, however 
when the data is labelled, as it is in the case of biometric recognition, LDA tends to outperform the PCA. 
The reason being, that LDA makes distinctions within the classes while PCA has a more generic 
approach. Between NN and LDA the difference resides in scalability. A common way to express it is 
with Figure 5 in which we can see the overall performance of machine learning algorithms with respect 
to the amount of data.  

 

Figure 5: Performance of machine learning algorithms with respect to the amount of data[84] 

The general idea among data scientist is that traditional machine learning algorithms, such as LDA 
or PCA, have a cap limit on how much they can learn. When the amount of data becomes too big, these 
algorithms are unable to learn more. On the other hand, NNs get more precise with more data. In 
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addition, NN can get more complex or “deeper” depending on the size, which we will see in the next 
chapter. More complex NNs means that it requires more data to outperform traditional ML, but it also 
makes it grow even further. It is true that for smaller samples of data, traditional machine learning 
algorithms raise their performance quicker than any version of NN, but is it worth in the case of 
biometric recognition? 

This question may have different answers depending on the application; for a small business with 
a simple control access a traditional machine learning algorithm may prove cost efficient. For a 
smartphone company with potentially hundred thousand users, a NN algorithm may be the more 
desirable one. In the specific use of IBGR, it can be argued that NN are the way to go, it allows scalability, 
use of vast amount of data as well as different possible training depending on if it is going to be used 
for identification or verification. 

NEURAL NETWORKS, TYPES AND TRAINING 
Neural networks (NNs) have been around since the late 1940s [85], however due to the vast 

computational power required to fully train a NN, these have not seen real implementation until the 
last decade. The reason is that a NN is formed by an immense number of very simple operations. This 
means that a CPU which makes linear operations requires a lot of time to perform the entirety of the 
operations. However, GPUs are perfect for this sort of operations. GPUs are meant to make small 
operations in parallel, allowing for a faster processing. With the introduction of this hardware and its 
availability, NN nowadays can perform faster than ever. Regardless, to understand NN we do not have 
to understand its hardware, let us focus on its smallest parts. 

A neural network is formed of “neurons”. A neuron is a simple mathematical computation. Mainly, 
a neuron is a multiplication and a sum. (Figure 6). The output y is equal to the input x multiplied by a 
weight W and summed to a biased b. Such a simple computation is the basis of neural networks. The 
idea behind neural networks is that by massively using simple equations such as this one, a system can 
develop complex solutions. 

 

Figure 6: Neuron 

The complex part of neural networks is how to connect its neurons. Neural networks are connected 
by layers. Layers are connected sequentially (although there are exceptions), the output of one layer 
becomes the input of the following one. The more layers a NN has, the deeper it is, which allows to 
more complex operations but require more data to train, as we have seen in the previous chapter. In 
each layer we find several neurons, the size of a layer is equal to the number of neurons forming it. 
Therefore, a layer of size 32, means it is formed by 32 neurons. As the NN goes deeper, more derivation 
of the information can be obtained. In the case of image processing, we could see that in the first layer 
the NN tries to differentiate lines, on the second layer it would be shapes, and so on until having even 
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faces, animals, postures, etc. While going deeper allows for more derivation, going wider allows more 

approaches to the same derivation. If the first layer is meant to find lines, the more neurons in that layer 

the more directions, sizes and girth those lines may have. 

In Figure 7, we can see a simple neural network. The input layer is the features of the input data, 

each feature is represented as its own neuron. It then goes to the hidden layers, and finally the output 

layer. This neural network could be deeper by adding more hidden layers or wider by increasing the 

number of neurons on each layer.  

 

 

Figure 7: Neural networks' structure[86] 

However, in this image we are missing another crucial element of a neural network, the activation 

gates. If we used the neural network as presented so far, there would not be any need for more than a 

single neuron. If all that neurons do is multiplication and sums, it could all be simplified by a single 

sum multiplication operation. This is due to the operations being linear. Activations gates add a non-

linearity to the operations, one such gate is the one represented in Figure 8. The sigmoid function takes 

the input z and limits its output between values of 0 and 1. This creates a nonlinear response as well as 

avoids that the output of a neuron becomes too large. By adding an activation gate after each neuron, 

there is no way of simplifying the entire network to a single operation. This is helpful since it allows the 

NN to reach complex solutions. 
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Figure 8: Sigmoid function 

Nevertheless, this gate function is not the only activation that could be used. Several activations 
functions have become popular along the years and each one may have its own applications. Sigmoid 
functions are in fact used for very specific cases, such as the output layer to determine probability of the 
sample belonging to a class. Since the output of a sigmoid function is between 0 and 1, we can use that 
value as the probability of the input to belong to a class. 

 A newer function which is vastly used is the Rectified Linear Units (ReLU). The ReLU gate can be 
represented by the equation: 

 
  Eq. 1 

 
It basically allows positive values to maintain their value, while making negative values go to 0. 

This nonlinear gate has seen a lot of use along the years since even though it is a nonlinear function, it 
does maintain much of the information from its input. While in the sigmoid function, the magnitude is 
completely lost, in the ReLU function the positive values are untouched. There other versions of the 
ReLU function which also maintains the information from negative values, but the use of those types of 
gates are still under study. 

Types of Neural Networks 

So far, we have seen the simplest version of NNs, neurons interconnected by layers and activation 
gates. These kind of NN are just one of three different types: simple neural networks also referred just 
as neural networks, Convolutional Neural Networks and Recurrent Neural Networks. These three types 
of neural networks can not only work by themselves but also together. In many cases even when using 
recurrent or convolutional neural networks the last layers are simple neural networks, also referred as 
fully connected layers. 

We will now look at the remaining two types of neural networks in order to have a full view of 
what these ML approach can achieve. 

 
 



Machine Learning  21 

2.2.1.1 Convolutional Neural Networks 

Convolutional Neural Networks (CNN) came along with the need to process images. If we were to 

take a picture of high definition, we would have an image of 1024x720 pixels and three channels: red, 

green and blue. To process this image with a neural network we would need to have an input for each 

pixel, making the input layer to have a size around the 200,000 neurons. Such a wide neural network, 

without considering the size of the hidden layers, would require a long training, making it difficult to 

find an optimal version. To solve this problem came the CNN such as the one in Figure 9. The idea 

behind CNN is instead of having an operation for each pixel, the CNN would create filters that could 

slide, or convolute, through the image. This means that a layer would be formed by convolutional filters, 

each filter would be a small matrix of neurons (6x6, 12x12 or so), this layer will convolute through the 

image in order to process it. This allows to reduce the number of neurons to train. Moreover, processing 

a pixel by itself does not take into consideration the relationship between that pixel and the ones 

surrounding it, thanks to the convolution the system can obtain more information. In addition to the 

convolutional layers we can also see the pooling layers. Pooling layers would reduce the size of the data, 

making it more concrete. This is done by taking section of the data and representing that section by a 

single number, commonly that number equals the maximum value or the mean value of that matrix. 

 

Figure 9: Convolutional neural Network[87] 

These neural networks are mainly used for image processing. Nevertheless, its applications are not 

limited to classifications. CNN have been used to generate images instead of obtaining information from 

them, they can detect elements and locate their position [88] in images as well as combine images to 

generate new ones [89], [90]. 

2.2.1.2 Recurrent Neural Networks 

If elements around a pixel are vital to understand the value of the pixel, the same happens with 

elements that follow one another. Let it be text or a sequence in time, such as music, having a sequence 

of elements can create problems: elements of the sequence can depend on its predecessors, sequences 

may be exceptionally long, sequences of the same type may vary in length, etc. So, for example, to 

classify songs in categories we may encounter all the previous problems: a note by itself has no value, 

it depends on its predecessors, different songs have different lengths and a song may have several 

thousand of samples to be classified. For these cases we use Recurrent Neural Networks (RNN). These 

RNNs are formed by a special block called “Cells” such as the one in Figure 10.  
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Figure 10: Recurring neuron[91] 

To be able to understand a sequence, we must be able to see each input with its predecessor. A cell 

can do this since it feedbacks its outputs to become new inputs. So, when a sequence is fed to the RNN 

it is done in time steps. The first step would go through the cell and obtain an output as the next step is 

being fed the previous output is concatenated. This allows to have information of previous steps. One 

way of seeing it is as in the right-hand side of Figure 10 in which the output becomes part of the next 

input, however we must remember that those cells are in reality a single one. Similarly to the CNN, by 

having a single cell the system has also reduced the number of training elements, since no matter the 

length of the sequence there is a single cell. Furthermore, since the length of the input sequence and the 

number of cells does not relate, the sequences can have various lengths, allowing to have uneven inputs. 

Otherwise, the number of inputs would always have to be the same. When talking about RNN we no 

longer talk about neurons but rather the fore mention cells, these cells are formed of neurons themselves. 

There are different ways to configure cells and each configuration has its pros and cons. Selecting one 

of these cells forms part of the design of RNNs. 

Cells are actually a configuration of neurons and activation gates. There are three major cell types 

(Figure 11): simple recurrent cells, Long Short-Term Memory cells (LSTMs) and Gated Recurrent Units 

(GRU). There is no need to dive in the complexity of how the cells work, but it is worth to point the 

concepts of each as well as their advantage and disadvantages. 

 

Figure 11: RNN cells 
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The simple RNN cell makes use of a simple operation. The tanh function is actually a FC layer with 

a tanh gate. A tanh gate is similar to the sigmoid gate we have seen before with the difference that 

instead of being limited between values [0,1] it is limited between [-1,1]. After the data has gone through 

the tanh gate, the output is then redirected as part of the following input. The major concept of this cell 

is that events happening close to the input are more influential than the previous one. As an input goes 

through the cell several times, its values are further transformed. This makes so that events happening 

closer to the input are always more influential than does long before. However, in some cases this 

samples long before may be more influential. For example, if we wanted to see the ratio between the 

peaks of GCs, we would need to have that information to travel further. To solve this problem there are 

LSTM cells. 

LSTM cells are formed with much more complex operations, but the main concept of this cell is 

that it chooses to remember or forget certain aspects of previous inputs. In this cell we can find an extra 

input which is called state C. C holds information of the previous outputs, maintaining accumulative 

information without operating on them. Thanks to this, the information can be accessed by the cell on 

the specific occasions that it is need. Once the cell decides that the information is no longer needed or 

that it needs to refresh it uses the so called forget gate. With this, the LSTM cell manages to remember 

previous knowledge while updating new information. The disadvantage of the LSTM is its complexity, 

such a number of operations are neurons could be reduced and maintain the performance in theory, 

this approach can be seen in the GRU cell. 

The GRU cell has the same focus as the LSTM in being selective on what information is worth 

keeping or deleting. However, the GRU tries to simplify the LSTM for a simpler cell, this is done by 

removing the state C seen in the LSTM. Instead of an independent lane, the GRU updates directly the 

output. To do so, the GRU is formed by a reset gate that choose to eliminate previous information or 

not as well as an update gate which updates the output with the new values. Although this is a simpler 

and faster to train cell, it does have some drawbacks. While in the LSTM the cell can choose to use 

previous values without having to modify them, the GRU must decide when to update or not. It is still 

unclear at which cases the GRU might surpass the LSTM and vice versa, this is mainly due to the GRU 

being a newer type of cell that has not seen much implementation. Since the topic of this thesis is not to 

explore the limits of ML, the GRU is preferred to be let aside and focus on LSTM when required.  

To understand neural networks, we are just missing the final piece, the training of the neural 

network. 

2.2.1.3 Training a neural network 

Along this chapter we have insisted on the process of learning or, as is more common referred to, 

training. However, we are yet to understand what this process entails. A NN, as well as any ML 

algorithm, requires training. The training process requires two main things: data and a loss function. 

While loss functions are a more generic tool, data varies between problems. The data required to train 

a ML algorithm needs to be representative of the problem that algorithm needs to solve. This not only 

means that if a NN is going to distinguish between dogs and cats, not only needs images of dogs and 

cats, but those images need to be of the same quality as the ones that are going to be use in a real scenario. 

This means, if all training images are of dogs in exterior environments, we may not be able to ensure 

that interior images would work properly. This is one of the key factors in training a NN and can mean 

the differences between a good and bad system. Specially, since this error may not come to live until 

fully testing the system or worse once it is deployed. To avoid big losses on this aspect, data is usually 

divided in two: training data and testing data. The training data is the one used to teach the NN, while 

the testing data would determine if it has learned the appropriate concepts. Both datasets need to be 

realistic, but due to some constrains such as time and resources, this could not be an option. In several 

cases, the developer must do with a pre-existing dataset to train while the testing data is being collected. 

For the examples of cats and dogs, the training data may be a database collected through the internet, 

while the testing data is a collection of images taken with the phone by the developing company. 
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Once we gather the data, we can move to the training itself. When we defined a neuron in the 

previous section, we mentioned that the input x was multiplied by a weight W and summed a bias b. 

What was not explained is how to determine the values of both weight and biases. Finding those values 

is precisely the process of training. A raw NN without any training will have random values for all its 

weights and biases, meaning that the same system does not start the same way every time is created. To 

modify these values NN go on what it is called a forward and backward propagation. 

On the forward propagation, the NN is fed examples from the training dataset. The input data is 

processed through the NN to obtain a result. At first this result would be completely random. At this 

point, the loss function would judge how well or bad the system did. Going back to the cats and dogs’ 

example, we know that the output should be two neurons, one to represent the label “dog” and another 

to represent the label “cat”. The range values those neurons should have is between 0 and 1, commonly 

fixing it by using a sigmoid gate. The loss function can then give how well or bad the system did. If the 

input image was a cat, the neuron cat would ideally be 1 and the neuron dog should be 0. The loss 

function compares the desire values to the ones obtained and gives a loss value. Different algorithms 

would use different metrics on how to judge how well or bad the system did. With this, the forward 

propagation is over, the system takes an input, process it to get an output and the loss function judges 

how well or bad it did. 

The back propagation, as its names suggest, will take the loss obtained and propagate it backwards. 

The objective of backpropagation is to minimize the loss obtained by optimizing its outputs. 

Optimization is a problem of partial derivatives, which is exactly what back propagation does by using 

of gradient descent. Without having to dwell with complex calculus, is enough to say that gradient 

descent determines how influential a change of a weight or a bias is to the output. It then uses the loss 

from the loss function and modifies the weights and biases respectably. A weight that, with little 

modification, would drastically change the output of the system is considered high value, meaning it is 

more cost effective to modify this weight than a bias without impact. This together with how well or 

bad the system does, results in modifying the entire weights and biases. 

Once the backpropagation is done, the process of going back and for is then repeated. This cyclic 

process is repeated until the modifications of the NN are so small, that the system just decides to stop 

training. The resulting NN is the final system, with all its weights and biases fully configured. It can 

now be tested with the testing data. Generally, it is expected that the performance of the NN on the 

testing data would not be as high as the one in the training, nevertheless, a properly trained NN should 

reach desirable results. If it would not, new configurations need to be tested until achieving the desire 

result.  

This is the common structure of training. However, the way that the loss function judges how good 

or bad a system has performed has been intentionally vague. The reason being that there are several 

learning algorithms that work for different occasions. To comprehend all of them we would explore 

them in the chapter dedicated to the Deep Gait Algorithm which makes use of all the elements exposed 

in this chapter. 
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To better understand the algorithms developed for this work, it is important to see the kind of 

signals they are working with. Since the focus of these systems is for smartphone access, it is logical to 

just use the sensors embedded in this device. Therefore, extra hardware like cameras, wearable sensors, 

etc. were not considered for this thesis. Within a smartphone we can find an array of sensors: camera, 

GPS, magnetometer, thermometer, barometer, accelerometer, and gyroscope are the most common that 

can be found in virtually every smartphone.  

The camera would be able to capture a great deal of data, as seen in Chapter 1. 3. 1 on camera-

based gait recognition. However, as a smartphone access system it would not be ideal. It would require 

users to record their own walking sequences, an impossibility since the users would have to extend 

their arm while walking and record their own walking sequences. The ambient sensors (thermometer, 

magnetometer and barometer) can also be discarded since these sensors could be useful for metadata 

(i.e. location) but would not give information on the walking sequences. GPS information may seem 

like a good candidate, as it could give information on the type of terrain and environment the user is 

walking in. However, information on how the user walks would be limited, even when considering that 

the GPS could be used to determine speed: at such low speeds and distances, the GPS is not precise. 

This leaves us with the accelerometer and the gyroscope. It should come to no surprise that in inertial-

based gait systems, these are the two sensors that would be used. The acceleration of the walks gives us 

the strength at different points of the walk and the rotation adds by showing how wide the stride might 

be, combined we could even obtain the distance walked and the speed. 

The accelerometers and gyroscopes found in smartphones are triaxial sensors (sensors that 

measure in three perpendicular directions). When obtaining the data from the smartphone we get six 

differentiated signals: Ax, Ay, Az, Gx, Gy and Gz where A refers to the accelerometer, G to the gyroscope 

and x, y and z are the three axes.  However, there is a problem with these sensors: they do not work in 

Real Time Operating System (RTOS). Smartphones work with regular Operating Systems (OS), most 

well-known are the Android OS and the IOS. This poses a problem when dealing with sampling 

frequency. Unlike in a RTOS, an OS is not capable of sampling at a constant frequency. Even when 

specifying a sample frequency lower than its max capacity, the samples will not be taken at specifics 

times. This means that setting a sample frequency of 50Hz could lead to sample taken anywhere 

between 0.0166s-0.025s rather than the expected 0.02s. Moreover, not all smartphones have the same 

sample frequencies capabilities. Although it is true that many smartphones could sample at around 

100Hz, it is not a given. Older smartphones may only be capable of 50Hz and future ones may surpass 

the 100Hz mark. These issues require the system to be able to deal with unstable frequencies that might 

evolve with time. Unfortunately, here is not were limitations stop. Since the system will only use a single 

smartphone for capturing data, algorithms only have information of a single spot of the gait. Unlike 

camera-based gait recognition, information about the upper body movement, clothing and environment 

is lost. Even more, we have seen that the average Gait Cycle (GC) is performed every second, yet we 

cannot determine this characteristic for the user that could be in a hurry or walk more slowly than the 

average. Which makes that each signal may be of different length even if we stablish a minimum 

distance to walk. 

And so, these are the signals our algorithms have to work with. Six signals from two sensors, in an 

inconsistent frequency, and of undetermined length. Our systems will have to resample the signal and 

normalize sampling frequencies as well as the time difference. In the case of this thesis, two approaches 

were considered. The first approach consists of a signal processing algorithm, in which the signals are 

reduced to a single magnitude vector, which is further fragmented before being used as comparisons. 

The second approach makes use of Machine Learning (ML) algorithms: it uses them to transform the 

signals into a vector in a virtual space, which is then used for comparison. Each algorithm is presented 

in the following two Chapters.  
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Chapter 3 Manhattan Rotation Algorithm 

This Chapter is dedicated to the Manhattan Rotation Algorithm (MRA), the first contribution of 
this thesis. The aim of this algorithm is to be as simple as possible so that it could be implemented in 
any kind of smartphone. The MRA only makes use of the accelerometer values and follows by reducing 
the number of signals to one, fragments the signal into the GCs, and compares them with a simple 
distance metric. By doing this, the algorithm should be simple and easy to implement. 

The idea of the algorithm comes from analysing the work made by Derawi et al. [92]. The structure 
of Derawi´s algorithm was composed of three sections: a) transformation of signals into a magnitude 
vector, b) fragmentation in GCs and c) comparison. Initially, as part of the state of the art study, the 
algorithm was replicated exactly as it is, but when analysing its process, questions arise on why doing 
things in certain ways rather than others. Several modifications were made on the fragmentation process 
as well as the comparison algorithms. These modifications were made so that the MRA performed 
differently to Derawi’s algorithm, making them two separate algorithms that follow the same structure  

In this Chapter, we will first see the structure of the MRA and how it compares to Derawi’s 
algorithm. Following the general structure, we will study the different experiments performed on the 
MRA, and how the results affected the design of the final version. Finally, some conclusions on the 
algorithm development are drawn. 

STRUCTURE OF THE MANHATTAN ROTATION ALGORITHM 

The MRA follows the same three processes of Derawi’s algorithm (Figure 12): a pre-processing 
phase, in which the accelerometer signal is transformed into one concise magnitude signal; the gait cycle 
extraction, in which the vector signal is divided into its periods; and finally, the comparison algorithm, 
which is tasked to differentiate between walking signals. The pre-processed section does not 
differentiate much from Derawi’s process, but, as it will be established, there are not many ways of 
performing this step. Distinctions for both the cycle extraction and the comparison algorithms will be 
explained in the next Section. 

 

Figure 12: Manhattan Rotation Algorithm schema 
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Pre-processing 

The first step of the MRA is to transform the triaxial signals of the accelerometer into a single signal 
because the computational cost of the processing is much lower. Nevertheless, the most important factor 
is the comparison algorithm. While comparing two signals is fairly straight forward, if we desire to 
compare three signals at the same time, problems rise. Is one signal more important than another? Are 
signals occurring at the same time? Do signals of one axis always correlate? For these reasons, it is more 
beneficial to combine the information into a single signal. 

A first approach that one could take is to just use only one of the given signals by the accelerometer: 
Ax, Ay or Az.  However, this generates a problem: the user can place the phone in different orientation. 
For example, in Figure 13 we can see the three accelerometer signals and the corresponding magnitude 
signal. By looking at this figure it is clear that comparing the X axis of this visit to the X axis of a different 
one may not be possible if the phone is oriented in a different way, changing the axis reference. If a 
system uses one of those axes, each time the user placed the phone differently the system would fail. 
Although this may work on constrained environments, on a general case scenario we cannot ensure the 
same. And so, a different approach is needed. The approach Derawi took is to use the Magnitude vector 
such as: 

 
  Eq. 2 

 
this Magnitude signal M is not affected by the sensor orientation, which allows the algorithm to work 
with the user placing the smartphone in whichever orientation. It still holds the compression of 
information by creating a signal from the three original ones. In addition, M still maintains the same 
timestamps, so it can be filtered, interpolated or modified in any way needed. 

 

 

Figure 13: Triaxial accelerometer signals of a walk and the respective Magnitude vector. 

From signal M we can start extracting GCs, however, to simplify the problem of finding these 
cycles, we first remove the average value from the signal. By doing so we are simply displacing the 
signal down, which should not influence the recognition, but it would help in the following steps in 
looking for local minimums. 
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Gait cycle Extraction 

Once M is obtained, the algorithm can look for the starting points of a cycle. Derawi’s algorithm 
would look for maximum points corresponding to the foot lifting from the ground. However, these 
points are usually surrounded by other local maxima because the lifting of the foot is not always made 
in a constant single force. 

The MRA, on the other hand, looks for the distinctive minimums that correspond to the users 
stepping their foot on the ground. This point is usually easier to be found by an algorithm, and it is 
commonly in a smoother valley. To find these points, the algorithm makes a discard method: 

First, the algorithm looks for all negative minimum peaks, as shown in Figure 14 a). In this step, 
several values are marked, most of which are just characteristic points of the walking signal. 
Within these points are the starting points of a GC, but so many more are in the list that need 
to be discarded.  
The mean of the values in the previous step is computed. All points above that value are 
removed from the candidate list. At this stage, the points usually belong to the beginning of 
each step, as shown in Figure 14 b). However, a gait cycle is composed of two steps and so there 
are still candidates that do not limit a GC.  
Lastly, the time difference between points will determine the gait cycles, as shown in Figure 14 
c)-d). Points that are considered to be too close to each other are removed from the candidate 
list by the algorithm. By doing so, the algorithm manages to find the final points that determine 
the beginning of new GCs.  

a) b) 
 
 

c)                                                                                  d) 

Figure 14: Cycle Extraction Process. a)  local minima, b) Magnitude remaining, c) Delimiting starting cycles, d) 
Final cycles (differentiated by colours). 
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From this operation, the magnitude signal M is divided in its GCs, making so that the walk of the 
user becomes a collection of GCs. These GCs will be use as templates as well as features to be compared 
when verifying the user.  

It is important to note that these GCs do not always have the same length. Some users may take 
longer than others in completing a GC. As mentioned in Chapter 2, a common GC of a normal pace user 
takes around one second, but this is not always the case. This makes that comparison algorithms need 
to either be able to compare signals of different lengths or to pad signals when comparing them. 

Manhattan Rotation 

The Manhattan Rotation (MR) came after analysing the Circular Rotation Metric (CRM) by Derawi 
et al. The concept would be to get the template of the user and the sample attempt of the person to be 
verified, obtain the distance and then rotate the attempt by one sample. This process is repeated until 
the feature vector has done a full rotation. The final distance of the two samples is the minimum distance 
obtained. We can express this with: 

 
  Eq. 3 
  Eq. 4 

 
where the distance D between GCi and GCj is given by the minimum distance d between GCi and the 
rotations of GCj. In the CRM the distance d was calculated using dynamic time warping (DTW). The 
DTW is a special distance metric since it does not require signals to be of the same length. The DTW 
contracts and expand signals to find the best possible match. However, DTW can take significant time 
to make each comparison, and since many of the signals are about the same length and the algorithm 
already rotates the signal, it was theorized than a simpler distance metric could be used. And so, instead 
of using DTW different distance metrics were studied such as the Manhattan distance. The two 
algorithms are defined with: 
 

  Eq. 5 
  Eq. 6 

 
regardless of what algorithm is used, these algorithms can only compare two GCs, however a single 
visit is composed by several GCs. To compare two walking signals, a cross comparison of GCs is 
performed. Once all distances have been calculated between GCs, the smallest distance is selected as 
the final result of the comparison algorithm. 
 

  Eq. 7 
 
where R is the result between both walks and D represents either CRM or MR. To analyse which 
algorithm performs better, we can not only dwell with the theoretical level of its process, but we also 
require to evaluate them.  
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TESTING AND OPTIMISATION 
After establishing the MR algorithm, we now need to test and optimise it. The description of the 

system given is just its core functions, but there are some aspects of the system that have been developed 
throughout experimentation, such as the comparison between the CRM and the MR algorithms. In this 
Section we will see how different modifications were given to the system to get to its final form. To do 
so, we first present the DB that was developed in order to study all these variables and how to modify 
them. Following, there are the different studies made:  

A benchmark of comparison algorithms. 
The use of representative GCs to reduce comparison time. 
The influence of filtering the signals. 
The effect of reducing the number of rotations of each signal. 
The fusion of results between GCs. 

Database 

In order to establish results and to optimise the algorithm, a new DB was developed. This DB made 
use of a smartphone application previously developed by the University Group for Identification 
Technologies (GUTI). Nevertheless, the GUTIDB presented was established to test and improve the MR 
algorithm. 

The GUTIDB was conceived to have as few influential variables as possible. The aim was to 
determine a baseline performance for the algorithm. As such, several conditions were established: 

Footwear: users used the same shoe type 
(shown in Figure 15), which was given by 
the research group. Several shoes were at 
disposition so that the user would wear 
their corresponding size. The selected shoe 
was flexible so not to feel uncomfortable to 
the users.  

 
Trousers: following the idea of the influence 
of clothing, trousers were also fixed. Since 
having enough trousers for every user 
would be difficult to determine, users were 
asked to bring their own. Nevertheless, as a restriction, trouser must be sport pants. These 
trousers were selected since they are light and do not restrict the movement of the user. 

Sessions schedule: users were asked to 
perform 6 sessions, with 2 walks per session. 
The user would perform in one day a morning 
session, an afternoon session and an evening 
session. After a minimum time of 15 days, the 
user would perform the remaining 3 sessions 
following the same schedule. Two variables 
were the focus of this conditions: firstly, we 
determine tiredness of the user by performing 
sessions in different day times; secondly, by 
separating sessions by two weeks, any 
persistent conditions should have been 
avoided. 

Figure 15: Shoes used in GUTI DB 

Figure 16: Walking corridor in GUTI DB 
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Walking path: users walked the same path using one of the corridors of the Universidad Carlos 
III de Madrid (UC3M), shown in Figure 17. Walks happened when classes were in session, 
moment in which there were very few people in the corridors. The walk was 40m long, in a flat 
surface, and indoors. By walking on the same corridor, any influence from the walking path is 
removed. 

Smartphone position: since users wore sport 
pants, placing the phone on the pocket was 
discarded. Not only pocket trousers may have 
different size, some sport pants do not have 
pockets at all. Instead, a belt and a holster were 
given to the users, as shown in Figure 18. The 
belt was placed around the waist of the user 
with the holster facing inward to avoid 
undesired bumpiness. By fixing the 
smartphone in place, the variability of 
clothing is further secured. 

A total of 23 users participated in this database under these conditions. Of those, 15 were male and 
8 were female. On average, each user performed 28 GCs per visit. With the GUTIDB, the MRA not only 
can show its performance, but also get optimised. 

CRM vs MR vs Euclidean vs DTW 

The first study conducted with the MRA was its comparison process. Two comparison algorithms 
were mentioned in the description of the MRA: the CRM and the MR. The hypothesis was that the CRM 
might be more precise for its use of DTW, but slower than the MR. Both algorithms made use of a 
rotation scheme, meaning that, to compare two GCs, they would require to make as many comparisons 
as timestamps the GCs have. This rotation takes time, no matter which distance algorithm is being used. 
So, to make sure the algorithm is not taking more time that needed, it is important to make sure these 
rotations are necessary. In this Section we study some comparison algorithms to determine if the 
rotation is necessary and whether or not the DTW performs better than a vector distance metric. 
Specifically, the algorithms studied were: the CRM by Derawi et al. [92], the MR contributed by this 
thesis, Euclidean distance, and DTW. Euclidean distance and DTW were used without any rotation of 
signals. 

For this experiment, the entire database was not used. By the time of publication of this results in 
[93], the database was still in process and only 15 users completed the required visits. This makes so 
that the smaller differences in performance may not hold in future work, but the more general and 
bigger differences can be expected to be fund. The results obtained are presented in Figure 19. 

Figure 17: Walking corridor in GUTI DB 

Figure 18: Smartphone positioning in GUTI DB 
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Figure 19: Comparison between different comparison algorithms 

The first observation we can make is that the rotation of the signal clearly benefits the comparison 

algorithms. Both Euclidean distance and DTW show worse performance than the CRM or MR 

algorithms at all points of the DET curve. At every point on the graph, the non-rotation algorithms have 

higher proportions of error rates. 

If we focus more on the CRM and MR algorithms, we can see very similar results. This is to the 

point where the MR algorithm performs better on lower False Match Rate (FMR), but the CRM performs 

better on lower False Non-Match Rate (FNMR). For values close to the (Equal Error Rate) EER, both 

signals present almost identical results. Both signals cross near their EERs, which are 16.38% for CRM 

and 16.49% for the MR and separate once again at a 60% FMR and 5% FNMR. 

From these results we can conclude that the rotation of the signal is indeed beneficial for the 

algorithm. Therefore, we must focus on the use of CRM or MR in future comparisons. A further study 

is required to determine if one comparison algorithm would outperform the other. This is done in the 

next Section, in which we will study if all GCs are required in order to perform an Inertial Based Gait 

Recognition (IBGR) system and the results of the MR and CRM on the full GUTIDB. 

 

 

Gait Recognition 
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Representative gait cycles 

Now that we have a base algorithm, we can try to optimise it. Our first focus is the GCs. The 
GUTIDB has an important characteristic, long walks. Long walks allow GCs to stabilise, eliminating 
small variations such as the initiation and termination of the walk as well as small trips or obstacles in 
the way. On average, each user performed 28 GCs per walk. For an algorithm that uses cross comparison 
such as ours, this can make each comparison a great deal of time since it is making an average of 378 
comparisons per attempt (without including the number of rotations).  

Here came the representative gait cycles. Each time the GCs of a walking signal are extracted, only 
some of them are kept as representative of the walking signal. To choose amongst the GCs, we select 
the GC within a walk that is the most similar to the rest of the walk. That way a representative GC is 
the closest to the GCs of the walk overall. To find these GCs, the MRA applies the DTW. Since the 
absolute value of the distance between GCs in this case is not relevant, there is no need to perform CRM 
or MR. The use of these algorithms would increase the GC extraction’s time, defeating the purpose of 
the representative gait cycles. The GCs are then ranked from lowest to highest average distance. Then 
the k first cycles are kept while the rest are discarded. If we select a low number of k representative GCs, 
we can expect a low response time, but more inaccurate results. On the other hand, a high number of k 
would increase the response time and reduce errors. To find an equilibrium between response time and 
accuracy, we must analyse values of k. For different values of k two tables are given: in Table 3 we see 
the time spent into comparing two walking signals; in  

Table 4 we see the EER values of both MR and CRM and how they evolve with each representative 
GC. 

 It is important to note that the times were taken by using MATLAB R2016, Windows 10 on an i7 
4790 processor with 16GB (DDR3) of RAM. Different hardware and software could vary these timings. 
Which is why the absolute values are not the main focus but rather how these values vary for different 
values of k. 

Table 3: Time per comparison (in ms) without cycle extraction time. 

k ALL 15 10 6 5 4 3 2 1 

MR 
8017.8 
±1419.1 

1965.8 
±170.0 

962.9 
±122.3 

328.9 
±44.1 

222.3 
±22.8 

151.8 
±23.2 

83.5 
±12.4 

40.2 
±12.4 

9.1 
±1.7 

CRM 7871.1 
±1205.6 

2209.8 
±220.0 

995.1 
±97.8 

352.9 
±37.2 

253.2 
±28.6 

156.4 
±14.9 

91.7 
±8.7 

39.5 
±3.8 

10.0 
±3.2 

 
If we focus on the time, we can better understand the necessity of reducing the number of GCs. 

When comparing all GCs, it takes about 8 seconds to give a respond to the user, losing the main 
advantage of this biometric modality over its competitors. With 8 second respond time, not only users 
would be reminded that there is a biometric access system at work, it would be bothersome to be waiting 
to get access. Only when using 10 GCs or less, we get less than a second response time. Even standard 
deviations get smaller with less GCs to compare. Meaning that not only we are reducing the response 
time but also its unpredictability. More surprisingly, we hypothesized that the CRM would take more 
time per comparison than the MR, but when using all GCs, the hypothesis is not true. It might be that 
at such high number of comparisons, the time to compare two GCs is neglectable compare to the time 
to rotate. We must also consider that with such high values of standard deviation, the overlap is 
significant. 
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With the view of the improvement of reducing GCs when comparing, we must look at the cost of 

these reductions. We do this by comparing the EERs at each value of k in  

Table 4. 

Table 4: EER on Representative Gait Cycles (in %) 

k ALL 15 10 6 5 4 3 2 1 

MR 16.4 16.8 17.8 19.4 19.5 20 21.2 23.6 29.5 

CRM 14 15.7 16.7 17.4 17.9 18 19.6 20.3 22.5 

 

As expected, when using small numbers of representative GCs, there is an increase of EERs. 

However, if we focus on the values between around five representative GCs, we can observe that EERs 

are not declining by much. As a matter of fact, even the difference between six and ten GCs is not as big 

as we might expect. Following along, when reaching the four GCs or less, we start to see that EERs are 

around the 20% mark. This would make for a very poor system which would constantly fail. 

In addition, now that all 23 users of the database are considered, we can see a greater discrepancy 

between the MR and the CRM. At this stage we can see that the CRM outperforms the MR by a margin 

of 2% on EER along the spectrum. At this stage, two implementations could be made, whether a more 

precise system with the CRM but with longer response time, or a faster algorithm with the MR. Since 

the MR algorithm is the contribution done for this thesis, we would now focus solely on it. Knowing its 

advantages and disadvantages with respect to other algorithms. 

To better understand the performance of each value of representative GCs we need to see their 

(Detection Error Trade-off) DET curve. Showing all values of k would be chaotic, which is why in Figure 

20 it only appears the value for all GCs (best performing), one GC (Fastest) and five GCs (a compromise 

between speed and accuracy). 
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Figure 20: Representative Gait Cycles 

We can observe here that using one GC does prove to increase error rates along the entire spectrum. 

For both low and high values of FMR, one representative GC has higher values than using all GCs, 

which is not surprising. Aside from the one GC, we could say that the error rates of all GCs and five 

GCs are very similar, only separating on the centre area closer to the EERs. However, we must consider 

that being this a small DB, the higher values of FMR and FNMR might not be so representative, this is 

because there are less cases for those extreme values. So even if we could say that at higher values of 

both FMR and FNMR both perform the same, it might be more interesting to focus on the centre values, 

in which we can see a clear difference. Choosing between several representative GCs in any case would 

depend on the application scenario. If response time is of no importance you may want to use all GCs 

in order to get better performance. On the other hand, if there is a need to have low response times, you 

may want to select fewer GCs. 

For the rest of the thesis, unless specify, five GCs are being used. This number of GCs is a 

compromise between fast response and high accuracy. Using all GCs in large DBs could wake hours if 

not days and using less GCs would not be representative of the capabilities of the MRA.  
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Pre-processing filtering 

We have now seen the major structure of the MRA. However, there are still minor changes that can 
be made in order to make the system perform either better or faster. In this Section we are going to get 
a closer look to the pre-processing. 

When using a raw signal such as gait, it is expected to have noise. Nevertheless, in IBGR we must 
know to differentiate between noise and those small variations that make a walking signal unique. For 
example, we know that the periodicity of a walking signal on a normal pace lies between the 1-1.5 Hz 
but filtering higher frequencies might remove the particular characteristics that allows us to distinguish 
between users. 

In this subsection we are first going to empirically evaluate the influence of a Low Band Pass filter 
(LBP) on the outcome of the MRA and then visually inspect the signals to see what information is lost 
at each cut-off frequency. The filter used is the FInite Response filter (FIR) with an order of 100, a simple 
fast filter that would allow to see influences on the signal. The resulting performance of the MRA at 
different cut-off frequencies is given in Figure 21. Four frequencies can be seen as well as the no filter 
option. 

 

Figure 21: Low Band Pass Filters for the MRA 

EER 

Filters for MRA 
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Looking at the graph we can see no improvement overall. Using a 5 Hz cut off frequency worsen, 

although slightly, the result. The same goes to 10 Hz, a slight decline in results. When using 15 Hz and 

1 Hz we see a more significant change, but unfortunately moving to higher EERs. It is clear that the 

noise the signals may have within it also important information of the users. Therefore, filtering the 

signal would worsen results rather than enhance them. To understand why the filtering of the signal 

did not improve the accuracy of the system, we must analyse how the filtered signals differ from the 

original one. 

 

 
 

 

 
 

 

 

Figure 22: Difference between filtered signal 

In Figure 22, we can see the same walking signal under different cut off frequencies. We can 

observe that the signal without filtering is clearly quantified, making those clear steps between 

timestamps. When using a 15 Hz filter we see a smoother signal that still holds many of the 

characteristics of the original one. Moving over, we see the 10 Hz signal, in which we have eliminated 

virtually all valleys and mountains, only remaining the beginnings and endings of the GC. The 5 Hz 

frequency we can see the same but in a smoother signal, making it lose all characteristics. Finally, the 
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1Hz signal has lost all the information and shape from the original signal, making almost 
unrecognisable. 

Knowing the difference between the signals, we can determine that the small changes in the signals 
are more noise than part of the characteristics of the walk. We can see this in the DET curve since we 
have similar results. However, having that noise seems to not affect the recognition rate of the system. 
Only when using a harsh filter such as 1 Hz, we lose so much information that recognition is almost 
impossible. 

However, this does give us information about the sample frequency. If filtering the signals up to 5 
Hz does not modify the performance of the system, it could mean that a lower sample frequency would 
not influence the performance of the system. This means, that the MRA algorithm would be able to 
perform without taking too much computation from the system, so that the smartphone does not need 
to monitor the walk constantly. 

As for further implementation of the MRA, the system will carry on without filtering since it does 
not give any advantage compared to filtering the signals and it would increase the processing time, 
even if slightly. 

Rotation 

Looking at the MR, it looks contradictory that an algorithm that tries to minimize computational 
work and time requires a full rotation of a signal to obtain a single comparison. We must consider that 
a full rotation may imply making around 120 comparisons to obtain one of the representative GCs 
answer. Multiply that by comparing five GCs to another five GCs, we get 3000 comparison to obtain the 
difference between two walks. This is an extensive work that might be unnecessary. If we could obtain 
similar results by eliminating half or a third of the rotations the computation would be shorter. 

Which lead to the question: how many rotations are necessary? It could happen that just a small 
rotation to align properly the signals is enough to have the minimum distance between them. Or that 
each signal requires a proper alignment and therefore it is required to use the full rotation to find the 
proper one.  

In this section, we are going to investigate the rotations needed. To study this, the algorithm is 
going to be limited to a number of rotations to obtain the final result. Since not all GCs have the same 
length, limiting to a set number of rotations may not be as good, meaning that limiting to 50 steps is not 
going to restrict to the same extend a GC of 100 samples than one of 200 samples. To make a more 
constant reduction, the rotations are limited by percentage. In that way when talking about a 50% 
rotation would mean that of all rotations possible, only half are allowed. The results of these limitations 
are in Figure 23. 
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Figure 23: Rotation limits for the MR 

One thing that we can see straight away is that rotations are necessary. Just looking at the tendency 

we can see that the less rotations used, the worse the results. However, the question resides in whether 

the increase of error would be acceptable. We see that with less rotation, errors start increasing. But this 

increase is almost non-existent in the low FMR values, it starts to differentiate when approaching the 

EER and then it is maintained for higher values of FMR. That been said, the increase of error rates with 

EERs above the 20% line may prove to be too inaccurate to operate. Even if rotations may reduce 

computational time, the payoff may be too high. To determine whether this increase of error is worth 

we must also analyse the time that we gain. In Table 5 we see the time required per comparison and 

how it reduces with the number of rotations.  

Table 5: Comparison time with limited rotations in ms 

Rotations 100% 66% 50% 33% 

Mean time (ms) 173.7 48.3 36.8 23.8 

Standard Deviation 

(ms) 
±26.3 ±7.1 ±4.9 ±3.1 

 

We can see that the time saved by limiting the rotations is quite significant. Just by using 66% of 

rotations, the algorithm takes less than half the time. Nevertheless, limiting further the rotations only 

reduces slightly the comparison time. This indicates that it is unnecessary to limit the rotations 
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drastically to reduce the response time. Therefore, for an implementation that requires to reduce the 
time per comparison, a slight reduction of the rotation would still be a sound decision. In the case of 
this study however, it is preferred to maintain the full rotation to improve accuracy rather than the 
reduction of time. For what this thesis is concern, the full rotation of the signals is going to be used to 
give higher preference on the performances rather than response time. 

Fusion 

We have now gone through all of the subsystems of the MRA. However, we can still make some 
modifications to make an easier decision process. The decision process is dependent on the 
implementation of the system, i.e. which threshold to use. However, we can still make this decision 
easier by reducing error rates. For instance, so far, the system has been using the minimum distance 
between GCs to determine the final results. Yet, maybe with a different fusion of the results we could 
minimise the error rates. 

To find an answer for this, we can look at biometrics fusion systems. Some systems make use of 
two or more biometric modalities to be more resilient. To obtain the verification outcome, these systems 
require to fuse the biometric traits somehow. There are different metrics that can be used, a simple 
example would be to consider the lowest distance of both biometrics, similar to the comparison of GCs 
by the MRA. There is a possibility then to use other fusion algorithms to obtain better results. To do so, 
the MRA just needs to consider each GC used for comparison as a different biometric trait. 

Amongst the state of the art of fusion algorithms, two have been selected as a prove of concept: the 
coherence fusion algorithm [94] and the sum rule fusion algorithm [95]. The coherence algorithm 
follows the philosophy of the majority vote, meaning that the result that the majority of GCs point to 
should be the correct one. While the sum rule fusion algorithm has several implementations as to how 
to obtain the results, in this case the equal weight sum is selected. 

3.2.6.1 Coherence Fusion 

The coherence fusion depends on two weights: static and coherence. The static weight is usually 
determined according to the EER of each biometric, such as:

 
 

 Eq. 8 

 
however, in our case the difference between EER in each GC is minimum. Which would mean that all 
weights would be the same. So, we can consider that the static weight of every sample is the same. 

The coherence weight determines how similar is the distance obtained from one comparison with 
respect to the others. To do so, from all  distances, the coherence  is compute such as: 

 
  

 
Eq. 9 

where   is the number of comparisons,  is a small number to guarantee no division by zero,  is the 
target distance and  the other distances. In this equation we can see that the coherence of a distance is 
directly proportional to how similar is to other distances: the more similar, the lower the factor 

 and the higher the value of . The issue with the  value is that it can tend 
to infinity if distances are very similar, to create the coherence weights the coherence needs to be 
normalized, such as: 
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𝑤𝑐(𝐶𝑜ℎ𝑗) =

𝐶𝑜ℎ𝑗
∑ 𝐶𝑜ℎ𝑖
𝑖=𝐾
𝑖=1

 Eq. 10 

 

in this way, all the coherence weights 𝑤𝑐  sum up to one. 

Now that both weights have been obtained, a single weight is created following the equation: 

 

 𝑊𝑖 = 𝛽 ∗ 𝑤𝑐𝑖 + (1 − 𝛽) ∗ 𝑤𝑠𝑖 Eq. 11 

 

where 𝛽 can take any value between [0,1]. This weight depends on both the static weight,𝑤𝑠𝑖 , and the 

coherence weight,𝑤𝑐𝑖. The value of 𝛽 allows to determine how important we consider the majority vote. 

A value of 1 would say that the coherence is all that matters, while a value of 0 would be a sum of the 

results (In our case, where all static weights are equal). The final fusion score would be the sum of the 

weighted distances: 

 
𝐹 =∑𝑊𝑖 ∗ 𝐷𝑖

𝑖=𝐾

𝑖=1

 Eq. 12 

3.2.6.2 Sum Rule Fusion 

In the work of Hube [95] we are presented with a fusion algorithm that is based on the FMRs of the 

different biometric modalities. This algorithm has different configurations depending on whether we 

consider having several different FMRs or not. In our specific case, we consider all weights to be the 

same just as with the coherence algorithm. The equation for equal weight sum is: 

 

 
𝐹 = �̅� − log10(∑

(ln 10 �̅�)𝑖−1

(𝑖 − 1)!
)

𝑛

𝑖=1

 Eq. 13 

 

where �̅� is the sum of all the 𝑛 distances obtained. This fusion is mainly the sum of all scores with a 

correction for the number of distances, which should be more complex than the static weights of the 

coherence algorithm. 

3.2.6.3 Results 

Taking both algorithms, we can compare them in order to determine whether or not other fusion 

algorithms might improve the system. To do so, we compare the sum rule fusion with the coherence 

algorithms in three configurations (𝛽 = 0 , 𝛽 = 1, 𝛽 = 0.5)  in addition to the minimum distance as 

baseline. The results are presented in Figure 24. 
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Figure 24: Fusion of Gait Cycles 

In the curve we can observe that all fusion algorithms perform similarly. Focusing on the coherence 

algorithm, we see that full coherence is the better performing in this case. Since we consider all GCs 

equal, it would seem that listening to the majority vote outperforms the static weights. Nevertheless, 

the sum fusion seems to outperform ever so slightly the coherence algorithm in all configurations. Even 

more, no fusion algorithm seems to outperform the original assumption that the minimum distance is 

the best option when comparing GCs. This is even more clear than the difference between fusion 

algorithms. 

A reason as to why this might happen, is that GCs tend to respond equally. When a fusion 

algorithm is used, it is expected that the biometrics involved would give different scores. In the case of 

this system however, representative GCs seem to give similar scores. Which means that fusing those 

scores gives no advantage. This might be an explanation to why the fusion of GCs gave these results. 

We can assume that since the minimum distance is a simpler algorithm and that it is more accurate, it 

should be use in any implementation. 
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RESULTS SUMMARY AND FINAL CONFIGURATION 

This Chapter described the MRA and its evolution. It was designed as a novel algorithm focused 
on simple implementation to be easily deployed. The algorithm made use of just the accelerometer of 
the smartphone and compacted the information to be easily distinguishable. The extraction algorithm 
was unique in focusing on a different part of the signal to determine the GCs. Even more, the 
comparison algorithm is a step up from previous work made in the state of the art. 

Not only the algorithm has been presented, but also the evolution of its development. To develop 
the algorithm, a new DB was collected. This DB managed to control undesirable variables to stablish a 
base line for the algorithm. It was formed thanks to the help of 23 different volunteers, which 
participated in two separated sessions, making a total of 276 walking signals. This DB allowed the 
algorithm to develop and benchmarked. 

The comparison algorithm has been tested along three other algorithms. This test showed that 
algorithms using signal rotation (MR and CRM) obtained better results than those who did not 
(Euclidean and DTW). From these results, it can be concluded that the rotation of the signal is necessary 
in order to obtain competitive results. When looking at the rotation metrics, we saw that the MR distance 
metric did not surpass the CRM previously developed by Derawi et al. However, the MR did reduce 
the time required to compared two walking signals. From this, we can stablish that a faster system can 
be developed by using the MR instead of the CRM. 

A new time reduction approach was considered by using the representative GCs. We have 
observed how, by reducing the number of GCs used to compare signals, the system took less time to 
compare them. Not only that, but the performance of the system did not drop at the same rate as the 
time consumed. This was especially true when using a higher number of GCs, where each removed GC 
would reduce the comparison time significantly, while still maintaining accuracy results. This lead to 
believe that with just a few GCs, the system would still maintain performance.  

Further down the line, different filters have been tested. An LBP filter with different cut off 
frequencies was used. Unfortunately, the results of the system did not improve with respect to the raw 
signal. Nevertheless, with these results it can be hypothesised that a lower sampling rate will not reduce 
the accuracy of the system. This cannot be guaranteed since, with lower sampling rates, the system 
would have less data points. Nonetheless, this could be a future experiment to perform. If the hypothesis 
would be confirmed, it would mean that smartphones with less capabilities can still made use of the 
MRA.  

One for the major time-consuming steps performed by the MRA is the comparison algorithm, more 
specifically the rotation of the signal.  However, we have observed that the rotations are necessary, 
although some limitations could be established. Experimenting with these limitations have shown that 
by reducing the rotation to a 66%, the system more than halves its comparison time. However, this 
reduction in time came with the cost of performance. The reduction of the rotation made the system to 
perform over the 20% EER mark. It could still be used to reduce the waiting time, but with high security 
concerns.  

Finally, different fusion algorithms have been tested to further improve the accuracy of the system. 
Two fusion algorithms have been tested in addition to the minimum response. None of the fusion 
algorithms used have achieved better results than the minimum distance originally used. This is 
unfortunate since the MRA could not be improved any further but at the same time it meant the it does 
not require more complex computations. 

In Table 6 the results can be observed in detail. The results are divided between fastest, most precise 
and discarded. The fastest version of the configuration would still try to find a balance to a well 
performing algorithm. Therefore, although a 1 representative gait cycle is technically the fastest, the 
reduction of precision is so high that it is ill advised to use it. In it, there is a preferred configuration, 
this row represents the configuration that the writer would use for a final application. Moreover, it is 
the configuration that will be used in the study of influential variables. 
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Table 6: Summary of MRA findings 

  Comparison 
algorithm 

Representative 
Gait cycles Filtering Rotation Fusion 

Fastest MR 5 - 66% - 
Most precise CRM 15 - Full rotation Minimum 

Discarded Euclidean 
Distance DTW <5 ALL <66% Coherence 

Sum 

Preferred 
configuration MR 7 None Full rotation Minimum 

 
With these results, the system seems to be reaching its fully develop power. There are little things 

that could be used that would improve the system without substantially changing the algorithm. Some 
ideas may require adding more signals, like the gyroscope, but in that case the magnitude vector would 
need to vary.  

Contributions and Dissemination 

The development of this algorithm was published in two main conference contributions: 
[96] Pablo Fernandez-Lopez, Judith Liu-Jimenez, Carlos Sanchez-Redondo, Raul Sanchez-Reillo, 

“Gait recognition using smartphone” in IEEE International Carnahan Conference on Security 
Technology (ICCST), 2016. 

[97] Pablo Fernandez-Lopez, Jorge Sanchez-Casanova, Paloma Tirado-Martin, Judith Liu-Jimenez, 
“Optimizing resources on smartphone gait recognition” in IEEE International Join Conference on 
Biometrics (IJCB), 2017. 
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Chapter 4 Deep Gait Algorithm 

As mentioned, the core objective of the Manhattan Rotation Algorithm (MRA) was to have an easily 
deployable system. This meant a low computational power algorithm, fast enough to give immediate 
response. This also meant, that the algorithm sacrificed accuracy for faster responses and less 
operations. Once explored that approach, we now will look on to another possibility focusing on error 
reduction. As we have seen in the introduction chapters, biometrics has gotten into the tendency of 
using machine learning in order to improve its performance. Following this trend, the second 
contribution of this thesis is a new algorithm based on Machine Learning (ML) for gait recognition. 

We have seen the vast field of ML and when is more convenient to use a ML algorithm over 
another. Of the three main categories of ML (supervised, unsupervised and reinforced learning) 
identification recognition is categorized as a supervised learning model. On the other hand, verification 
recognition was stablished to correspond better with the unsupervised learning models. Once we know 
the type of problem, we stablish the different algorithms that could be implemented mainly: Principal 
Component Analysis (PCA), Linear Discrimination Analysis (LDA) and Neural Networks (NN).  

Overall, PCA and LDA were expected to perform well with shorts amount of data. Nevertheless, 
when reaching high number of samples, the expected performance of NN should surpass the 
performance of traditional ML like PCA and LDA. This would mean, that when using ML to biometric 
recognition systems such as IBGR, it is more interesting using NNs as they can grow with the expansion 
of data available to that modality.  

Within NN we have stablished three types: simple neural networks or Fully Connected networks 
(FC), Convolutional Neural Networks (CNN) and Recurrent Neural Networks (RNN). Of all three 
types, RNN was the neural network dedicated on time sequences. Since the system that we require 
needs to deal with sequences of accelerometer and gyroscope data, RNN seems to be the best approach 
to our problem.  

As mentioned, using a deep learning algorithm such as the Deep Gait Algorithm (DGA) has its 
drawbacks. One of the more concerning ones is the amount of data. Since Inertial Based Gait 
Recognition (IBGR) is a young biometric trait, not many DBs are available, even less with large number 
of sessions. For this reason, we need to expand the amount of data as much as we can. Ironically, what 
in the MRA was used as computational reduction, in the DGA might work as data augmentation: the 
Gait Cycles (GCs). Instead of using an RNN to process entire walk signals, we can use it to obtain the 
relative data of the GCs. By doing so, we may quadruplicate or quintuplicate the number of samples for 
the RNN (depending on the database and the length of its walks).  

With this in mind, this chapter is divided in three major blocks. In the first one, the overall 
algorithm is presented, the structure would slightly change specially on the dimensions of the RNN, 
however this structure is kept throughout the study. Secondly, the training process is presented. This 
process is the one that the algorithm is going to follow to train all configurations of the neural network, 
this includes training algorithm as well as DB segmentation. The third block will show the configuration 
and final details of the algorithm. This block is a detail view on how certain aspects of the algorithm 
were developed, from the configurations of the NN to the modifications to the training algorithm as 
well as the final output of the system. 

STRUCTURE OF THE DEEP GAIT ALGORITHM 

The algorithm, as shown in Figure 25, has three differentiated processes: Cycle Extraction, Feature 
Vector Generation and Comparison. In nature it is similar to the general structure of the MRA. The cycle 
extraction process is in fact the same as the MRA. Where it differs is the use of the raw signal. As we 
can see in the figure, the magnitude vector is only used to find where to cut the GCs, but the GCs 
themselves are actually composed of the raw signals. These GCs are then processed by the RNN 
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individually. Once the RNN process is done, each GC is composed of a vector in a feature space, these 
vectors are formed into a single probe. Finally, a distance metric, that will be defined in this chapter, is 
used to determine distance between patterns. 

 

Figure 25: Deep Gait Algorithm schema 

One of the key differences that the reader might have notice is the input signals. While the MRA 
only made use of the accelerometer sensor, the DGA uses both accelerometer and gyroscope. These are 
the two sensors that in 0 were stablished as useful for IBGR system. In the MRA the gyroscope was 
discarded to maximize simplicity, however the DGA is looking to maximize the information that can 
be obtained from the input. 

Cycle Extraction 

As mentioned, the cycle extraction process is taken from the MRA. Even so, it is important to note 
that when transforming the acceleration signals into the magnitude vector, timestamps are not 
modified. This means that the timestamps of the starting GCs of M are the same as those in the original 
six signals ( . As so, we can use the cycle extraction subsystem of the MRA to 
determine at what timestamps should signals be divided. Once these timestamps are found, the DGA 
divides the 6 signals into the GCs and use those as input of the feature extractor. With this, the walking 
signal of a user can be defined as: 

 
  Eq. 14 
  Eq. 15 

 
where  is the jth walk of the ith user and is the gait cycle i of the walk. So, unlike the MRA, in 
this algorithm post process signal will be six dimensional plus the time dimension rather than one. This 
makes the amount of information substantially larger, which is ideal for a NN.  

If we remember, a GC tends to take a span of 1,2 seconds to finish. However, this is not true for all 
GCs, some take more, some less. The MRA solved this problem by padding zeros at the end of the signal 
to obtain equal size signals. In this case, the RNNs make use of the same strategy although for different 
reasons. RNNs are designed to have dynamic input, meaning that inputs may have difference size. 
However, there still needs to be a limit to how many samples there would be. Otherwise training the 
algorithm could be chaotic. With an unknow size, the system does not know when it can expect the 
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signal to end. So, the limit must be big enough to enclose any GC size but small enough so that the 
training will not be infinitely long. 

Since the system wants to make sure that longer steps are not cut short, the input samples are 
stablished to be two times the size of an average GC, which means that each GC would be padded with 
zeros up to 240 samples. And so, that each GC has a shape of 240x6. When an RNN receives a feature 
of zeros, the multiplications done make it so that the previous value is maintained. We can think of the 
extra padded zeros as key inputs in which the RNN would just safe the result at the last time sample. 

Recurrent Neural Network characterization: 
hyperparameters 

In Chapter 2, we have seen how RNN are the best option for operating with sequential data. We 
then focused on its building blocks, the cells. Furthermore, we discussed the types of cells: simple, Long 
Short-Term Memory (LSTM) and Gated Recurrent Units (GRU). Of the three of them it was stablished 
that simple cells may suffer from loss information between inputs far apart, which in the case of a signal 
with periodicity, different amplitudes and section of the signal may not be ideal. Later we compared 
the LSTM and the GRU stablishing that there are no clear advantages between them but that the GRU 
are still not well stablished in the state of the art. Therefore, for the DGA the LSTM cells are going to be 
used. 

Once the cells are selected, we can move to the rest of the configuration for the RNN. The RNN is 
composed of two types of layers, the LSTM layers and the Fully Connected layers (FC). As mentioned, 
it is rare to find a pure RNN with only recurrent cells, the reason being that the output of the RNN is a 
feature vector in a space that can be further processed. It is usually helpful to further modify that feature 
vector with layers of FC. In any case, as we can see there are a fair number of variables in the 
configurations, we can make in a RNN. We call these variables hyperparameters, to not confuse with 
the variable values of weights and biases. To configure RNN such as the one used by the DGA, the 
hyperparameters to stablish are: 

Number of LSTM layers: as we have seen LSTMs need to stablish when to remember and forget 
previous values. Having several layers of LSTMs allows to have parallel memories running as 
well as a deeper derivation of the inputs. For a problem such as ours it is undetermined if this 
would help the system or not. Therefore, before discarding the possibility, the system must try 
to be configured from a single layer of LSTMs to a series of layers. 
Size of LSTM:  the bigger the cell the more complex it becomes and the more neurons it is 
formed by. This is similar in concept to the number of neurons in a simple neural network. 
High complexity may over process the input signals, rendering them useless; on the other side, 
too simple cells will not be able to learn the complexity of person verification. To find this 
optimal configuration, the DGA needs to test different cell sizes. 
Number of FC Layers: the same as with the RNN layers, the system may need to process the 
output vector in several steps. In this case we can expect more layers than in RNN since it 
requires less learning complexity. In general, RNNs applications it is common to see one or 
two FC layers. 
Size of FC: the number of neurons in the FC adds more or less complexity, suffering from the 
same limitations than LSTM. However, since these neurons are independent from one another, 
the exact number of neurons is less restricted than the size of the LSTMs. The number of 
neurons will also give us the final size of the output vector as each neuron will deliver one of 
the components of the final vector. 

A modification on any of these hyperparameters can drastically modify the RNN and its output, 
so fine tuning them is an important aspect of RNN design. There are ways to find the perfect 
configuration, mainly: modify a pre-existing NN, hand tuning or random grid.  

Modifying a previous NN is usually considered the best approach if possible, since there is no need 
to reinvent the wheel. It would require finding a solution for a similar or equal problem, import the NN 
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used in that case and fine tune it from that starting point. However, in the case of this particular problem 
no similar solution could be found. An exploration of similar problems was done, but many of them 
were either processing of signals or classification [98], [99]. Very little work was found on gait signal, 
even less on inertial sensors. The processing NN would modify signals to create new ones. These were 
used to create sound and music generation by inputting a small sequence, which is not what this 
algorithm is about. The classification methods would be ideal if the system was to identify, but in a 
verification process, once again, there is no use for these systems. 

Other characterization method is hand tuning, which starts with the simplest version of the NN 
possible and train more and more complex systems. With each iteration the results are checked, and it 
is determined if it improved or worsen the system. This process is followed until there are no more 
complexity to be added. The exhaustive method is very likely to find the optimal configuration; 
however, each iteration requires training and testing, most likely several interactions to get an average, 
making it a long process even with high computational power. In cases where there is not even an idea 
of how big or small the problem might be, this could lead to a very lengthy study. 

Finally, there is random grid, where random configurations are tested as its name implies. This 
allows to find a starting point that might have never been reached for not considering high or low 
complex systems. From that point you can start fine tuning to finally find the optimized system. It must 
also be noticed that although it is a random search, limits are imposed. To do a proper random grid 
approach one must first define the grid and its limitations. This is done by stablishing an upper and 
lower limit for each hyperparameter as well as the steps in which to progress. For example, we might 
limit the number of LSTM layers between one and five with a step of one, but the number of filters 
would be between eight and a thousand values, so steps are taking in powers of two. In the case of the 
DGA, this is the ideal approach. The exact parameters of the random grid are explained in the subsection 
“random grid” for more clearance. 

Regardless of the configuration taken, the output of the full NN would be a single vector, whose 
size will vary depending on the output of any particular configuration (which corresponds to the 
number of neurons in the FC layer). Once all cycles of a visit are processed, the visit would have N 
number of vectors, one for each GC. There are several ways to represent these feature vector for the 
final walk. For the time of optimizing the first subsections of the DGA, the mean value of the vectors 
will be used to create a single vector for the entire walk. This method takes the element wise mean value 
of the GC vectors, which means that the first element of the mean vector would be the mean value of all 
first elements of the GC vectors and so on with the rest of the elements. 

 
  Eq. 16 
  Eq. 17 
  Eq. 18 

 

Comparison Algorithm  

Comparison algorithms within ML algorithms are limited. The major reason is that after being 
processed by the ML algorithm the feature vectors tend to be in a controlled mathematical space. This 
is good news because it means that feature vectors are easier to compare. Characteristics such as time 
expansions disappear, meaning that there is no need to use complex distance algorithms such as DTW. 
This does not mean that every distance algorithm would perform the same way and a few selected 
should be tested. Since the system does need to have a standard way to determine distance among 
vectors, for the time being the system will use Euclidean distance. Nevertheless, in this chapter we will 
see study other possible comparison algorithms. 
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Training the NN: the Loss function 

As stablished in Chapter 2.2.1.3, a ML algorithm requires training. Instead of creating specific 
computations to get from a raw signal to a feature vector, the NN needs to “learn” how to get those 
specific values. To do so, the NN starts with random values and tries to fulfil the given task, after which 
a function, called “loss function” or “training algorithm”, determines how good or bad the system did. 
The loss function gives a value on performance, the higher the value the bigger the loss and the lower 
the performance. Given the results, the NN uses partial derivatives to modify its values and tries again. 
This process is repeated until the NN is uncapable of producing better results. 

The training process of a NN is mainly determine by its loss function. The loss function is the 
algorithm that determines how good or bad an iteration of the NN has resolved the given task. To do 
that, it compares the output of the NN to the expected value. This process can be complicated, especially 
if the output is in an open set of values such as the case for the DGA. Many loss functions are 
characterized by classification methods. Meaning, the loss value would be determined by the 
probability of the output to belong to a specific class. This would be similar to the identification 
recognition method, in which the system returns a list of possible candidates. In the verification process, 
however, the aim is to be able to recognize on an undetermined number of users. This is the most 
common process for smartphone security since we are discerning one user from the world. The loss 
function that is required in this case needs to make a feature space in which samples of the same user 
are close to each other while being separate from other users. 

On the state of the art in NN there are two possible functions that could train an open set 
recognition such as ours: contrastive loss and triplet loss. Both loss functions work with the same 
concept. They define an input as the “anchor”, which will be the reference; then they chose a “positive 
probe”, a sample of the same class; and a “negative probe”, a sample of a different class. The loss 
functions try to minimize the distance between the anchor and positive probe while increasing the 
distance between anchor and negative probe. The difference lies on how they operate with these 
elements. The contrastive loss function calculates its loss in a pair wise manner and the triplet loss in a 
triplet manner. The contrastive loss function takes two inputs: an anchor and either a positive or 
negative probe. When taking an anchor and positive probe, lower distance represents lower loss; on the 
opposite side, when taking an anchor and negative probe, higher distance represents lower loss. The 
triplet loss function on the other hand takes all three elements. This makes a major difference, the 
contrastive loss function makes positive distance small and negative distances big, the triplet loss 
function makes positive distances small relative to negative distances. The difference is significant 
because when creating a recognition system, we do not care as much about the absolute distance 
between samples, but rather the relative distance between positive and negative samples. Which is why 
the triplet loss function has been chosen for the DGA. 

Since the triplet loss function is being used, we need to understand more deeply how it works [100], 
[101]. As mentioned, this function needs three inputs: an anchor, a positive probe and a negative probe. 
The function calculates its loss as the distance between the anchor to the positive probe and the negative 
probe. The objective is to make the distance between anchor and positive to be small relatively to the 
distance between anchor and negative. This would make that features of the same user stay in a small 
closed space and distant from the space of any other user. The mathematical equation is: 

 
 

 Eq. 19 

 
where:  is the anchor at iteration i;  is the positive probe at iteration i;  is the negative probe at 
iteration I,  is the margin and  is the Euclidean distance of those two vectors.  
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The first factor determines the difference between the anchor and the positive, the larger the 

distance the bigger the loss. The second factor determines the distance between the anchor and the 

negative, in this case a larger distance results in a smaller loss. These two factors tell us that the 

algorithm is looking for anchor and positives to be close in space, while maintaining a big space between 

anchor and negatives. The margin is the only hyperparameter for this cost function, in it we stablish 

how much error margin we want to give to the algorithm. In our particular case 𝛼 = 100. This value 

was determined empirically by different approaches of the random grid. Higher values of 𝛼 

overshadowed the other values of the equation, making the loss function always equal to 𝛼  while 

smaller values made 𝛼 to be negligent. The margin will stablish what our minimum requirements are, 

a system with a zero distance between positive and anchor would still need to be 𝛼 units away from the 

next negative prove or it would not obtain the perfect score. 

To apply the triplet loss function, the algorithm would need enough triplets (anchor, positive and 

negative) but the DBs available for IBGR are small, which means the number of samples can be very 

reduced. To solve this problem, the algorithm is trained by individual GCs rather than entire walking 

signals. And so, for each session the algorithm could train with several GCs, usually 4-5. This multiplies 

the number of samples considerably.  

In addition to the triplet loss function, there must be a mechanism to avoid overfitting the DGA. 

Overfitting is the concept that once the algorithm is trained, how do we ensure that it can generalize for 

any case scenario? One of the methods to improve this problem is the dropout. A dropout method 

“blocks” some neurons during training phases. By doing this, the NN is forced to distribute information 

among different neurons and features, rather than depending on a subset of the information. A common 

practice is to use a dropout of 20%, which means that each neuron has a 20% chance of being 

disable[102], [103]. We must consider the number of neurons that a NN may have, a bigger dropout 

could lead to a NN not be able to fully develop, since all its neurons could be deactivated.  

The last factor to consider when training a NN is how to manage the training and testing sets. In 

research studies dealing with machine learning algorithms, usually there is a single DB to use for both 

training and testing. Training and testing with the same data lead to a small amount of information (as 

the DB is split), overfitting, lack of variability of the samples, etc. So, what researchers do is to divide 

the DB, usually by percentages. Which means, that if system is trained with 30% of the DB, we can 

expect to be tested on the other 70%. In the case of biometric recognition, we have an additional problem: 

how to divide it.  Imagine if we had a DB with 30 users, 6 visits per user and we want to divide it in two 

equal size sets, one for training and the other for testing. We could divide the DB in two ways: by taking 

the first 3 visits of each user for training and the other 3 for testing; or by taking the first 15 users with 

all their visits for training and the other 15 with their visits for testing. There is a major difference with 

both approach, which is scalability. If we were to add the 31st user, which would be most likely hold 

their results? Probably the second one. While the first approach learns to recognize any instance of the 

30 users, the second one is expected to be able to recognize new users. As so, in this thesis, DBs are 

always divided by users rather than by samples. This means, when using the 10% of database we refer 

to be using all the visits of 10% of the users. Our system is expected to be able to recognize the users 

which are introduced after training in the system, i.e., there is no need of re-training the algorithm when 

enrolling a new user. 
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RECURRENT NEURAL NETWORK CONFIGURATION 

Optimizing the RNN algorithm requires fewer changes than the MRA. Considering that the GC 
extraction algorithm is the same as the one from the MRA the major configuration point of the DGA is 
its RNN. We have stablished some hyperparameters, but we still need to find the optimal ones.  

Database  

Evaluating a NN not only requires testing the NN but also to train it. Training any NN requires a 
great number of samples. This means that the small GUTIDB used to optimize the MRA is insufficient. 
Unfortunately, to create a DB of over a hundred users without an economical support to compensate 
users for their collaboration is time consuming and, in some cases, simply impossible. In these cases, we 
must look into public DBs. Thankfully, we do have a big enough DB for IBGR; the one created by the 
Osaka University in Japan. This DB was presented first in [104] by Ngo et al., the OUDB. The DB is 
composed of two datasets, one on a levelled surface and the other on a sloped surface. For this test and 
optimization section we will only focus on the levelled surface. 

The first dataset covers 744 users, making it a large enough dataset to both train and test the 
algorithm.  In addition of the vast number of people we also have a good representation of different 
groups. There is a gender balance close to 50% with 389 male participants and 355 female participants 
in addition to a great variety of ages that can account for age disparities (Figure 26). The users walked 
for 9 meters on a levelled surface. Each user walked two times in the same session. The data was 
obtained by a motion sensor, the IMUZ sensor, which is conformed by a triaxial accelerometer and a 
triaxial gyroscope. The accelerometer had a dynamic range of ±4(g) and the gyroscope ±500(deg/s). All 
sensors had a sampling rate of 100Hz and recorded at the same time. The sensors were placed on the 
waist of the user via belt.  

 

Figure 26: Gender and age distribution of database 

There are pros and cons in the characteristics of the DB. Undoubtedly, the number of users and 
gender ratio are suitable for our purposes. Especially considering that there is no DB in IBGR to date 
that get close to those numbers. However, we also have a great variety of age. In itself, this is not a 
problem but looking at Figure 26 we see that the majority are on the 5-9 and 10-14 age range. Not many 
people at those age have a smartphone and therefore are not the objective population for many of the 
IBGR studies. Nevertheless, this age discrepancies might add to the differences in gait and therefore to 
the learning of the algorithm. 



Deep Gait Algorithm  53 

Looking into the visits of each user we also find some issues. Just having two visits per user is not 
a problem for a biometric evaluation but it is for a ML algorithm. In biometric evaluations it is plausible 
to prove performance by having a single enrolment and a single attempt, even if more attempts are 
preferred. Nonetheless, when talking about ML algorithms the more samples of an output, a user ID in 
this case, the better the system would perform. Having several users allows the NN to determine what 
makes a user different from another but having several attempts would help it to understand what 
makes a user be itself. Another issue with the visits is the walking length, 9 meters, such a short walk 
does not allow for much room GCs to stabilized, although it should be enough for recognition. Finally, 
we have the sensors, since they are a dedicated hardware with RTOS the uneven frequency found in 
smartphones is not present in this dataset. This is not much of an advantage or disadvantage, but it 
must be taken into account. 

Even with these concerns, the OUDB is a well thought out DB and it fits the requirements for 
training the DGA. 

Random grid tuning 

The major point of testing and optimization of the DGA is its RNN. The RNN needs an exhaustive 
configuration to be able to find the optimal version of itself. As mentioned, the major point of 
optimization and tuning is the hyperparameters of the NN. These hyperparameters are the structure of 
the RNN which limits the learning capabilities of the system. There are four hyperparameters that need 
to be configured: Recurrent layers, FC Layers, number of LSTM cells and the output feature vector size. 
Modifications to any of these hyperparameters would essentially be creating a new RNN altogether. To 
be able to select the optimal configuration the random grid approach is followed as explained in the 
Recurrent Neural Network section. For this random grid, the hyperparameter values are limited to the 
ones in Table 7. 

Table 7: Hyperparameters limitations for first round of random grid 

Hyperparameters Values 
Number of Recurrent layers [1,3] 

Number of Fully Connected Layers [0,3] 
Number of LSTM cells 2[1,10] 

Feature Vector size  2[1,10] 
 
The number of Recurrent Layers must be greater than one, otherwise it would not be suitable for a 

continuous signal such as ours. Any extra layer would mean an extra derivation of the continuous 
signal. The reasoning as to how several recurrent layers would be helpful can be found in Chapter 4. 1. 
2.  

The FC layers on the other hand are more optional. Although rare, there are cases in which the FC 
layer is not required. Normally, is more likely that at least one layer is needed since it allows to 
normalize the output of the RNN. Any extra layer may help to separate the vectors in the space even 
more, which is why the upper limit is three. For this reason, the number of FC layers is a bit wider than 
LSTM layers. 

The number of LSTM cells and the feature vector size land on the unknown. It is very difficult to 
determine just by looking at a problem how many neurons may be needed for each layer. Hence, the 
limitations on this value are more expandable. In that line of thought, if we were to follow a linear 
approach to check the optimize values, we would need large number of repetitions. The reason being, 
that the difference between a layer of 31 neurons and a 35 neuron may be really small. Which is why an 
exponential approach is follow, it allows to check the biggest differences. 

To find the optimal NN configuration, these limits are used to make a random grid approximation. 
On each process the RNN is configured as one of the possible configurations within the values of Table 
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7, selected at random. The configuration is trained with 60% of the users and tested on the other 40%. It 

is important to note, that the 60/40 proportion may not give us the full view on how well these systems 

perform, but it allows to make a faster view of the results without heavily compromising the training. 

The EERs obtained in the test are plotted in Table 8. 
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Table 8: EER results from random grid approach (%). V.S.=Vector Size, LSTM=Size of the LSTMs. In red, the 

area of better performing configurations. 

 RECURRENT 

LAYERS 
1 1 1 1 2 2 2 2 3 3 3 3 

 FC Layers 0 1 2 3 0 1 2 3 0 1 2 3 

V.S. LSTM             

2 32   39.9  30.8        

2 64     29.1        

2 128        25.8     

2 512          45.2   

2 512  28.8           

4 16    39.6         

4 256  26.8           

8 32          30.5   

16 2            39.2 

16 4    36.2         

16 8  30.8           

16 16     31.8        

16 128          17.7   

16 256    29.5         

16 512    23.1  39.6       

32 16    34.5   30.8      

32 32     31.8        

32 128            23.4 

64 2       39.2      

64 8     32.5        

64 64  31.4           

64 128     12.4        

64 256     10.0        

64 512  14.3     7.7  12.3   8.0 

64 1024    20.4         

128 32    13.4         

128 256    10.7         

256 8 30.8      32.8      

256 32           34.5  

256 64        12.7     

256 256  13.4           

256 512 12.7       14.0     

256 1024  38.9           

512 2 30.5            

512 4         34.6  12.7  

512 8  28.8       33.2    

512 32   13.4          

1024 4            29.4 

1024 256  13.0       8.7    
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After testing 50 random configurations, it can be seen that the RNNs with less layers and less 

neurons per layer, have the lowest EER values. Overall, it can be observed that the central configurations 

tend to perform better. This indicates that within 6, the optimal configuration should be found.  

To move forward in the search for an optimal configuration, the range of possible configurations 

is further constraint. It can be determined that 3 recurrent layers do not have the best performance, 

therefore they are limited to 2 layers. Moreover, focusing on the number of FC layers, there is no clear 

relationship between the number of layers and EER values, therefore the limitations of FC are left 

untouched. In the case of both filter and vectors, it can be seen that low number of filters or vector 

dimensions (under 16) seems to have a negative impact, high values seem to have the same effect, but 

since it is not very clear it is preferable to maintain the limitations almost the same. Therefore, the second 

round of limitations is done, these new limits are shown in Table 9. 

Table 9: Hyperparameters limitations for second round of random grid 

Hyperparameter Values 

Number of Recurrent layers [1,3] 

Number of Fully Connected Layers [0,3] 

Number of LSTM cells 2[4,10] 

Feature Vector size  2[6,10] 

 

After selecting the new limit values, 50 different random configurations are tested. We can see the 

results in Table 10.  

  



Deep Gait Algorithm  57 

Table 10: EER results from second round of random grid approach (%). V.S.=Vector Size, N.F.=Number of 

filters. Highlighted the best performing configuration 

  
Recurrent 

Layers 
1 1 1 1 2 2 2 2 3 3 3 3 

 FC Layers 0 1 2 3 0 1 2 3 0 1 2 3 

V.S. LSTM             

64 128     12.4        

64 256     10.0        

64 512       7.7  12.3   8.0 

128 32      31.2   30.5    

128 64    12.5   36.2   25.7   

128 128   33.8          

128 256    10.7  9.6 7.7     7.0 

128 512        13.0     

128 1024    18.1         

256 32       33.8   27.8   

256 256     9.1        

256 512    11.0 8.7     8.4 7.0  

256 1024 36.3            

512 32   15.8  33.5    27.1 29.8   

512 64     14.8 27.4    24.5 23.1 14.1 

512 128  24.4    12.0       

512 256     9.7      20.4  

512 512      10.7 7.0   29.5   

512 1024    14.7         

1024 32    12.6         

1024 64 30.8   12.4     13.0  21.4  

1024 128       17.1  8.72 9.3   

1024 256         9.5 9.0  11.7 

1024 512    11.7 9.3  14.0     12.0 

 

From the new 50 values (plus the 7 best performing ones in the first random grid), we look for the 

best performing configurations to use as a starting point to hand tune. The five configurations marked 

in red have the lowest EERs and therefore are the selected ones. To understand the nomenclature that 

is followed in the rest of the chapter when referring to the configurations let us use the top configuration 

which will be named RL2_LSTM64_FC2_VS512 where:  

• RL:2 refers to the two recurrent layers that it uses 

• LSTM:64 refers to the size of the LSTM of all layers is 64 

• FC:2 means there are two fully connected layers following the recurrent LSTMs 

• VS:512 means the output vector of the network is 512 

Therefore the configurations that are going to be explore are: RL2_LSTM64_FC2_VS512,  

RL2_LSTM128_FC2_VS256, RL2_LSTM512_FC2_VS512, RL3_LSTM256_FC2_VS512 and 

RL3_LSTM128_FC3_VS256 which had lower EERs than other configurations with EERs ranging from 

7.0% and 7.7%. Since these are the best result obtained, they are going to be the starting point for the 

rest of the optimization. To be able to select the best performing one we cannot just focus on their 

performance in one specific training/testing proportion but rather how they evolve from less amount of 

data to larger quantities.  
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Comparison among best performing random grid 
configurations 

To fully see which system outperforms the others, a new form of distribution of training/testing is 
needed. When using any ML algorithm there is the discussion on the percentage of the database to use 
for training and testing. The more training samples, the more accurate it can be, however the less 
statistical significance that the testing results have since there are less samples for testing. Furthermore, 
overfitting is also a concern, when using the same database for training and testing it might happen that 
the algorithm has only learnt how to solve this database but cannot generalize. Therefore, to have a 
more detail understanding of the algorithms different ratios training/testing need to be studied. 

To analyse more exhaustibly the algorithms, two constrictions have been stablished: first the 
algorithms will be tested in different proportions of user for training (From 10% to 90% training), 
secondly each proportion will be tested five times at each proportion. These two elements will make 
sure that even with the algorithms’ uncertainty we would have consistent results as well as understand 
the influence of the amount of data used to train. We must remember that RNNs start with random 
weights and biases, which are modified by the training algorithm to optimize the loss function. 
Therefore, testing several times allows us to see if the RNNs tends to always find the optimal 
configuration regardless of what random weights and biases the RNN starts with. This allows to ensure 
results with the RNNs are consistent rather than an unexpected result that may be replicated or not. We 
can see the evolution of the configurations in Figure 27. 

 

Figure 27: Performance of configurations at different training stages 

From this graph we can observe how the average EERs and standard deviations tend to decrease 
with higher number of training data. It is also true that the lower the EERs the configuration shows the 
lower the standard deviation except for RL3_LSTM256_FC3_VS128, which although its average EERs 
are not the lowest its standard deviation seems to be significantly small. The lowest EERs are from 
configurations RL2_LSTM512_FC2_VS64 and RL3_LSTM512_FC2_VS256, especially when considering 
40% training onwards. Of the two, RL3_LSTM512_FC2_VS256 is clearly the better performing one 
although for very slight values. Yet this configuration seems to be the better option to use as the 
steppingstone to follow through. This configuration will now be modified to determine whether it is 
the best configuration possible of if there is a better version of it. 
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Hand tuning 

The configuration obtained in the previous section is still not the optimal configuration. To find the 
optimal configuration, smaller changes to the hyperparameters need to be done, then compared and 
follow though the best configurations until no better configuration is found.  The modifications that are 
going to be done are exclusively on the size of the LSTMs and the output vector. The reason to exclude 
the number of fully connected and recurrent layers is that modifying these values will intrinsically 
modify the structure which would be taken a step back from the random grid.  

To modify both vector and LSTM size the configuration will take the previous and following 
exponential. When modifying one of the hyperparameters the other is unchanged. In Figure 28, the 
results of all the five different configurations are presented, which includes the original configuration.  

 

Figure 28: Hand tune EER. Algorithms in order of mention in text. 

Firstly, we can clearly discard one of the configurations immediately, RL3_LSTM1024_FC2_VS256. 
Not only this configuration has the highest EERs on average, its standard deviation makes it so that the 
configuration would be highly unpredictable. This to be expected since three layers of LSTM of size 
1024 are a lot of variables to compute. The other three new configurations have very similar results to 
the original one, to the point where configurations RL3_LSTM512_FC2_VS128 and 
RL3_LSTM512_FC2_VS512 have almost identical results at all levels of training. However, it would 
seem that no new configuration outperforms our original version RL3_LSTM512_FC2_VS256 which we 
can consider the best performing version of the RNN. To fully view this RNN configuration we can 
observe its values in Table 11.  
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Table 11: Detail EERs of RNN configuration (in %) 

RL3_LSTM512_FC2_VS256 10% 20% 30% 40% 50% 60% 70% 80% 90% 
ITERATION 1 23.65 19.33 17.50 7.85 6.17 6.71 5.90 4.14 2.75 
ITERATION 2 23.01 22.00 14.04 6.99 7.24 6.72 5.80 5.37 5.47 
ITERATION 3 24.36 18.81 12.69 7.21 5.90 6.38 5.27 5.34 5.13 
ITERATION 4 27.21 9.93 11.73 6.28 6.70 6.38 6.74 4.81 4.11 
ITERATION 5 24.98 18.82 18.69 6.50 6.17 7.05 1.91 5.37 4.00 

          

AVERAGE 24.64 17.78 14.93 6.97 6.43 6.65 5.13 5.01 4.29 
MINIMUM 23.01 9.93 11.73 6.28 5.90 6.38 1.91 4.14 2.75 

STD 0.10 0.84 0.37 0.02 0.01 0.00 0.14 0.01 0.05 
 

Training algorithm configuration 

It has been stablished why the triplet loss function has been used in the configuration and 
optimization of the RNN. However, the triplet loss function does not quite stablish the metric distance. 
The one used so far is the norm-2 distance or Euclidean distance. However, there are versions of the 
triplet loss that uses the squared of this distance as to expand the distances that are far apart. Making 
big differences more influential than distances that are close to each other. This changes the triplet loss 
function from: 

 
 

 Eq. 20 

To: 
 

 Eq. 21 

 
It can be expected that there should be little difference between using one distance or another. 

However, when using this version of the triplet function and retrain the previous configuration 
RL3_LSTM512_FC2_VS256 the results that it actually influenced heavily. The results obtained can be 
observed in Table 12. In it, we can observe how EER have increased almost at every percentage of DB. 
This makes it unlikely to get better results from this version of the loss function. The question now lies: 
would this change the results of other configurations? It could happen that this change in loss function 
actually improves other configurations rather than this one. 
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Table 12: EERs on modified training algorithm (in %) 

RL3_LSTM512_FC2_VS256 10% 20% 30% 40% 50% 60% 70% 80% 90% 

ITERATION 1 15.07 12.94 13.84 12.56 13.16 14.16 14.83 14.09 16.00 

ITERATION 2 14.21 13.27 14.95 13.23 13.40 13.42 14.29 16.78 18.63 

ITERATION 3 14.94 13.58 13.82 13.26 14.23 14.09 13.84 16.65 10.67 

ITERATION 4 14.98 13.28 14.26 13.23 14.34 13.76 14.68 16.03 9.33 

ITERATION 5 14.20 14.12 13.46 13.28 13.14 12.37 14.75 15.44 19.81 

          

AVARAGE 14.68 13.44 14.07 13.11 13.66 13.56 14.48 15.80 14.89 

MINIMUM 14.20 12.94 13.46 12.56 13.14 12.37 13.84 14.09 9.33 

STD 0.01 0.01 0.01 0.00 0.01 0.02 0.01 0.05 0.88 

 

To fully see the influence of this version of the loss function we must observe other configurations. 

To do so, we train the best performing configurations of last section with the new triplet loss: the 

RL3_LSTM512_FC2_VS256, RL2_LSTM256_FC2_VS128 and RL2_LSTM512_FC2_VS64. The results of 

this configurations compared to their previous counter parts can be seen in Figure 29. 

 

Figure 29: Comparison between original norm-1 and norm-2 triplet loss function 

In the figure, we can observe how this change in loss function has not benefit the RNN whatsoever. 

All new configurations perform consistently worse on all percentage of users for training. Not only that, 

but also the deviation from the average are larger than the ones seen in the previous loss function 

configuration. Overall, it would seem that this new loss function does not improve the algorithm and 

can be discarded. 
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FEATURE VECTOR FORMATION 

Now that the major block of the DGA has been configured, focus can be moved to its output, the 
feature vector. Just as happened with the MRA, the final output of the DGA can be formed in different 
ways. We must remember that the output of the RNN is of one GC rather than the entire walk. To form 
the representation of the entire walk, one candidate is chosen by comparing all feature vectors within 
the same walk and choosing the one with the smallest distance to the others. This, however, is not the 
only way of creating a single feature vector. There are several ways of representing the final vector that 
could show better results. 

In this section, the feature vector and how it represents the walking signal is studied. To do so, 
using different percentage of users is avoided since it could complicate unnecessarily the 
comprehension of the results. In this section the final configuration RL3_LSTM512_FC2_VS256 is used 
with 50% of the users dedicated to training. This percentage was used since it would seem it is when 
the EERs do not vary with respect to more data used for training, which allows for a more statistically 
significant since it will be tested on 372 users. In addition, instead of retraining each iteration, a saved 
model will be used. This way the results should be the same except for the influence of the feature vector 
used. 

Three walking feature vectors methods are shown to form the final version of the DGA. The first 
one is the mean method that has been used for the optimization of the DGA so far. Results of this method 
are already known, but they are included for better comparison. The second method will be the 
candidate method similar to the selection of the representative cycles of the MRA. This method selects 
the feature vector which is most similar within the same walk to represent the entire walk. Finally, the 
full matrix of the feature vectors is used. In this last method, no fusion is done, but rather the cross 
comparison of all the feature vectors of the two different walks is taken of which the lowest distance is 
selected as the distance between walks.  

The results of all three methods can be seen in Figure 30. In it we can see that, although not highly 
significantly, there is a clear influence of the type of feature vector that is being used. The method used 
so far it is probably the best of all three possible ways, having error trade-offs lower than any of the 
other two methods. Of the remaining methods, it would seem that having no representative candidate 
works better than having a single candidate. A similar result was seen when using this method for the 
MRA in which the more visits used for representation the better the results. Nevertheless, they still not 
perform as well as the mean approach. 
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Figure 30: Feature vectors under different conditions 

From this point only one element is missing for the DGA and that is the distance metric used to 
compare these feature vector. 

DISTANCE METRICS 

The final aspect of the DGA is how to compare the feature vectors. So far, the Euclidean distance 
has been the one used since it is the same distance used for the triplet loss function. However, it could 
be that different distance metrics commonly used in machine learning could outperform the Euclidean 
distance.  

In this section, two new distances are used in comparison with the Euclidean distance. The first 
distance is the Manhattan distance, also known as the norm-1 distance. This distance is within the same 
group of distances as the Euclidean distances, the Minkowski distances. A Minkowski distance can be 
expressed as: 

 
 

 Eq. 22 
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where p is the norm of the distance. The most commonly used are the Manhattan distance, or norm-1 

distance, and the Euclidean distance, or norm-2 distance. Which are the cases in which p=1 and p=2 

respectively as it can be seen in: 

 
𝑑𝑀𝑖𝑛𝑘𝑜𝑤𝑠𝑘𝑖(𝑋, 𝑌) =∑|𝑋𝑖 − 𝑌𝑖|)

𝑛

𝑖=1

 

 

Eq. 23 

 
𝑑𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛(𝑋, 𝑌) = (∑|𝑋𝑖 − 𝑌𝑖|

2)

𝑛

𝑖=1

1/2

 
 

Eq. 24 

 

The third distance being tested is the cosine distance (or cosine similarity). This distance is outside 

of the Minkowski distance; however, it has been widely used in different machine learning applications. 

The cosine distance can be represented as: 

 

 
𝑑𝐶𝑜𝑠𝑖𝑛𝑒(𝑋, 𝑌) =

𝑋. 𝑌
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𝑛
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√∑ 𝑋𝑖
2𝑛
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𝑖=1

 

 

Eq. 25 

These three distances represent most of the used distance metrics used in machine learning applications. 

The results of all distances when applied to the DGA can be seen in Figure 31. 

 

 

Figure 31: Distance Metrics for the Deep Gait Algorithm 
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In this figure we can see clearly that the Manhattan distance shows worse results than the Euclidean 
or the cosine distance. Between the cosine and Euclidean distance, the differences are minimal. The 
performance of both distance metrics are basically identical except for the higher values of FMR, in 
which the Euclidean distance has a slight edge. Selecting either distance metric would be suitable for 
the DGA, however, since the Euclidean distance has been the one used during development, it is the 
one being preserved. 

RESULTS SUMMARY AND FINAL CONFIGURATION 
In this chapter, the second contribution of this thesis has been presented, the Deep Gait Algorithm 

or DGA. Unlike its predecessor, the Manhattan Rotation Algorithm or MRA, the aim of this algorithm 
was first and foremost accuracy. The aim of the DGA was to obtain the lowest error rates possible in 
order to compete with biometric traits such as fingerprint and face recognition. To do so, the DGA 
applied neural networks and made use of this new technology to obtain the lowest error rates possible. 

The DGA followed a common structure within biometric recognition systems with a pre-
processing phase followed with a feature extraction and finally a comparison and decision phase. The 
pre-processing phase followed the one of the MRA, with the gait cycle extraction being the same as this 
algorithm. The feature extraction process is arguably the biggest contribution of the DGA. Not only for 
its use of Recurrent Neural Networks (RNN) but also to the approach on how to develop and reach the 
full potential of such technology.  

Most of the optimization and configuration of the DGA had to do with its RNN. As mentioned in 
the introduction part of this thesis, neural networks require big amounts of data in order to be trained. 
Due to the nature of this thesis and the lack of resources to collect the data, the Osaka University was 
reached. This university created a gait Data Base (DB) with over 700 people, making it the largest gait 
recognition DB to date. Thanks to this DB the DGA could become the algorithm that is presented in this 
thesis. Nevertheless, data is not the only important factor in developing a neural network, the right loss 
function as well as the right configuration is needed. 

All this process led to the final version of the DGA. This version makes use of a RNN of 
configuration RL3_LSTM512_FC2_VS256 trained with a triplet loss function conform of Euclidean 
distances to extract the features of all Gait Cycles (GCs) of a walking signal. Once all the GCs have been 
extracted, the mean value of all the feature vector is obtained. Finally, when comparing feature vectors, 
the Euclidean distance is used. This final version is summarized in Table 13 and its expected results in 
Table 14. 

Table 13: Final configurations of the DGA 

 RNN 
Configuration 

 Training 
configuration  

Walking 
signal 

Number of 
recurrent Layers 3 Loss 

Function Triplet loss Fusion Mean 
value 

Size of LSTMs 512 Distance 
calculation 

Euclidean 
distance Comparison Euclidean 

distance 
Number of Fully 
Connected layers 2 Margin 

value 100 
  

Output vector size 256   
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Table 14: Final EERs of the DGA at different training percentages (in %) 

RL3_LSTM512_FC2_VS256 10% 20% 30% 40% 50% 60% 70% 80% 90% 
ITERATION 1 23.65 19.33 17.50 7.85 6.17 6.71 5.90 4.14 2.75 
ITERATION 2 23.01 22.00 14.04 6.99 7.24 6.72 5.80 5.37 5.47 
ITERATION 3 24.36 18.81 12.69 7.21 5.90 6.38 5.27 5.34 5.13 
ITERATION 4 27.21 9.93 11.73 6.28 6.70 6.38 6.74 4.81 4.11 
ITERATION 5 24.98 18.82 18.69 6.50 6.17 7.05 1.91 5.37 4.00 

          

AVERAGE 24.64 17.78 14.93 6.97 6.43 6.65 5.13 5.01 4.29 
MINIMUM 23.01 9.93 11.73 6.28 5.90 6.38 1.91 4.14 2.75 

STD 0.10 0.84 0.37 0.02 0.01 0.00 0.14 0.01 0.05 
 
These results show a competitive recognition algorithm. But to fully view its results we cannot just 

observe the algorithm for itself, but rather compare to other algorithms. The same could be said for the 
MRA which was studied isolated. In the next chapter we will compare both algorithms to one another 
as well as to the state of the art. 

Contributions and Dissemination 

The development of this algorithm was published in the Journal article [105] Pablo Fernandez-
Lopez, Judith Liu-Jimenez, Kiyoshi Kiyokawa, Yang Wu, Raul Sanchez-Reillo, “Recurrent Neural 
Network for Inertial Gait User Recognition in Smartphones” in Sensors 2019, 19, 4054. 
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Chapter 5 Benchmark 

With two fully developed algorithms the last missing step is to understand their value in the 
context of the state of the art. This would allow to see in what way and to what extent these algorithms 
advance the state of the art. This chapter is divided in two sections: the first will compare both 
algorithms developed for this thesis, the MRA and the DGA, to one another; the second section will 
compare those results to the state of the art to see how they compare to external research. 

DEVELOPED ALGORITHMS COMPARISON 

Comparing results of both the Deep Gait Algorithm (DGA) and the Manhattan Rotation Algorithm 
(MRA) can prove to be difficult. On one hand, both algorithms are focused on different directions: The 
MRA is meant for fast response and low hardware requirements while the DGA is meant for more 
precise recognition. On the other hand, the sensors used for both algorithms are different, while the 
MRA only uses accelerometers, the DGA uses both accelerometers and gyroscopes. To fully compare 
both algorithms either the MRA would need to work with the gyroscope or the DGA would have to 
work only with accelerometers. The former approach would be more interesting since neural networks 
allows to work with “undetermined values”. Undetermined values happen when, instead of inputting 
the six expected values of the three axes of both accelerometer and gyroscope, only the values of the 
axes of the accelerometer is inputted. In these cases, the undetermined values are not computed and 
just the known values are used. However, reducing the number of input values comes with a cost, since 
it is more likely that the neural network would not be able to obtain as high results as if both sensors 
were to be used. Nevertheless, comparing both algorithms would allow to know what advantages one 
has over the other. 

The other question when comparing these two algorithms is: In which database? Using the Osaka 
University DataBase (OUDB) would give and advantage to the DGA since the DGA is trained in the 
OUDB. On the opposite hand, testing on the GUTI DataBase (GDB), makes and advantage for the MRA 
since it was design with the information of the GDB. To make a full comprehension of their respective 
abilities we will need to compare the results of each algorithm on the opposite databases. To make a fair 
comparison both algorithms are going to be compared in the OUDB and the GDB. 

 Let us begin by taking the MRA and test it on the OUDB. While the MRA can be tested on the 
entire DB, the DGA must use part of the DB to be trained. To compare both possibilities, the MRA is 
going to be tested on the entire base as well as only 50% of the DB. By doing so, the entire view of the 
potential of the MRA should be obtained. On the other hand, the DGA will be tested These percentages 
may not represent the full potential of the DGA since we have seen how its error rates go down with 
more training data, nevertheless, by using 50% of testing, we can ensure statistical relevance on the 
comparison of the results. The comparison between both algorithms can be observed in Figure 32. 
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Figure 32: Benchmark of MRA and DGA on the OUDB 

In Figure 32 we can see the clear difference between the MRA and the DGA. The DGA manage to 

have significant lower error rates than the MRA all throughout the curve. This difference is not 

surprising since the DGA has two major advantages: it makes use of the two available sensors and it is 

trained with half the DB. Regardless, there other interesting aspects of the graph other than the expected 

lower rates of the DGA. Another interesting aspect of this graph is how the MRA shows the same results 

regardless of the number of tested samples. This may come as the number of users is so big that the 

statistical significance of half of the DB is enough to show the expected results of the MRA. This will 

allow us to simplify the following the results by testing the MRA only on the 50% of the DB. 

We could leave the results as they are, showing a clear advantage of the DGA over the MRA, 

however that would not show the entire picture. The MRA can only work with the accelerometer values 

of the OUDB, while the DGA is making use of the gyroscope as well as the accelerometer. This not only 

influence the accuracy of the systems but also speaks little of their implementation. These results would 

still not be valid for a case scenario where only the accelerometers could be used since we have not seen 

the performance of the DGA just using the accelerometer values. To have a full view we can level the 

play field by taking away the gyroscope values from the DGA. As explained, this does not require extra 

training from the DGA, the algorithm is just tested with undetermined values. This makes that the 

results of the DGA vary as seen in Figure 33. In this DET curve, we see that the performance of the DGA 

shows results that are more similar to the ones of the MRA.  
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Figure 33: Benchmark of the MRA and DGA on the OUDB using only the accelerometer values 

As a matter of fact, the result of these two algorithms are so similar that one could argue that are 

basically the same. It is true that for low FMR values the MRA shows lower values of FNMR, but the 

opposite is true for low values of FNMR in which the DGA has the upper hand. According to these 

results the difference between these two algorithms, in terms of accuracy, are miniscule. 

To this point one could belittle the DGA by saying that the extra hardware and training 

requirements of such a deep algorithm has proven to be of little use when compared to a hand-crafted 

algorithm. However, we must remember the DGA was not trained for using only accelerometers. Which 

is why, as a final modification to make a fully equivalent comparison there is another step that will be 

taken, modifying the DGA one last time to be trained and tested just using the accelerometer. This 

would make that the comparison would not be exactly the DGA, but rather the DGA-. The steps to fully 

develop the DGA- is the same followed for the original DGA: random grid 1, random grid 2 and hand 

tuning. However, it would be unnecessarily tedious for the reader to read the same steps again. 

Therefore, the full development of the DGA- can be found in Annex 2, in that way any future researcher 

would still have the full information of the development of this algorithm. The final configuration of 

the DGA and its EERs can be seen in Table 15. 
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Table 15: Final configuration of the DGA- 

DGA- 

RL2_LSTM512_FC2_ 

VS128 

10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 22,39 17,82 14,20 14,60 12,07 11,41 10,71 10,88 9,12 

2 35,25 18,19 14,62 13,96 13,14 10,40 11,27 11,41 10,63 

3 34,06 17,98 16,35 13,23 12,61 11,36 10,24 12,08 9,43 

4 34,37 17,31 14,82 33,86 12,60 12,42 10,27 12,12 8,00 

5 35,12 18,34 14,21 13,68 12,60 10,07 10,71 10,71 8,08 
          

AVERAGE 32,24 17,93 14,84 17,86 12,60 11,13 10,64 11,44 9,05 

MINIMUM 22,39 17,31 14,20 13,23 12,07 10,07 10,24 10,71 8,00 

STD 1,22 0,01 0,03 3,21 0,01 0,03 0,01 0,02 0,05 

 

We can now compare the MRA, a hand-crafted algorithm to the DGA-, a deep learning algorithm, 

that were meant to work on the same type of sensors. This will allow to have a more general discussion 

of the value of deep algorithms compare to hand-crafted ones. As we can see in Figure 34 the DGA- 

performs better than the MRA, although the results are not overwhelming.  

 

Figure 34: Benchmark of the MRA and the DGA- on the OUDB 
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In this DET curve we can see how the DGA- has consistent lower error rates than the MRA. 

However, it must be noted that these differences in error rates are not as big as the ones observed in 

Figure 32. This makes sense, since the DGA works with more information than the DGA-. In this case, 

there could be an argument to use the MRA over the DGA- if we focus beyond the accuracy of the 

system. In this case we can probably argue that if hardware requirements were critical, the usage of the 

MRA is not out of the question. However, if we look for a purely lower error algorithms, the DGA- 

would still have the clear advantage. 

As a final internal comparison, it will be interesting to see these algorithms working on the GDB. 

These results will have less statistical value, making them less representative than the ones obtained on 

the OUDB. Nevertheless, it will still show how the deep learning algorithms behave when used in a 

different DB. In this case, both DGA and DGA- where trained with the entirety of the OUDB and all 

three algorithms were tested on the GDB. The results can be seen in Figure 35. 

 

Figure 35: Benchmark of the three presented algorithms on the GDB 

In this graph we see a somewhat unexpected behaviour although easily explainable, the MRA 

outperforms the two versions of the DGA. Looking at these results some flags may be risen as to whether 

the DGA and DGA- are still useful if they fall apart the moment, they are used outside the OUDB. 

However, we must remember that the GDB and the OUDB made use of its sensors very differently. 

Mainly, the position of these sensors. While the GDB placed the sensors on the right-hand side of the 

Benchmark on GUTI DB 
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user, the OUDB placed them on the back. This may seem to be trivial, but that minor difference in a low 
information signals as are the inertial values of the movement could make great changes on the expected 
results. 

Overall, with the observed results there is no clear “better” algorithm. As of right now, the 
development of the IBGR algorithms are in the early development and there are not a standardize way 
of testing the performance of these algorithms. To fully compare and develop algorithm we require 
more realistic DB, were the smartphones are placed in commonly used place such as pocket, instead of 
fixing them to a certain position in order to make the problems easier. Even if we could not answer the 
question of which algorithm is better, we have seen the influence of the DBs used, and the overall 
performance of these algorithms. However, to fully understand their performance we must look beyond 
the results obtained in this thesis and compare them to the state of the art.  

 STATE OF THE ART BENCHMARK 
In Chapter 1. 3. 2 we discussed the state of the art of IBGR and what the published results are. In 

this chapter we will add to that state of the art by comparing the existing algorithms to the ones 
developed in this thesis. Unfortunately, comparing DET curves of different publications can lead to 
miss representation of the results, since overlapping images of DETs can be miss aligned. Instead, we 
will be comparing the results in the form of EERs. We have seen that this metric is a simplification of 
the overall results of any algorithm, but in this case is a way of representing those results in numeric 
form. We will be comparing the results on the OUDB since it has been stablished as the standard 
benchmark. The comparison can be seen in Table 16. 

Table 16: Benchmark of state of the art, MRA and DGA 

  Training Testing Results (EER) 
Trung et al. [33] - 744 20.20%

Gafurov et al. [49] - 744 15.80% 
Rong et al. [51] - 744 14.30% 

Derawi  et al. [50] - 744 14.30% 
Zhong  et al. [53] 7441 7441 5.60% 
Nguyen et al. [54]   60/140 744   10.64%/10.43%   

MRA - 744 22.00% 
DGA 148/520 596/224 11.48%/7.55% 
DGA 

 (On accelerometers) 372 372 25.69% 

DGA- 148/520 596/244 17.93%/10.64% 
1 One visit for training and enrolment, one visit for testing. 

 
In this table, we can see the position of the MRA and DGA on the state of the art. It is important to 

distinguish that the algorithms that are not based on machine learning do not use any data for training, 
meaning that their results are tested on the entire DB. Although we have also observed that for hand 
crafted algorithms, the results obtained using the entire DB are comparable to the ones obtained in at 
least half of the DB. 

Comparing the MRA to the rest of the handcrafted algorithms, we can see that there is a clear 
difference in results. Unfortunately, the MRA did not manage to compare to the better performing ones. 
This could be for a variety of reasons, but we must not forget that the MRA was not mean for low error 
rates, and its development was done on a completely different DB. 
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Of the machine learning algorithms, the best performing one in the state of the art is the one from 

Zhong et al., but their use of the training and testing division may prove to not be as scalable. Training 

with the entire variety of user does give more information on the inter differences of IBGR, however it 

can also lead to an over training on this population. This means, that testing the algorithm with different 

users, even on the same conditions, could lead to different results. After the results of Zhong et al. the 

DGA would have the lowest error rates. However, Nguyen made use of less training samples making 

it difficult to compare. One hand, one could argue that for the same training/testing sets, The Nguyen 

algorithm performs better than the DGA, meaning it outperforms it. On the other hand, we have seen 

that not all configurations of a deep learning algorithm manage to have lower results with more data. 

Some configurations are uncapable of learning more, making them have the same results with higher 

percentage of training.  

In any case, we can see that the DGA and the MRA have contribute to the overall state of the art. 

This not only shown in the results the achieve, but also in their documentation of how the development 

of an IBGR system can be done. 
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INFLUENTIAL VARIABLES 
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In the previous part of the thesis we have seen the development of two algorithms and their results. 

These results are taken in controlled environments which helped to constrain variables that would 

introduce noise. Thanks to those limitations the algorithms could be developed and optimized without 

considering external factors. However, these results could be taken as unrealistic. On the real world, 

variables are uncontrollable. This does not diminish the value of the results previously discussed but, 

we could expect them to have a different behaviour on deployment. Fortunately, there is a way to prove 

their performance on the real-world with an operational evaluation. 

Operational evaluations are studies that test the algorithm on real scenarios. Usually this would 

mean having users install the security system and use it without limitations. It can be expected that the 

results obtained would reflect the results on a real implementation. From these experiments we can 

mainly get two outcomes: positive or negative. If the results are positive, meaning the error rates are 

low and the response is fast, we could say the system is ready for full deployment. On the other hand, 

if results are negative, we would say that the system is still unprepared for the influence of external 

variables. A negative outcome could be a major issue since it is difficult to determine what went wrong. 

We could analyse the specific moments where the system failed, but even in those case several factors 

could have influenced at the same time. To determine what modified results, we would need to perform 

a scenario evaluation: in which the influence of a particular scenario or variable is studied. 

Scenario evaluations focus on a limited number of variables that differ from an ideal scenario an 

see the differences in the results. In this way, if we were to study the influence of humidity in fingerprint, 

we would gather a Data Base (DB) with dry and wet fingerprints. If were results vary, it would mean 

that the variable is influential. With that information, several steps can be taken analyse how the system 

can overcome this variable, check how to remove the variable to happen, implement the system in 

environments where the variable is not present, etc. Where operational evaluations tell us if the system 

is working, scenario evaluations tell us why they are not. In the cases such as ours in which algorithms 

and systems are still under development, studying the variables are more useful. Studying each variable 

would allow to better improve the system. 

With this reasoning behind, to improve not only these algorithms but those to come, several 

scenarios are studied. Studying these scenarios not only would show how and where to improve 

systems but what future systems would need to watch out for. Making these studies would also clarify 

the limitations of this biometric modality since they are some of the most common variables in a real 

scenario. 

While testing both the Deep Gait Algorithm (DGA) and the Manhattan Rotation Algorithm (MRA) 

would be interesting, it would duplicate the results unnecessarily. The aim of this Part is not to evaluate 

the algorithms themselves, but rather understand if the variables under study do or do not influence 

the performance of any IBGR algorithm. The MRA has been chosen as the testing algorithms. The reason 

being the viability and fast performance of the MRA, as most of these evaluations were performed 

before the DGA was fully developed. 

In this part we will be looking at the last contribution of this thesis with six different variables 

distributed in four different DBs. Chapter 6 present the first evaluation which will look at the influence 

of short and long walking signals on IBGR.  Chapter 7 evaluates two variables, concealed users and the 

difference between positioning the phone in a pocket or in a holster attached to the waist. Chapter 8 

studies the influence of the walking speed of the user as well as positioning the phone on the right or 

left of the user. Finally, Chapter 9 studies the footwear of the user and how can it influence the IBGR 

system.   
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Chapter 6 Walking Distance 

One concerning aspect of gait is what we can consider a gait sample. With static biometric samples 
such as face is simpler, one picture is already a sample. However, with gait it is more complicated: Is 
one step enough, should it be two or three? Limiting this value is necessary for it would make a big 
difference in the type of applications that Inertial Based Gait Recognition (IBGR) can be used. For 
example, if it requires several steps from the user it would not be useable within a house, for little space 
is expected. Discerning the minimum distance required from the user to walk would help determine its 
applications. One could argue that we have already discover this minimum sample. In Chapter 3. 2. 3, 
we studied the representative gait cycles, the minimum number of gait cycles that could be used to 
represent a walking signal. However, this is not the same topic: if a system is going to use 5 gait cycles, 
it is not the same to search for those gait cycles in a walking signal of 10, 20 or 50 gait cycles. The more 
gait cycles at the disposal of the algorithm, the easier it is to find the 5 ideal ones, or so would go the 
hypothesis. Therefore, in this chapter we would explore how long a walk must be to find those ideal 
gait cycles. 

This section will dwell into the influence of reducing the length of gait signals and how they 
influence the results. By doing so, not only a minimum distance can be stablish, but also, we can 
determine a maximum require distance. Stablishing a maximum distance would liberate the system 
from computation. If there is no improvement to use more than the minimum distance, an IBGR system 
could compute the verification process on smaller signals, allowing for a faster response. In the same 
way that looking a needle in a haystack is difficult, there is no need to add ten more haystacks. 

Since the Manhattan Rotation Algorithm (MRA) is going to be used to make this study, the final 
version of the MRA is used. This means that the algorithm will be using 5 representative Gait Cycles 
(GCs). This limits our minimum option, since the system already requires 5 GC, it is required that the 
user walks at least those 10 steps (two steps per cycle). Since the minimum limit is already stablished in 
GCs, instead of using distances, GCs are going to measure the size of walking signals.  

DATABASE 

To be able to study the influence of the walking distance, a DB with long walking distances is 
needed. Thankfully, we have already seen such a DB in Chapter 3. 2. 1. The DB created to optimize the 
MRA made users to take long walks, which are ideal for this evaluation. The walking distance was of 
40 meters long, which on average took users to made 28 GCs. This fulfils the minimum distance by a 
long shot and actually allows to further study different scenarios. For starter, walks can be fragmented 
to different sizes. We have stablished that a walk can be represented by 5 GCs. To make it consistent, 
the DB will be fragmented multipliers of five GCs are used: 5GCs, 10GCs, 15GCs, 20GCs. These are not 
the final representations, but rather the fragments on which the representative 5GCs will be found. This 
will allow to see whether it is the same to find 5 representative GCs in 10Gcs or in 20GCs. 

As a quick reminder of the characteristics of the DB consider that, it is formed by 25 users, 12 visits 
per user, 40 meters long corridor and with the phone on a holster on the waistline. For a more detail 
information, refer to Chapter 3. 2. 1. 

RESULTS 

When talking about reducing the number of GCs from the walk we must consider from where we 
cut. Would it be the same to take the first 5 GCs than the ones from the end? It could happen that with 
just a few GCs the system works well enough, but the user needs to have walked for some time in order 
to normalize their gait. For this reason, the walks are sectioned in three different ways: Beginning, taking 
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the first GCs; middle, where GCs are taken from the centre of the walk and expanding equally to the 

beginning and end of the signal; End, taking the last GCs. When a specific section is used, it eliminates 

other sections, which means that when using the End section, all visits are compared with End sections; 

there is no cross validation among sections in this study. 

The performance of each section can tell us different operational qualities of the algorithm. If the 

Beginning section outperforms the other three, it would mean that the first GCs of a walk are the more 

characteristic, meaning that not only IBGR can work with short walks, but it actually performs best at 

short distances. If the End section is the best performing one, it could mean that either the last steps, 

when the user is anticipating the end of the walk, are the best performing ones or that users need to 

normalize their gait before the recognition system works. Finally, if the Middle section outperforms the 

other two, it could mean that the very first and very last cycles are of no use, and only once the user has 

a stable gait can the system perform a quality recognition. 

Results in this section are going to take into account Equal Error Rates (EERs), Detection Error 

Trade-off (DET) and time consumption. On Table 17, we can analyse the accuracy of the algorithm when 

using segmented signals. To have a better view of how these values differ from the original results. The 

last section, “ALL”, is the value of the entire walk. 

Table 17: EERs for segmented sections (in %) 

Nº of cycles Beginning Middle End 

5 20.39 19.11 17.75 

10 19.94 18.94 18.38 

15 18.77 18.22 17.17 

20 18.55 18.32 17.64 

ALL 17.85 

 

There are two trends we can see out right: the more cycles used, the better the results; and the end 

segment outperforms the other two by a considerable margin.  

Using the Beginning segment heavily penalized the system. Only when using four times the 

number of representative gait cycles (20 cycles) it gets close to the EER of the unsegmented signal. From 

this information we can start assuming that the more GCs the system would perform better. Moreover, 

just by looking at this section it would seem that there is no limit on how many GCs should be used. 

Moving to the Middle segment, the performance of 5 GCs is better than the 5 GCs of the Beginning 

segment, but not better than the 20 GCs of the Middle segment. When increasing in cycles, we see better 

and better performance with one exception: 20 GCs do not perform better than 15 GCs. From this section 

we can derive more information than the previous one. We can see better performance when using more 

GCs, however the advantage compared to the previous segment is how low the errors become. This is 

hinting to the first cycles being of less quality than the middle ones, this is further proved by having an 

increase in error when using 20 GCs. In the Middle section when we evaluate 15 GCs, we are evaluating 

the range GC#7-GC#21 (On the average walking segment of 28 GCs). When selecting 20 GCs the section 

becomes GC#4-GC#24. Seeing that there is a drop in performance going from 15 GCs to 20 GCs we can 

assume that the problematic GCs are the ones from GC#4-GC#7 and/or GC#21-GC#24. This would 

indicate that we are starting to see a minimum distance for good performance in IBGR, 7 GCs. Although 

to fully determine if we found a minimum distance, we need to analyse the final section. 

Overall, the End segment has the lowest EERs of all segments. However, this is not the most 

interesting aspect of this segment. In the beginning segment, we stablish that having a bigger pool of 

GCs to extract our representative GCs had better performance. This is no longer true in the End segment 

as EERs do not decline consistently with higher sections. On the other hand, in the Middle segment we 

stablish a theory that either the first GCs (GC#4-GC#7) or the last GCs (GC#21-GC#24) could have a 

negative influence. By the results of this segment, we can confidently say that the increase of EERs in 

the Middle segment was due to the first GCs. This would also explain the behaviour of the End segment, 
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as the 15GCs segment has the best performing results before reaching those early GCs that reduce the 

performance of the system. 

To have a more exhaustive view of the influence of segmentations, on a comparative of the average 

best-case scenario of the segmentations is presented in Figure 36 (15 GCs). In it, we can easily see that 

segmented gait signals actually do not influence accuracy that much. Even considering the difference 

in EER, the results are similar enough to be considered almost equal. Specially, considering that the DB 

is not conformed by a vast number of users. This could mean, that although there is value in knowing 

the difference between segments, constraining DBs heavily from a minimum walking distance may be 

unnecessary. 

 

Figure 36: DET among the different sections of the walking signal. 

Another aspect of influence in reducing the number of samples, is the computational time. Since 

fragments vary in size, we can expect that the smaller the fragment, the quicker the system can find 

those representative GCs. In Table 18, we can observe the time consumed by each segment. Times were 

taken by MATLAB R206b, Windows10, i7 4790 processor and 16GB or RAM. In the table we can see 

that, as expected, the bigger the segment, the more time consumed, no matter the segment used. It is 

worth noting how by just using 20 GCs the MRA already takes half the time than using the entire walk. 

Which, in addition to the performances seen, it could mean that a system could benefit greatly by simply 

Segments Comparison (Size 15) 
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using smaller walking signals rather than 28 GCs long. Among the rest, there are not big surprises: 
segments do not influence the consumed time, as one could have expected. 

Table 18: Processing time (in ms) 

Nº of cycles Beginning Middle End 
5 17.48±3.70 24.28±3.45 26.55±6.83 
10 65.61±10.40 77.74±10.97 85.09±12.88 
15 147.36±22.93 163.35±24.08 166.55±24.50 
20 262.15±41.19 285.3±43.6 287.56±43.36 

ALL 539.06±127.36 

DISCUSSION 

This evaluation tried to show the influence of the size of the walk in the final performance of the 
system. To do so, the MRA has been tested in a DB of long walks. These walks were segmented in three 
different sections (Beginning, Middle and End) to see the influence of each section. Each section giving 
information on whether the algorithm performs better in small walks, longer walks or small sections of 
a bigger walk. In addition, different sizes of each section were used to consider different walk distances. 
This information gave more insight on the type of walking signals required to perform an optimal IBGR 
system. 

The first conclusion we can draw from the results is that the more GCs, the more accurate the 
system. This should come as no surprise since the more information the more detailed view the 
algorithm has of the walk. Even if so, the influence of each increase in GC differs from section to section. 
While the Beginning section has a 1.5% EER difference between its most and least precise fragments, 
the End section only differs by 0.10%. This could mean that the size of the signal is not as relevant as it 
may seem but rather, that the longer the user has walked, the more precise the system is. This is an 
important distinction, if the pool of GCs used is small, but the user has been walking for a long period 
of time we can expect better results than if we use a bigger pool but with less stable GCs. This was 
further confirmed in the analysis of the different sections. 

 From the results obtained it was observed that the first GCs actually hinged the performance of 
the MRA. The End section performs better than any of the other two sections, to the point were the End 
section can outperform the base performance of the algorithm. Together with the view that the Middle 
section got better results with more GCs except when reaching those first GCs. This is further supported 
by the results of the End section not varying with added GCs. The Beginning section performing worse 
than the other two section and by getting better with more GCs further confirms this hypothesis. This 
means that the first 4-7 GCs are the worst performing ones. It also gives us a minimum walking distance. 
If the first 4 GCs are to be discarded, then the walk requires a 9 GCs walking distance (4GCs to discard 
and 5 representative). This would be equivalent to 18 steps or 11 meters (on an average step). With this 
we can stablish a first minimum sample for IBGR. 

Nevertheless, it was also shown in the DET curve that the influence these cycles may have is not 
that great. Although it would be interesting for future algorithms to look out for these problems, it is 
not going to be that influential that a DB should be rendered useless for having too short walks. It would 
just mean that we can expect a better performance of the algorithm if those 4 first GCs were ignored. 

In addition to the accuracy of the sections, we have observed the time consumed for each section 
and number of GCs studied. It came as no surprise to see that all sections took the same time to search 
for the representative GCs. Even more, the time consumed to search for GCs seems to be exponential, 
as removing GCs halves the time consumed. This information could be of help when trying to reduce 
even more the time response of the system. 
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Contributions and Dissemination 

This evaluation was part of the article [97] Pablo Fernandez-Lopez, Jorge Sanchez-Casanova, 
Paloma Tirado-Martin, Judith Liu-Jimenez, “Optimizing resources on smartphone gait recognition” in 
IEEE International Join Conference on Biometrics (IJCB), 2017. 
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Chapter 7 Concealed Users  

In this chapter, we are going to study the performance of the system when having concealed users. 
Concealed users are those users that actively try to not be recognized. There are situations in which 
users may not want to be recognized even when carrying their own recognition token, for example, this 
technology could be useful to track convicted criminals, on one hand the security forces would be able 
to track their movement while at the same time the user would not have to carry a device that would 
prevent them to reinsert in society. To study cases like this one, we consider three levels of cooperation: 
Individual walking, in which users walk normally as if there was intention of being recognized; group 
walking, in which the users would walk with one another normally just as a zero effort approach; and 
walking formation, in which users would clearly try to not be recognized.  

These three levels represent the three scales of user concealment in which the user is fully 
cooperative, the user is making a zero-effort vulnerability (the minimum intent of trying to be concealed 
in which they are just walking in coalition of people) and finally a full concealed approach. This was 
done thanks to the collaboration of an undergraduate student from the Centro Universitario de la Guardia 
Civil (CUGC as its initials in Spanish). The cadet wanted to test and verify the possibilities of a biometric 
modality such as a gait so that it could be used by the security forces such in applications of criminal 
tracking. The help of the CUGC undergraduate was indispensable since the cadets are trained in 
formation walking, making them an ideal group to vulnerate the recognition system. The formation 
walk is a standardized gait that must be performed in synchronous move. This gait is not natural, 
meaning that if any person would walk in this manner, any observant would pick up on the strange 
behaviour. Therefore, the formation walk is an extreme case of a user not wanting to be recognized, but 
the user does not imitate any particular way of walking, i.e. they do not try to impersonate someone 
else, just not to be recognized. This situation may turn out unrealistic, but we can assume that a user 
that would try to vulnerate the system in a real case scenario would obtain results that are encompassed 
between the group walking and the formation walking. 

A side study that can be done with this database is the influence of walking in groups without the 
intent of not being recognizable. When doing a DB in gait recognition there is no limitations in making 
the users walk at the same time (given that the path is wide enough to allow it). However, it is unusual 
to see a study in which users walked next to each other. The reason for this phenomenon is that there is 
no research on whether we change our gait when walking next to another person. If this is the case, 
researchers should still be careful of making users walk one at a time, but if it is not DBs could be 
completed faster making users walk at the same time.    

In addition to the forgery variable, phone position was studied. At this stage of the thesis, the only 
DB collected was the GutiDB, used in the previous evaluation, which used a holster to minimize the 
influence of pockets. The idea of using a holster in the GutiDB was that if the phone is placed in the 
pocket, it would add more variability on pocket sizes, free movement of the phone, etc. However, no 
prove was given on whether pockets do actually influence IBGR or not. So, in addition to the 
concealment, this evaluation tried to also compare the difference between using a holster and placing 
the phone on a pocket. 

DATABASE 

The database used for this evaluation was gathered thanks to the collaboration of the CUGC. The 
CUGC trains cadets for high ranking positions in the Guardia Civil, performs the duties of the military 
police in Spain, as well police duties in less inhabited areas, such as border controls, etc. The 
collaboration came as an undergraduate bachelor thesis, in which the student would collect the DB and 
results were taken at the lab. As mentioned, there are three different scenarios in this DB: Individual, 
Group and Formation, which is shown in Figure 37.  
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Figure 37: Example of the formation walk 

As with previous evaluations, certain constrictions had to be placed so that only the desired 

variables could influence the user’s gait. Some controls must be established in order to remove as many 

variables as possible. The constraints established were: 

• Sensor: all the database was recorded by the accelerometer embedded on a bq’s Aquaris A4.5 

smartphone. The OS was an Android 6.0. The collected data was done by using the 

accelerometer of the smartphone. 

• Sensor Location: two sensor positions were studied: Hip and pocket. The hip position would 

reduce the influence of variables like pockets sizes, while the pocket position represented a 

more realistic scenario. To fix the smartphone to the hip, the smartphone was placed inside a 

holster, which was then attached to a belt just as in the previous DB. For both cases, the 

smartphone was placed on the left side of the users. 

• Terrain: the users walked in a straight line for 50 meters on a flat surface. The path was set at 

the CUGC on an outdoor patio. This location was selected due to the limitations in 

displacement of the cadets. 

• Groups (When applied): group studies were always carried out with groups of 5 people. This 

made that two different groups participated, which allows to eliminate the idea that depending 

on the group walks may vary. 

• Clothing: users walked with trousers and sneakers (civilian clothing) or in their uniform, as 

seen in Figure 37. For each visit they would walk in the two clothing types. This was stablished 

specially for the case of formation walking; which cadets are more accustomed to do it in 

uniform. To remove the variability of clothing in that scenario, which could lead to a question 

on whether the differences detected were because of the clothing or the gait itself. 

The database was composed of 10 CUGC students (3 females, 7 males), as seen in Table 19 and 

Table 20 .  
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Table 19: Distribution of visits per user 

Clothing Phone Position Walk Type Number of visits 

Uniform 

Hip 
Individual 2 

Group 2 
Formation 2 

Pocket 
Individual 2 

Group 2 
Formation 2 

Civilian 

Hip 
Individual 2 

Group 2 
Formation 2 

Pocket 
Individual 2 

Group 2 
Formation 2 

  Total 24 
 

Table 20: Distribution of visits per gender 

Gender Number of people Number of visits 

Male 7 168 
Female 3 72 

Both 10 240
 
Each of the students have performed 16 visits of each of the three possible scenarios (8 with 

uniform, 8 with casual clothing). Half of those visits were done with the phone on the pocket and the 
other half with the phone on the hip. All this made the DB a total of 240 different samples. 

RESULTS 

Any biometric system requires an enrolment process which are under more control than the 
verification attempts. In the case of gait recognition, we can assume that an enrolment sample would be 
of an individual walk, making the vulnerability of the system solely the verification process. However, 
for this study, to only look at the enrolment with individual sample may lower the amount of 
information we can obtain. If a sample from a group walk does not correlate to an individual one, we 
cannot be sure if it is because the sample of walking in group has no unique traits or if the samples of 
walking in group and individual do not correlate well due to their nature. In the former case, it would 
mean that walking in groups renders the recognition system useless, in the latter, it would mean that 
there should be a way for the user to enrol in group walk to have a complete template. 
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For this reason, results are going to be divided in two sections:  
Intra Scenarios: in this section samples of the same group type are going to be tested against 
each other. Therefore, when comparing formation samples, they will be compared to other 
formation samples. This is done without enrolling and comparisons are all vs all. In addition, 
this section is going to be divided into hip and pocket. Comparing results of hip and pocket we 
can determine whether this is an influential variable or not. 
Individual enrolment: this section is going to focus on a more realistic approach with an 
enrolment scheme of individual enrolment. With it we can expect to find out if a single template 
sample in a control environment would be enough to make a robust system in a real 
deployment. Once again, this section will have results for both hip and pocket. 

In both sections, the phone will be placed both in the pocket and the hip to obtain parallel results, 
allowing to see the difference between both positions. If there are no major difference in results with 
both positions, we can determine that variable to no be influential. On the other hand, depending on 
when is it useful to use on position with respect to the other, we can determine if there is an advantage 
to use pocket or hip. There is still the other variable to study, hip vs pocket in the enrolment process. 
However, a comparison where during the enrolment the phone is placed on hip to later verify with the 
pocket is of little use. It can be more than expected that the phone in two different positions would give 
different results, this is a further study in the next chapter with the laterality of the phone position. 

Intra Scenarios Results 

In this section we will be observing two DET curves, Figure 38 and Figure 39. Each curve represents 
the three intra scenarios (Individual, Group and Formation) on a particular phone position. The 
scenarios are first study in each phone position and then both phone positions are compared to each 
other. 

In Figure 38, the differences between Individual, Group and Formation when the smartphone was 
placed on the hip can be seen, highlighting a clear distinction between the different scenarios. Formation 
has the highest error trade-offs which is to be expected from users trying to actively trying to cheat the 
system to the point of walking abnormally. More surprisingly, Group walking presents better results 
than Individual walking. This would mean that when comparing group walks, the users actually 
distinct themselves rather than try to imitate each other. This gives some leverage between the extreme 
case of walking in formation and a milder case of walking in groups. Any approach closer to the 
formation would have increased errors, meaning that they would be difficult to recognized. Finally, 
looking at individual gaits, the algorithm presents a somewhat high error trade off, not as high as 
formation but distinguishable, nonetheless. 

In Figure 39, the same scenarios are presented but with the smartphone placed in the pocket. In 
this graph, all three scenarios yield similar results to one another although not identical. Of all three, 
individual walk seems to be the least affected by the change of phone position, maintaining the same 
results. Formation, has actually improved, pointing that we may get more detailed information by 
placing the phone on the pocket rather than from the hip. Finally, group walking has worsened although 
slightly. This is especially true on the larger values of False Match Rate (FMR), where we can see that 
the previous decline in errors has gotten a lot smoother in this case. 
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Figure 38: Case scenario (hip) 
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Figure 39: Case scenario (Pocket) 

With these results we can stablish the difference among the different walks. As expected, the 
formation gait has high error trade-offs, making it hard for the algorithm to distinguish them. This is a 
big setback, since it would mean that an isolated user where only the system can track them would be 
able to increase its chances of not being recognized. However, we cannot ensure that this would be the 
case when imitating gait, since imitation may require a more complicated analysis for the attacker of 
the gait to be vulnerated. More surprisingly, although differences between walking in groups and 
individual walks were expected, what it was not expected is to have individual walks to be worse than 
group walks. 

We can now move to the next section, with a more realistic scenarios with individual enrolment 
and free form verification. 

Individual Enrolment Results 

In these results we will observe the difference between the comparison of signals in the same group 
and using a more realistic scenario in which the enrolment is done individually. It is more realistic since 
we can expect that users would enrol by themselves rather than in groups of people or already 
vulnerating the system with a formation walk. 

In Figure 40, all scenarios are presented when the smartphone is placed on the hip. Results show 
that when using a common enrolment, all scenarios have similar performance. Performances have 
equalized around the values observed in the individual intra scenario. It must be noted that accuracy 
has dropped significantly, resulting in the Formation scenario barely changing, while the group scenario 
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has a higher trade-off error. As a consequence, all scenarios perform similarly. This seem like a negative 

improvement compared to the previous case, but it is to be expected. 

In Figure 41, similar results are given by the smartphone placed in the pocket. The main difference 

with the previous phone position that can be found is that in the case of formation there is a decrease in 

trade-off error. Just like in the section discussing different scenario results, the more information the 

smartphone can gather, the easier is to differentiate between users. Nevertheless, for the Mixed scenario 

the trade-off increases. 

 

Figure 40: Individual Enrolment (hip) 
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Figure 41: Individual enrolment (Pocket) 

These results show the difference between individual enrolment and the intra scenarios. We can 
see that results are worsen when using individual enrolment, but the results get closer to the ones of 
individual enrolment. Even if this would mean that errors increase (like what happened to group 
walking), it would make walks indistinguishable, making so they become the same type of walk and 
therefore can maintain the expected output. Furthermore, the formation scenario has actually reduced 
ever so slightly, which further proves that individual enrolment is beneficial for the system.  

DISCUSSION 

In this evaluation there was a number of variables under study: the concealed users, phone position 
and enrolment possibilities. This was possible thanks to the collaboration of the CUGC. With them, we 
managed to gather information from ten different cadets that participated in several visits giving 
individual walking, group walking and formation walking with two different phone positions. 

The study shows some interesting results. First of all, we can focus on the influence of the phone 
position. In the intra scenario results, we observed how placing the phone on the pocket had better 
results for detecting formation walk, but worse when detecting group walking.  In all scenarios 
presented, it can be seen that phone position does not affect walking in group or individually. The only 
influence it had was with formation gait, when the phone was placed in the pocket, we could see lower 
error rates than when placing the phone on the hip. This points that the use of phone in pocket has a 
positive impact on the overall system, which is great news since nowadays phones are rarely placed on 
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the hip. If the best performing position was the hip, it would have required the user to carry extra 
hardware, which would eliminate one of the advantages of this biometric modality.  

Looking at the results in Intra Scenarios, it is surprising to find that group walking outperforms 
individual walking. It was expected to have individual walking as a baseline with group and formation 
increasing errors but, rather than imitating someone else’s gait, we tend to differentiate ourselves even 
more when walking in groups. This could be because the user might be more distracted and less self-
conscious of their own gait, making it a more realistic gait. However, this can be challenging, requiring 
the user to walk with more people during enrolment could increase the complexity of enrolment for the 
user. On the other hand, trying to analyse the patterns of the user during verification to estimate if they 
are in a group could be challenging but more useable.  

Finally, we can focus on the individual enrolment scenario. In it, we can see that walking in groups 
and individual walking have similar results. However, the downfall is that this means that group 
walking increased its error rates up to the error rates of individual walking. This means that the 
advantage that group walking used to give us, is lost in the enrolment scenario. Maybe, as mentioned 
before, a combination between individual and group enrolment would help the system. Nevertheless, 
the fact that the algorithm performs similarly even though the input gait comes from individual and 
group walking is of great news. It would mean that, although errors do increase, we can expect a stable 
performance, resilient to the environment.  

On the topic of concealed users, we see that users do need to make big efforts to not be recognized. 
And concealed user would not be able to hide itself by just walking in the crowd, their gait needs to 
change. If the change is as obvious as the formation walk, the user would not be recognized by the 
system, but it would be obvious for any watcher that the user is not walking normally. Although this is 
unrealistic, we can find that modifications on our gait would increase the error rate between the errors 
of walking in groups and formation walking. 

As a side result, we have seen that systems should not worry about users walking in group. Results 
including walking in group seem to not vary and improve when comparing group walking with group 
walking. This makes it faster to develop not only for a final product but also for future research. 
Knowing not to worry about group walking, we could create databases in which the session of users 
can be done in parallel. This could speed up future evaluations and databases.  

Contributions and Dissemination 

This evaluation was published in [106] Pablo Fernandez-Lopez, Jorge Sanchez-Casanova, Judith 
Liu-Jimenez, Carlos Morcillo-Marin, “Influence of walking in groups in gait recognition” in IEEE 
International Carnahan Conference on Security Technology (ICCST), 2017. 
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Chapter 8 Walking Speed and Laterality 

Next on the list of potentially influential variables is walking speed. It is no surprise that this is one 
of the most common questions when talking about variables in gait: Does the speed affect? This question 
is commonly asked by participants of DB. Participants want to make sure that their walking speed does 
not influence the DB itself. It is common to tell them to walk in a relaxed walk and as normal as possible. 
This creates a moment in the participant where they get nervous of their “normal walk”. This study will 
try to expand the concept of walking speed so to be able to answer this question and relax future users. 
If this evaluation were to get negative results, we could say to the users that speed does not influence 
the DB, therefore they can walk however they  
wish to walk. 

One important distinction to make before starting this evaluation is the distinction between 
walking and running. These two actions present different gaits. Walking is a more balanced gait, in 
which at all moments there is at least one foot in contact with the ground, this means that we would not 
take the next step until setting the moving foot on the ground. On the other hand, when running there 
are moments of impulse where no feet are in touch with the ground. This difference might be of great 
significance since the movements are in essence different. This is important since we need to stablish 
that user should not run, but rather have a fast walking speed. 

Another possible influential variable is phone laterality. Similar to the problem of the phone being 
place in the pocket rather than the hip, phone laterality can create some concerns. On one hand, we are 
not sure whether the phone being placed on the right side would get different results than in the left 
side. We may assume that signals from these positions are disparate enough that they cannot be 
compared, but even that could be taken into question. The MRA is capable of rotating the signal to 
match, so the fact that the phone would register the GC starting on the left side or the right side could 
be mitigated. Therefore, in addition to walking speed the phone laterality is also going to be questioned. 
This will include the question whether using one side or the other is influential as well as can signals 
from opposite side of the bodies be compared. 

DATABASE 

The DB used for this evaluation was actually supplied by a different group of researchers. Zou et 
al. published in 2018 their work on integration of IBGR and RGBD cameras [10]. The concept of their 
study is having an access control in which the user would carry the phone with them. When they get 
close to the controlled door, the phone would send the recorded gait while a RGBD camera records the 
gait pattern. The fusion between these two sensors would give a more robust system. To do so they 
created a DB with several smaller datasets. The dataset that was of interest for this study was their 
dataset #1. The dataset is composed of 10 different users, 7 males and 3 females which created 100 visits 
per user, even more each visit was recorded from a phone in the left pocket and another from the right 
pocket. Which means that each user recorded is represented by a total of 2000 visits as seen in Table 21 
and Table 22. 
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Table 21: Distribution of visits per user 

Phone position Speed Number of Visits 

Left 
Normal 50 

Fast 50 

Right 
Normal 50 

Fast 50 
 Total 200 

 

Table 22: Distribution of visits per gender 

Gender Number of people Number of visits 
Male 7 1400 

Female 3 600 
Total 10 2000 

 
An android app was designed for recording gait. The app recorded the information of the 

gyroscope and accelerometer of the phone as well as the timestamp of each recording. The sample 
frequency was set to 50 Hz although, as stablished in Part 2, this frequency was inconsistent due to the 
limitations of the smartphones. The difference between hardware was considered negligible, therefore 
each user downloaded the app on their personal phone and use it for recording the sessions. Visits were 
performed in a flat surfaced, 60 ft. corridor (about 18 meters). Each time the user would walk alone in a 
straight line.  

Half of the visits were done in a normal pace and the other half in a fast pace. Of those paces, each 
user would do it with the phone on the left pocket and the other half in the right pocket. In the end, 50 
recordings of each unique scenario were recorded: Left Pocket- Normal speed (LN), Right Pocket-
Normal speed (RN), Left Pocket-Fast speed (LF) and Right Pocket-Fast speed (RF).  

RESULTS 

In this study the two variables are going to be analysed separately. The first variable under study 
will be the phone laterality. To study this variable the normal speed is going to be used since it is the 
less constrictive. This will be done by using scenarios Left Normal (LN) and Right Normal (RN). To 
determine similarities and disparities for the phone position a DET curve is going to be plotted. In it, 
three cases are presented: left pocket, right pocket and both pockets. In the case of both pockets, the 
interoperability of the phone position is studied. This line represents the combination of all samples in 
both LN and RN to see if the disparity is big enough to hinge the results in any way 

After viewing the influence of the laterality, speed is going to be studied. To make this comparison 
one laterality will be chosen. To choose the correct laterality we will have to wait for the results in the 
first evaluation, even if we expect that both literalities would have similar results. With the laterality 
chosen a similar study will be done with a DET for three different cases: normal walking, fast walking 
and both speeds. Once again normal and fast walking will use the LN and Left Fast (LF) respectively 
(or RN and Right Fast (RF)) while both pockets will combine both datasets into one to see if there would 
be an issue in having fast pacing walks. 
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Laterality 

First, we will focus on the difference in sensor position. We analyse the difference between sets LN 
and RN. Figure 42 represents the difference of the sensor laterality. In addition of computing LN and 
RN a combination of both datasets is also plotted. This combination should show how comparing a left 
sample with a right sample changes performance. 

 

Figure 42: Laterality DET 

In Figure 42, it can be appreciated that, when working independently, phone positions have similar 
performances. Not only the curves have similar values, they even cross each other. To the point where 
their EERs are very similar (LN: 7.57%, RN: 8.85%). However, when combining both datasets, errors 
increase substantially, almost 4 times bigger in most of the spectrum. This shows the huge difference 
between samples and how this would yield the capacities of the system. 

These results confirm the hypothesis that both literalities perform similarly and that 
interoperability among literalities would be a problem in itself. From the results obtained we can say 
that there is no influence in using one side of the phone or the other since their results are so similar. 
However, for a full implementation of an IBGR it would require having the user to enrol with the phone 
in several position to account for the possibility of samples coming from different body parts. In 
addition, the system would require a way to automatically determine where is a sample coming from. 
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Walking speed 

As mentioned, to be able to analyse the influence of speed we must choose a phone laterality. Since 
there is no advantage of using one laterality over the other, the left pocket is used but the right side 
could have been used as well. In this case the scenarios LN, LF and the combination of both are used. 
The results can be observed in Figure 43. 

 

Figure 43: Speed DET 

What can be observed is the normal speed has lower trade-offs than fast speed. This is to be 
expected, since a more stressed gait produces more inconsistency for the user. However, the difference 
between both is not that big. As a matter of fact, the lower the FMR values, the closer both graphs get. 
This would indicate that there is hope to integrate a solution to the speed problem. Nevertheless, this 
solution may be complicated for what we can see on the combination of both speeds. The trade-off of 
the combination reminds of the combinations of lateralities, showing a clear increase of error trade-offs. 
Therefore, solving this problem may not be as simple as enrolling at different speeds. This is a metric 
that will have to be carefully studied by future algorithms if they intend to fully deploy an IBGR system. 

DISCUSSION 

In this chapter, two variables have been studied. The first variable was the influence of the laterality 
on the position of the sensor, meaning, the influence on whether the sensor is on the left or right side of 
the body. The second variable under study was the walking speed and whether or not it influenced the 
ability to recognize a user. These two questions cannot only help to understand whether they should be 



Walking Speed and Laterality  94 

a concern for existing gait recognition systems but also allow future algorithms to understand what 
difficulties they may find. 

To study these variables the DB collected by Zou et al. was used. Ten users participated in the DB. 
A total of 2000 examples were collected in four different scenarios. The scenarios included normal and 
fast pace, recorded on both laterals of the body of the user. The walks were in a straight 18 meters long 
interior corridor. Although small in number of users, the number of visits per user had enough 
information to get an understanding on the influence of these variables. 

From the study made, we can first determine the influence of laterality. We have seen how the 
position of the sensor itself does not influence the performance. Whether we compare left side samples 
with left side or right side with right side does not influence the system. This is not to say that both cases 
have identical trade-offs, but the behaviour was the same. However, when using a combination of both 
lateralities, the trade-offs increased substantially. This confirms the hypothesis that sensors in different 
areas of the body create different signals, which is not ideal. In a real implementation, the system cannot 
demand the user to always place the smartphone on the same area since it would limit its use. To create 
a full-fledged system, the system should be able to either enrol with all expected phone positions and/or 
to determine the position of the phone when verifying.  

The second variable gave no big surprises either. The normal pace had lower trade-offs than the 
faster pace, although for a small margin. These results are more complicated to bypass with the current 
approach of IBGR systems but there are solutions that could be taken. If the system would be unable to 
do so, whether because no template of fast pace was captured or because the frequency approach is not 
viable, the expected results should be similar to the mix combination. These results are less than ideal 
for a fully implemented system and would render the system unusable. 

From results obtained we can determine that both walking speed and phone position should be of 
some concern for future algorithms. Yet, this does not mean that IBGR would never be able to be 
implemented. Future ideas can work with these variables now that they are a concern. Not only that, 
but some ideas on how to bypass these variables were given with the addition of enrolling samples or 
the frequency analysis a pre-processing if verification attempts. 

Contributions and Dissemination 

This evaluation was published in [107] Pablo Fernandez-Lopez, Kiyoshi Kiyokawa, Yang Wu, 
Judith Liu-Jimenez, “Influence of Walking Speed and Smartphone Position on Gait Recognition” in 
IEEE International Carnahan Conference on Security Technology (ICCST), 2018. 
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Chapter 9 Type of Footwear 

For the final evaluation we are going to look at one of most changing variable that could influence 
the gait of people: their clothes, more specifically, their footwear. A common question when presenting 
gait recognition systems and talking about is how clothes may vary the recognition system. While there 
is no reason to believe that the top part of what we wear would highly influence or gait, such as shirt or 
jumpers, the lower part of our costume may actually influence. Different types of trousers have longer 
and shorter pockets, some are tighter and, even further, some people do not wear trouser but rather 
skirts or dresses. These last cases are more worrying since not only the clothing varies the gait but also 
limits the position of the phone. Skirts and dresses do not usually have pockets making that the phone 
must be placed in a jacket, bag or purse. Nevertheless, this factor does not relate much on how the 
clothing varies our gait but rather how it varies the system itself, since we have already stablished that 
the laterality and phone position is a major factor, we must now look at the influence that the clothing 
would have in the gait. Finally, there is the footwear which can vary almost from piece to piece even 
when considering the same type of footwear. What shoes we wear can drastically vary how we walk 
since the sole can be harder or softer, but not only that, many people claim that our gait changes when 
we wear heels compare to sandals or trainers. 

Of all the clothing we wear daily one could argue that the footwear is the one that varies most and 
could influence more in our gait. To study the influence of footwear a new DB was needed. In this 
database, users had to walk in different footwear and a cross comparison was made to see the influence 
of this variable. Four major footwear types have been studied: sneakers, flipflops, male formal shoe and 
heels. With these four footwears in mind the study was carried by creating a DB and analysing it using 
the MRA. 

DATABASE 

This DB require big collaboration from the users. While in the GutiDB, used to evaluate the MRA, 
elements such as shoes were given by the research group for uniformity reasons, this DB could not do 
the same. This was not only for the cost of buying four different types of shoes in various sizes, but also 
because of the commodity of the shoes. When analysing shoes such as heels, if the person wearing them 
was not comfortable it could lead to abnormal gaits that are not related to the shoe itself but rather the 
unfamiliarity of the person wearing them. For this reason, users were asked to bring their own sneakers, 
flipflops, formal shoe or heels. 

These four footwears were selected for two main factors: amount of usage and expected variance. 
The amount of usage is determined by how often people tend to use these shoes: sneakers are daily 
used by many students and non-office workers, the formal shoes is also daily used by many people that 
do work in offices as well as heels and although flipflop may vary from country to country, it is a 
common footwear to see in summer time. As to the expected variance, sneakers are commonly 
considered the standard footwear in gait recognition studies, male formal shoe may vary slightly due 
to be a more closed shoe, but the major variances are expected to be found in heels and flipflops. 
Walking in heels require a shift in the body distributions while walking with flipflops require to lift the 
heel so that the flipflop does not displace itself.  

However, within each shoe type there are subcategories. Sneakers could be running trainers or 
light shoes, heels have different heights as well as type of heel, flipflops can be constrained between the 
big toe and the index toe or can surround the entire foot. Restricting in different footwear can be 
complicated when asking the user to bring their own shoes since a person may have a type of flipflop 
or another. To limit the variance in types but allowing for some space to users to find their own footwear 
the conditions given were: 
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Sneakers: a comfortable shoe that is not meant to run but is not elegant. 
Men’s formal shoe and heels: a shoe you would wear to an interview or a meeting. 
Flipflops: the kind you would wear to the beach or to a swimming pool. 

As a final note, not everybody would have the four types of shoes and, in fact, none of the male 
users have ever wore heels. Since this was the case, the only extra condition to wear a type of shoe was 
to be comfortable in that type. This way a user that is not used to wear heels was not required to walk 
in them. 

With the footwear variable controlled, the rest of variable had to also be constrained so that they 
would not influence the database. These constraints included: 

Walking path: the walks were done in interior corridors with flat surface and no inclination. 
The length of the paths was between 30 and 40 meters long. Finally, the path taken was in a 
straight line. 
Clothing: users were allowed to wear any type of trousers so long as they were comfortable in 
them and the trouser had pockets. 
Phone position: the phone was always placed on the right-hand pocket. 
Schedule: each user performed 4 walking visits for each footwear. Visits were divided in two 
sessions separated by one week. At each session, the user decided the shoe order, eliminating 
any influence on order of walking. 

Under these conditions a total of 18 users participated on the database as seen in Table 23. 
Unfortunately, not all users were able to perform the second session, meaning that not all users have 
the same number of samples. Although unfortunate, there are still a good balance among the different 
footwear and a number of samples to compare. 

Table 23: Distribution of the database, number of visits per category 

Gender Number 
of people Sneakers Flip flops Heels Men's formal 

shoes ALL 

Male 10 37 36 - 36 119 
Female 8 30 30 29 - 97 
Total 18 67 66 29 36 216 

RESULTS  

Similarly, to the evaluation done to concealed users, we could assume that, for an enrolment 
process, users would be willing to have a more restricted use of the system. However, while asking a 
user to walk alone to enrol is straight forward, it is difficult to stablish a “normal” shoe. Some people 
may never wear sneakers while others may only use that type of shoe. For the sake of this evaluation 
we are going to consider the Sneakers as the “standard shoe” solely since it is the shoe that all users 
have used for the evaluation. Furthermore, just looking at how different shoes compare the standard 
would limit our view on the influence of shoe types. To fully understand the difficulty between one 
shoe or another we must analyse them in two different ways. 

For this reason, results are going to be divided in two sections:  
Intra Scenarios: in this section samples of the same shoe type are going to be tested against each 
other. This would give us information if shoes of the same type make us walk the same way or 
are they still able to maintain the uniqueness of the user’s gait? 
Cross Comparisons: in this section shoes types are compared to one another. This analysis 
would show what shoe types are similar to each other and which ones are inherently different. 
This type of information could help understand how limiting the type of shoe is to the system. 
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Intra Scenario 

Similarly to the previous evaluations, shoes will be evaluated on a DET curve which shows great 
amount of information on the performance of the system under these different variables. To obtain the 
DET curve no enrolment process was taken, meaning that within the same shoe all samples were 
compared to all other samples. This gives more information points for the DET curve. 

The results obtained can be observed in Figure 44. Seeing this figure, it becomes complex to 
determine which case is more penalizing to our system. On one hand, all cases seem to have the same 
EER which could lead to think that their performance is mostly identical.  

 

Figure 44: Intra scenario for different shoe types 

However, if we look outside the EER line, we can see bigger differences among the systems. For 
higher FNMR values and low FMR we can see that heels have the lowest error trade-offs followed by 
flip flops, sneakers and finally formal men’s shoes. This changes slightly when looking on the opposite 
side (high FMR values and low FNMR), heels keeps being the better performing case, but the followers 
vary. Now, formal men’s shoe becomes the second best performing followed by flip flops and sneakers. 
Even more interesting is the drop that the heels scenario has when getting close to the EER, which is 
probably the reason why the trade-offs in heels is the lowest one.  

From these results we could determine that heels are the more differentiating that any other type 
of the studied shoes. Furthermore, the other three types of shoes seem to perform similar to one another. 
These results may not be definite since the database presented is not composed of vast amounts of users, 
but it is indicative of possible influences that these elements may have in a real case scenario. 



Type of Footwear  98 

To fully view the influence of the different shoes we now need to understand how they interact 
with one another. 

Cross-Comparisons 

In this section we will be comparing all four shoe types with one another. This means a total of 16 
different cases (since we are not considering mixes between more than two shoe types). To represent 
the result of the 16 different systems in a single DET curve can be chaotic and difficult to analyse. 
Therefore, as a first approach let us just look at their EERs. The cross comparison EERs can be observed 
in Table 24. 

Table 24: EERs for cross comparison among shoe types 

     Enroll         Verification Flip Flops 
Formal men’s 

Shoes Heels  Sneakers 

Flip Flops 12.903 20.021 20.779 9.192 
Formal Men’s Shoes 20.363 12.595 - 19.696 

Heels 23.167 - 13.181 20.631 
Sneaker 19.798 14.528 22.893 13.898 

 
From this table we can see how overall cross comparison has increased substantially the EERs of 

all systems. All cross comparisons but two have EERs closer to 20%, an additional 7% with respect to 
the case scenario values. The two exceptions are Sneakers Enrolment vs Formal Men’s Shoes Verification 
(S-FMS)  and Flip Flops Enrolment vs Sneakers Verification (FF-S), which have lower EERs. Focusing 
first on S-FMS we can see a lower EER than the average on cross comparisons, this could be explain if 
we consider that there is no difference between the groups of Snickers and Formal Men’s Shoes, but if 
this was the case then we should see similar results in the opposite scenario of Sneakers Verification vs 
Formal Men’s Shoes Enrolment. Another possible analysis would say that is just a minor difference that 
could be due to a small database, this would mean that we cannot fully stablish the differences in this 
evaluation. More interesting and odd is the result of FF-S, which not only has the lowest EER of cross 
comparison but also lower EER than those of the same shoes scenario. This anomality may be due to a 
big drop in trade-off when getting close to the EER, similarly than the case of the Heels scenario in the 
previous section, to analyse if this is the case, we need to have a look at their DET curves.  

To fully understand these scenarios, we will analyse them fully with their DET curves as seen in 
Figure 45. In it, the full results of Formal shoes vs Sneakers, Sneakers vs Formal shoes and flip flops vs 
sneakers.    
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Figure 45: Interesting cases from the cross-comparison evaluation 

Oddly enough there are not major irregularities in this figure. All lines have a very stable decrease 

of their trade-offs as expected form a verification system. These behaviours are very interesting in that 

it could be expect flip flops to be one of the worst performing cases since it is the only open shoes 

(without a fabric surrounding completely the foot), but in fact is the better performing one. In addition, 

it would have been expected that the results from two types of shoes, regardless on the one used for 

enrolling would be more similar but is not the case. Only in low values of FMR it would seem that 

results are equivalent. This discrepancy could be due to the rotation of the MRA. If we remember, when 

the MRA performed a comparison the template remained in place, but the visit rotates. In this case it 

would look that the rotation does not mirror exactly, meaning that when the MRA rotates the formal 

men’s shoes finds a smaller distance than when rotating the sneaker visit. 

 

 

Interesting Cases 
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DISCUSSION 

In this evaluation different types of shoes were tested to see their influence in a gait recognition 
system. These footwears were some of the most common shoes worn, mainly: snickers, flip flops, heels 
and formal men’s shoes. The evaluation was carried with the help of 18 volunteers which walked with 
the footwear they felt comfortable with of these categories. Each user participated a total of twelve times 
on average by walking with those shoes on an inside straight flat corridor.  

In this evaluation we have seen that as long as the same shoe is used for both enrolment and 
verification, no mayor difference is detected. Differences may appear at bigger values of FMR or FNMR, 
but those are less certain for the lack of a bigger database. Within these shoes it would seem that heels 
are the type of footwear that differs more between users. This could mean that people wearing heels 
tend to have a more dedicate walk patterns or that users are generally less used to walk in these shoes, 
making their gait stranger. 

 More interesting cases appeared when cross comparing shoe types. The overall results would 
indicate that mixing footwears does heavily penalize the system, increasing error rates substantially. 
What were more surprising were that not in all cases the result is mirrored. Which means that using one 
type of footwear for enrolling and a different one for verification would not yield the same result if we 
inverse the role of the shoes. This was interesting but could be due to different factors. One hypothesis 
would be that it is the nature of the MRA since rotation only happens on the verification sample and 
not on the template. Another would be that results are actually not that different, but the size of the 
database may show higher errors. Furthermore, the oddest result comes from enrolling with flip flops 
and verifying with sneakers. This configuration shows the best results not only for cross comparisons 
but also within the same shoe types. There is no clear explanation for this result and would be an 
interesting topic for future research. 

These overall results find that the case of different footwear may need a for deeper study to be fully 
understood. Unlike the previous studies done in this thesis, this evaluation does not seem to indicate in 
any particular direction. On one hand when using the same type of shoes there is not big differences in 
EERs but there is at other levels of FMR and FNMR. On the other hand, it would seem that cross 
comparison among footwear penalizes the systems unless the cross comparison is between flip flops 
and sneakers. Future studies should be careful with their clothing choices and more researcher on this 
topic is needed. 
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Chapter 10 Conclusions 

In this part of the thesis we have look not so much at the state of the art in terms of accuracy in 

Inertial Based Gait Recognition (IBGR) but rather what current and future problems this technology 

might find. In this part, several scenarios were stablished to study the possible influence of different 

variables. 

These variables included: walking distance, different levels of concealment of the users, the 

differences in position of the phone both in terms of laterality as well as fixed positions or pockets, 

walking speed and type of footwear. At the current stages of IBGR, results for lab scenarios with highly 

controlled environments are still of great importance. Nevertheless, for future implementations of IBGR 

it is imperative to analyse these influential variables and many more. It should also be noted that some 

of the results obtained could be biased to the type of algorithm used, the MRA. And so, even if we can 

consider these variables influential, the influence on other algorithms could vary. 

In the first evaluation we have observed how the more Gait Cycles (GCs) there is to verify a sample 

the more accurate the system becomes. This came as no surprise. What was more surprising was that 

the more the user walked the more useful those GCs become. This means that it is not necessary for the 

IBGR system to use long sequence to recognize users, but if the analysis comes from the last GCs of a 

long walk, the system becomes more accurate. 

On the following evaluation we observed that if users wanted to be invisible to the system, they 

have a viable way of doing so. In this evaluation we observed two levels of concealment, the first a zero-

effort approach and the second a harder intent, expecting that a real concealment would have error 

trade-offs that would eb enclosed the zero-effort and the harder intent. From the results we could see 

that a user that wanted to be concealed could do so, but it requires more than a zero-effort approach. 

This came in addition to the study of the position of the phone either on the hip with a holster or in the 

pocket of the user. In this field no influence was shown between one or another with the exception that 

the phone in the pocket actually had lower trade-offs on hard concealments. 

The third evaluation focused on the influence of walking speed and the laterality of the phone 

position. In it, two walking speeds were studied, normal and fast, together with two phone position, 

left and right, both in the pocket. Focusing on the walking speed, the results showed that fast walking 

speed yield the capabilities of the recognition system, these results got even worse when mixing the 

samples of both fast a normal walking speeds. On the phone laterality, results showed that, when taken 

independently, there was no influence between one side or the other. The problematic scenario would 

be, once again, to mix both phone positions in which the error rates would increase quite significantly. 

Finally, an evaluation was performed on the different type of footwear. Four different shoes types 

were tested: sneakers, formal men’s shoes, heels and flip flops. In this evaluation, it was shown that, 

when consider independently, the type of footwear does not heavily influence the performing system. 

Errors did increase when cross comparing footwear although not as highly as with other variables 

studied. In actuality, some results showed better performances when cross comparing the different shoe 

types. 

All these results show a common tendency: when the scenario remains constant, there are no major 

difference between scenarios. We have seen that as long as the phone is positioned on the same side, 

the user walks at the same speed and the footwear is the same when enrolling and verifying the system 

would maintain performance. The issue arises when these variables are not controlled. The constant 

scenario is a rarity in a real scenario, users change their speed, their clothes and where to store their 

phones constantly. The hopeful side of these results is that if there was a way of normalizing these 

variables or translating signals from one field to another, the systems would be able to perform with a 

reasonable error rates. This would mean to have a pre-processing algorithm capable of transforming a 

fast signal into the equivalent of a normal speed signal, one footwear for another, etc.   

These variables are far from being the only possible variables. Variability can come in the shape of 

terrain, weather, tiredness, injuries, different phone positions, etc. The variables studied are just a first 
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step into the complexity of a full implemented system. As seen in the state of the art, there is little 

research on this topic, but with algorithms reaching competitive results, it is time to comprehend what 

could dismantle our systems. 
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By the end of every major step of this thesis, conclusions can be found. Nevertheless, in this part, a 

general conclusion for the achievement, research lines and future work from this thesis will be 

stablished. This thesis has presented contributions to the state of the art of Inertial Based Gait 

Recognition (IBGR) on two fronts:  

• Algorithms: firstly, this thesis has presented the full development of two IBGR algorithms. 

Each algorithm had in mind a particular idea on how to approach the problem of IBGR. The 

first aimed for a low requirement algorithm capable of being deployed in any smartphone in 

the market today, the second aimed for precise recognition and low error rates. 

• Influential variables: outside the capabilities of the IBGR algorithms in lab scenarios, there were 

more conceptual questions. No matter how good the system is within a lab, if the moment were 

a variable is introduced the system fails, there is little use for that system. For this reason, the 

second half of the thesis were a collection of evaluations trying to understand which variables 

the state of the art should be mindful of in future research. 

Although this thesis may not have created a complete shift in the state of the art, there are several 

elements that have advanced the state of the art and can be built upon to advance it even further. To 

have a concise structure, this chapter is divided in three sections: Section 1 will stablish the conclusions 

for the first block of the thesis and its two algorithms as well as a more general discussion of IBGR 

systems, Section 2 will have a more general look in the influential variables and what can we take from 

them and finally Section 3 will try to response to the stablish question of the strengths and weaknesses 

of gait recognition. 
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Chapter 11 Algorithms 

The first part of this thesis presented two novel algorithms that aimed to achieve two different 
goals. On one hand, the Manhattan Rotation Algorithm (MRA) was design as a fast response system 
that would be compatible to current smartphone technology. This meant that the MRA required as little 
processing power as possible while aiming for a fast response and a good recognition performance. On 
the other hand, the Deep Gait Algorithm (DGA) intended for a more complex system, capable of 
competing with more well stablish biometric modalities, such as fingerprint or face recognition. 

MANHATTAN ROTATION ALGORITHM 

The MRA was developed by looking into the current state of the art. Most state-of-the-art 
algorithms would take a walking signal and divide it into what is called Gait Cycles (GCs). These GCs 
would then be compared in a cross-comparison manner to obtain the final results. The MRA started as 
such algorithm but would later evolve to reduce the number of computations needed. 

Firstly, an exploration of the comparison algorithms was taken. Although there was a significant 
improvement on using rotating algorithms, which required to perform several comparisons to obtain 
the distance between two GCs, it was discovered that the use of Dynamic Time Warping (DTW) was 
less computational efficient than using other distance metrics such as the Manhattan distance. With the 
reduction of computational time for the comparison step, the development focused on reducing the 
number of GCs to be compare. The representative GCs were introduced to reduce an entire walking 
signal to just seven GCs, which allowed for an even faster algorithm without sacrificing too much on 
accuracy. As a final time reduction approach, the number of rotations required was reduced, however, 
the loss in recognition performance was so high that it was concluded that a full rotation was still needed 
for the algorithm to be able to perform.  

Two final elements were studied: filtering the walking signal and fusion algorithms. These last two 
approaches aimed for increasing the accuracy of the system rather than reducing computational time. 
Unfortunately, it was discovered that no Low band pass filter would increase the performance of the 
system and no fusion algorithm could outperform the simple minimum distance. 

The MRA managed to achieve its goal: the final configuration of the MRA showed low time 
consumption, a simple signal processing process and a good recognition performance. This algorithm 
could be implemented in some of the lowest performing processor, including older smartphones. The 
MRA does not require extra hardware like other biometric modalities such as fingerprint. This means, 
that the MRA could be implemented on already existing smartphones by simply downloading an app. 
Compared to other biometric modalities, the MRA could even improve the user acceptance. As seen, 
the walking signals are not easily recognizable, meaning that an attacker capable of obtaining the 
walking signal could still not be able to visually recognize the user, unlike with other biometric 
modalities such as face recognition. In addition, the MRA would be a minimum interaction system. 
While in use, it could run as a background app, granting or denying access with no direct interaction 
with the user. 

This is not to say that the MRA is a perfect algorithm. It should be clear to the reader that the MRA 
is not suitable to a high security system. What MRA excels on speed and low requirements, lacks on 
accuracy and performance. The error trade-offs shown in the development of this algorithm show that 
the MRA would need a better improvement on its accuracy. To maintain the identity of the MRA new 
modules could be used in order to improve it.  However, to develop new modules for the MRA, we 
would need a deeper understanding on what differentiates the gait of a user from another. In other 
words, we would need to understand what classifies as Region Of Interest (ROI). ROIs are the 
characteristic elements that are useful for any given problem. For example, in a face recognition system 
some of the ROI would be the eyes, the nose or the mouth. In in Inertial Based Gait Recognition (IBGR), 
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and in gait recognition as a whole, it is not clear what are those ROIs. To find what could be the ROIs 
would require and intensive study on human gait, an analysis on how we develop our gait, what are 
small changes that we create, how those changes translates into the signal, etc. These were elements that 
reside out of the scope of this thesis, but to fully develop IBGR algorithms, without a doubt we require 
them to be done. 

DEEP GAIT ALGORITHM 

The DGA was based on the use of machine learning algorithms, more accurately on Neural 
Networks (NNs). The use of NNs on many different applications has shown that this technology can be 
applied to almost any problem. More importantly, NNs have seen a wide use in different biometric 
modalities. Under this idea, the DGA was developed by using Recurring Neural Networks (RNNs). The 
RNN approach was used since it is a version of the NNs that strives when using sequential signals such 
as gait signals. However, the selection of the type of RNN was just the beginning, finding the final 
configuration of the RNN was not an easy task. The first approach made use of a random grid, which 
allows to have a first approach to the configuration when there is no sense on where to start. Thanks to 
this random grid approach the DGA achieve to find a good configuration, but still not the optimal. 
Further modification of the RNN configuration managed to obtain the better performing configurations, 
allowing the DGA to obtain low error rates, competing with the state of the art. 

After this configuration was found, the study moved to the loss function. The loss function that has 
been used, the triplet loss function, was selected since the way of calculating the loss is similar to what 
an algorithm needs to achieve on a verification process: obtain small distances to signals of the same 
user while having big distances to other users. However, the triplet loss function had two main 
configurations using slightly different distance metrics. Exploring the second configuration of the triplet 
loss functions showed that no better configuration of the RNN could be achieved.  

Lastly, the final element of the DGA that needed full exploration was its comparison algorithm. 
Three distance metrics were tested, of which the Euclidean distance was determined to have the better 
results. 

Unlike the MRA, applying the DGA on a smartphone could not be possible nowadays, but it will 
be in the no so distant future. As the processing power of small devices, and the optimization of 
resources of NNs, the DGA could be implemented in smartphones that appear in the market in the 
following years. Not only that, in the world of the Internet of Things (IoT), the DGA could be currently 
be implemented although it would require a server to do the processing and wireless communication 
to the phone. Regardless, the DGA have proven competitive results to other IBGR algorithms. This is 
thanks to the RNN that has being implemented. Although the DGA is not the first IBGR algorithm to 
make use of NNs, it is the first, to the best of the current knowledge, using RNNs. 

The DGA is a first approach to machine learning but it does not mean that its development is 
completed. After all, the DGA is the first RNN based IBGR system, to the best of the researcher 
knowledge, which means that it is probably just a first iteration of what the algorithm could become. 
There are three aspects of the algorithm that could be studied to fully develop it: the recurrent cells, the 
activation gates and the loss function. When designing the RNN on which the DGA is based on, these 
three aspects were defined for the theoretical knowledge of RNNs, but we must not discard that changes 
on these aspects could improve the system. On the aspect of recurrent cells, the DGA uses Long Short-
Term Memory cells (LSTM) but we have mentioned the existence of the Gated Recurrent Unit cells 
(GRU), which may improve the results showed. As to the activation gates, Rectified Linear Unit (ReLU) 
gates have been used to maintain some aspects of linearity between layers, but there are many gates 
that could be tested and developed with different characteristics. Finally, the triplet loss function was 
selected from a group of distance-based loss functions, but there are other candidates that could 
substitute and even improve the triplet loss function. 

Beyond the aspects of modifications to the algorithm, we need to also find new DBs. The DB used 
for training had a vast number of users, but it lacked in variability. To fully develop an algorithm such 
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as the DGA, we need more realistic DBs so that the RNN can learn more variability of the sample and, 
therefore, be applied on different scenarios.  

ALGORITHMS IN INERTIAL BASED GAIT RECOGNITION 

We should not have a discussion that is limited to the algorithms that have been developed in this 
thesis. Any algorithm has an expiration date and will be substituted by a new one sooner or later. 
However, the development of these two algorithms can allow us to have a more general discussion on 
recognition algorithms as a study matter. 

The future of IBGR algorithms looks to be pointing to a more general tendency that we can see in 
algorithms on many disciplines, that is, machine learning. If research on any of the two algorithms were 
to continue, it would very likely be on the DGA. The reason being, it is very likely it would improve 
further. The MRA on the other hand may require extensive research and might not be able to be 
improved without changing the core idea of the algorithm. The DGA on the other hand, by nature of 
being a NN it can change its configurations, it can learn for bigger and better DBs or be modified by 
new discoveries in NN algorithms. This does not only happen in IBGR, it can be seen in other biometric 
modalities like fingerprint [108], [109] and face recognition [101], [110]. Even outside of biometrics, we 
can see the evolution of NNs in self-driving cars, data analysis, and object detection. All these factors 
make it clear that NN algorithms will be seen more often in IBGR. 

The evolution into NN will however bring new problematics that will require a collaboration of 
several disciplines: 

Gait Analysis: more knowledge on what creates our gait will help for new algorithms to use 
the proper inputs. Are our gaits formed by our physical characteristics? Are they formed by 
our cultural background, behaviour or all of the above? 
Neural Networks: goes without saying that any improvement of how to develop NNs will 
undoubtfully aid IBGR. This can come in the form of new training algorithms, loss functions, 
configurations, architectures, etc. These improvements may not come from directly studying 
NN applied to IBGR, but rather from studies beyond IBGR. Therefore, an eye must be kept on 
other disciplines and improvements to NNs. 
Hardware: if NNs are truly the future of IBGR algorithms we must deal with the problems that 
algorithms such as the DGA face nowadays, mainly, that large NNs are not capable to run in 
smartphones. Like with the evolution of NNs, it is not expected that the development of 
hardware for smartphones will come because of IBGR systems but rather that IBGR will be 
able to benefit for the improvements that will eventually come. 

Even in the case that ML will not be the solution for IBGR systems, there are several aspects that 
need further research to finally bring IBGR to commercial status. Two main elements in particular will 
need extensive research: 

Firmware: one problematic aspects of using smartphones as input sensors is their ability to 
access the inertial sensors of the smartphone. When using a smartphone, we are not capable to 
access the sensors at a real constant value, but rather have samples that are taken at inconsistent 
times. A study on the firmware of smartphones would allow to solve this problem, allowing 
IBGR systems to have access to clearer input samples 
Walking detection: an aspect that has not been address in this thesis is unknown samples. In 
the evaluations performed one aspect that was always certain is that the input signal was a 
walking signal. But in a real scenario we would be uncertain when the inertial sensors are 
capturing a walking signal or any other kind of activity that the user may be performing with 
the phone. This aspect is important, because if we cannot detect when the user is walking, we 
cannot perform an IBGR. 

These aspects are some of the work that needs to be done to fully develop IBGR algorithms and 
systems. Nevertheless, this thesis did not only analyse the algorithms that will advance the state of the 
art, it also analysed the complex aspects of the variability in the sample of IBGR. 
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Chapter 12 Influential variables 

The second part of this thesis dwell with influential variables. The aim of this part was not to 

advance the technological aspects of IBGR, but rather to advance the comprehension on the problem of 

implementing this kind of systems. In this part of the thesis several influential gait variables have been 

studied: walking distance, phone position, concealment, walking speed and footwear. These are 

amongst the most questioned variables that can appear when talking about IBGR. From the evaluations 

performed it was concluded that: 

• Longer walks allow users to stable their walking patterns which makes for a more precise 

recognition. 

• Phone position is not a big variable influence unless it takes cross comparison between 

positions. 

• A dedicated user could conceal their walking patterns in order to disguised themselves. 

• Fast walking signals could vulnerate the system, especially if there is a lack of walking speed 

in the enrolment process. 

• Footwear has a variable nature in its influence. However, overall, it could be said that changing 

footwear could lead for a poor performance by the IBGR system. 

These variables are crucial to understand and develop IBGR, not only the current ones but future 

developments as well. On the brighter side of the spectrum, we can determine that researchers 

developing lab scenario DBs should not be concern on whether the phone is on one side or the other of 

the user, or whether or not the phone should be fixed with a holster. However, in these DBs we should 

be careful with what clothes the users are wearing, at what speed they are walking, the distance they 

are walking or how willing they are on the collaboration. DBs that follow these constraints would be 

determining the bare problem of IBGR on which we can build new algorithms. 

Of all findings, it can be argued that the two more important in DB creation are walking distance 

and footwear. Up until now, few DBs seemed to not be concern on how long the users walk as long as 

a few steps were performed. As we have seen, this decreases the capability of IBGR and may not allow 

for better algorithms to be developed as lower quality samples produce higher trade-offs. The aspect of 

clothing might be more obscure. Many DBs do not address this constrain or are vague on its application. 

Allowing users to walk with their usual clothing, although more realistic, difficults the development of 

IBGR algorithms. It is important to limit the variation on clothing, or at least footwear, so that the DBs 

can remove such an important variable. 

This does not mean that all DBs should remove these variables. As IBGR grows, it is important to 

introduce these variables so that systems can count for them. However, as the state of the art of IBGR is 

still young, it requires to still be tested on more controlled environments before jumping into scenario 

evaluations or operational evaluations. Regardless, it is still important to have an eye for those variables 

that will eventually come in the way of IBGR to be fully implementable. On this matter there two 

necessary steps to fully study influential variables, mainly, study more variables and increase the size 

of the DBs. This thesis is a clear example of those factors. It should be clear that the evaluations 

performed during this thesis are not definite proof of influence of any variable. The size of the DBs 

prevent them to be so. We cannot stablish the impact of variable with an average of 10 users per DB. 

These evaluations show that these variables have an influence of IBGR. To what extend? Is difficult to 

determine. To fully understand the influence of these variables we require more extensive DBs. On the 

topic of what other variables need study, as the state of the art on this topic is so shallow, any new 

variable that we can think of could be an interesting one. However, there a few that could be proposed 

by the experience of the ones done so far: 
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• Clothing: this thesis has taken the first approach to clothing, but it has not showed the vast 

variability on this topic. On one hand, we need to follow the influence of more types of 

footwear. Seeing how influential the footwears were showed in this thesis, more types should 

be study. This would include different size of heels, walking bare foot or platform shoes to 

name a few. Not only that, but we also have to focus on other clothing such as the influence on 

the tighten of the trousers we are wearing or the influence of heavy winter clothing versus a 

lighter summer clothing. The topic of clothing is vast and can create several difficulties for 

IBGR systems. 

• Terrain: in this thesis we made sure to make users walk in flat surfaces with no inclinations. 

These surfaces are simple enough that did not influence the studies, but we still have to 

determine if they are in fact an influential variable. Does inclination on the terrain affect? Or 

the type of surface? (i.e. grass, wood, concrete, etc.). 

• Phone position: this is another variable that has been explored in a way, but in this case, we 

are talking about more extreme cases. So far in DBs, the position of the phone varied, but it was 

always positioned around the waist. Nevertheless, there are countless cases in which we carry 

our phones without making use of our pockets. Phones are carried in hand and purses in a 

variety of ways. Studying how system will be able to recognize these variables will be a big 

struggle for IBGR systems. 

• Aging: a difficult topic in terms of viable DBs, aging is the study on how our sample varies 

with time. It tries to answer the question: Do we change our gait with time? And if so, How 

often and by how much? This is an important factor because it would mean that templates of 

the users need to be updated more or less often which creates a new problem in itself. 

• Attacks: another variable that was given a glance in this thesis are attacks. How good is a 

system to recognize when someone is imitating our gait? This might be a variable that may 

require some more time to start studying as it is heavily linked to the algorithms used.  

These suggestions may aid for future research to focus on creating new and large DBs that will 

advance IBGR far more than any new developed algorithm. 
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Chapter 13 Strengths and Weaknesses of Inertial 

Based Gait Recognition 

Given that the title of this thesis is “Strengths and weakness of gait recognition”, the thesis would 

not be finished unless it could answer the questions it presents. However, the topic of strengths and 

weakness is a complex one. Gait recognition is an ongoing research and to fully evaluate it, we cannot 

just focus on the current state of the art. We must look into the most theoretical, but realistic, abilities of 

this biometric modality. 

The major strength of gait recognition is its low interaction with the user. As it has been stated 

several times throughout this thesis, an access control system that uses IBGR would have no direct 

interaction with the user. After installation and some enrolment process, the system can run in the 

background and grant or deny access with no further interaction. On a different point, IBGR has the 

advantage of concealing the identity of the user. Although all biometric modalities, gait included, 

should be cypher so no hacker could access the templates of a user, it is still a concern on what the 

hacker would obtain from a successful attack. By nature of the signal that is used as a template in IBGR, 

there is no clear image of to whom the template may belong. Unlike fingerprint or face samples, gait 

samples are not recognizable at a glance.  

On the other hand, there are the weaknesses of gait recognition. The major weakness that was 

exposed in this thesis is the dependency of the IBGR system on the variables in place. As of now, it 

would seem that an IBGR system would not be able to work on a real case scenario since they are not 

capable of controlling the variability of the real world. This is a block that will be difficult to surpass. If 

this block becomes unpassable, IBGR systems will not see major deployment. The other weakness that 

could be argued is performance, as IBGR cannot yet compete with other biometric modalities. However, 

as IBGR research goes further it is my opinion that IBGR will be able to compete with other biometrics 

in a near future. 

  



Bibliography  111 

Bibliography 

 

[1] P. Fernandez-lopez, J. Sanchez-casanova, P. Tirado-martin, and J. Liu-jimenez, “Optimizing 

Resources On Smartphone Gait Recognition,” in International Joint Conference on Biometrics, 

2017, pp. 1–6. 

[2] R. Sanchez-Reillo, H. C. Quiros-Sandoval, I. Goicoechea-Telleria, and W. Ponce-Hernandez, 

“Improving Presentation Attack Detection in Dynamic Handwritten Signature Biometrics,” 

IEEE Access, vol. 5, pp. 20463–20469, 2017, doi: 10.1109/ACCESS.2017.2755771. 

[3] R. Sanchez-Reillo, H. C. Quiros-Sandoval, J. Liu-Jimenez, and I. Goicoechea-Telleria, 

“Evaluation of strengths and weaknesses of dynamic handwritten signature recognition 

against forgeries,” in 2015 International Carnahan Conference on Security Technology (ICCST), 

2015, pp. 373–378, doi: 10.1109/CCST.2015.7389713. 

[4] R. Ros-Gomez, H. C. Quiros-Sandoval, R. Blanco-Gonzalo, and R. Sanchez-Reillo, “A 

comparative analysis on the performance of static handwritten verification systems on realistic 

scenarios,” in 2016 IEEE International Carnahan Conference on Security Technology (ICCST), 2016, 

pp. 1–7, doi: 10.1109/CCST.2016.7815679. 

[5] C. Shen, Y. Chen, and X. Guan, “Performance evaluation of implicit smartphones 

authentication via sensor-behavior analysis,” Inf. Sci. (Ny)., vol. 430–431, pp. 538–553, 2018, doi: 

10.1016/j.ins.2017.11.058. 

[6] J. Suutala and J. Röning, “Methods for person identification on a pressure-sensitive floor: 

Experiments with multiple classifiers and reject option,” Inf. Fusion, vol. 9, no. 1, pp. 21–40, 

2008, doi: 10.1016/j.inffus.2006.11.003. 

[7] J. E. Boyd and J. J. Little, Biometric Gait Recognition, vol. 3161. 2003. 

[8] D. Jarchi, J. Pope, T. K. M. Lee, L. Tamjidi, A. Mirzaei, and S. Sanei, “A Review on 

Accelerometry-Based Gait Analysis and Emerging Clinical Applications,” IEEE Rev. Biomed. 

Eng., vol. 11, pp. 177–194, 2018, doi: 10.1109/RBME.2018.2807182. 

[9] S. Del Din, A. Godfrey, and L. Rochester, “Validation of an Accelerometer to Quantify a 

Comprehensive Battery of Gait Characteristics in Healthy Older Adults and Parkinson’s 

Disease: Toward Clinical and at Home Use,” IEEE J. Biomed. Heal. Informatics, vol. 20, no. 3, pp. 

838–847, 2016, doi: 10.1109/JBHI.2015.2419317. 

[10] Q. Zou, L. Ni, Q. Wang, Q. Li, and S. Wang, “Robust Gait Recognition by Integrating Inertial 

and RGBD Sensors,” IEEE Trans. Cybern., vol. 48, no. 4, pp. 1136–1150, 2018, doi: 

10.1109/TCYB.2017.2682280. 

[11] M. De Marsico, A. Mecca, and S. Barra, “Walking in a smart city: Investigating the gait 

stabilization effect for biometric recognition via wearable sensors,” Comput. Electr. Eng., vol. 80, 

p. 106501, 2019, doi: https://doi.org/10.1016/j.compeleceng.2019.106501. 

[12] D. Gafurov, K. Helkala, and T. Soendrol, Gait recognition using acceleration from MEMS, vol. 

2006. 2006. 

[13] F. Al-alem, M. A. Alsmirat, and M. Al-Ayyoub, “On the road to the Internet of Biometric 

Things: A survey of fingerprint acquisition technologies and fingerprint databases,” in 2016 

IEEE/ACS 13th International Conference of Computer Systems and Applications (AICCSA), 2016, pp. 

1–6, doi: 10.1109/AICCSA.2016.7945810. 

[14] T. Divan and V. Gulhane, “A fingerprint matching technique using minutiae based algorithm 

for voting system: A survey,” in 2015 IEEE International Conference on Electrical, Computer and 

Communication Technologies (ICECCT), 2015, pp. 1–5, doi: 10.1109/ICECCT.2015.7226054. 

[15] H. hongbo and W. Huan, “Studying on internet of things based on fingerprint identification,” 

in 2010 International Conference on Computer Application and System Modeling (ICCASM 2010), 

2010, vol. 14, pp. V14-628-V14-630, doi: 10.1109/ICCASM.2010.5622215. 

[16] M. Wang and W. Deng, “Deep Face Recognition: A Survey,” arXiv e-prints, p. arXiv:1804.06655, 



Bibliography  112 

2018. 

[17] A. Handa, R. Agarwal, and N. Kohli, “A survey of face recognition techniques and 

comparative study of various bi-modal and multi-modal techniques,” in 2016 11th International 

Conference on Industrial and Information Systems (ICIIS), 2016, pp. 274–279, doi: 

10.1109/ICIINFS.2016.8262950. 

[18] A. Özdil and M. M. Özbilen, “A survey on comparison of face recognition algorithms,” in 2014 

IEEE 8th International Conference on Application of Information and Communication Technologies 

(AICT), 2014, pp. 1–3, doi: 10.1109/ICAICT.2014.7035956. 

[19] B. Prihasto et al., “A survey of deep face recognition in the wild,” in 2016 International 

Conference on Orange Technologies (ICOT), 2016, pp. 76–79, doi: 10.1109/ICOT.2016.8278983. 

[20] S. Z. Li and A. K. Jain, Eds., Encyclopedia of Biometrics. . 

[21] M. R. Deore and S. M. Handore, “A survey on offline signature recognition and verification 

schemes,” in 2015 International Conference on Industrial Instrumentation and Control (ICIC), 2015, 

pp. 165–169, doi: 10.1109/IIC.2015.7150731. 

[22] A. Sanmorino and S. Yazid, “A survey for handwritten signature verification,” in 2012 2nd 

International Conference on Uncertainty Reasoning and Knowledge Engineering, 2012, pp. 54–57, doi: 

10.1109/URKE.2012.6319582. 

[23] S. P. Todkar, S. S. Babar, R. U. Ambike, P. B. Suryakar, and J. R. Prasad, “Speaker Recognition 

Techniques: A Review,” in 2018 3rd International Conference for Convergence in Technology (I2CT), 

2018, pp. 1–5, doi: 10.1109/I2CT.2018.8529519. 

[24] R. Tadeusiewicz and G. Demenko, “Voice as a Key,” in 2009 International Conference on 

Biometrics and Kansei Engineering, 2009, pp. 28–33, doi: 10.1109/ICBAKE.2009.28. 

[25] A. P. Singh, R. Nath, and S. Kumar, “A Survey: Speech Recognition Approaches and 

Techniques,” in 2018 5th IEEE Uttar Pradesh Section International Conference on Electrical, 

Electronics and Computer Engineering (UPCON), 2018, pp. 1–4, doi: 

10.1109/UPCON.2018.8596954. 

[26] “ISO/IET 19795-1:Information technology — Biometric performance testing and reporting — 

Part 1: Principles and framework,” 2018. 

[27] T. Georgiou, “Rhythmic Haptic Cueing for Gait Rehabilitation of Hemiparetic Stroke and Brain 

Injury Survivors,” 2018. 

[28] J. Lu and Y. Tan, “Gait-based human age estimation,” in 2010 IEEE International Conference on 

Acoustics, Speech and Signal Processing, 2010, pp. 1718–1721, doi: 10.1109/ICASSP.2010.5495473. 

[29] J. Lu and Y. Tan, “Gait-Based Human Age Estimation,” IEEE Trans. Inf. Forensics Secur., vol. 5, 

no. 4, pp. 761–770, 2010, doi: 10.1109/TIFS.2010.2069560. 

[30] Q. Riaz, M. Z. U. H. Hashmi, M. A. Hashmi, M. Shahzad, H. Errami, and A. Weber, “Move 

Your Body: Age Estimation Based on Chest Movement During Normal Walk,” IEEE Access, 

vol. 7, pp. 28510–28524, 2019, doi: 10.1109/ACCESS.2019.2901959. 

[31] D. Gafurov, E. Snekkenes, and P. Bours, “Spoof Attacks on Gait Authentication System,” IEEE 

Trans. Inf. Forensics Secur., vol. 2, no. 3, pp. 491–502, 2007, doi: 10.1109/TIFS.2007.902030. 

[32] H. Masood and H. Farooq, “A proposed framework for vision based gait biometric system 

against spoofing attacks,” in 2017 International Conference on Communication, Computing and 

Digital Systems (C-CODE), 2017, pp. 357–362, doi: 10.1109/C-CODE.2017.7918957. 

[33] A. Hadid, M. Ghahramani, V. Kellokumpu, M. Pietikäinen, J. Bustard, and M. Nixon, “Can gait 

biometrics be Spoofed?,” in Proceedings of the 21st International Conference on Pattern Recognition 

(ICPR2012), 2012, pp. 3280–3283. 

[34] Niyogi and Adelson, “Analyzing and recognizing walking figures in XYT,” in 1994 Proceedings 

of IEEE Conference on Computer Vision and Pattern Recognition, 1994, pp. 469–474, doi: 

10.1109/CVPR.1994.323868. 

[35] P. S. Huang, C. J. Harris, and M. S. Nixon, “Canonical space representation for recognizing 

humans by gait and face,” in 1998 IEEE Southwest Symposium on Image Analysis and 

Interpretation (Cat. No.98EX165), 1998, pp. 180–185, doi: 10.1109/IAI.1998.666882. 



Bibliography  113 

[36] P. S. Huang, C. J. Harris, and M. S. Nixon, “Recognizing humans by gait using a statistical 

approach for temporal templates,” in SMC’98 Conference Proceedings. 1998 IEEE International 

Conference on Systems, Man, and Cybernetics (Cat. No.98CH36218), 1998, vol. 5, pp. 4556–4561 

vol.5, doi: 10.1109/ICSMC.1998.727569. 

[37] J. P. Singh, S. Jain, S. Arora, and U. P. Singh, “Vision-Based Gait Recognition: A Survey,” IEEE 

Access, vol. 6, pp. 70497–70527, 2018, doi: 10.1109/ACCESS.2018.2879896. 

[38] R. Sahak, N. K. Zakaria, N. M. Tahir, A. I. M. Yassin, and R. Jailani, “Review on Current 

Methods of Gait Analysis and Recognition using Kinect,” in 2019 IEEE 15th International 

Colloquium on Signal Processing & Its Applications (CSPA), 2019, pp. 229–234, doi: 

10.1109/CSPA.2019.8695979. 

[39] X. Xing, K. Wang, and Z. Lv, “Fusion of Gait and Facial Features using Coupled Projections for 

People Identification at a Distance,” IEEE Signal Process. Lett., vol. 22, no. 12, pp. 2349–2353, 

2015, doi: 10.1109/LSP.2015.2481930. 

[40] A. E. K. Ghalleb and N. E. Ben Amara, “Remote person authentication in different scenarios 

based on gait and face in front view,” in 2017 14th International Multi-Conference on Systems, 

Signals & Devices (SSD), 2017, pp. 486–491, doi: 10.1109/SSD.2017.8167008. 

[41] M. Hofmann, S. M. Schmidt, A. N. Rajagopalan, and G. Rigoll, “Combined face and gait 

recognition using alpha matte preprocessing,” in 2012 5th IAPR International Conference on 

Biometrics (ICB), 2012, pp. 390–395, doi: 10.1109/ICB.2012.6199782. 

[42] N. Hosni, H. Drira, F. Chaieb, and B. B. Amor, “3D Gait Recognition based on Functional PCA 

on Kendall’s Shape Space,” in 2018 24th International Conference on Pattern Recognition (ICPR), 

2018, pp. 2130–2135, doi: 10.1109/ICPR.2018.8545040. 

[43] N. Khamsemanan, C. Nattee, and N. Jianwattanapaisarn, “Human Identification From 

Freestyle Walks Using Posture-Based Gait Feature,” IEEE Trans. Inf. Forensics Secur., vol. 13, no. 

1, pp. 119–128, 2018, doi: 10.1109/TIFS.2017.2738611. 

[44] M. H. Khan, M. S. Farid, and M. Grzegorzek, “Using a generic model for codebook-based gait 

recognition algorithms,” in 2018 International Workshop on Biometrics and Forensics (IWBF), 2018, 

pp. 1–7, doi: 10.1109/IWBF.2018.8401551. 

[45] P. Arora and S. Srivastava, “Gait recognition using gait Gaussian image,” in 2015 2nd 

International Conference on Signal Processing and Integrated Networks (SPIN), 2015, pp. 791–794, 

doi: 10.1109/SPIN.2015.7095388. 

[46] M. Rokanujjaman, M. A. Hossain, M. R. Islam, A. A. Hossain, and A. Ferworn, “Part definition 

and selection for part-based speed invariant gait recognition,” in 2016 9th International 

Conference on Electrical and Computer Engineering (ICECE), 2016, pp. 218–221, doi: 

10.1109/ICECE.2016.7853895. 

[47] H. J. Ailisto, M. Lindholm, J. Mantyjarvi, E. Vildjiounaite, and S.-M. Makela, “Identifying 

people from gait pattern with accelerometers,” Spie, vol. 5779, no. 2005, pp. 7–14, 2005, doi: 

10.1117/12.603331. 

[48] M. O. Derawi, C. Nickely, P. Bours, and C. Busch, “Unobtrusive user-authentication on mobile 

phones using biometric gait recognition,” Proc. - 2010 6th Int. Conf. Intell. Inf. Hiding Multimed. 

Signal Process. IIHMSP 2010, pp. 306–311, 2010, doi: 10.1109/IIHMSP.2010.83. 

[49] D. Gafurov, E. Snekkenes, and P. Bours, “Improved gait recognition performance using cycle 

matching,” IEEE Int. Conf. Adv. Inf. Netw. Appl. Work., vol. 24, pp. 836–841, 2010, doi: 

10.1109/WAINA.2010.145. 

[50] M. O. Derawi, P. Bours, and K. Holien, “Improved cycle detection for accelerometer based gait 

authentication,” Int. Conf. Intell. Inf. Hiding Multimed. Signal Process., pp. 312–317, 2010, doi: 

10.1109/IIHMSP.2010.84. 

[51] R. Liu, J. Zhou, M. Liu, and X. Hou, “A wearable acceleration sensor system for gait 

recognition,” ICIEA 2007 2007 Second IEEE Conf. Ind. Electron. Appl., pp. 2654–2659, 2007, doi: 

10.1109/ICIEA.2007.4318894. 

[52] N. T. Trung, Y. Makihara, H. Nagahara, R. Sagawa, Y. Mukaigawa, and Y. Yagi, “Phase 



Bibliography  114 

registration in a gallery improving gait authentication,” 2011 Int. Jt. Conf. Biometrics, IJCB 2011, 

2011, doi: 10.1109/IJCB.2011.6117527. 

[53] Y. Zhong and Y. Deng, “Sensor orientation invariant mobile gait biometrics,” Int. Jt. Conf. 

Biometrics, 2014, doi: 10.1109/BTAS.2014.6996246. 

[54] K. T. Nguyen, T. L. Vo-Tran, D. T. Dinh, and M. T. Tran, “Gait recognition with multi-region 

size convolutional neural network for authentication with wearable sensors,” Lect. Notes 

Comput. Sci. (including Subser. Lect. Notes Artif. Intell. Lect. Notes Bioinformatics), vol. 10646 

LNCS, pp. 197–212, 2017, doi: 10.1007/978-3-319-70004-5_14. 

[55] T. T. Ngo, Y. Makihara, H. Nagahara, Y. Mukaigawa, and Y. Yagi, “The largest inertial sensor-

based gait database and performance evaluation of gait-based personal authentication,” Pattern 

Recognit., vol. 47, no. 1, pp. 228–237, 2013, doi: 10.1016/j.patcog.2013.06.028. 

[56] D. Gafurov and E. Snekkenes, “Towards understanding the uniqueness of gait biometric,” 

IEEE Int. Conf. Autom. Face Gesture Recognit., no. Mv, 2008, doi: 10.1109/AFGR.2008.4813383. 

[57] J. Le Moing and I. Stengel, “The Smartphone as a Gait Recognition Device,” Inf. Syst. Secur. 

Priv. (ICISSP), 2015. 

[58] K. Holien, “Gait Recognition Under Non-standard Circumstances,” Master Thesis, 2008. 

[59] M. De Marsico, A. Mecca, and S. Barra, “Walking in a smart city : Investigating the gait 

stabilization effect for biometric recognition via wearable sensors R,” Comput. Electr. Eng., vol. 

80, p. 106501, 2019, doi: 10.1016/j.compeleceng.2019.106501. 

[60] M. De Marsico, D. De Pasquale, and A. Mecca, “Embedded accelerometer signal normalization 

for cross-device gait recognition,” Lect. Notes Informatics (LNI), Proc. - Ser. Gesellschaft fur 

Inform., vol. P-260, 2016, doi: 10.1109/BIOSIG.2016.7736920. 

[61] M. Heydarzadeh, J. Birjandtalab, M. B. Pouyan, M. Nourani, and S. Ostadabbas, “Gaits analysis 

using pressure image for subject identification,” in 2017 IEEE EMBS International Conference on 

Biomedical & Health Informatics (BHI), 2017, pp. 333–336, doi: 10.1109/BHI.2017.7897273. 

[62] O. Costilla-Reyes, R. Vera-Rodriguez, P. Scully, and K. B. Ozanyan, “Analysis of Spatio-

Temporal Representations for Robust Footstep Recognition with Deep Residual Neural 

Networks,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 41, no. 2, pp. 285–296, 2019, doi: 

10.1109/TPAMI.2018.2799847. 

[63] G. Qian, J. Zhang, and A. Kidané, “People Identification Using Floor Pressure Sensing and 

Analysis,” IEEE Sens. J., vol. 10, no. 9, pp. 1447–1460, 2010, doi: 10.1109/JSEN.2010.2045158. 

[64] S. Crea et al., “Development of gait segmentation methods for wearable foot pressure sensors,” 

in 2012 Annual International Conference of the IEEE Engineering in Medicine and Biology Society, 

2012, pp. 5018–5021, doi: 10.1109/EMBC.2012.6347120. 

[65] T. Takeda, K. Kuramoto, S. Kobashi, and Y. Hata, “Biometrics Personal Identification by 

Wearable Pressure Sensor,” in 2012 Fifth International Conference on Emerging Trends in 

Engineering and Technology, 2012, pp. 120–123, doi: 10.1109/ICETET.2012.70. 

[66] J.-W. Jung, Z. Bien, S.-W. Lee, and T. Sato, “Dynamic-footprint based person identification 

using mat-type pressure sensor,” in Proceedings of the 25th Annual International Conference of the 

IEEE Engineering in Medicine and Biology Society (IEEE Cat. No.03CH37439), 2003, vol. 3, pp. 

2937-2940 Vol.3, doi: 10.1109/IEMBS.2003.1280533. 

[67] Y. Koyama, M. Nishiyama, and K. Watanabe, “Gait monitoring for human activity recognition 

using perceptive shoe based on hetero-core fiber optics,” in 2016 IEEE 5th Global Conference on 

Consumer Electronics, 2016, pp. 1–2, doi: 10.1109/GCCE.2016.7800431. 

[68] Y. Feng, Y. Ge, and Q. Song, “A human identification method based on dynamic plantar 

pressure distribution,” in 2011 IEEE International Conference on Information and Automation, 2011, 

pp. 329–332, doi: 10.1109/ICINFA.2011.5949011. 

[69] S. Jiang et al., “Gait Recognition Based on Graphene Porous Network Structure Pressure 

Sensors for Rehabilitation Therapy,” in 2018 IEEE International Conference on Electron Devices 

and Solid State Circuits (EDSSC), 2018, pp. 1–2, doi: 10.1109/EDSSC.2018.8487142. 

[70] M. Wang et al., “Research on Abnormal Gait Recognition Algorithms for Stroke Patients Based 



Bibliography  115 

on Array Pressure Sensing System,” in 2019 IEEE 3rd Information Technology, Networking, 

Electronic and Automation Control Conference (ITNEC), 2019, pp. 1560–1563, doi: 

10.1109/ITNEC.2019.8729511. 

[71] P. Bhowmick, A. Banerjee, D. Dey, and S. Munshi, “Cross Teager-Kaiser Energy Operator 

based Feature Extraction Method for Gait Recognition from Cumulative Foot Pressure 

Images,” in 2018 IEEE Applied Signal Processing Conference (ASPCON), 2018, pp. 371–374, doi: 

10.1109/ASPCON.2018.8748726. 

[72] I. Weon and S. Lee, “Recognition of User’s Gait Intenstion for a Walking Assist System Using 

Pressure-Sensing Handlebars,” in 2017 First IEEE International Conference on Robotic Computing 

(IRC), 2017, pp. 326–329, doi: 10.1109/IRC.2017.41. 

[73] J. Zhang, B. Wei, W. Hu, and S. S. Kanhere, “WiFi-ID: Human Identification Using WiFi 

Signal,” in 2016 International Conference on Distributed Computing in Sensor Systems (DCOSS), 

2016, pp. 75–82, doi: 10.1109/DCOSS.2016.30. 

[74] R. Zheng, Y. Zhao, and B. Chen, “Device-Free and Robust User Identification in Smart 

Environment Using WiFi Signal,” in 2017 IEEE International Symposium on Parallel and 

Distributed Processing with Applications and 2017 IEEE International Conference on Ubiquitous 

Computing and Communications (ISPA/IUCC), 2017, pp. 1039–1046, doi: 

10.1109/ISPA/IUCC.2017.00158. 

[75] J. Lv, W. Yang, D. Man, X. Du, M. Yu, and M. Guizani, “Wii: Device-Free Passive Identity 

Identification via WiFi Signals,” in GLOBECOM 2017 - 2017 IEEE Global Communications 

Conference, 2017, pp. 1–6, doi: 10.1109/GLOCOM.2017.8254429. 

[76] D. Wang, Z. Zhou, X. Yu, and Y. Cao, “CSIID: WiFi-based Human Identification via Deep 

Learning,” in 2019 14th International Conference on Computer Science & Education (ICCSE), 2019, 

pp. 326–330, doi: 10.1109/ICCSE.2019.8845356. 

[77] P. Bours and A. Evensen, “The Shakespeare experiment: Preliminary results for the recognition 

of a person based on the sound of walking,” in 2017 International Carnahan Conference on 

Security Technology (ICCST), 2017, pp. 1–6, doi: 10.1109/CCST.2017.8167839. 

[78] “Cognitive computing and machine learning,” cognub. [Online]. Available: 

http://www.cognub.com/index.php/cognitive-platform/. 

[79] A. C. Bahnsen, “Builiding AI Aplications Using Deep Learning,” 2017. [Online]. Available: 

https://blog.easysol.net/building-ai-applications/. [Accessed: 13-Jan-2020]. 

[80] S. C. Kleene, “Representation of events in nerve nets and finite automata,” in Automata Studies, 

C. Shannon and J. McCarthy, Eds. Princeton, NJ: Princeton University Press, 1956, pp. 3–41. 

[81] A. Dertat, “Applied Deep Learning- Part1: Artificial Neural Networks,” 2017. [Online]. 

Available: https://towardsdatascience.com/applied-deep-learning-part-1-artificial-neural-

networks-d7834f67a4f6. [Accessed: 09-Jan-2020]. 

[82] S. Saha, “A comprehensive Guide to Convolutional Neural Networks-the ELI5 way.” [Online]. 

Available: https://towardsdatascience.com/a-comprehensive-guide-to-convolutional-neural-

networks-the-eli5-way-3bd2b1164a53. [Accessed: 09-Jan-2020]. 

[83] WILDML, “Recurrent neural networks tutorial, part1- Introduction to RNNs,” 2015. [Online]. 

Available: http://www.wildml.com/2015/09/recurrent-neural-networks-tutorial-part-1-

introduction-to-rnns/. [Accessed: 09-Jan-2020]. 

[84] M. Derawi, P. Bours, and K. Holien, Improved Cycle Detection for Accelerometer Based Gait 

Authentication. 2010. 

[85] P. Fernandez-Lopez, J. Liu-Jimenez, C. Sanchez-Redondo, and R. Sanchez-Reillo, “Gait 

recognition using smartphone,” in Proceedings - International Carnahan Conference on Security 

Technology, 2017, pp. 1–7, doi: 10.1109/CCST.2016.7815698. 

[86] N. Damer, C. Rhaibani, A. Braun, and A. Kuijper, Trust the biometrie mainstream: Multi-biometric 

fusion and score coherence. 2017. 

[87] J. Hube, Formulae for Consistent Biometric Score Level Fusion. 2017. 

[88] A. Hermans, L. Beyer, and B. Leibe, “In Defense of the Triplet Loss for Person Re-



Bibliography  116 

Identification,” Mar. 2017. 

[89] B.-N. Kang, Y. Kim, and D. Kim, Deep Convolutional Neural Network Using Triplets of Faces, Deep 

Ensemble, and Score-Level Fusion for Face Recognition. 2017. 

[90] A. Krizhevsky, I. Sutskever, and G. E. Hinton, “ImageNet Classification with Deep 

Convolutional Neural Networks,” in Advances in Neural Information Processing Systems 25, F. 

Pereira, C. J. C. Burges, L. Bottou, and K. Q. Weinberger, Eds. Curran Associates, Inc., 2012, pp. 

1097–1105. 

[91] N. Srivastava, G. Hinton, A. Krizhevsky, I. Sutskever, and R. Salakhutdinov, “Dropout: A 

Simple Way to Prevent Neural Networks from Overfitting,” J. Mach. Learn. Res., vol. 15, pp. 

1929–1958, 2014. 

[92] T. T. Ngo, Y. Makihara, H. Nagahara, Y. Mukaigawa, and Y. Yagi, “The largest inertial sensor-

based gait database and performance evaluation of gait-based personal authentication,” Pattern 

Recognit., vol. 47, no. 1, pp. 228–237, 2014, doi: https://doi.org/10.1016/j.patcog.2013.06.028. 

 

  



Annex I Discarded Configurations for the DGA  117 

Annex I Discarded Configurations for the DGA 

In Chapter 5.2.3 a series of configurations for the DGA were presented. These configurations were 

compared by their EERs at different percentages of data used for training. However, the results of these 

configurations were presented solely in graphical form. For any reader interested in the exact values of 

the different configurations that did not yield as good results as the final configurations of the DGA, in 

this annex can be found all those results. 

Table 25: Results for configuration RL2_LSTM256_FC2_VS128 

RL2_LSTM256_FC2_ 

VS128 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 15.25 10.22 21.88 9.42 8.53 7.09 8.48 7.89 6.67 

2 34.83 27.40 23.27 9.02 8.31 8.05 6.74 8.72 5.40 

3 16.71 11.43 21.75 8.70 8.53 7.67 7.14 6.16 5.33 

4 13.75 12.61 24.21 8.52 8.10 7.99 8.04 7.44 4.32 

5 36.45 11.43 27.10 8.73 8.32 8.67 8.38 8.05 5.45 
          

AVERAGE 23.40 14.62 23.64 8.88 8.36 7.89 7.76 7.65 5.43 

MINIMUM 13.75 10.22 21.75 8.52 8.10 7.09 6.74 6.16 4.32 

STD 5.05 2.07 0.19 0.00 0.00 0.01 0.02 0.04 0.03 

Table 26: Results for configuration RL2_LSTM512_FC2_VS64 

RL2_LSTM512_FC2_VS64 10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 14.18 11.77 23.31 8.07 7.51 7.05 7.14 6.04 4.23 

2 16.17 10.76 25.77 8.07 7.51 6.66 7.48 6.04 5.49 

3 28.22 10.92 7.50 8.80 7.80 7.38 7.14 7.38 5.21 

4 28.37 10.58 25.00 8.52 8.32 6.74 7.14 6.01 5.33 

5 25.41 11.28 23.85 8.12 8.28 7.78 8.04 6.71 4.21 
          

AVERAGE 22.47 11.06 21.09 8.32 7.88 7.12 7.39 6.44 4.89 

MINIMUM 14.18 10.58 7.50 8.07 7.51 6.66 7.14 6.01 4.21 

STD 1.85 0.01 2.34 0.00 0.01 0.01 0.01 0.01 0.02 
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Table 27: Results for configuration RL3_LSTM256_FC3_VS128 

RL3_LSTM256_FC3_ 

VS128 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 14.65 12.77 14.23 8.55 14.21 13.05 7.14 14.92 5.34 

2 14.93 12.44 13.46 12.78 12.60 7.37 7.16 6.73 6.41 

3 17.51 12.27 14.66 13.93 14.48 6.71 6.78 6.08 5.33 

4 13.45 12.59 12.69 13.01 13.43 7.05 6.76 12.80 6.67 

5 13.30 13.14 10.15 13.45 14.48 13.11 5.91 14.77 5.59 
          

AVERAGE 14.77 12.64 13.04 12.35 13.84 9.46 6.75 11.06 5.87 

MINIMUM 13.30 12.27 10.15 8.55 12.60 6.71 5.91 6.08 5.33 

STD 0.11 0.00 0.13 0.19 0.03 0.44 0.01 0.75 0.02 

 

Table 28: Results for configuration RL2_LSTM512_FC2_VS512 

RL2_LSTM512_FC2_VS512 10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 19.30 17.61 16.72 17.47 14.98 7.05 15.57 4.70 5.33 

2 18.68 19.02 28.57 19.24 6.70 6.71 5.34 5.51 5.08 

3 21.67 17.32 13.44 18.39 6.38 15.44 5.34 6.04 3.86 

4 25.41 17.65 12.68 7.40 15.88 5.70 5.36 4.69 3.86 

5 17.64 19.66 19.04 7.18 6.43 6.04 4.99 6.04 3.85 
          

AVERAGE 20.54 18.25 18.09 13.93 10.08 8.19 7.32 5.40 4.40 

MINIMUM 17.64 17.32 12.68 7.18 6.38 5.70 4.99 4.69 3.85 

STD 0.38 0.04 1.64 1.49 0.96 0.67 0.85 0.02 0.02 

 

Later on, in Chapter 4. 2. 5, the triplet loss function was slightly modified on an attempt to further 

improve the RNN. Unfortunately, this new loss function did not prove to be the better performing one. 

The following configurations are the ones that tried to improve the results of the DGA. 

Table 29: Results for configuration New RL3_LSTM256_FC2_VS256 

NEW 

RL3_LSTM256_FC2_VS256 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 23.94 31.77 23.85 8.30 8.81 6.82 6.19 6.83 5.05 

2 19.25 26.70 23.65 24.22 7.99 7.71 7.14 7.96 5.25 

3 26.01 28.38 24.81 22.20 8.31 21.75 6.71 6.66 5.09 

4 23.94 27.70 25.18 9.60 18.46 6.76 6.23 6.71 6.64 

5 25.55 26.39 23.46 21.98 9.91 6.74 6.70 6.85 5.14 
          

AVERAGE 23.74 28.19 24.19 17.26 10.70 9.96 6.60 7.00 5.43 

MINIMUM 19.25 26.39 23.46 8.30 7.99 6.74 6.19 6.66 5.05 

STD 0.29 0.19 0.02 2.34 0.78 1.74 0.01 0.01 0.02 
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Table 30: Results for configuration New RL3_LSTM512_FC2_VS128 

NEW 

RL3_LSTM512_FC2_VS128 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 24.81 9.58 26.35 7.40 6.97 7.05 6.33 6.04 5.32 

2 22.57 20.37 21.14 7.79 7.28 6.71 5.80 5.22 5.06 

3 18.24 11.40 17.35 7.16 6.20 6.34 5.70 5.44 4.27 

4 26.91 10.42 14.62 6.73 7.24 6.72 5.86 6.04 3.97 

5 24.36 13.78 25.19 7.18 6.43 6.38 6.68 5.35 4.13 
          

AVERAGE 23.38 13.11 20.93 7.25 6.83 6.64 6.07 5.62 4.55 

MINIMUM 18.24 9.58 14.62 6.73 6.20 6.34 5.70 5.22 3.97 

STD 0.43 0.76 1.00 0.01 0.01 0.00 0.01 0.01 0.01 

 

Table 31: Results for configuration New RL3_LSTM1024_FC2_VS256 

New 

RL3_LSTM1024_FC2_ 

VS256 

10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 27.65 23.72 21.33 47.76 7.24 31.18 5.75 7.96 4.00 

2 24.51 23.53 36.80 44.27 37.93 6.38 7.59 47.26 4.00 

3 21.08 17.31 23.85 49.06 7.24 7.72 48.94 6.84 19.87 

4 19.61 12.10 36.83 31.39 42.04 7.05 48.96 6.04 4.00 

5 26.76 22.69 7.50 37.76 45.30 32.90 34.50 19.53 5.10 

          

AVERAGE 23.92 19.87 25.26 42.05 27.95 17.04 29.15 17.52 7.39 

MINIMUM 19.61 12.10 7.50 31.39 7.24 6.38 5.75 6.04 4.00 

STD 0.49 1.03 6.00 2.19 14.56 7.52 18.25 12.26 1.96 

 

Table 32: Results for configuration New RL3_LSTM512_FC2_VS512 

New 

RL3_LSTM512_FC2_VS512 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 14.05 22.02 11.58 13.04 13.34 7.05 13.84 5.37 3.98 

2 19.28 12.78 15.34 14.13 6.97 6.71 4.49 5.91 5.16 

3 15.70 18.11 10.42 6.50 6.17 7.05 5.80 6.04 5.33 

4 26.31 14.83 14.26 18.64 6.97 14.40 5.01 6.71 5.05 

5 24.66 13.78 16.15 16.14 6.70 6.32 6.74 5.37 5.25 
          

AVERAGE 20.00 16.30 13.55 13.69 8.03 8.30 7.17 5.88 4.95 

MINIMUM 14.05 12.78 10.42 6.50 6.17 6.32 4.49 5.37 3.98 

STD 1.16 0.57 0.24 0.83 0.36 0.47 0.58 0.01 0.01 
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Annex II Configuration of the DGA- 

In Chapter 5. 1 to fully compared the DGA to the MRA, it was discussed that a better comparison 

approach would be to train the DGA without the embedded gyroscopes. This created a smaller new 

version of the DGA called DGA-. Since the process of finding the optimal configuration for the RNN in 

the DGA- follows the same procedure then the regular DGA, it was skipped for an easier read. However, 

in this annex, the steps to find the configuration are stablished for any reader interested in the approach. 

The DGA- starts with 50 random configurations limited by the original hyperparameter limitations 

as seen in Table 33. The configurations obtained the following results shown in Table 34. 

Table 33: Hyperparameters limitations for first round of random grid for the DGA- 

Hyperparameters Values 

Number of Recurrent layers [1,3] 

Number of Fully Connected Layers [0,3] 

Number of LSTM cells 2[1,10] 

Feature Vector size  2[1,10] 
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Table 34: EER results from random grid approach of DGA- (%). V.S.=Vector Size, LSTM=Size of the LSTMs. 

 

 Recurrent 

Layers 
1 1 1 1 2 2 2 2 3 3 3 3 

 FC Layers 0 1 2 3 0 1 2 3 0 1 2 3 

LSTM V.S.             

2 16   39,9          

2 32           42,6  

2 128  40,5           

4 2           41,2  

4 4            39,6 

4 32         40,8    

4 64          39,6   

4 128           40,6  

4 256        35,5     

4 512     39,2     40,2   

8 2   41,2    34,3      

8 16   37,2      41,2    

8 32            39,3 

8 64       40,0      

8 256           38,9  

16 2    42,6         

16 16         40,6    

16 1024  36,5           

32 8     36,9        

32 16 37,9            

32 512    26,9         

32 1024        23,1     

64 4       31,5      

64 8          38,9   

64 16           39,6 36,9 

64 64    22,8         

64 1024 29,5    20,5 20,4      

128 32 40,0          13,76  

128 128        33,1     

128 1024    26,1         

256 4    18,8         

256 16      16,6       

256 32        29,1  42,2   

256 64    31,2         

256 128 40,9            

256 1024           29,95  

512 2        20,8 18,4    

512 4     39,8        

512 128      42,2       

512 256     12,3   16,7     



Annex II Configuration of the DGA-  122 

From these results we can limit the new hyper parameters following Table 35 and obtaining Table 

36. 

Table 35: Hyperparameters limitations for second round of random grid for the DGA-. 

Hyperparameters Values 

Number of Recurrent layers [1,3] 

Number of Fully Connected 

Layers 
[0,3] 

Number of LSTM cells 2[5,10] 

Feature Vector size  2[1,10] 

 

Table 36: EER results from second round of random grid approach of DGA- (%). V.S.=Vector Size, 

N.F.=Number of filters. Highlighted the best performing configuration 

 

 RECURRENT 

LAYERS 
1 1 1 1 2 2 2 2 3 3 3 3 

 FC Layers 0 1 2 3 0 1 2 3 0 1 2 3 

LSTM V.S.             

128 2       30,9    39,6  

128 4       19,4      

128 8           17,4  

128 16      22,8       

128 32  32,2         13,7  

128 128 37,9         18,3   

128 256 20,2            

128 512  26,1           

256 2  38,9           

256 4  42,0  18,8         

256 8 41,2 31,2           

256 16      16,6       

256 32       12,7      

256 128 17,1  33,8     30,8     

256 256  14,4  22,4 15,0        

256 512    25,1   33,5   14,7  30,2 

512 2  41,6       18,4   43,1 

512 4     39,6      16,0  

512 16            11,0 

512 16            10,4 

512 32           11,7 31,2 

512 64     12,6   21,8   10,1  

512 128     17,4  11,0  11,8    

512 256     12,6   16,7     

512 512     11,7        

512 1024   31,6    20,1      

1024 4    19,8         

1024 8    19,8         

1024 64  14,7           
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From the results we can see three configurations that show the best results. To fully understand 

them we obtain its results at all percentages of DB. Obtaining Figure 46. 

 

Figure 46: Performance of best performing DGA- configurations on all DB percentages. 

Which shows that two of the configurations show similar results, specially at higher values of 

percentage of DB. The final configuration was Rl2_LSTM512_FC2_VS128 for is the smallest RNN, which 

makes it faster and requires less computational power. 

Lastly, the full results of all configurations can be found in the following tables. 

Table 37: Results for configuration Results for configuration DGA- RL3_LSTM512_FC2_VS64 

DGA- 

RL3_LSTM512_FC2_VS64 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 23,91 17,11 14,40 13,17 11,83 10,33 9,82 10,14 10,84 

2 22,60 18,15 26,34 12,59 12,06 11,41 9,76 10,74 9,32 

3 23,32 17,79 13,06 13,50 12,86 11,41 10,75 10,74 12,00 

4 24,81 17,14 33,65 12,56 10,97 10,40 11,61 10,59 12,00 

5 23,02 16,97 25,58 12,10 12,60 11,47 9,81 11,36 6,67 
          

AVERAGE 23,53 17,43 22,61 12,78 12,06 11,00 10,35 10,71 10,17 

MINIMUM 22,60 16,97 13,06 12,10 10,97 10,33 9,76 10,14 6,67 

STD 0,03 0,01 3,03 0,01 0,02 0,01 0,03 0,01 0,20 
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Table 38: Results for configuration Results for configuration DGA- RL3_LSTM512_FC3_VS16 

DGA- 

RL3_LSTM512_FC3_VS16 
10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 32,60 31,42 34,04 36,31 14,48 13,47 12,50 10,74 9,33 

2 34,80 33,95 34,62 14,62 14,75 12,75 12,09 10,90 12,00 

3 35,43 32,10 32,88 15,47 15,55 12,75 12,95 14,92 10,67 

4 35,13 37,82 34,01 14,31 13,94 12,01 10,75 32,89 10,67 

5 35,30 19,16 35,55 15,02 13,88 30,54 14,25 35,60 10,84 
          

AVERAGE 34,65 30,89 34,22 19,14 13,56 13,72 12,51 21,01 10,70 

MINIMUM 32,60 19,16 32,88 14,31 12,07 10,07 10,75 10,74 9,33 

STD 0,05 1,97 0,04 3,69 0,12 3,25 0,07 5,99 0,04 

 

Table 39: Results for configuration Results for configuration DGA- RL2_LSTM512_FC2_VS128 

DGA- 

RL2_LSTM512_FC2_ 

VS128 

10% 20% 30% 40% 50% 60% 70% 80% 90% 

1 22,39 17,82 14,20 14,60 12,07 11,41 10,71 10,88 9,12 

2 35,25 18,19 14,62 13,96 13,14 10,40 11,27 11,41 10,63 

3 34,06 17,98 16,35 13,23 12,61 11,36 10,24 12,08 9,43 

4 34,37 17,31 14,82 33,86 12,60 12,42 10,27 12,12 8,00 

5 35,12 18,34 14,21 13,68 12,60 10,07 10,71 10,71 8,08 
          

AVERAGE 32,24 17,93 14,84 17,86 12,60 11,13 10,64 11,44 9,05 

MINIMUM 22,39 17,31 14,20 13,23 12,07 10,07 10,24 10,71 8,00 

STD 1,22 0,01 0,03 3,21 0,01 0,03 0,01 0,02 0,05 

 

 
 

 




