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Ascensión Gallardo-Antolı́n
Department of Signal Theory and Communications
Universidad Carlos III de Madrid (Spain)

Abstract
Saliency detection is a key cognitive mechanism that prioritizes particular
stimuli over others to allow the brain to take decisions about the relevance
of each incoming stimuli in the process of exploring the world. In spite of
the similarities in the way the human brain processes auditory and visual
cues, a remarkable difference exists in terms of the time span of sensory
memories retained: given the more ephemeral nature of auditory stimuli
in comparison with their visual counterparts, echoic memories last longer
than iconic ones. In this paper, we introduce a bottom-up auditory saliency
detection algorithm that profits from this observation. Specifically, we put
forward a new technique, that we termed echoic log-surprise that combines
an unsupervised statistical approach based on Bayesian log-surprise and the
biological concept of echoic or Auditory Sensory Memory.
Our algorithm computes several independent log-surprise cues in parallel considering a wide range of memory values, with the aim of leveraging
saliency information from different temporal scales. Then, we explore several
statistical metrics to combine these multi-scale signals in a single temporal
saliency signal including Renyi entropy, Jensen-Shannon divergence, Cramer
or Bhattacharyya distances.
Again in contrast with visual saliency empirical frameworks there is no
consensus about the way acoustic saliency detection should be evaluated
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mainly due to the lack of devices that could take the role of eye-trackers in
providing ground truth measurements. We have adopted Acoustic Event Detection tasks as adequate proxies for our purposes. Results suggest that our
echoic log-surprise method outperforms classical techniques such as energy
thresholding or voice activity detection and previous state-of-the-art saliency
algorithms, such as Kalinli’s and conventional log-surprise.
Keywords: acoustic saliency, echoic memory, multi-scale, statistical
divergence, Jensen-Shannon, acoustic event detection
1. Introduction
Humans live immerse in a complex environment, where our sensors receive a vast amount of stimuli. Since our brain cannot process all these inputs
simultaneously, it prioritizes some of them through the mechanism of attention. The property of a sensory cue that determines its relevance is named
saliency, whether acoustical, visual or any other sensory type. Irrespective
of the modality, two main precedence mechanisms can be distinguished: topdown, where there is an specific task or aim guiding the exploration of the
environment, or bottom-up, where the exploration is only driven by the inherent characteristics of the stimuli.
Visual saliency has received a lot of attention with a wide variety of
algorithms available such as (Itti et al., 1998; Itti & Baldi, 2005; Zhang
et al., 2008; Pan et al., 2016; Kümmerer et al., 2016; Pan et al., 2017), for
example. Following (Zhao & Koch, 2013), visual saliency procedures can
be split into three different stages. First, a feature extraction phase aiming
at producing relevant and compact representations of the input. Second,
further processing of the individual characteristics, usually relying on human
visual mechanisms’ imitation to produce a set of support images. And third,
combination or fusion of the previous images through different techniques,
most recently based on supervised machine learning schemes. The progress
on visual saliency systems has been made possible due to gaze capturing
devices or eye-trackers. Moreover, many authors have made the datasets
publicly available (Zhao & Koch, 2013) contributing to the development of
this discipline. This pretty general scheme has been applied to different tasks,
such as image retargeting (Chen et al., 2015), human action recognition (Yi
& Lin, 2013) and improving mass detection of breast cancer (Agrawal et al.,
2014), among others.
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In this work, however, we focus on acoustic saliency, where our goal is to
determine if an acoustic event stands out from its acoustic background or environment. In contrast with its visual saliency counterpart, there is a lack of
audio databases labelled with this characteristic (Kaya & Elhilali, 2017) and
therefore, most of the solutions adopt an unsupervised modelling strategy.
One successful approach consists of reproducing the first stages of the visual
saliency algorithms stated above by using spectrogram-like representations of
the audio signal as the input image, followed by some adaptation of the parameters of the model for the particular case of audio. A foundational model
is due to (Kayser et al., 2005), where those modifications include the usage of
different auditory features such as frequency and temporal contrasts. From
those bidimensional features they generate a pyramid with different scales
that are related using a center-surround mechanism inherited from its visual
saliency counterpart (Itti et al., 1998) that emulates the behavior of the visual
receptive field. Then, the resultant maps are normalized and finally added
to conform an acoustic saliency map. We notice that this work was one of
the first approaches to acoustic saliency and in spite of considering several
pyramid scales did not introduce any specific acoustic memory mechanisms.
Later on (Kalinli & Narayanan, 2009) kept the original structure developed by Kayser and introduced two new features, namely orientations and
pitch. Nevertheless, some authors argued that acoustic saliency should be
computed considering exclusively past information a feature that proposals
such as Kayser violate since they employ the spectro-temporal equivalent
of spatial filters leading to a non-causal analysis. Taking this into account,
(Kaya & Elhilali, 2012) proposed a model that strictly uses causal features
in a scheme inspired by that of Kayser. The acoustic characteristics that
they put forward are the amplitude envelope of the temporal waveform of
the acoustic signal, the spectrogram, bandwidth, rate information and pitch.
Instead of looking for a biologically inspired model for saliency, an alternative approach consists in the development of statistical models of saliency
based on the idea that rare feature values indicate the presence of salient
events. In (Tsuchida & Cottrell, 2012) a Bayesian approach where a cochleogram
computed using Gammatone filters is employed as the audio spectro-temporal
representation. After reducing the its dimensionality using Principal Component Analysis (PCA) a Gaussian mixture model is fit to get the distribution
that models the prior knowledge about the features. Finally, saliency at each
time instant is computed as the self-information of the feature vector observed at this specific time, which can be defined as its probability according
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to the aforementioned model, in such a way that the smaller the probability
the more salient the feature is considered.
In this line of thought, (Schauerte & Stiefelhagen, 2013) employed the socalled Bayesian surprise adapted for auditory cues. Bayesian surprise is computed using Kullback-Leibler divergence for each frequency band of a spectrotemporal representation, considering a particular amount of past temporal
information. Schauerte et al. proposed two parametric models based on
Gamma and Gaussian distributions. Since the source code was made available from the authors, this will be one of our baselines. In (Rodrı́guez-Hidalgo
et al., 2016), we demonstrated that the logarithmic transformation of the
Bayesian surprise is advantageous to avoid scaling and normalization problems, since the original Bayesian surprise algorithm detects extremely salient
elements that usually mask the rest of possible candidates. We termed this
modification log-surprise.
Here, we go a step forward by considering the concept of Auditory Sensory Memory (ASM), which is defined as the capacity of our brain to store
certain acoustic information unexpectedly perceived (Cooper et al., 2006)
and take into consideration the differences that exist in terms of the time
span of auditory and visual sensory memories retained: given the more
ephemeral nature of auditory stimuli in comparison with their visual counterparts, echoic memories last longer than iconic ones. Several authors (Cowan,
1984; Schröger, 2007) suggest that acoustic information can be stored for
approximately 10 − 20 seconds. However, posterior works (Bottcher-Gandor
& Ullsperger, 1992; Sams et al., 1993; Gomes et al., 1999; Glass et al., 2008;
Grossheinrich et al., 2010) have empirically determined that this storage time
depends on the maturational development of subjects, being close to 10 seconds for adults. Our proposal computes Bayesian log-surprise in parallel
at several time spans, considering memory lengths from 140 milliseconds to
14 seconds. Then, the output saliency signals are introduced into a fusion
stage, where we compute pairwise statistical divergences and distances that
are finally added to obtain a global temporal saliency signal. The spectrotemporal representation that we consider in this work are the the log-Mel
frequency bands.
To evaluate our proposal we have applied our saliency detectors to the
task of Acoustic Event Detection (AED) since the human mechanisms to
solve an AED task are, in principle, those of saliency and attention. As already mentioned, there are no databases labelled with the acoustic saliency
(Kaya & Elhilali, 2017) and therefore there is no consensus about how to as4

sess these algorithms. There are, however, AED challenges such as DCASE
(Mesaros et al., 2016b) with different target cases such as acoustic scene
recognition (Schröder et al., 2017) or audio tagging (Xu et al., 2017) that
are useful for our purposes. We have also employed DARES-G1 (Grootel
et al., 2009) and CLEAR06 UPC-TALP (Temko et al., 2007), which include
the onset and offset labels of certain acoustic events. Given the availability of tags, usually the focus of these challenges is also on Acoustic Event
Classification (AEC) and, for this reason, most of the adopted solutions employ supervised techniques for classification and feature extraction, among
many others (Schröder et al., 2017; Xu et al., 2017; Schröder et al., 2015;
Virtanen et al., 2016). It is worth noting that our goal is not to solve the
AED/AEC task but to compare unsupervised saliency detection algorithms.
Therefore, we test the performance of our system against two other saliency
proposals, Kalinli (Kalinli & Narayanan, 2009) and log-surprise (Rodrı́guezHidalgo et al., 2016) but also against a statistical model-based Voice Activity
Detector (VAD) (Sohn et al., 1999) and a simple Energy thresholding of the
spectro-temporal representation.
The rest of the paper is organized as follows: fist, we present an outline
of our contributions followed by an explanation of how Bayesian surprise is
applied to saliency detection that sets the scene for the description of our
approach in Section 4. Then, the experimental set up is presented in Section
5 followed the experiments in Section 6 with some conclusions and further
work closing the paper in Section 7.
2. Contributions
Our first contribution is the so-called multi-scale saliency, which essentially considers several acoustic saliency signals computed at various time
spans and fuses them using statistical divergences. With this novel method,
we try to emulate the Auditory Sensory Memory (ASM) mechanism, which
determines how long humans can remember acoustic information before our
brain forgets it. In order to do so, we use Bayesian log-surprise considering
several memory values, and finally combine all the aforementioned signals,
which would eventually lead to a more reliable acoustic saliency signal.
Our second contribution is related with the analysis of the fusion stage,
where we consider several statistical divergences and distances to combine
the individual saliency signals, as we want to determine how critical the
fusion operation is by itself. The best results are obtained using the Jensen5

Shannon divergence, that depends directly of Shannon entropy, a remarkably
relevant concept of Information Theory.
Our last contribution is the comparison and analysis of different acoustic
saliency techniques (a simple energy thresholding, a statistical model-based
voice activity detector, and Kalinli and log-surprise algorithms) against our
proposal for the task of acoustic event detection. In particular, we have
experimented the different methods on three databases that cover several
realistic scenarios and recording conditions. As results show, our multi-scale
saliency algorithm outperforms the baseline methods for all the databases
considered.
3. Bayesian Surprise
The essence of Bayesian surprise (Itti & Baldi, 2005) is the KullbackLeibler (KL) divergence (Kullback & Leibler, 1951) defined as:
DKL (Xt kXt−1 ) =

σt2 
(µt − µt−1 )2 1  σt2
+
−
1
−
log
2
2
2
2σt−1
2 σt−1
σt−1

(1)

in the case of two Gaussian random variables Xt ∼ N (µt , σt2 ) and Xt−1 ∼
2
) where µt and µt−1 represent the means of each random variable
N (µt−1 , σt−1
and σt and σt−1 , their standard deviations. The variable Xt−1 models the past
distribution of the signal whilst Xt represents the current signal distribution.
Consequently, for Bayesian surprise the KL divergence is used to measure
the similarity between two consecutive time segments.
Now, to compute the Bayesian surprise of the present audio signal compared to the past, or in other words, the new information that the signal
carries at present and was absent in the past, we obtain a spectro-temporal
representation X(ω, t) from the audio signal x(t), for example, a spectrogram
as the one depicted in Figure 1. Then, we update µ and σ 2 for every temporal
instant t, and compute the KL divergence for the analyzed temporal segment
according to Eq. (1) as a function of (ω, t), since the analysis is performed
independently for each frequency band of the chosen spectro-temporal representation. This way, a surprise map is produced as the ones shown in Figure
1. Finally, in order to get a temporal saliency signal we average the content of
all the frequency bands producing a unidimensional signal s(t) representing
acoustically salient events along the time axis.
Ideally, this scheme should detect those acoustic events that are particularly salient. However, in (Rodrı́guez-Hidalgo et al., 2016) we demonstrated
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that the extremely spiky nature of s(t) made it difficult to detect some weaker
events that were masked by others with much larger amplitudes. A natural
way to solve this problem was to apply a logarithm transformation to the
saliency map obtaining what was called Bayesian log-surprise, the hypothesis
being that the distributions of the log-energies are better modelled with the
Gaussian distributions employed. An example is depicted in Figure 2, where
yellow regions and red lines represent, respectively, the ground truth (actual
positions of the acoustic events) and the salience signals s(t).
4. Our model
As we explained previously, in order to compute Bayesian surprise we
need to estimate µ and σ for every t and w for a given spectro-temporal
representation. However, their estimation depends on the amount of data
processed. Therefore, we need to define the memory of the system, i.e.,
the number of previous samples N that will be considered. The example
depicted in Figure 1 shows three surprise maps that were computed using
different N values. The images show that the performance of the surprise is
strongly-bounded to the memory of the system producing smoother maps as
N grows.
Our proposal here uses the Bayesian log-surprise, as depicted in the
schematic of Figure 3 but there is a need to find a balanced value of the
memory: on the one hand, using a small value of N could be helpful to
detect every possible event of an acoustic signal, but it would also produce
false-alarms. On the other, a big value of N would detect only those events
whose spectral properties are particularly salient, rejecting events that are
relevant (a low recall). To overcome these issues we propose a multi-scale
memory system that is divided in two different stages as depicted in Figure
3: multi-scale saliency determination and fusion.
4.1. Multi-scale saliency
The first stage computes saliency features considering Gaussian log-surprise,
and depends on two different values: dth and N0 , that represent the depth or
number of temporal scales (levels) used in the system and the initial memory value, respectively. Using the initial value N = N0 , we establish that
the deeper the system is, the bigger the memory used to compute Bayesian
log-surprise should be.
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Our scheme tries to emulate the concept of Auditory Sensory Memory,
which according to (Cooper et al., 2006) can be defined as a passive storage
of coded acoustic information processes in two different stages. During the
first stage acoustic features are analyzed and coded, a task that could take
200−300 ms according to (Cowan, 1984). In the second stage, the information
would be retained from approximately 10 − 20 seconds according to (Cowan,
1984; Schröger, 2007). Consequently, a listener would perceive and remember
an acoustic event for the aforementioned period of time.
In order to emulate the coding stage of ASM we consider dth values
of memory samples N for producing a set of saliency signals {si (t), i =
1, 2, ..., dth} that will be subsequently fused in the next stage of our scheme.
By doing so we expect to keep an acoustic record of the information that is
perceived by a person along time, and how significant the appearance of new
information is when it is compared with the already stored one.
Finally, when all the log-surprise signals are computed we normalize them
to be in the range [0, 1].
4.2. Fusion
Once the results of the multi-scale memory saliency stage are got they
need to be fused to obtain the final s(t) function. As all the previously
computed saliency signals depend on the temporal axis, it seems adequate to
combine them using a measure of their amount of information. Consequently,
we analyze several alternatives in this Section.
A more detailed representation of this stage is depicted in Figure 4, where
the fusion module is divided into three different steps. In the first one we
divide each surprise signal into audio chunks of M samples, considering always that selecting a chunk for the time instant ts implies that we process all
the surprise elements of the ith saliency signal si (t) that belong to the range
(ts − M ) < t ≤ ts .
Once we have obtained the segments for each time instant ts of every
surprise signal available, si (t), we compute their histograms with a number
of bins, nbins , on the second step of the stage. The central square box of
Figure 4 shows three graphical representations of the histograms computed
for each time segment, individually for each saliency signal si (t).
Finally, in the histogram fusion step we need to compute the divergence or
distance operation for each time segment considering the corresponding histograms , which determines the differences among the available log-surprise
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signals. In the example depicted in Figure 4 we show three different logsurprise signals, and how fusion works for two different time segments, T 1
and T 2. After the histogram fusion step we obtain a temporal cue that
represents our multi-scale memory saliency signal.
For this purpose, we consider four distances or divergences for distributions as we explain in the next paragraphs. The comparison of more than
two distributions can be either be solved by performing pairwise comparisons
or by using a metric with this ability as the Jensen-Shannon one.
As we consider always more than two saliency signals and their respective
histograms, we compute their divergences and distances considering pairs of
ascending memory values. For example, if we have a depth of dth = 3, we
would combine the histograms from s1 (t) with s2 (t) yielding s1:2 (t), then the
histograms of s2 (t) with the ones of s3 (t) would give us s2:3 (t). Finally, we
would add together the outcome signals obtaining the final saliency signal
s(t) = s1:2 (t) + s2:3 (t). Consequently, we compare each saliency signal only
with the one that has the immediately higher memory value, in order to
favor some redundancy in the resultant saliency signal s(t). Finally, s(t)
is thresholded along the temporal axis with a given threshold, which in this
case corresponds to its average value, producing the final binary signal which
indicates the presence or absence of a relevant acoustic event. Note that in
the example depicted in Figure 4 we have represented the particular case of
Jensen-Shannon divergence in which the summation operation is not necessary, as it will be explained in next paragraphs, where the divergences and
distances we have considered in the fusion stage are detailed.
4.2.1. Rényi divergence
Rényi divergence (van Erven & Harremoës, 2012) represents a generalization of the Kullback-Leibler divergence, and its mathematical equation is
defined as follows:
1
log
Dα (P ||Q) =
α−1

 nX
bins
i=1

pαi


α−1 ,

qi

(2)

where P and Q represent the two distributions whose divergence we are
computing. Moreover, several divergences can be obtained depending on the
value that the parameter α takes considering always that α ≥ 0. In this work
we focus on two divergences:
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P bins
• D1 (P ||Q) = ni=1
pi log(pi /qi ), which represents the Kullback-Leibler
divergence for two discrete random variables.
• D∞ (P ||Q) = log supi (pi /qi ), that is computed as the logarithm of the
supremum of all the ratios of probabilities.
Independently of the value that α takes Dα ≥ 0 as it is demonstrated in
(Cover & Thomas, 2006), considering that the bigger Dα is the bigger will
be the differences among P and Q.
4.2.2. Cramer distance
This distance (Székely, 2002), also known as Energy distance, is defined
as the L2-norm of two distributions P and Q as it is depicted below:
2
DCramer
(P, Q)

=

nX
bins

(pi − qi )2 ,

(3)

i=1

where P and Q values must be real-valued. It is worth noting that,
≥ 0 for every possible value of P and Q.

2
DCramer

4.2.3. Bhattacharyya distance
If we consider two distributions P and Q, it is defined in (Bhattacharyya,
1943) as
DBhatta (P, Q) = − log

bins
nX
√


pi qi .

(4)

i=1

Bhattacharyya distance also verifies that DBhatta ≥ 0.
4.2.4. Jensen-Shannon divergence
Jensen-Shannon divergence can be obtain for an arbitrary number of distributions Pi for i : {1, dth} where dth is the total number of distributions
in our case, i.e. the number of log-surprise signals si (t). Jensen-Shannon
divergence (Endres & Schindelin, 2003) can be defined as
nX
bins

DJSD (P1 , ..., Pdth ) = H(

i=1

πi p i ) −

nX
bins

πi H(pi ),

(5)

i=1

where Pi represents the probability of the i-th distribution, H(Pi ) is
the Shannon entropy for distribution Pi and πi the weight that we want
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to assign to it. Since we do not have a priori information about which of
the distributions is more likely, we set this weight uniformly for every distribution considered. Finally, Jensen-Shannon divergence bounds are 0 ≤
DJSD (P1 , ..., Pdth ) ≤ log(dth).
Note that Jensen-Shannon divergence DJSD (P1 , ..., Pdth ) is able to measure divergences between a number dth of signals at the same time, and,
therefore, it is not necessary to combine partial salience signals by using the
addition operation as in the previous cases.
5. Experimental setup
5.1. Baseline algorithms
Since we are testing our auditory saliency algorithms on the task of acoustic event detection, we compare our system with the energy computed directly from the spectro-temporal representation, a voice activity detector,
and two different auditory saliency techniques: Kalinli model and Bayesian
log-surprise.
5.1.1. Energy thresholding
This scheme computes the energy from the spectrogram considering Parseval’s theorem (Huang et al., 2001), which states that the energy can be
obtained both from time and frequency domains.
Then, we set a threshold equal to the average value of the energy of the
audio signal. Values above this threshold are considered to be salient, a simple proposal that should work reasonably well when the Signal-to-Noise Ratio
(SNR) is high. This approach can be considered as a very basic VAD algorithm, introduced later, as it only uses the energy magnitude to distinguish
among relevant signal and background.
5.1.2. Voice Activity Detector (VAD)
A voice activity detector is a technique specifically designed for the task of
human speech detection on an acoustic signal (Ramirez et al., 2007; Sangwan
et al., 2007; Chang et al., 2006; Yoo et al., 2015). It consists of two basic
elements, a feature extractor and a decision module that actually classifies an
audio clip into speech or non-speech classes. Sometimes, spectral subtraction
techniques are applied to the input auditory cue in an attempt to reduce the
noise of the signal and ease the detection.
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The VAD model that we use is the one proposed by (Sohn et al., 1999)
and included in Voicebox Toolbox (Brookes, 1997), which actually uses the
Likelihood Ratio Test (LRT) as the decision rule to discriminate between
signal and noise. The features introduced into the LRT are the Discrete
Fourier Transform (DFT) coefficients of the signal, noise and noisy signal
which are independently modeled using Gaussian distributions. Finally, a
Hidden-Markov-based hang-over scheme is employed to smooth the output
signal/noise decision, which reduces misdetections.
5.1.3. Kalinli saliency models
This model is inspired in Kayser acoustic saliency model (Kayser et al.,
2005), which computes three conspicuity maps from the spectrogram: intensity, frequency and temporal contrast. Then, those maps are resized into
several scales to form three different dyadic pyramids, one for each feature.
Then, a center-surround difference is computed, which resembles certain operations developed by human eye. Finally, the processed maps are normalized
and fused in order to get the final saliency map.
Kalinli model (Kalinli & Narayanan, 2009) differs from the previous one in
which two additional features are introduced, namely pitch and orientations,
and in the use of a more sophisticated normalization process. The Matlab
implementation that we used can be found at (Macaluso, 2010).
5.2. Spectro-temporal representations
As auditory saliency algorithms are usually inspired in their visual counterparts, it is more practical to model acoustic information using an imagelike representation. A very common approach is the spectrogram as an image,
as it represents the magnitude of different frequency bands along the temporal axis, producing a two-dimensional representation of the acoustic cue.
However, alternative spectro-temporal representations can also be considered. Cochleograms are biologically-inspired spectro-temporal representations that mimick the behaviour of the human cochlea, in particular, the
non-linear logarithmic-like transformation of the frequency domain taking
into account the critical bands described by (Fletcher & Munson, 1933), i.e.
assuming that the cochlea resembles a bank of filters whose central frequencies are non-linearly distributed according a logarithmic law.
Triangular shaped filters are typically employed to model these bands.
Figure 5 is a depiction of them following
B(f ) = 1125 ln (1 + f /700),
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(6)

where B(f ) represents the Mel-scale (Huang et al., 2001) transformation of
the frequency f measured in Hz.
Once the input signal x(t) is filtered using the bank of filters, the logenergies per band are computed, obtaining the cochleogram.
Both spectro-temporal representations are represented as X(ω, t) in this
work. However, a preliminary experimentation determined that log-Mel energy bands produce better results than the spectrogram for all the saliency
modalities analyzed. Consequently, for the sake of brevity, we use the first
one as the standard spectro-temporal representation for the experiments and
analysis in the rest of the paper.
5.3. Databases
In this work, we decided to make use of several datasets that were actually
collected for the task of AED/AEC tasks. These usually involve two different
problems: the detection of acoustic events and their classification according
to a specific set of class labels. We are considering auditory saliency as an
unsupervised task and therefore we do not make use of any label whatsoever
to train the systems. Consequently, our model should be compared with
unsupervised event detection algorithms, without any kind of classifier at
the output. Three datasets are used in this work:
5.3.1. DARES-G1
This dataset (Grootel et al., 2009) consists of approximately 800 different
classes, and almost 3000 labeled events. Each audio clip has a duration of 60
seconds, recorded with a sampling frequency fs = 44100Hz and a resolution
of 16 bits. The recordings were captured on different scenarios, such as
streets, public buildings, etc.
5.3.2. UPC-TALP database of isolated meeting-room acoustic events
This dataset was recorded for the AED task CLEAR06 (Temko et al.,
2007), where several experiments were developed. We focus on the subset
UPC-TALP, particularly in the microphone number 3, which comprises 30
files and approximately 1030 tags. Some of the available classes are: door
knock, steps, chair moving, key jingle, etc. Audio clips were sampled using
fs = 44100Hz and 16 bits of resolution.
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5.3.3. Detection and Classification of Acoustic Scenes and Events 2016 (DCASE2016)
This database (Mesaros et al., 2016b) was developed for a challenge celebrated during 2016. It comprises four different sets, which focus on four
independent tasks. We particularly selected the ones used in Tasks 2 and 3,
whose annotations include three elements: onset, offset and tag of the event.
Tasks 1 and 4 are related with Scene Classification and Audio Tagging, respectively, and do not include any temporal label that can be used for our
evaluation. All the audio clips are recorded using a sampling frequency of
fs = 44100Hz, and 24 bits of resolution. The duration of each clip depends
on the analyzed subset.
Task 2 subset was synthetically developed, and contains data for three
different Event-to-Background Ratio (EBR) values (−6, 0 and 6dB), which
determines the relationship between event and background energies. This
subset contains 72 audio clips including more than 2000 labeled events and
is divided into two different groups: validation or development set (18 audio
clips) and test (the remaining 54 clips). The acoustic events belong to 11
different categories: clearing throat, coughing, door knock, door slam, etc.
In addition, there are two different scenarios, monophonic and polyphonic,
where monophony implies that there exists a single event for a certain time
window, whilst there are several overlapping acoustic events occurring at the
same time for polyphony.
Task 3 contains audio clips from two acoustic scenarios, namely residential
area and home, with their own specific labels (almost 1500).
5.4. Metrics
Measuring acoustic saliency is a difficult task due to the lack of labelled
data. Therefore, we will follow the guidelines and algorithms developed for
the DCASE2016 challenge (Mesaros et al., 2016b) for event detection. Their
evaluation code includes two different metrics: segment and event based
with labeled onsets, offsets and class. As we are not concerned with the
classification stage, we will focus on the onset-offset evaluation exclusively
without considering class labels. Furthermore, we choose the event-based
evaluation, which is more restrictive than the segment-based modality as it
only considers temporal windows with a tolerance of hundreds of miliseconds,
instead of a chunk of one second length as it happens with segment-based
evaluation.
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Distance operation
Cramer
JSD
Renyi-1
Renyi-Inf
Bhattacharyya

dth
4
5
4
4
5

N
42
34
22
16
34

F-score
0.6905
0.7690
0.7203
0.7560
0.7365

Table 1: Multi-scale saliency parameters for each divergence/distance operation.

The metric used in this work is therefore, the F-score,
F =2

P ·R
,
P +R

(7)

where P and R are the precision and recall scores, respectively.
We considered the onset exclusively with a tolerance margin of 200 ms,
as defined for the challenge, and disposed of the classification labels. More
details about metrics for AED can be found at (Mesaros et al., 2016a).
In spite of this, with the purpose of having a better understanding of the
performance of the different algorithms, we have analyzed the detection score
for each of the classes individually.
5.5. Parameter settings
Depending on the stage of our system, some technical parameters need
to be discussed. First of all, each audio signal is resampled from its original
sampling frequency to Fs = 22000Hz. Then, the spectrogram is computed
considering 1024 frequency components, a Hamming window of 20 ms and
an overlapping factor of the 50%.
If the audio clip is stereophonic, both channels are averaged in order to
get a single monophonic input. Then, to obtain the cochleogram we use
a mel-scale filterbank with 150 filters. This choice guarantees the necessary number of filters to apply the desired depth in the saliency algorithms.
We have studied several values of depth dth and initial memory N0 ranging
dth ∈ {1...6} and N0 ∈ {14...44}. Optimal values in combination with the
divergence metric chosen have been obtained using the held-out validation
set from DCASE2016 Task 2.
For all the compared systems the fusion stage histograms are computed
using M = 50 temporal samples and nbins = 20 bins. Note that each sample
corresponds to 20 ms.
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6. Experiments
6.1. Experiment 1: performance analysis under several monophonic datasets
First we will we analyze how the different detection algorithms perform
under two monophonic datasets, namely: DARES-G1 and UPC-TALP.
Figure 6 shows the results, where we can observe how all the log-surprise
based algorithms outperform the baselines. In fact, Kalinli performs poorly
in comparison with the rest. Also, Energy and VAD produce better results
than Kalinli for both databases.
Though the performance of all the log-surprise based algorithms is quite
similar, some differences between both databases can be appreciated: in both
cases, the Jensen-Shannon divergence obtains the best results followed by the
basic Log-surprise in the case of DARES-G1 and Bhattacharyya divergence
in the case of UPC-TALP.
6.2. Experiment 2: DCASE2016, a study of monophony and polyphony
In this section we focus on the DCASE2016 dataset. As we mentioned
in section 5.3, this dataset comprises two different tasks. Task 2 contains
synthetically generated files with three Event-to-Background rates (EBR).
Also acoustic events may overlap in time, which represents the polyphonic
scenario. Task 3 considers two different scenarios: home and residential-area.
The content clips of this subset were recorded in real environments, where
events overlap naturally and therefore EBR was not measured.
Table 2 shows the results obtained for Task 2, where the top performing
algorithm is Jensen-Shannon (JSD) immediately followed by Renyi-Inf and
the rest of our fusion saliency proposals. We observe that neither Energy
nor VAD produce good results in comparison with the rest. In addition,
the F-scores achieved by VAD are worse than those obtained by the simple
Energy algorithm. One possible explanation for this behavior is that VADs
are usually developed for speech detection, which implies that their design
characteristics are optimized for this particular task. The other baseline
algorithm, namely Kalinli, performs poorly again as in the previous section.
On the other hand, the basic log-surprise without the multi-scale fusion is
able to produce better results than all the rest baseline algorithms though
worse than all the multi-scale versions.
As an example, if we compare Jensen-Shannon against log-surprise for
the monophonic scenario considering EBR = −6dB we observe that our
proposal improves the results of the latter in approximately a 44.1%, and
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a 43.9% for EBR = 6dB, a meaningful result considering that the JensenShannon multi-scale method is based on log-surprise. Similarly, from the
comparison of Jensen-Shannon with the best non-saliency algorithm, which
is Energy we can observe that it produces an increasement in the F-score of
158.1% for EBR = −6dB and 69.7% for EBR = 6dB.
We observe that for every tested algorithm, the F-score increases directly
with the EBR value, which seems logical since a low value of the EBR implies
that background interferences are more harmful for the foreground event.
Even for lower EBR configurations Jensen-Shannon produced the best results, followed by the rest of our fusion proposals.
As we want to analyze more in depth the behaviour of our proposal in
the polyphony case, we also test the performance of our algorithms using
the Task 3 dataset. As we explained previously in this Section, this task is
divided into two subsets with totally different acoustic events and environments, residential area and home, which were not synthetically generated but
captured in real environments. Consequently, the environmental background
plays a critical role for this task, as it may affect negatively the deployment
of our algorithms.
Results can be observed in Figure 7 where again all of our log-surprise
based saliency algorithms are top-performers with the fusion mechanism of
Jensen-Shannon producing the best results. It should be noticed that the
performance for residential-area is much lower compared to the home subset.
In fact, both results are far below the ones obtained for Task 2 in this section.
This behaviour can be explained if we take into account the difficulties that
real environments introduce: first of all, the acoustic characteristics of the
environment itself that interfere severely with the acoustic events to be detected. Second, the fact that we are using unsupervised algorithms and the
AED labeling scheme employs a holistic definition of event that sometimes
contains several unlabeled sub-events, for example, we can find events with
the tag bird-singing of almost 50 seconds long, where silences among the bird
tweets would allow us to define sub-events that have not been tagged. Our
algorithms detect each of these sub-events as separate units and therefore
are considered as false alarms in the evaluation. This behavior can also be
observed in other classes, such as wind-blowing and people-speaking. It could
be argued that after some time, repeated sub-events of the same class would
stop to be salient but the modelling of this is an issue we leave for further
investigation.
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Average
Std. Deviation

Task 2: Polyphonic

Task 2: Monophonic

EBR (dB)
-6
0
6
-6
0
6

Energy
0.2828
0.4247
0.5321
0.4873
0.5452
0.5576
0.4716
0.1302
VAD
0.3039
0.3248
0.3526
0.3280
0.3463
0.3684
0.3373
0.0415

Kalinli
0.1913
0.2290
0.2220
0.2860
0.3202
0.3219
0.2617
0.0797

Log-surp.
0.5057
0.6211
0.6270
0.5184
0.5629
0.6179
0.5755
0.0997

Cramer
0.6305
0.7665
0.8152
0.5524
0.6129
0.6470
0.6708
0.1191

Table 2: F-scores for DCASE2016 Task 2.
Bhatta
0.6824
0.8301
0.8754
0.5842
0.7064
0.7691
0.7413
0.1177

Renyi-1
0.6578
0.7451
0.8435
0.5831
0.6865
0.7136
0.7049
0.1127

Renyi-Inf
0.6910
0.8206
0.8720
0.6397
0.7245
0.7664
0.7524
0.1054

Jensen-Shannon
0.7289
0.8432
0.9024
0.6691
0.7366
0.7927
0.7788
0.0935

6.3. Experiment 3: class performance
With this experiment we try to determine which classes or categories are
more easily detected, and what properties describe them.
In this section, we aim at providing a more in-depth analysis of the polyphonic scenario of DCASE2016 Task 2 with the three values of the EBR
provided. F-scores are depicted in Figure 8 as a heatmap for the available
events. We can split the labelled events into two separate groups: natural vs.
non-natural. The former define those events produced by humans (speech,
clearthroat, cough and laugher ) and the rest are considered non-natural.
As we expected, the overall behaviour of the log-surprise based schemes
outperform the baseline algorithms for each of the events and the results
improve with higher EBRs.
For natural events, it can be observed that the most difficult natural
class to detect is speech, whose main difference against the other three natural classes is that it is not as impulsive as the rest like coughing or laughing.
Specifically, it is worth highlighting the marked worsening of the results for
the event speech as the EBR decreases, where we observe for Jensen-Shannon
a reduction in the performance of 25.3% when comparing the EBR = −6dB
and 6dB conditions, in contrast with the second worst natural class (clearthroat)
with a reduction of 13.55%. We can summarize the results of the natural category considering that in average, decreasing the EBR from 6dB to −6dB
imposes a reduction of 11.6% in the F-score for Jensen-Shannon, of 13.7%
for log-surprise and of 11.8% for Energy. Consequently, results suggest that
Jensen-Shannon is both the best performer and the most robust algorithm,
since it suffers the smallest degradation for this particular category. Logsurprise performs better than Energy in absolute terms, but the latter suffers
a smaller degradation when EBR decreases. Any case, F-scores achieved by
Energy are considerably lower than those obtained by log-surprise and, especially, our multi-scale proposals.
The analysis of the non-natural events shows that all the tested systems
fail to detect the onset of the class drawer. A listening inspection of that class
audio clips reveals that the recorded audio consists of the sliding sound of a
drawer, followed by its closing slam. In this situation, our system detects that
the most salient event is clearly the final impact of the drawer, leading to an
imprecise delayed output signal with respect to the annotation. On the other
hand, from the seven classes that belong to the non-natural category there
are four which depend strongly on the value of the EBR, namely pageturn,
drawer, phone, and doorslam. For the particular case of Jensen-Shannon we
19

observe that the reduction of the EBR for the non-natural category decreases
the F-score in approximately 22.6% from EBR = 6dB to −6dB. For logsurprise, we observe a reduction of 37.4% and a 13.1% for Energy. Again,
results suggest that our fusion proposal presents the most robust behavior,
taking into account that Jensen-Shannon achieves the best results in absolute
terms.
7. Conclusions
In this work, we have presented a new approach for bottom-up acoustic
saliency, called echoic log-surprise, that is based on the combination of several
acoustic saliency signals computed at various time spans. Each individual
signal is obtained by using the log-surprise algorithm with different memory
values. The fusion is performed by comparing the information carried out
by these individual saliency signals by means of statistical divergences and
distances. In particular, Cramer and Bhattacharyya distances and Renyi-1,
Renyi-Inf and Jensen-Shannon divergences have been tried.
We have measured the performance of our multi-scale saliency system
for the acoustic event detection task by employing three different datasets
that cover a great variety of scenarios and noisy conditions. For comparison
purposes, we have considered two basic techniques: an energy thresholding
of the spectro-temporal representation and a voice activity detector, and two
state-of-the-art acoustic saliency methods: Kalinli and log-surprise.
As results show, log-surprise and our multi-scale proposals achieve considerably better results than the classical algorithms Energy thresholding, VAD
and Kalinli. Comparing log-surprise with the different echoic log-surprise
versions, it can be observed that, in general, all the latter ones improves
the F-scores obtained by the former in the databases considered. Regarding
the different divergences proposed for the fusion stage, in general terms, the
best is Jensen-Shannon, followed by Renyi. It is worth mentioning that both
divergences are obtained from the entropy defined by Information Theory
(Cover & Thomas, 2006), which justifies their similar performance. The fusion scheme based on the Bhattacharyya distance also produces good results,
although worse than Jensen-Shannon. The Cramer distance is the worst
multi-scale system, although it clearly outperforms the classic approaches.
As summary, we can conclude that the combination of several log-surprise
saliency signals considering various scales of memory is useful for the AED
task and we can theorize that it could be used as a part of a more complex
20

acoustic event classification system for determining the time instants where
a relevant acoustic event occurs prior to the classification process itself.
From the interpretation point of view, we have intended to develop a
biologically-inspired acoustic saliency method, emphasizing the temporal nature of audio signals and the use of several memory scales that try to resemble
the ASM mechanism of the human aural perception (echoic memory) which
determines how acoustic information is stored and remembered by our brain.
Further works should take into consideration three aspects: first of all,
we consider that a more depth analysis of the robustness of the aforementioned techniques could be useful under a greater variety of scenarios and
noisy conditions. Secondly, in this work we have used statistical distances
and divergences to fuse the statistical information carried out by the logsurprise signals. However, we believe that more advanced techniques could
be developed to combine this information. Finally, future works should try
to integrate our saliency algorithms into a more complex acoustic event and
sound scene classification system and combine them with advanced machine
learning methodologies such as Deep Learning techniques.
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Figure 1: Comparison of the spectrogram of an auditory signal against several surprise
maps with different memory values. In this case, a sample corresponds to 20 ms. Logarithm and different magnitude ranges were applied to ease visualization.
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Figure 7: Results obtained for DCASE2016 Task 3, where we considered the two subsets
available independently.
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Figure 8: F-scores obtained for every available class of DCASE2016 Task 2 for the three
EBR values considered. The first four classes represent the so-called natural category,
whereas the remainder ones belong to the non-natural category.
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