
 

        

 

                                                            

 

University degree in Industrial Engineering 

2018-2019 

 

Bachelor Thesis 

“3D Deep object recognition for 

mobile robots” 

 

Gabriel Ciprian Dinu 

Alejandra Carolina Hernández Silva 

Ramón Ignacio Barber Castaño 

Leganés, 2019 

 

 

 

  
This work is licensed under Creative Commons Attribution – Non Commercial – Non 
Derivatives 
  



II 
 

  



III 
 

ABSTRACT 

 
Object recognition is a computer vision technique for identifying objects in images or 

videos. Object recognition is a key output of deep learning and machine learning 

algorithms. The goal is to teach a computer to do what comes naturally to humans: to gain 

a level of understanding of what an image contains. 

Object recognition is applied in many areas of computer vision, including image retrieval, 

security, surveillance, automated vehicles systems and machine inspection. 

It has been proposed to solve a certain problem: the need of an interface capable to 

recognize relevant objects in a 2D image and send the information to a mobile robot so 

that it can use the information to perform the tasks it has. Tasks like knowing what kind 

of objects are in that environment and distinguish between, for example, an office and a 

bedroom. 

In order to do that, 3D mechanisms and deep learning algorithms is going to be applied 

to the 2D image and achieve reasonable results. 

The results obtained after doing several experiments are going to be analyzed using the 

confusion matrix tool and the main parameters computed in order to see the accuracy of 

the proposed model and its future improvements. 
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RESUMEN 

El reconocimiento de objetos es una técnica de visión computacional para identificar 

objetos en imágenes o videos. El reconocimiento de objetos es un resultado clave de los 

algoritmos de aprendizaje profundo y aprendizaje automático. La meta es enseñar a un 

ordenador hacer lo que a los seres humanos nos viene de naturaleza: ganar un cierto nivel 

de entendimiento de lo que contiene una imagen. 

El reconocimiento de objetos se aplica en muchas áreas dentro de la visión 

computacional, incluyendo recuperación de imágenes, seguridad, vigilancia y sistemas 

para vehículos autónomos entre otros. 

Se ha propuesto resolver un cierto problema: la necesidad de una interfaz capaz de 

reconocer objetos relevantes en una imagen en 2D y enviar la información a un robot 

móvil para que la utilice a la hora de realizar sus propias tareas. Tareas como conocer qué 

tipo de objetos se encuentran a su alrededor y distinguir entre, por ejemplo, una oficina y 

un dormitorio. 

Para llevarlo a cabo se utilizarán mecanismos de trabajo en 3D y algoritmos de 

aprendizaje profundo para aplicarlos a la imagen 2D inicial y así obtener unos resultados 

razonables. 

Los resultados obtenidos después de realizar varios experimentos se analizarán utilizando 

una herramienta llamada matriz de confusión y se calcularán los principales parámetros 

para ver la precisión del modelo presentado y sus futuras mejoras. 
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1. INTRODUCTION 

 

1.1. Motivation 

The importance of object recognition towards the future is increasing. There are lots of 

applications that use computer vision to perform complex tasks that would be tedious and 

difficult otherwise. Face recognition can be used to identify a criminal that was recorded 

while committing the crime and avoid to culprit innocent people. Object recognition in a 

certain environment allow the system to know where it is located and use this information 

for navigation applications. The existence of autonomous vehicles capable to know its 

surroundings and avoid accidents.  

These are a few of many applications that helps building a more comfortable and 

automated world.  

 

1.2. Problem 

Although there are substantial progresses in the computer vision filed, nobody achieved 

the perfect method to recognize objects. For example, some of the biggest problems are: 

the cluttered scenes, where the illumination is poor and the different points of view of the 

same object could be confusing for the system and cause recognition problems. 

Trying to solve those problems and others, two approaches have been set. One relies in 

2D information, avoiding most of the geometric information but it is easier to process. 

The other uses 3D complex meshes with a large amount of data that must be filtered to 

compact the useful data. The main problem is that the algorithms are more complicated 

and usually it is projected to a plane and form a 2D piece of information. 

In conclusion, the method chosen must be according to the necessities of the given 

application and obtain reasonable results. 
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1.3. Objectives 

The main objective is to develop a 3D recognition system based on deep learning 

techniques able to work in indoor environments with mobile robots. 

Additionally, it is important to study alternatives approaches to object recognition with 

deep learning.  

To know how the model is trained for the specific application, using a data base with the 

objects of interest. In this case a pretrained model is used, so it already learnt to extract 

powerful and informative features from the images. 

To design a model that can convert and process the images and obtain useful information 

from them. 

Finally, to perform some experiments, analyze the results and verify that the proposed 

method is valid, and the objective is fulfilled.  

 

1.4. Structure of the work 

This thesis is divided in three big sections: State-of-the-art, the proposed model and the 

experiments and results. 

In the State-of-the-art section different systems focused in computer vision and 

specifically in object recognition will be presented. First, the introduction of classical 

complex models made by hand and with no use in different applications. Then the 

introduction of deep learning that contributed to the appearance of networks with 

automatic learning and Transfer Learning, that allowed to use previous information of a 

certain model to be used to solve similar problems and to not starting from scratch.  

In the proposed model section, there is a detailed explanation of each phase that composed 

the model along with a practical visual example in order to better understand the inputs 

and outputs throughout the model. 

In the experiments and results section, more examples are shown along with the confusion 

matrix tool, which will allow a better understanding of the model performance.  
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2. STATE OF THE ART / RELATED WORK 

 

In this section, different approaches to cope with the problem of object recognition in the 

computer vision domain are going to be presented. First, different state-of-the-art 

methods will give the general idea of the problem and some ways to solve it using two 

different pipelines: global and local. Afterwards, the implementation of deep learning 

networks and how does it help in the computer vision domain. Also, the different existing 

architectures focusing in convolutional neural networks (CNNs) and the concept of 

transfer learning united with deep learning. 

 

2.1. Historical approach and classical state-of-the-art methods 

Visual object recognition was traditionally restrained by two-dimensional image 

applications [1], [2], [3]. However, the recent development of cheaper 3D sensors leaded 

to a growth in the area of object recognition based on 3D information [4], [5]. In the 2D 

field, several most used methods ignore geometric information, using histograms over 

colors [1], whereas others focus their attention into hierarchical geometric relations [6] or 

explicit object parts [7]. Methods regarding histograms-of-gradients [8] are currently very 

popular as they can be used in real time. SIFT descriptors [2] are often used to 

approximate gradient histograms since their execution speed is even higher. 3D object 

recognition is a relatively new area [4], [5] where typical problems of 2D recognition, 

such as rotation and translation invariance, are less restrictive. 

3D object recognition approaches can be classified into two categories [9], [10]: global 

feature-based methods and local feature-based methods. On one hand, global feature-

based methods are based overall visual appearance of the object. They are used to 

generalize an entire object with a single vector. Nevertheless, these methods tend to fail 

to recognize partially visible objects from cluttered scenes [11]. On the other hand, the 

local feature-based methods are based only on local geometric features extracted from the 

points of interest. However, local features may require specialized classification 

techniques to deal with the feature vectors per object. These methods are better dealing 

with occlusion than the global feature-based methods [11]. To operate with 3D 

information, powerful tools and algorithms are needed to process it. The Point Cloud 

Library (PCL) is an open source and a large-scale library for 2D/3D image processing. 
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The PCL framework contains numerous state-of-the-art algorithms and tools very useful 

to start with [12]. 

In PCL, there are two types of 3D descriptors [13]: local and global. Each descriptor has 

a method for computing unique values for a point. Some uses the normal of a point and 

its neighbors and calculate the difference between the angles. Others rely on the distance 

between the points. About the occlusions and partial views of the objects, some 

descriptors work better with this kind of information and others can be scale invariant. 

There are, basically, two different pipelines that can be used for recognition systems as 

shown in Fig. 2.1: one depends on global descriptors that require the notion of the objects, 

so a pre-segmentation step is needed. Whereas, the other one depends on the local 

descriptors that are computed at key point without the need of a pre-segmentation step. 

 

 

Fig. 2.1 The block diagrams of the local and global 3D descriptors pipelines [13]. 

 

2.2. Local Descriptors 

As previously has been said, individual points are given as an input in order to compute 

the 3D local descriptors. Every point is associated with a descriptor that defines the local 

geometry of a point [13]. These kinds of descriptors are usually used for specific 

applications like object recognition, surface registration, and local surface categorization. 

 

2.2.1. Signature of Histograms of Orientations (SHOT) 

 In this case, the eigenvalue decomposition of an input point is performed in order to 

obtain a local reference frame that is essential for the SHOT local descriptor [14]. The 

descriptor for each key point is created by computing local histograms including 

geometry information of point locations in a spherical support structure. The final 
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descriptor is formed by concatenating all these local histograms together.  There is also a 

color version called COLOR Signature of Histograms of Orientations (CSHOT) [15]. 

 

2.2.2. Point Feature Histogram (PFH) 

Point feature histogram (PFH) [16] can be classified as a geometry-based descriptor [13]. 

The objective of this descriptor is to encode a local surface. It represents the orientation 

of normals and distances between pairs. For each pair, a fixed reference frame is 

computed. Using this frame, the difference between the normal can be encoded with three 

angles. The final descriptor is the combination of the histograms of each angle. 

 

2.2.3. Fast Point Feature Histogram (FPFH) 

The Fast Point Feature Histograms (FPFH) technique [17] is a faster and simplified 

version than the PFH descriptor. The problem of the PFH descriptor is the high 

computational requirements in real-time applications.  

 

2.3. Global Descriptors 

3D global descriptors are used to represent the object geometry [13]. They are not 

computed for individual points, but for the whole cluster, that represents an object. For 

this reason, a pre-processing step called “segmentation” is required to retrieve possible 

candidates. Global descriptors are usually used for object recognition, model retrieval, 

pose estimation, 3D shape classification and geometric analysis.  

 

2.3.1. Ensemble of Shape Functions (ESF) 

The ESF [18] consists of ten 64-bin-sized histograms resulting in a single 640 value 

histogram as an input point cloud. It is a combination of three shape functions [19]: point 

distance (𝐷2), angle (𝐴3) and area (𝐷3). This type of descriptor is unique as it is not 

required to use the normals information to describe the cloud. Instead, a voxel grid is used 

as an approximation of the real surface. The voxel grid iterates over each of the points in 

the cloud and, for each iteration, three random points are chosen, and the shape functions 

are computed. 
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2.3.2. Viewpoint Feature Histogram (VFH) 

The VFH [20] is a global descriptor that is based on the FPFH local descriptor. It is formed 

by two parts: a viewpoint direction component and an extended FPFH component. To 

compute the first part, the centroid of the object is localized, which is the point that results 

from making the average of the three coordinates of all points. Then, the vector between 

the viewpoint and the centroid is computed and normalized. The second part is computed 

like the FPFH. The resulting four histograms are used to build the final VFH descriptor. 

 

2.3.3. Clustered Viewpoint Feature Histogram (CVFH) 

CVFH global descriptor [21] is an extension of Viewpoint Feature Histogram. This 

descriptor is useful when the cluster of an object is missing many points. The aim of 

CVFH is to split the object into stable regions, rather than computing a single VFH 

histogram for the entire cluster. These regions are obtained by removing the points with 

a high curve and using smooth region growing segmentation algorithm. 

 

2.4. The implementation of deep learning 

Despite the popularity and the outnumbered successful implementations of this kind of 

pipelines, especially for recognition in cluttered and occluded environments, hand-

crafting feature descriptors requires domain expertise and incredible engineering and 

theoretical skills. In this regard, there were many researchers trying to replace those 

descriptors with multilayer neural networks able to learn them automatically by using 

training algorithms. This gave birth to Convolutional Neural Networks (CNNs) applied 

to image analysis, a new deep learning architecture designed to process data in form of 

multiple arrays [22]. However, few CNN systems have been proposed to use 3D data for 

object class recognition problems, so there is still room for improvement as most of them 

do not fully exploit 3D data. 

Before explaining this thesis approach to a 3D object recognition method using deep 

learning, a background of this recent technology is needed. What is exactly deep learning? 

What kind of architectures do it use? How this kind of systems are being trained? What 
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is a dataset and how important is it for training the system? All these questions are 

answered in more detail in the following sections. 

 

2.5. Deep learning in general 

Deep learning is a concept that is not easy to describe and define. However, the authors 

of “Deep Learning” [23] proposed a wide definition of it:  

Deep learning allows computational models that are composed of multiple processing 

layers to learn representations of data with multiple levels of abstraction. These methods 

improved a wide range of domains such as object detection, visual object recognition, 

speech recognition and more. 

For many years, designing a recognition or machine-learning system required high skill 

in the domain to design a feature extractor that transformed the raw data, for example 

image pixels, into a representation of feature vector. The learning subsystem can detect 

or classify patterns in these representations.  

Nowadays, instead of designing the learning subsystems manually, representation 

learning is used. [23] Representation learning is a set of methods that allows a machine 

to be fed with raw data and to automatically discover the representations needed for 

detection or classification. Deep-learning methods are representation-learning methods 

with multiple levels of representation, formed by simple and non-linear modules. Each 

module transforms one representation level (starting with the raw input) into a higher, 

more abstract level. If many transformations are combined, complex functions can be 

reached. Achieving these higher levels allow to amplify important features or aspects for 

discrimination and ignores irrelevant information, such as variations. 

Deep learning helped in solving complex problems that have resisted the perseverance of 

the AI community for years. Moreover, it is applicable to many domains like business, 

government and science (surpassing expectation in image and speech recognition fields). 

 

2.5.1. Supervised learning 

Supervised learning is the most common form of machine learning. For better 

understanding lets use an example. Imagine that we want to build a system to classify 

images containing bottles, beds, chairs and televisions, each labeled with its category. 
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The machine receives an image from those categories during training and a vector of 

scores, one for each category, is obtained as the system output. The desired category 

should have the highest score of all categories for the system to work correctly, but this 

is unlikely to happen before training. 

An objective function is computed in order to measure the error (or distance) between the 

output scores and the desired pattern of scores. The machine adjusts its internal 

parameters and try to reduce this error. These parameters, also called weights, define the 

function of the machine. In an actual deep-learning system, a large number of these 

parameters can be found as well as a large number of labelled examples to train the 

machine. 

The tool used by the machine to adjust the parameters properly is a gradient vector and 

its concept is simple. For each weight, if a small amount is increased, indicates how the 

error is changing (increasing or decreasing). According to this operation, the weight 

vector is adjusted in the opposite direction to the gradient vector. 

In practice, a procedure called stochastic gradient descent (SGD) is used [23]. This 

consists of showing the input vector for a few examples, computing the outputs and the 

errors, computing the average gradient for those examples, and adjusting the weights 

accordingly. This process is repeated until the average of the objective function stops 

decreasing. It is called stochastic due to each small set of examples gives a noisy estimate 

of the average gradient over all the examples. This simple procedure provides a 

reasonable set of weights when compared with more elaborate and optimized techniques 

[24]. After training, a test set, formed by a different set of examples, measures the system 

performance. This tests the ability to produce sensible answers on new inputs that it has 

never seen during training. 

Since 1960s linear classifiers can only divide the input space into very simple regions, 

half-spaces separated by a hyperplane [25]. Image or speech recognition problems require 

the function to be insensitive to irrelevant variations of the input, such as position, 

orientation or illumination of an object, while being able to recognize small particular 

variations (for example, being able to recognize two types of dog´s breed). The problem 

comes when the system finds similarities, for example, in dogs with close breed, but it 

does not recognize the same dog in different angles of view. [23] This is why shallow 

classifiers require a good feature extractor that solves the selectivity-invariance dilemma. 

To find one that produces representations that are selective to the aspects of the image 



 

9 
 

that are important for discrimination, but that are invariant to irrelevant aspects such as 

the pose of the animal. A key point of deep learning is that good features can be learned 

automatically using a general learning procedure.  

According to [23], a deep-learning architecture is a multilayer stack of simple modules, 

most of which are subject to learning and compute non-linear input-output mappings. 

Each of the inputs are transformed by its module in order to increase both the selectivity 

and the invariance of the representation. Stacking up a set of non-linear layers (10 for 

example), a system can implement intricate functions so that the inputs are 

simultaneously sensitive to small details (similar breeds) and insensitive to irrelevant 

information such as pose, background, lightning and surrounding objects. 

 

2.5.2. Backpropagation to train multilayer architectures 

Multilayer architectures can be train by using stochastic gradient descent. 

Backpropagation procedure can be used to compute gradients as long as the modules are 

smooth functions of their inputs and of their internal weights. The idea was discovered 

by several different groups during 1970s and 1980s [26] [27]. The backpropagation 

procedure computes the gradient of the function with respect to the weights of a 

multilayer stack of modules. This procedure can be compared with the chain rule for 

derivatives and it’s a reverse procedure: the gradient of the output of one module can be 

used to compute the derivative (or gradient) of the objective with respect to the input of 

the same module. The backpropagation can be applied repeatedly to propagate gradients 

through all modules, starting from the output, all the way to where the external input is 

fed. To compute the gradients with respect to the weights of each module is an easy task 

once computed the gradients. 

Many applications of deep learning use feedforward neural network architectures, which 

learn to map a fixed-size input, like an image, to a fixed-size output (for example, a 

probability for each of several categories). 

In 2006, a group of researchers reunited in the Canadian Institute for Advanced Research 

(CIFAR) introduced a new concept: unsupervised learning, that could create layers of 

feature detectors without requiring labelled data. The objective is to learn each layer of 

feature detectors, allowing the system to reconstruct the activities of feature detectors in 

the layer below. By using this kind of “pre-training” system for several layers of 
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progressively more complex feature detectors, the weights acquire sensible values used 

to initialize the deep network. A final layer of output units can be added to the top of the 

network and the whole deep system could be fine-tuned using standard backpropagation 

[28].  

This pre-training approach was very useful in the field of speech recognition, only 

possible with the development of fast graphics processing units (GPUs), that allowed the 

researchers to train networks 10 or 20 times faster [29]. For smaller data sets, 

unsupervised pre-training helps to prevent overfitting [30], leading to better 

generalization when the number of labelled examples is small. 

However, there was a particular type of deep network that was easier to train and 

generalized much better than networks with full connectivity between adjacent layers. 

This network was the convolutional neural network (ConvNet) [31] and it has recently 

been a focus of study by the computer vision community. 

 

2.5.3. Convolutional neural networks 

The architecture of a typical ConvNet is structured as a series of stages. The first stages 

are composed of two types of layers: convolutional layers and pooling layers. Units in a 

convolutional layer are organized in feature maps, within each unit is connected to local 

patches in the feature maps of the previous layer trough a set of weights called filter bank. 

All units in a feature map share the same filter bank. Different features maps in a layer 

use different filter banks. There are two reasons for this type of architecture: first, in array 

data such as images, it can be found higher correlations in local groups of values, forming 

distinctive local motifs that are easily detected. Second, the local statistics of images and 

other signals are invariant to location. Therefore, if a motif can appear in one part of the 

image, it could appear anywhere. In different parts of the array, the same pattern can be 

detected by units at different locations sharing the same weights. 

While the role of the convolutional layer is to detect local conjunctions of features from 

the previous layer, the role of pooling layer is to merge semantically similar features into 

one. A typical pooling unit computes the maximum of a local patch of units in one or few 

feature maps. Backpropagating gradients through a ConvNet is as simple as through a 

regular deep network, allowing all the weights in all the filter banks to be trained. 
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Many natural signals are compositional hierarchies, property which is of a good use for 

deep neural networks. In this hierarchies, higher-level features are formed by composing 

lower-level ones. In images, local combination of edges form motifs, motifs assemble 

into parts, and parts form objects. When elements in the previous layer vary in appearance 

and position, the pooling allows representations to vary very little. 

In the 1990s, ConvNets were experimentally used for object detection in natural images, 

including faces and hands [32] and for face recognition [33].  

 

2.5.4. Image understanding with deep convolutional networks 

Since 2000s, ConvNets have been applied with great success to the detection, 

segmentation and recognition of objects and regions in images. The importance of this 

investigation field is high as it has many applications in technology, including 

autonomous mobile robots and self-driving cars [34]. Companies such as NVIDIA and 

Mobileye are using ConvNet-based methods in their upcoming vision systems for cars. 

ConvNets reached a peak in 2012 with the ImageNet competition, when deep 

convolutional networks were applied to an enormous data set of images from the web that 

contained 1000 different classes. This success came from the usage of advanced GPUs, a 

new regularization technique called dropout [35], and techniques to generate more 

training examples by deforming the existing ones. Thanks to this success, that is 

considered a revolution in the computer vision domain, ConvNets are now the dominant 

approach for almost all recognition and detection tasks. Furthermore, the big technology 

companies have put an eye on ConvNet-based vision systems, including Facebook, 

Google, IBM, Microsoft, Twitter and Adobe, as well as numerous start-ups in order to 

initiate a research and development projects. 

ConvNets are easily amenable to efficient hardware implementations in chips or field-

programmable gate arrays [36]. Companies such as NVIDIA, Intel, Mobileye and 

Samsung are developing ConvNets chips to enable real-time vison applications in 

cameras, smartphones, robots and self-driving cars. 
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2.5.5. The future of deep learning 

Despite the successes of supervised learning, unsupervised learning [37] was the key 

point to revive the interest in deep learning. There are high expectations for unsupervised 

learning to become far more important in the longer term. Besides, human and animal 

learning is mostly unsupervised, based on observation and experimentation.  

 

2.6. Types of architectures focusing on CNNs for image recognition 

 

Connection architectures have existed for more than 70 years ago, but new architectures 

and graphic processing interfaces (GPUs) have brought them forefront of artificial 

intelligence. In the last two decades, deep learning architectures were born, which greatly 

expanded the number and type of problems that neural networks can address. In the 

following section, five of the most popular deep learning architectures are introduced. 

They are recurrent neural networks (RNNs), long short-term memory (LSTM) / gated 

recurrent unit (GRU), convolutional neural networks (CNNs), deep belief networks 

(DBN) and deep stacking networks (DSNs). Despite all of them are important, this thesis 

is going to focus in CNNs, as is the architecture used in the proposed system. 

Deep learning is not a unique approach, but rather a class of algorithms and topologies 

that can be applied to many different problems. While deep learning is not new, it 

experienced a quick growth thanks to the intersection of deeply embedded neural 

networks and the use of GPUs to accelerate their execution. Since deep learning depends 

on supervised learning algorithms (those that train neural networks with sample data and 

reward them based on their success), the higher amount of data, the better it is to build 

those deep learning structures. 

 

2.6.1. Deep learning and the uprising of GPUs 

Neural networks have been on the scene for some time, but the development of numerous 

layers of networks (each of them provides some function, such as feature extraction) made 

them more practical. Adding more layers means that there are more interconnections and 

weights between and within the layers. This is where GPUs benefit from deep learning, 
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enabling the training and execution of these deep networks (were raw processors are not 

as efficient). 

GPUs differ from traditional multicore processors in some key points. Firs, a traditional 

processor can contain 4 to 24 CPUs in general, however, a GPU can contain 1000 to 4000 

cores specialized in data processing. 

The high density of the cores makes the GPU have a high level of parallelism (which 

means that it can execute many calculations at once) compared to traditional CPUs. This 

makes GPUs ideal for large neural networks in which many neurons can be calculated at 

the same time (while a traditional CPU can parallelize a considerably smaller number). 

GPUs are also excellent in operations with floating point vectors because neurons are 

more than multiplications and sums of vectors. 

 

2.6.2. Deep learning architectures 

The number of architectures and algorithms that are used in deep learning is wide and 

varied. This section presents five of the deep learning architectures that have covered the 

last 20 years. Specially, LTSM and CNN are two of the oldest approaches on this list, but 

also two of the most used in different applications. Those architectures are applied in a 

wide variety of scenarios, but the following list shows some of their typical applications: 

• RNN. Voice and handwriting recognition. 

• LSTM/GRU networks. Understanding natural language texts, handwriting 

recognition, voice recognition, gesture recognition, image capture. 

• CNN. Image recognition, video analysis, natural language processing. 

• DBN. Image recognition, image recovery, understanding of natural languages, 

prediction of failures. 

• DSN. Information retrieval, continuous voice recognition. 

 

2.6.3. Convolutional neural networks 

A CNN is a multilayer neural network that is biologically inspired by the visual cortex of 

animals. The architecture is particularly useful in applications to process images. The first 

CNN was created by Yann LeCun and at that time, the architecture was focused on the 

recognition of handwritten characters, such as the interpretation of postal codes. As a deep 
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network, the previous layers recognize portions (as boundaries), and the subsequent 

layers recombine those functions into higher input level attributes.  

The LeNet CNN architecture consists of several layers that implement the extraction of 

functions and then the classification. The image is divided into receptive fields that feed 

a convolutional layer, which then extracts the functions from the input image. The next 

step is the grouping, which reduces the dimensionality of the functions extracted (through 

the reduction of size) while requiring the most important information (usually through the 

maximum grouping). Another step of convolution and grouping is carried out next and 

feeds an integrated multilayer perceptron. The letter on the final result of this network is 

a set of nodes that identifies the functions in the image. The network is trained using 

backpropagation. 

The use of deep layers of processing, clustering, convolutions and a connected 

classification layer opened the door to several new applications of deep learning neural 

networks. In addition, the image processing, the CNN has been correctly applied to video 

recognition and different tasks within natural language processing. 

Recent applications of CNNs and LSTMs have produced subtitling systems for images 

and videos in which the video or image is summarized in natural language. The CNN 

implements image or video processing, and the LSTM is trained to convert the CNN result 

into natural language. 

 

2.6.4. Open source infrastructures 

Implementing those deep architectures is really possible, but starting from scratch can 

take a long time, and they also need time to being optimized. Fortunately, it can be taken 

advantage of several open source infrastructures to more easily increase and implement 

deep learning algorithms. These infrastructures support languages such as Python, C / 

C++ and Java. Some of the most popular infrastructures are Caffe, Deeplearning4j, 

Distributed Deep Learning and TensorFlow. However, the focus will be TensorFlow as 

it is the infrastructure used in this project. 
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2.6.5. TensorFlow 

TensorFlow has been developed by Google as an open source library and is a descendant 

of DistBelief closed source. It is possible to use TensorFlow to train and implement 

different neural networks (CNNs, DBNs, RBMs and RNNs) and is released under the 

Apache 2.0 license. TensorFlow has been applied to several problems, such as: 

information retrieval, voice recognition, malware detection and image subtitling.  

It is possible to develop applications with: TensorFlow in C++, Python, Rust or Go and 

distribute its execution with Hadoop. TensorFlow supports CUDA in addition to 

specialized hardware interfaces. 

According to the official NVIDIA web page, CUDA is a parallel computing platform and 

programming model developed by NVIDIA for general computing on graphical 

processing units (GPUs). With CUDA, developers can dramatically speed up computing 

applications by harnessing the power of GPUs. This NVIDIA tool was used in the 

proposed model in order to speed up the CNN performance.  

 

2.6.6. Conclusion 

Deep learning is represented by a series of architectures that can build solutions for 

several problem areas. These solutions can focus on early control or recurring networks 

that allow consideration of previous entries. Despite the construction of these types of 

deep architectures can be complex, different open source solutions, such as: DDL, Caffe, 

Deeplearning4j and TensorFlow are available to start working quickly. 

 

2.7. Transfer learning  

The ability to use the knowledge acquired while learning one task to solve related task 

applying the same or similar concept, it is related to humans and some animals. The more 

related the tasks, the easier is to transfer the knowledge. Some examples would be: using 

math concepts to learn physics or learning to drive a car with previous knowledge of how 

to ride a bicycle. Every task is somewhat related to the others, so there is no need to learn 

them from scratch.  

The problem with the conventional machine learning and deep learning algorithms is that 

there was not transfer learning, these algorithms were designed to solve specific tasks in 
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isolation. Besides, when the features changed, the models had to be rebuilt from the 

beginning. Transfer learning is based in the idea of solving isolated learning problems 

using previous task knowledge to solve related ones. In the following sections, the 

concepts, scope and real-world applications of transfer learning are going to be presented. 

 

2.7.1. Motivation 

The key motivation is that most models which solve complex problems need a whole lot 

of data and obtaining such a big amount of labeled data for supervised models can be 

difficult. Stanford did a great job in this sense, they spent years arranging millions of 

images pertaining to different categories all grouped in a dataset called ImageNet. 

However, trying to obtain such a big dataset for every domain of study is very hard, not 

to mention that most deep learning models are very specialized to a particular domain or 

even a specific task. Although state-of-the-art models have a great performance and high 

accuracy when specific datasets are used, it might suffer when used in a new task similar 

to the one it was trained on. These are the main concepts that creates the motivation for 

transfer learning that tries to leverage knowledge from pre-trained models and use it to 

solve new problems. 

 

2.7.2. The concept of transfer learning 

 First of all, the idea of transfer learning is not always related to deep learning and neither 

a new concept. The relation between traditional approach of machine learning and the 

transfer learning principles are really closed. In traditional machine learning, the task 

learnt is isolated and the knowledge is not retained or accumulated. There is no 

consideration of previous knowledge from other tasks. However, in transfer learning, the 

new tasks rely on the previous ones. The learning process is faster, it is more accurate and 

require less training data. 

These concepts can be understood with a simple example. The first task might be to 

identify objects in images within restricted domain of a restaurant. The model is trained 

(given the dataset) to have a good performance on unseen data point from the same 

domain. Traditional supervised machine learning algorithms tend to fail when there are 

not enough training examples for the required tasks in a certain domain. Now, the domain 

is changed to a park and the same task is required (to detect objects from images). Ideally, 
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the first trained model should be applied, but the model is not good for generalization and 

there is a drawback in performance. This happens for a variety of reasons, which can be 

defined in a term as the model´s bias towards training data and domain. 

If transfer learning were used and there were significantly more data for the first task 

(restaurant), through learning, the knowledge acquired (features, weights) could be 

generalized for the second task (park), which has less data available. 

In computer vision problems, certain low-level features, such as edges, corners, shapes 

and intensity, can be shared across tasks, and thus enable knowledge transfer among tasks. 

Additionally, the knowledge from an existing task is used as an input when learning a 

new target task. 

 

2.7.3. Key ideas 

During the process of transfer learning, the following questions must be answered: 

• What to transfer? This is the first and most important step in the whole process. 

In order to improve the performance of the target task, the knowledge retrieved 

from the source must be relevant and defining. The identification of source-

specific knowledge and the similarities between the source and the target. 

• When to transfer? There might be negative transfer, i.e. scenarios where transfer 

learning knowledge aggravate the model instead of improving it. So, the transfer 

learning method must be used carefully and only for the sake to improve the 

performance of the model. 

• How to transfer? Once the previous questions have been answered, the next step 

is to identify ways of transferring the knowledge across domains or tasks. This 

involves changes to existing algorithms and the application of different 

techniques. 

 

2.7.4. Strategies 

There are different transfer learning strategies and techniques, which can be applied based 

on the domain, task and data availability. The classification is based on the type of 

traditional machine learning algorithms involved: 
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• Inductive Transfer Learning. The source and the target tasks differ although they 

are in the same domain. The algorithms try to use the inductive biases of the 

source domain to help improve the target task. Two subcategories are formed: 

multitask learning (labeled data) and self-taught learning (unlabeled data). 

• Unsupervised Transfer Learning. Similar to the previous one but with a focus on 

unsupervised tasks in the target domain. Labeled data are not available in both 

domains. 

• Transductive Transfer Learning. In this case, source and target tasks are similar, 

but the corresponding domains are different. The target domain has no labeled 

data while the source has a lot of them. 

As regards the type of knowledge to transfer across these categories, some of the 

following approaches can be applied: 

• Instance Transfer. The fact to use previous knowledge to the target task is usually 

ideal. In reality, the source data cannot be reused directly. Instead, in order to 

improve results, target data and certain instances from the source are used. 

• Feature-representation Transfer. This approach focuses on reducing errors and 

minimize the domain divergence. The idea is to find good features representations 

that can be utilized from the source to target domains. Supervised or unsupervised 

methods may be applied depending upon the availability of labeled data. 

• Parameter transfer. Only used when the models share some parameters or prior 

distribution of hyperparameters. In order to improve overall performance, weights 

are applied to the loss of target domain. 

• Relational-knowledge Transfer. Unlike the preceding approaches, relational-

knowledge transfer use data that is not independent and identically distributed, i.e. 

data points related to other data points. An example can be social network data. 

The next section explains how transfer learning and deep learning can be related. 

 

2.7.5. Transfer learning and deep learning 

There is a saying that a million labeled examples are needed in order to apply deep 

learning. However, in reality, useful representations can be learnt from unlabeled data 

and learned representations from a related task can be transferred. There are deep learning 

networks that use classical state-of-the-art concepts that have been developed and tested 
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across many domains like natural language processing and computer vision. These pre-

trained networks, that usually their information is shared by the researchers for others to 

use, form the basis of transfer learning in the context of deep learning. In the following 

sections the two most popular strategies are going to be presented. 

 

2.7.6. Off-the-shelf Pre-trained Models as Feature Extractors 

Deep learning models and systems are layered architectures that learn different features 

at different layers. In order to get the final output, these layers are connected to a last layer 

(fully connected in the case of supervised learning). This layered architecture allows to 

use a pre-trained network (such as VGG or Inception V3) without its final layer as a fixed 

feature extractor for other tasks. 

The main idea is to use the outputs of one or more layers of a network trained on a 

different task as generic feature detectors. Then these features are used for training a new 

shallow model. In this process, the features of the pre-trained model are extracted without 

updating the weights of the model´s layers during training with new data for the new task. 

For example, if AlexNet is used without its final classification layer, images can be 

transformed into a 4096-dimensional vector based on its hidden states. Then, utilizing the 

knowledge from a source-domain task, it is possible to extract features from a new domain 

task. This is one of the most widely used methods of performing transfer learning using 

deep neural networks. However, the real question is how well this method really work in 

practice with different tasks. Surprisingly, after doing a lot of empirical work, the features 

from the pre-trained models consistently out-perform very specialized task-focused deep 

learning models.  

 

2.7.7. Fine Tuning Off-the-shelf Pre-trained Models 

 In this technique, not only the final layer is replaced (for classification/regression), but 

some of the previous layers are selectively retrained. Deep neural networks are highly 

configurable architectures with various hyperparameters. As showed in previous sections, 

the final layers focus on specific tasks while the initial ones capture generic features. The 

weights of certain layers might be fixed (or fine-tuned) in order to suit the overall task 

needs. In this case, the knowledge is used in terms of the overall network architecture and 
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use its states as the starting point for the retraining step. The aim in doing this is to achieve 

a better performance with less training time. 

 

2.7.8. Pre-trained Models 

The presence of models that performs well on source tasks is fundamental for transfer 

learning. Thanks to the deep learning community, which ideals are based on sharing 

information, many of the state-of-the-art deep learning architectures are well known. As 

a result of this fact, computer vision and natural language processing have become the 

two most popular domains for deep learning applications. Pre-trained models are usually 

shared in the form of the millions of weights/parameters the model achieved while being 

trained to a stable state. The famous deep learning Python library, keras, provides an 

interface to download some popular models, that most of them are open-sourced. The 

popular models in the domain of this thesis, computer vision, are: Inception V3, VGG-

16, VGG-19, XCeption, ResNet-50.  

Deep learning has been quite successfully used for various computer vision tasks, such 

as object detection and recognition, using different CNN architectures. The lower layers 

act as conventional computer-vision feature extractors, such as edge detectors, while the 

final layers work toward task-specific features. 

 

2.7.9. Advantages and Challenges 

Transfer learning allow to build more robust models which can perform a wide variety of 

tasks. It helps to solve complex problems of the real world that contains several 

constraints. Solves the lack of labeled data that may appear in some cases. Makes the 

knowledge transmission easier from one model to another based on domains and tasks. 

Also, it is a very important step towards achieving some day in the future a General 

Artificial Intelligence.  

There are certain issues related to transfer learning that need more research yet. The main 

difficulty comes from concepts like negative transfer and transfer bounds. 

The previous cases talked about transfer the knowledge from the source in order to 

improve target tasks. However, there are cases when transfer learning can lead to a lower 

performance and the transfer of knowledge from source to target does not lead to any 
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improvement. This is what is called negative transfer and may appear when the source 

task is not sufficiently related to the target task. Careful investigation is required to try to 

avoid the apparition of negative transfer. 

Analyzing the quality of the transfer and its viability is also important. To gauge the 

amount the amount of transfer, Hassan Mahmud and their co-authors used Kolmogorov 

complexity to prove certain theoretical bounds to analyze transfer learning and measure 

relatedness between tasks [38]. 
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3. PROPOSED MODEL 

 

In the computer vision domain, there are different options that one can take in order to 

solve one problem. There are traditional options (state-of-the-art methods) that are easy 

to implement but very difficult to extrapolate in case a different problem is presented. 

There are other options like the use of deep learning and training of a CNN in order to 

solve different problems despite the hard work needed to train the network properly. 

The proposed model of this thesis is like a combination of those options. The objective is 

to recognize objects in images captured by a sensor with a certain accuracy and precision. 

In order to achieve this goal, an algorithm is used to differentiate the potential zones 

where the object can be found and then apply a pre-trained CNN. The network starts to 

compare the segmented image where the object is with a huge data base of labeled images. 

After searching the similarities between different categories, the network will give a result 

based on percentages of similarities and defines what kind of object the sensor captured. 

This information can be use afterwards in a mobile robot, for example, in order to perform 

other tasks. 

In the following subsections the proposed model is described in detail along with the 

experiments performed and the final results. A chair image captured by the sensor is going 

to be used as a practical example trough the explanation of the model. 
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3.1. Procedure and phases 

The proposed model can be divided in different phases as shown in the diagram of Fig. 

3.1.  

 

Fig. 3.1 Flow Diagram of the proposed model 

 

3.1.1. Sensor 

The sensor used in this project to take image frames and depth information is an ASUS 

Xtion PRO LIVE. This is an RGB depth camera, meaning that it is equipped with a 

standard CMOS sensor through which the colored images of objects are acquired [39] 

along with depth sensing devices able to augment the conventional image with depth 

information (related with the distance to the sensor) in a per-pixel basis [40]. The inputs 

provided by the camera are not easy to process, so a step of conversion is needed. 

 

3.1.2. Image Receptor 

In order to process the image frame, a previous conversion step is done. The raw 

information becomes structured PNG format, easier to work with. In this step, every 

converted image frame is stored at a certain ratio (0.5 frames per second) and is ordered 

by ascendant input (image1.png, image2.png …). 
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3.1.3. Image Displayer 

This step is optional but allow the user to know what is capturing the camera. Every time 

an image is stored in the previous step, Image Displayer opens a new window with the 

corresponding image with a certain delay. This helps the user to know what is going to 

be the point of view of the robot. Also, it is very useful to the developer to check what is 

happening in the following stages and towards the experimental part. 

An actual image captured and saved is showed in Fig. 3.2. 

 

 

Fig. 3.2 Image frame of a chair captured by the sensor 

 

3.1.4. Point Cloud Receptor 

The objective of this step can be compared with Image Receptor. The idea is to convert 

the depth-registered-points format to another easier to process point clouds (a set of data 

points in space), in this case a PCD format is used. One single PCD archive is saved at a 

time. 
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3.1.5. RGB Segmentation Algorithm 

The idea behind this algorithm is, once the PCD point cloud is loaded, try to filter 

irrelevant information and making dense regions differed by color that represents zones 

of the actual image. These 3D zones or “clusters” must be 2D in order to extract them 

from the initial image, so a projection in the z axis (where the camera is pointing) is made 

and the clusters are finally represented in the x-y axis (2D point cloud). This algorithm is 

based on [41],[42] and [43]. 

The purpose of the algorithm is to merge the points that are close enough in terms of the 

smoothness constraint. Therefore, the output of this algorithm is the set of clusters, where 

each cluster is a set of points that are part of the same smooth surface. This algorithm is 

based on the comparison of the angles between the points normals. 

First of all, it sorts the points by their curvature value. This is done because the region 

begins its growth from the point that has the minimum curvature value. The minimum 

curvature is located in a flat area (growth from the flattest area allows to reduce the total 

number of segments). 

Once sorted the cloud, the algorithm chooses the point with minimum curvature and starts 

the growth of the region until there are unlabeled points in the cloud. A set called “seeds” 

is filled with the picked point. For every seed point, the algorithm finds neighbor points. 

The angle between the neighbor point normal and the current seed normal is tested. If the 

angle is less than threshold value, the current point is added to the current region. After 

testing every neighbor, the algorithm keeps searching for small curvature values. If 

among all neighbors, the curvature is less than threshold, then the point is added to the 

seeds and the current seed is removed from the seeds set. 

If the seeds set becomes empty, the algorithm found a grown region and the process is 

repeated from the beginning. The pseudocode is showed in the figures Fig. 3.3 and Fig. 

3.4. 
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Fig. 3.3 Inputs and initialization of the algorithm [41]. 

 

Although this algorithm is useful, in the proposed model the color variable is also added 

[42]. There are two differences in the color-based algorithm. The first one is that it uses 

color instead of normals. The second is that it uses the merging algorithm for over- and 

under- segmentation control. After the segmentation, the algorithm tries to merge 

clusters with close colors. Two neighbor clusters with a small difference between 

average color are merged together. Then there is a consecutive merging process, during 

which every single cluster is verified by the number of points that it contains. If this 

number is smaller than the user-defined value, then the current cluster is merged with 

the closest neighbor cluster. 

The input PCD file with the point cloud of interest has the information of all parameters 

the algorithm needs to work with. However, there are some parameters inside the 

algorithm (implemented code) that must be defined accordingly. These values are: 

threshold distance, threshold point color, threshold region color and minimum cluster 

size. There is not a precise solution that can be applied, so the values were chosen 

empirically, that is, different experiments were done with different point clouds in order 

to optimize these values and achieve a good performance. 
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Fig. 3.4 Pseudocode of the segmentation algorithm [41]. 

 

After the implementation of the color-based segmentation, the point cloud still has 3D 

information. In order to obtain the desired output (one or more colored clusters in 2D), a 

projection in the x-y plane (zero values for the z coordinate) has been applied based on 

[43]. After the projection process, each colored cluster is stored in PCD format in 

ascendant order (cloud_cluster1.pcd, cloud_cluster2.pcd …) 

 

3.1.6. 3D Point Cloud Visualization 

Once obtained the segmented colored point using the previous algorithm, there is a good 

idea to see what happened and display the mentioned point cloud. There are some tools 

to visualize point clouds, PCLVisualizer [44] is a complete and customizable one 

nevertheless. This option was used in order to display the 3D colored point cloud along 
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with the camera axis as showed in Fig. 3.5. The cloud is rotated compared to the input 

image for visualization purposes. 

 

 

Fig. 3.5 3D colored point cloud of the chair example after the segmentation along with the camera axis (x 

in red, y in green and z in blue) 

 

3.1.7. 2D Cluster Visualization 

After the projection process, one or some colored clusters were stored. In this step, 

PCLVisualizer is used as well to display the 2D information in the x-y plane. Only the 

clusters of interest are going to be shown as can be seen in Fig. 3.6. 

 

Fig. 3.6 Colored clusters of the chair example projected in the x-y plane 

Despite some imperfections, the algorithm can extract the clusters that show an 

approximation of the chair´s shape.  
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3.1.8. Adjusting the image 

In this phase two inputs are needed: the original image in PNG format and the PCD files 

of the colored clusters obtained in the previous step. The idea is to adjust the image 

according to the clusters shape and obtain only where the object is located in the image. 

In order to do this, a rectangular approximation has been done to the clusters shape and it 

has been applied to the original image. Now the output would be the adjusted image in 

PNG format containing only the object of interest. 

 

3.1.9. Pre-trained Network 

This is the final step and where the introduction of deep learning begins. A pre-trained 

network will be used to compare the adjusted image with a whole database of related 

images grouped in three different categories (chair, bed and television) and determine 

how accurately the system detects the object. 

Before initializing the process and to avoid training the network from scratch, that 

requires a lot of labeled data and computing power. Trying to reduce this, a piece of a 

model that has already been trained on a related task is taken and it is reused in a new 

model (Transfer Learning). Even though it is not as good as training the full model, it is 

surprisingly effective in applications that require moderate amounts of training data 

(thousands, not millions of labeled images).  

The proposed model uses TensorFlow Hub [45] to ingest pre-trained pieces of models, or 

“modules” as they are called. In this case, the model uses the image feature extraction 

module with the Inception V3 architecture trained using a COCO dataset [46]. 

The script takes thirty minutes more or less to complete. The first phase analyzes all the 

images on disk, calculates and caches the bottleneck values for each of them. The 

“Bottleneck” term refers to the layer just before the final output layer that actually does 

the classification (TensorFlow Hub calls this an “image feature vector”). This layer has 

been trained to output a set of values that is good enough for the classifier to distinguish 

between all the classes is has been asked to recognize (chair, bed and TV). Meaning it 

must be a meaningful and compact summary of images, since it must contain enough 

information for the classifier to make a good choice in a small set of values. 
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Due to every image is reused multiple times during training and the computation of each 

bottleneck takes a significant amount of time, in order to speed up the process, these 

bottleneck values should be cached on disk, so they don´t have to be repeatedly 

recalculated. 

The actual training of the top layer of the network begins. A series of step outputs will be 

displayed in the terminal, each on showing training accuracy, validation accuracy, and 

the cross entropy. The training accuracy shows what percentage of the images used in the 

current training batch were labeled with the correct class. The validation accuracy is the 

precision on a randomly-selected group of images from a different set. If the validation 

accuracy is low and the train accuracy high, the networks is overfitting and memorizing 

particular features in the training images that are not helpful generally. Cross entropy is 

a loss function which shows how well the learning process is progressing (the objective 

is to make the loss as small as possible). 

The script will run 4000 training steps, each of them chooses ten images at random from 

the training set, finds their bottlenecks from the cache, and feeds them into the final layer 

to get predictions. The predictions are compared with the actual labels in order to update 

the final layer´s weights trough the backpropagation process. The accuracy should 

improve as the process continues, and after all the steps are done, a final test accuracy 

evaluation is run on a set of images kept separately from the training and validation 

pictures. This test evaluation is the best estimate of how the trained model will perform 

on the classification task. 

The script includes TensorBoard summaries that makes easier the understanding, 

debugging and optimization of the retraining. In figures Fig. 3.7 and Fig. 3.8 a graphic of 

the training accuracy and cross entropy respectively are plotted all over the 4000 training 

steps. 
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Fig. 3.7 Plot of training accuracy in function of the training steps 

 

 

Fig. 3.8 Plot of the cross entropy in function of the training steps 

 

The training accuracy tends to augment while the cross entropy tends to descend as the 

training steps are increasing (just as expected). 

The need of a specific dataset composed by common indoor objects (chair, bed, 

television) among with the low number of provided datasets, it made the searching task 

more difficult. There were datasets related to human expression, people, animals… Some 

of them were in another format different from PNG/JPG and most of them were not 

grouped in categories. However, COCO webpage provides many datasets with labeled 

images, so the three categories needed for the proposed model are extracted from COCO 

dataset. 

Finally, after using the chair example and introducing it in the pre-trained network, an 

output is obtained that shows the accuracy of the recognition process. This output is 

showed in Fig. 3.9. 
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Fig. 3.9 Output of the pre-trained network after introducing the adjusting image of the chair example 

 

The model has found a 72,8 % similarity with a chair, 19,3 % with a bed and 7,9 % with 

a television. In this case the accuracy of the model is not that high. In order to see how 

good the model works, several experiments must take place. In the following section it 

can be found the experimental setup, the experiments performed, and the results obtained. 
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4. EXPERIMENTS AND RESULTS 

 

Once the model is complete and the network is pre-trained, the final step is to experiment 

with the model and see how good the results are. The experiments, as the chair example, 

were done in an indoor environment of an apartment. The principal problem was the 

illumination because, trough experimentation, the proposed model can be confused by 

shadows. In dim scenes, the model takes shadows as a differentiable region in the 

segmentation step despite it is not true. However, as can be seen next, the results obtained 

were mostly precise. 

The next figures will show the remaining examples (bed and TV) along with a confusion 

matrix that contains twenty experiments with different objects and point of views. 

 

 

Fig. 4.1 Image frame of a bed captured by the sensor 

 

Fig. 4.2 3D colored point cloud of the bed after the segmentation along with the camera axis (x in red, y 

in green and z in blue) 
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Fig. 4.3 Colored clusters of the bed projected in the x-y plane 

 

 

Fig. 4.4 Output of the pre-trained network after introducing the adjusting image of the bed 

 

 

Fig. 4.5 Image frame of a TV captured by the sensor 
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Fig. 4.6 3D colored point cloud of the TV after the segmentation along with the camera axis (x in red, y in 

green and z in blue) 

 

 

Fig. 4.7 Colored clusters of the TV projected in the x-y plane 

 

 

Fig. 4.8 Output of the pre-trained network after introducing the adjusting image of the TV 

 

Now, a table is presented in Table 1 with the results of the remaining 17 experiments. 

Table 1 Table with all the experiments performed by the proposed model 

 1 2 3 4 5 6 7 8 

TV 0,946 0,713 0,972 0,792 0,930 0,809 0,811 0,935 

Bed 0,994 0,626 0,725 0,980 0,806 0,415 

Chair 0,728 0,776 0,865 0,610 0,781 0,274 
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In order to analyze the data that has been taken, a confusion matrix is needed. In the 

artificial intelligence field, a confusion matrix is a tool that allows the visualization of an 

algorithm performance that is used in supervised learning. 

There are some basic concepts that are needed to understand the confusion matrix: True 

Positive, False Positive, False Negative and True Negative. 

• True Positive refers to the same value for prediction and reality (the predicted 

object is a TV and there is a TV in reality). 

• False Positive refers to predictions that were not true (the predicted object is a TV 

but in reality, the object is a chair). 

• False negative refers to false predictions that were true (the object in reality is a 

TV, but the system did not predict as such). 

• True negative refers to false predictions that were true (the object in reality is not 

a TV and the system predicted as such). 

The main parameters are [47]:  

• Recall or Sensitivity. Measures the proportion of actual positives that are correctly 

identified as such. The corresponding computation can be seen in Eq.1. 

• Specificity. Measures the proportion of actual negatives that are correctly 

identified as such. The corresponding computation can be seen in Eq.2. 

• Precision or positive predictive value (PPV). Is the proportion of cases correctly 

identified as belonging to class a  among all cases of which the classifier claims 

that they belong to class a. The corresponding computation can be seen in Eq.3. 

• Negative predictive value (NPV). Among those cases predicted not to belong to 

class a, which fraction truly does not belong to class a? The corresponding 

computation can be seen in Eq.4. 
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The figure Fig. 4.10 shows in a visual way the meaning of these parameters. 

 

Fig. 4.9 Visual representation of the main confusion matrix parameters [47] 

 

The figure Table 2 shows the confusion matrix build from the data taken from the 

experiments and with a threshold of 0.7. 

Table 2 Confusion matrix of the proposed model 

R
E

F
E

R
E

N
C

E
 PREDICTION 

 TV Bed Chair 

TV 8 0 0 

Bed 0 4 2 

Chair 1 1 4 

 

𝑆𝑒𝑛𝑠 𝐴 =
𝐴𝑝,𝑟

∑ 𝐴𝑟
           (1) [47] 

 

𝑆𝑝𝑒𝑐 𝐴 =
𝐵𝑝,𝑟+𝐶𝑝,𝑟+𝐵𝑝𝐶𝑟+𝐵𝑟𝐶𝑝

∑ 𝐵𝑟+∑ 𝐶𝑟
               (2) [47] 

 

𝑃𝑃𝑉𝐴 =
𝐴𝑝,𝑟

∑ 𝐴𝑝
                      (3) [47] 

 

𝑁𝑃𝑉𝐴 =
𝐵𝑝,𝑟+𝐶𝑝,𝑟+𝐵𝑝𝐶𝑟+𝐵𝑟𝐶𝑝

∑ 𝐵𝑝+∑ 𝐶𝑝
                  (4) [47] 
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Table 3 Results of the main parameters of the confusion matrix 

 Sens Spec PPV NPV 

TV 1 0,917 0,889 1 

Bed 0,667 0,929 0,8 0,867 

Chair 0,667 0,857 0,667 0,857 

 

According to Table 3, the bests results are obtained in TV recognition. Sensitivity shows 

that all the positives were identified as such and NPV shows that all the negatives were 

identified as such, that is why the proportion is 1. For beds and chairs the result was not 

that good, only 66,7% of the positives predictions were true with respect to reality. There 

are better results for NPV, 86,7% and 85,7% for bed and chair respectively, the negatives 

prediction were true with respect to the other categories predictions. 

PPV shows the percentage of cases were the predictions were true with respect to all 

category predictions. The results are good for TV and bed, but not that good for chair. 

In this case only the chair has a not that good proportion. 

The specificity shows the percentage of cases were the negatives were true with respect 

to the other categories in reality. In this case all categories have a high proportion, 

which is good. 

In conclusion, the system works almost perfect with the amount of TV samples and the 

weakest point is the chair detection, whose parameters need improvement. 
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5. USEFUL TOOLS AND PROBLEMS FOUND 

 

The task to create a model able to recognize objects is not an easy task, so many problems 

have been found along the way. The first one was the usage of Linux operating system, 

that uses the terminal to carry out most of the tasks. Compared to Windows operating 

system, which is mostly graphical, it takes some time to get used to the interface. The first 

problems encountered were related to the incorrect installation of the camera´s drivers 

and other hardware compatibility kind of problems. 

Although ROS (robot operating system) is a powerful tool that allows to work and 

communicate in different programming languages, at the beginning is not as intuitive as 

might be at first sight. Also, it takes some time to learn the basics and use those terms to 

start building the model showed in this thesis. 

In terms of computer vision and in object recognition, there is not much clear information 

that one can find to fit the problem. PCL is a powerful tool used to work with point clouds 

that has many options available. However, apart from the PCL (point cloud library) 

tutorials, the exhaustive searching through forums and the extrapolation of another person 

problem was needed to fulfil the task at hand. 
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6. REGULATORY FRAMEWORK 

 

6.1. Analysis of applicable legislation 

This project has been developed almost entirely with free use technologies, so few 

restrictions and regulations apply. 

Regarding the software used, the license under which the libraries are published is a BSD 

license. This allows to use the code for any purpose, including the commercial one and 

for the development of non-free software. It is one of the most permissive type that 

imposes minimum restrictions.  

Regarding the dataset used, a series of conditions are imposed. The use of non-

commercial uses, non-distribution to third parties, non-reproduction of images both 

electronically and printed, and the citation if they are used for the development of any 

article or paper.  

 

6.2. Social and Economic environment 

Although the model works well, many other launched systems are more optimized than 

the presented one. Nowadays, the usage of this kind of systems is mostly for research 

purposes in spite of certain applications like indoor mapping or social robots.  

The problem that might cause is the distribution of private information derived from the 

indoor object recognition. The information is very valuable for many companies, so a 

regulation should be applied to avoid undesirable situations. Also, the society will be 

scared at first because its privacy would be in danger. Actual devices like personal 

computers and phones can be used to spy the user and collect valuable information that 

is sold to the highest bidder. 

Apart from this fact, computer vision, and object recognition specifically, could improve 

the way society lives in a near future. 
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6.3. Budget 

Being a project developed almost entirely through software, the necessary budget is low. 

The hardware used was a ASUS XTion PRO LIVE with an average price of 100€ and a 

personal computer with a good graphic card (HP OMEN Laptop 15-dc0xx) with an 

average price of 1600€ bought in December 2017. 

 

Table 4 BUDGET 

 Amount Cost Total 

Working hours 250 20€/h 5000€ 

Laptop 1 1600€ 1600€ 

RGB-depth camera 1 100€ 100€ 

Total   6700€ 
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7. CONCLUSION AND FUTURE WORK 

 

The model proposed in this thesis oriented to recognizing objects using a pre-trained 

network is a one more option to solve this particular problem among all other methods 

that are already established.  

The idea behind this model is to find an alternative to object recognition by combining 

the classical methods (algorithms made to search features designed by the developer) 

adding a deep learning implementation (a network capable to learn by itself). 

On the one hand, a color-based region growing segmentation algorithm was used in order 

to filter unnecessary data (points) captured by the sensor and divide the point cloud in 

different clusters according to a color threshold. Furthermore, a projection of the colored 

clusters has been made in the x-y plane so that the image frame could be adjusted to the 

clusters shape. 

On the other hand, a pre-trained network was implemented in the system with the purpose 

of identifying the object once the image was adjusted. The network was trained with a 

big number of labeled images that were contained in three categories: TV, bed and chair, 

that were extracted from the COCO database. 

After doing several experiments, the results highlight a great performance in TV 

recognitions with a small error ratio. Bed predictions were generally good, but the system 

tended to confuse them with chairs. Lastly, chair predictions were also good although the 

system presented equally errors with TVs and beds. In order to have a clearer notion of 

the capability of the system and is capabilities, a greater number of samples (and with 

similar number for each category) must be taken. 

Although the results obtained are acceptable, there is room for improvement. 

Improvements like obtaining a real time system, capable to recognize objects in a short 

amount of time. In the image adjusting phase, the extraction of the cluster border using 

the normals in order to achieve a better representation of the object instead of using a 

rectangular approximation. The pre-trained network also can be improved by choosing a 

better dataset (clearer images so that the algorithm could learn more and better features) 

or selecting different parameters for the training process. 
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In similar domains like object detection, face recognition, and writing recognition, there 

are significant advances and are being applied in car systems, social robots, police domain 

and more. 

What is clear is that the society is advancing in technology, which means that the robotics 

domain is improving step by step towards a better future. One future where the robots 

will be able to think and act as a human would do, doing repetitive, complex and 

dangerous tasks, creating a more comfortable world for humanity.  
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