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ABSTRACT

In this work, we propose a new method to generate temporal action proposals from long untrimmed videos named Temporally 
Aggregated Bag-of-Discriminant-Words (TAB). TAB is based on the ob-servation that there are many overlapping frames in 
action and background temporal regions of untrimmed videos, which cause difficulties in segmenting actions from non-action 
regions. TAB solve this issue by extracting class-specific codewords from the action and background videos and extracting the 
discriminative weights of these codewords based on their ability to discriminate between these two classes. We integrate these 
discriminative weights with Bag of Word encoding, which we then call Bag-of-Discriminant-Words (BoDW). We sample the 
untrimmed videos into non-overlapping snippets and temporally aggregate the BoDW representation of multiple snippets into 
action proposals using a binary classifier trained on trimmed videos in a single pass. We present the effectiveness of our TAB 
proposal extraction method on two challenging temporal action detection datasets: MSR-II and Thumos14, where it improves 
upon state-of-the-art with recall rate of 82.0% and 80.65% respectively at a temporal intersection over union ratio of 0.8.

1. Introduction

An enormous amount of video data is being produced by the
millions of cameras deployed every year to record store and
transmit video data. A large portion of this data contains hu-
man activities and other events associated with human beings.
From this continuous video data, effective recognition and in-
terpretation of human related activities is required, which can
aid many applications e.g. content based searching and index-
ing, surveillance etc. To achieve this, there is a great demand
for computer vision based algorithms to temporally detect the
actions of interest from the long untrimmed video data.

Most existing research work in action recognition is based
on the classification of pre-segmented short clips, comprising
a single action, into one of a set of predefined action classes
(Herath et al., 2017). However, in real-time scenarios, video
streams are streamed or recorded in a continuous way. This re-
sults in long streams of videos containing multiple actions (and
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no actions) of different durations over time. Hence, algorithms
must be able to simultaneously detect the time interval and cat-
egory of different actions as they appear in continuous video
streams. This task is known as temporal action detection in
which we need to answer two questions 1) when and 2) what is
happening in the long untrimmed videos.

In recent years, researchers have come up with the notion of
using temporal action proposals (Shou et al., 2016; Caba Heil-
bron et al., 2016; Escorcia et al., 2016) for the detection of ac-
tions in the video streams. These action proposals find related
temporal windows and an action classifier independently clas-
sifies these temporal windows in the subsequent stage. An ap-
proach based on a sliding window method is used for the gen-
eration of these action proposals, where the video is divided
into small and overlapping temporal windows. To deal with the
issue of varying action lengths in the video, multiple tempo-
ral scales are used at the time of applying temporal windows
(Herath et al., 2017). However, the use of multiple temporal
scales increases computational cost because of the exhaustive
search in temporal location and scale. Instead, a better approach
is to use a sliding window method that makes use of a fixed tem-
poral scale to generate action proposals of varying durations for
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Fig. 1: Illustration of an untrimmed video taken from the Thumos14
dataset containing ‘HighJump’action (shown in green). Note that the ‘High-
Jump’action starts at 7.30 seconds but there are background frames (running)
which have similar poses to the starting frames of the ‘HighJump’action, which
cause difficulty in finding an exact start time.

action detection (Escorcia et al., 2016). However, this approach
is still computationally infeasible as it gives rise to redundant
processing and computations on each frame due to overlapping
temporal windows. For real-time action detection systems and
applications, it is necessary to avoid redundant computations
so that action localization can be done efficiently. Another ma-
jor issue with the untrimmed videos is that the videos mostly
contain many frames having semantic similarity between both
action and background (not containing any targeted action) re-
gions as shown in Fig. 1. This leads to difficulties in finding
the correct starting/ending time of an action because the fea-
tures obtained on these common frames will be similar for two
different classes. Therefore, in this research we exploit the dis-
criminative power of the codewords which highlights the im-
portance of the small regions of videos to distinguish between
action and non-action regions of the untrimmed videos.

In long untrimmed videos, the duration of an action is not
fixed but it can vary considerably over time, ranging from a few
seconds to quite a few minutes. In addition, the length of differ-
ent action intervals can be small as compared to the length of
the untrimmed video. The considerable differences in the dura-
tion of an action and varying action intervals give rise to some
major challenges: (1) the algorithms that use a sliding window
approach for action detection will have to adapt to actions of
varying length. For this purpose, a large number of sliding win-
dows with different step size and length would be needed to
obtain high localization accuracy. This will ultimately increase
the computational cost. (2) Commonly used methods for action
recognition work on densely sampled frames. This process is
computationally expensive for long video streams. Moreover,
end-to-end learning becomes very difficult in such cases.

This work aims to develop a novel framework that can detect
human actions of varying durations and accurately locate the
starting and ending time of each action from long uncut videos.
To handle the challenges outlined earlier, we devise several con-
tributions:

• First, we propose a codeword-weighting scheme for learn-
ing the discriminative power of the codewords, which will

aid in the encoding process. We embed discriminating
weights of each codeword with the traditional Bag of Word
approach. Therefore, we call it Bag of Discriminating
Words (BoDW) encoding.

• Second, we apply BoDW on non-overlapping snippet level
features of untrimmed videos. Then we aggregate multiple
snippets into candidate proposals and we call it Temporal
Aggregation of BoDWs (TAB). We classify these propos-
als into actions and background proposals by applying a
classifier trained on trimmed action videos.

• Finally, we remove all background proposals and the re-
maining action proposals are used for the task of temporal
action detection. We verify that our proposed TAB action
proposals provide state-of-the-art results when integrated
with an existing action recognition framework. We evalu-
ated our proposed temporal proposal method on two chal-
lenging benchmarks; MSR-II and Thumos14. The results
on the two datasets, having different challenges, show that
our method is robust for detecting actions in different sce-
narios where the videos are long and untrimmed.

The rest of the paper is organized as follows: Section 2 presents
related work; Section 3 introduces our proposed proposal gen-
eration method. The experimental results are discussed in Sec-
tion 4. The conclusions are drawn in Section 5.

2. Related Work

2.1. Action Recognition

Extensive research has been carried out on addressing the
issue of action recognition from video clips of small duration
(Herath et al., 2017). In this case, the video streams to be pro-
cessed are pre-segmented into short video clips that are well-
trimmed. Each video clip only contains a single action of in-
terest for the entire duration. Therefore, there is no need for
action localization and the point of focus is action classification
only. Numerous approaches use a global representation for ac-
tion classification (Tran et al., 2015), while others use modeling
of temporal motion structures to perform action classification
(Gaidon et al., 2014). Unfortunately, these schemes are not fea-
sible to operate on lengthy video sequences that contain actions
with reasonably short temporal duration and where the major
portion of the video sequence is composed of background i.e.
non-action regions.

2.2. Temporal Action Detection and Proposals

We found many research works addressing the issue of tem-
poral action localization (Shou et al., 2016; Caba Heilbron
et al., 2016; Escorcia et al., 2016; Karaman et al., 2014; Buch
et al., 2017; Oneata et al., 2014; Gao et al., 2017; Su and Grau-
man, 2016; Sun et al., 2015; Wang et al., 2014; Yuan et al.,
2015; Tran et al., 2015; Singh et al., 2016; Duchenne et al.,
2009). A traditional way of performing temporal action detec-
tion is to densely apply action classifiers in a sliding window
fashion (Duchenne et al., 2009). Recent works have familiar-
ized the use of temporal action proposals (Shou et al., 2016;
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Caba Heilbron et al., 2016; Escorcia et al., 2016) for applying
action classifiers on a lesser number of temporal windows in an
efficient way. The basic notion is the generation of a fewer num-
ber of candidate temporal windows at first, which can be done
using dictionary learning used in Sparse-prop (Caba Heilbron
et al., 2016) or recurrent neural architecture used in Deep Ac-
tion Proposals (DAPs) (Escorcia et al., 2016) and Single Stream
Temporal action proposals (SST) (Buch et al., 2017). After that,
an action classifier is applied to each action proposal in an in-
dependent fashion to categorize each proposal into one of the
pre-defined actions. Multi-Stage CNN (SCNN) (Shou et al.,
2016) proposed a temporal action localization, which is based
on three segment-based 3D ConvNets. A first stage is temporal
proposal generation; a second stage is designed for the classifi-
cation of these proposals and a third stage is used for the action
localization. Another approach for temporal action detection
is the Temporal Unit Regression Network (TURN) (Gao et al.,
2017), which refines the temporal boundaries of the propos-
als by temporal coordinate regression. Although these methods
(Shou et al., 2016; Escorcia et al., 2016; Buch et al., 2017; Gao
et al., 2017) incorporate deep networks for proposal generation,
these methods do not handle the inter-class similarity problem.
On the other hand, our method for proposal generation reduces
inter-class similarity by exploiting the discriminative power of
the codewords during encoding of each candidate proposal.

2.3. Spatiotemporal Action Detection
Another related problem is spatiotemporal action detection,

which aims at detecting actions of interest not only in the tem-
poral but also in the spatial domain (Chen et al., 2014; Gkioxari
and Malik, 2015; Jain et al., 2014; van Gemert et al., 2015; Yao
et al., 2010; Yu and Yuan, 2015). Spatiotemporal action detec-
tion also answers about where in the image an action is present
along with when it occurs. In this case, the algorithms give
rise to spatiotemporal action localization, providing added com-
prehensive localization information. As a result, computational
complexity increases, which makes these algorithms infeasible
to use for real-time systems and applications that require fast
processing. Moreover, there is a possibility that temporal pro-
posals may essentially help in reducing the search space for
these methods. In this research work, we address temporal ac-
tion detection instead of spatiotemporal detection.

3. Proposed Temporal Action Proposal Generation Frame-
work

This work aims to produce temporal action proposals in long
untrimmed videos. Given an untrimmed video, our method
should output a small number of temporal locations, which are
likely to contain a human action. A good temporal action pro-
posal method should retrieve tight action locations with high
recall while rejecting background regions, which do not con-
tain targeted actions. The retrieved action locations, known as
temporal action proposals, should have a high temporal overlap
with the actual (ground truth) locations. Temporal proposals
with high overlap will aid in classification of these proposals in
one of the predefined action classes, i.e. temporal action detec-
tion. Our temporal action proposal method is motivated by the

observation that the proposal generation method must differen-
tiate between the desired human actions and the background
actions. In this way, we can retrieve only temporal locations
that contain true action locations. However, generating uniform
samples without utilizing any content-based information of the
predefined action classes can generate proposals with less com-
putational cost, but will retrieve many proposals, which do not
contain human actions. In this work, we propose a Temporally
Aggregated BoDW (TAB) that produces action proposals with
high recall.

Fig. 2 shows an outline of our proposed method for produc-
ing temporal action proposals. Given a set of trimmed training
videos, we first extract features (Section 3.1) to utilize spatial
and temporal information of the videos. After feature extrac-
tion, we perform class-specific clustering (Section 3.2) to ob-
tain the codewords for action and background classes. We then
learn the weights for all codewords based on their discrimina-
tive power to differentiate between action and non-action class.
After learning weights for codewords, we use this information
in the encoding process (Section 3.3). From the untrimmed
test video, we produce a set of candidate temporal regions hav-
ing varying duration (Section 3.4 and 3.5). To produce the fi-
nal temporal action proposals, these temporal regions are clas-
sified into actions or non-action regions using a binary (ac-
tion/background) classifier.

3.1. Feature extraction

We use the popular Improved Dense Trajectories (IDT)
(Wang and Schmid, 2013) based approach to extract the trajec-
tories from the training and testing data. We use IDT as it has
become the de facto feature extraction method in many activ-
ity recognition methods (Gorban et al., 2015). For the training
data, we extract features from the trimmed training videos. As
a standard practice (Wang and Schmid, 2013), we describe the
extracted trajectories using Histograms-of-Oriented-Gradients
(HOG) (Dalal and Triggs, 2005), Histograms-of-Optical-Flow
(HOF) (Laptev et al., 2008) and Motion-Boundary Histograms
(Dalal et al., 2006) in x and y directions (MBHx and MBHy).
For IDT implementation, we extract these features using the
publicly available source code provided by the authors (Wang
and Schmid, 2013) with the default parameter settings. For
each trajectory, the dimensionality of the HOF descriptor is 108
whereas the HOG, MBHx and MBHy descriptors have dimen-
sionality of 96. We reduce the dimensionality D of these fea-
tures in half, using Principal Component Analysis (PCA). By
doing so, the dimensions D of these feature descriptors become
48 for HOG, MBHx and MBHy, and 54 for HOF. We emphasise
that our proposed BoDW approach can also work with other
features including deep features, which we will incorporate in
future.

3.2. Learning Discriminative Power of Codewords

Our ultimate goal is to discriminate between action and back-
ground classes so that we can extract true action regions from
the long untrimmed videos. For training, we take the trimmed
videos containing targeted action classes as positive and the
other background videos as negative data. We assume that the
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Fig. 2: Block diagram of our proposed Temporally Aggregated BoDW (TAB) action proposal approach. Note that the Codebook Generation and Weight Learning
is performed only once, which are used for the BoDW Encoding of snippets.

features within a specific action class would not be independent
but instead they share commonalities with the features of the
background class. Therefore, using global clustering features
from two different classes (action and background) are most
likely to be assigned to the single codeword during the encoding
process, which may result in incorrect representation. To solve
this issue, we perform class-specific clustering on each class
and obtain the discriminative power of the codewords. We ex-
tract the discriminative power of the codewords from the train-
ing data using two successive steps. First, we find the code-
words from the positive and negative class by performing the
class-specific clustering separately on the feature sets of these
two classes. From each trimmed training video, we extract
a set of D-dimensional feature descriptors φ = {xl}

m
l=1 where

m represents the total number of features extracted from the
video. From the training data of action and background class
A = {a1, a2}, we compile all feature descriptors from videos be-

longing to the class ai into a feature matrix Xi ∈ RD×ni where
ni represents the total number of features in the training set of
class ai. To perform class-specific clustering, we divide the fea-
ture matrix Xi into K codewords using K-means clustering with
Euclidean distance. In this way for action and background class
we obtain the set of 2K codewords {C j}

2K
j=1.

Second, we compute the relative importance of the code-
words by obtaining their weights w j in accordance to their abil-
ity to differentiate between the action and background class.
From the training feature descriptors of two classes, each fea-
ture descriptor xl is assigned to the nearest codeword C j, such
that ||xl − C j|| is minimum (line 4 of Algorithm 1). For each
codeword C j, we record the number of within-class q j and out-
of-class q′j assignments of feature descriptors to C j which show
the correct and false assignments of feature descriptors respec-
tively (lines 5-9 of Algorithm 1). This assignment will be used
to find out the discriminative importance of each codeword C j
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Algorithm 1 Finding the number of within-class q j and out-of-
class q′j assignments for corresponding codewords C j

Input: Set of extracted descriptors {x1, · · · , xn} from training
videos and codewords Cr, ∀ r ∈ [1 : 2K]

Output: q j and q′j
1: q j = 0 , q′j = 0
2: for all actions ai ∈ A do
3: for all features xl ∈ ai do
4: j = arg minr ||xl −Cr ||

5: if C j ∈ ai then
6: q j = q j + 1
7: else
8: q′j = q′j + 1
9: end if

10: end for
11: end for

in terms of weights w j, as given below:

w j =
q j

q j + q′j
∀ j ∈ [1 : 2K] (1)

From Eq.1 it follows that if C j is not assigned to any of the
feature descriptors of its own class then w j = 0 or if it is only
assigned to the descriptors of its own class then w j = 1 else
0 < w j < 1. From the viewpoint of codewords; if a codeword
is common to both classes, action and background, it will have
lower weight, which would decrease its importance. From the
viewpoint of classes; those codewords which are assigned only
to the feature descriptors of their corresponding class are dis-
criminative and therefore they have high weights. We further
integrate this discriminative power of codewords during the en-
coding process.

3.3. BoDW encoding

After calculating the codewords C j and their corresponding
weights w j, feature descriptors φ = {xl}

m
l=1 (with m equals to

the number of features extracted from the video clip) are then
assigned to their nearest codeword. For simplicity, we perform
a hard voting scheme (Sivic and Zisserman, 2003) to make the
bags of these discriminating codewords i.e. each descriptor xi

votes for its nearest codeword C j. For each codeword, we do
the weighted voting as:

v( j) = w j × N j, ∀ j ∈ [1 : 2K] (2)

where N j represents the number of votes for the codeword
C j. The multiplication with w j results in discriminative rep-
resentation therefore we call this Bag of Discriminative Words
(BoDW) encoding. This multiplication with the corresponding
weights will dominate or highlight the importance of the code-
words according to their capability to discriminate between the
action and the background class. Those frames which belong
to two different classes (action and background) but have very
high similarity, will have less weight. Therefore, those com-
mon frames will contribute less in the further encoding process.
For the specific video clip, the resulted BoDW encoded vector

is of size 2K (2 is because we are discriminating between two
classes i.e. action and background class). The dimensions of
the final BoDW encoding approach for proposal generation de-
pends upon the number of targeted classes therefore we prefer
a simple hard voting scheme for feature aggregation than other
high dimensional super vector based approaches (Schuldt et al.,
2004; Perronnin et al., 2010).

3.4. Non-overlapping snippets
At testing time, our method takes a long untrimmed video

V = { fi}Ni=1 with N frames. Unlike previous methods that sam-
ple the untrimmed video into highly overlapping temporal win-
dows (Caba Heilbron et al., 2016), we discretize the untrimmed
video into non-overlapping snippets of δ frames. In this way,
we divide the video into T = N / δ non-overlapping tempo-
ral snippets S = {st}

T
t=1. We use non-overlapping snippet sam-

pling because it can be computationally inexpensive for long
videos. In the next step, we extract the IDT features at each
time step t in a single pass. During the feature extraction pro-
cess, each frame is processed only once for a long-untrimmed
video. The extracted IDT features over the snippets S are indi-
vidually passed to the BoDW module (as discussed in Section
3.3) to obtain the snippet level encoded vectors v (Eq. 2), which
are further aggregated into proposals using the temporal aggre-
gation module as described in the following section.

3.5. Temporally Aggregated BoDW (TAB)
After extraction of snippet level BoDW features from the

untrimmed videos, our next step is to produce the propos-
als of variable durations for the untrimmed video so that they
have high overlaps with the ground truth locations. For each
untrimmed video, we aggregate the consecutive multiple snip-
pets into the proposal as shown in Fig. 3. We adopt the proposal
of multiple durations from (Buch et al., 2017), but instead of
having right aligned proposals we obtain left aligned proposals
because it is more beneficial to add future snippets than previ-
ous snippets at time step t. By doing so we can reuse the previ-
ously obtained proposal level features for obtaining the repre-
sentation for proceeding proposals (as shown in Fig. 3) which
makes it computationally fast. At each time step t, we produce
a set of τ proposals, Pt = {ph, oh, o′h}

τ
h=1, where oh and o′h are

respectively the starting and ending time of h-th candidate pro-
posal and ph represents its aggregated feature vector. At each
time step t, each candidate proposal h has starting time oh = t
and ending time o′h = h+ t−1. We use a sum pooling for aggre-
gation of the features of corresponding 1, 2, 3, · · · , τ snippets at
time step t into proposal based features ph as given by:

ph = ph−1 + vt+h−1, ∀ h ∈ [1 : τ], p0 = 0 (3)

Where v represents the snippet level BoDW feature vector of
dimension 2K. In this way at each time step t, our temporal
aggregation module outputs the features of the candidate pro-
posals having duration 1, 2, 3, · · · , τδ frames. We perform the
sum pooling to aggregate snippet level features of 1, 2, 3, · · · , τ
because this is respectively equivalent to extract the BoDW en-
coded vectors over 1δ, 2δ, 3δ, · · · , τδ frames as a whole. The ad-
vantage of this procedure is that it scans the whole untrimmed
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Fig. 3: Generation of τ candidate proposals at time step t by temporal Aggre-
gation of τ snippets.

video only once with less computational cost as we are simply
summing the snippet level features which are already extracted
during feature extraction process.

3.6. Classifying Candidate Proposals
For each training video clip, we apply our proposed BoDW

approach on all four IDT descriptors (HOG, HOF, MBHx and
MBHy) separately then we perform the concatenation of these
four representations. We use representation-level fusion (also
known as early fusion) for the concatenation because for IDT
features along with hard voting scheme, the representation-level
fusion performs best (Peng et al., 2016). The final concatenated
BoDW vector is of size 8K i.e. 4× 2K. Similarly, for each can-
didate proposal h extracted from untrimmed video we extract its
corresponding proposal level feature representations ph (Eq. 3)
for four IDT descriptors separately. Then we perform early fu-
sion of these four feature representations resulting in a 8K sized
feature representation for each proposal. As mentioned earlier,
our method does not depend on these specific features but, for
example, deep-obtained features could be used instead. Once
we have created and obtained the feature representations for all
candidate proposals, next step is to classify them into action and
background proposals using, for example, a Support Vector Ma-
chine (SVM) classifier. We use all trimmed videos containing
predefined action classes as positive and other trimmed back-
ground videos as negative data to train a linear SVM classifier.
Details of the positive and negative training data is provided in
Section 4.1.1. Finally, we use the learned classifier to classify
each candidate proposal into action and background regions.
We remove the proposals classified as background and use the
remaining action proposals for temporal action detection (Sec-
tion 4.4).

4. Experimental Results

In this section, we evaluate the performance of our proposed
method for the generation of temporal action proposals. We
provide the details of the dataset used, experimental settings
and results obtained. We also describe the application of the
obtained temporal action proposals to the task of temporal ac-
tion detection.

4.1. Experimental Setup

4.1.1. Datasets
We perform the evaluation of our proposal generation

method on two publicly available datasets. First, we use the
MSR-II Action dataset (Yuan et al., 2009) containing 54 videos
where each video has a duration of 51 seconds on average. Each
video has three actions performed different times by different
actors. These actions are ‘Boxing’, ‘Clapping’and ‘Waving’.
The most challenging part of this dataset is that the actions are
performed in a crowded environment and the background con-
tains the movement of people and other objects. As a stan-
dard practice, we use the KTH (Soomro et al., 2012) dataset
for training. We use ‘Boxing’, ‘Clapping’and ‘Waving’action
from the KTH dataset as positive training examples whereas for
negative training data we use the ‘Walking’action. Second, we
evaluate the quality of our proposed method on the challeng-
ing Thumos14 dataset (Dalal et al., 2006). This dataset con-
tains untrimmed videos having 20 sports actions compiled from
YouTube. It is considered as the most challenging dataset for
action detection due to the large intra-class variability in the ac-
tions. It contains videos of about 3 minutes duration containing
multiple occurrences of an action but it is confined to a small
portion of the video. As a standard practice, we use trimmed
videos of 20 sports actions from UCF101 dataset (Duta et al.,
2017) as a positive training data. For negative training example,
we use the videos of other 20 classes at random (to maintain the
ratio of 1:1) from UCF101 for training the SVM classifier. For
testing, we use the 213 untrimmed test videos provided in the
Thumos14 challenge.

4.1.2. Parameter settings
For generating the codewords for action and the background

data, we perform the class-specific k-means clustering with
K = 256. We set K = 256 as a trade-off between computa-
tional complexity and accuracy as done in (Schuldt et al., 2004).
We apply the BoDW encoding scheme to these four descriptors
separately and perform the early fusion for the concatenation
of these four BoDW encoded vectors (as discussed in Section
3.6). Finally, we apply Power Normalization (PN) followed
by L2-normalization with α = 0.1 as recommended in (Per-
ronnin et al., 2010). Without normalization, the feature descrip-
tors with a higher value will dominate the feature representation
and hence influence the results of the classifier negatively. To
have proposals of variable lengths, we extract multiple candi-
date proposals by setting τ = 64 snippets for Thumos14 and
τ = 20 for MSRII dataset (Eq. 3). This depicts minimum and
maximum proposals duration equal to 16 and 1024 (16 × 1 and
16 × 64 where 16 shows the snippet duration) frames respec-
tively for Thumos14. Whereas for MSII dataset the obtained
proposals have minimum and maximum duration of 16 and 320
frames respectively. We adopt this minimum and the maximum
length of the actions from the training data of both datasets and
this will cover almost all types of actions having different du-
rations. In this way, our proposed BoDW encoding provides
the features for the proposals of all possible durations as con-
tained in the training data. For classification, we choose a linear
SVM classifier. As common practice (Shou et al., 2016; Escor-
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cia et al., 2016; Buch et al., 2017), we finally perform non-
maximal suppression to remove the highly overlapping action
proposals having overlap of greater than 0.75.

4.1.3. Comparisons

For Thumos14 dataset, we compare our proposed TAB pro-
posal generation approach with SCNN (Shou et al., 2016),
Sparse-prop (Caba Heilbron et al., 2016), DAPs (Escorcia et al.,
2016), SST (Buch et al., 2017) and TURN-FLOW (Gao et al.,
2017). All of these methods use deep networks for proposal
generation except Sparse-prop (Caba Heilbron et al., 2016) that
uses Spatio Temporal Interest Points (STIPs) (Laptev, 2005) de-
scribed by HOG and HOF descriptors. As mentioned earlier,
(in Section 3.5), we adopt multiple length proposal length from
SST (Buch et al., 2017), but SST requires sliding windows dur-
ing the training stage for producing dense training data. In con-
trast, our method takes positive and negative videos for train-
ing the binary classifier, which makes it computationally in-
expensive. Similarly, SCNN (Shou et al., 2016), Sparse-prop
(Caba Heilbron et al., 2016), DAPS (Escorcia et al., 2016) and
TURN-FLOW (Gao et al., 2017) produce proposals of vary-
ing durations by applying sliding windows at multiple temporal
scales, which makes them computationally expensive.

For MSR-II dataset, we use the comparisons provided by
(Caba Heilbron et al., 2016) in which the comparison is per-
formed with two baselines; 1) Uniform sampling and 2): Bi-
nary Proposal Classifier (BPC). Uniform sampling provides a
uniform ranking of each candidate action proposal in a ran-
dom manner whereas the BPC discriminates between action
and non-action from the raw video descriptors using a super-
vised learning approach. For MSR-II, we also compare our
proposal generation method with Action localization Proposals
from dense Trajectories (APT) (van Gemert et al., 2015), Fast
Action Proposals (FAP) (Yu and Yuan, 2015), and Sparse-prop
[3]. The IDT (Wang and Schmid, 2013) based features are used
by APT (van Gemert et al., 2015) and FAP (Yu and Yuan, 2015)
proposal generation methods.

4.1.4. Evaluation Metrics

For measuring the quality of our proposed temporal action
proposals, we use Average Recall (AR) as used in other pro-
posal generation methods (Shou et al., 2016; Caba Heilbron
et al., 2016; Escorcia et al., 2016; Buch et al., 2017; Gao et al.,
2017; van Gemert et al., 2015; Yu and Yuan, 2015). AR is com-
puted at temporal Intersection over Union (tIoU) between 0.5
and 1 for varying number of retrieved proposals. We also com-
pute the recall at different tIoU thresholds to show how tight our
action proposals are with the ground truth for the fixed number
of proposals. For this experiment, we use 1000 proposals re-
trieved per video. Finally, we examine the effect of using the
proposed proposals in the context of temporal action detection
in Section 4.4. We use mean Average Precision (mAP) as a
standard evaluation measure to evaluate the temporal action de-
tection results using evaluation toolkit provided by Thumos14
(Oneata et al., 2014).

4.2. TAB Proposal Generation

Given an input untrimmed video, the task of the tempo-
ral action proposal generation is to produce multiple tempo-
ral segments, which contain human actions. As discussed ear-
lier, a good temporal proposal method should produce a small
number of proposals with high recall rate at high tIoU. More-
over, it should be fast enough to produce proposals from long
untrimmed videos. In this section, we provide the detailed ex-
periments and the results to evaluate these three characteristics
of our proposed temporal proposal method. For comparison, we
also provide the performance of other state-of-the-art methods.

In the first experiment, we evaluate the ability of our method
to obtain proposals with high recall. For this, we find the AR
by extracting the fixed number of proposals over different tIoU
thresholds. The recall is averaged over different tIoU thresh-
olds in the range 0.5 - 1.0. In Fig. 4, we plot AR versus dif-
ferent number of retrieved proposals. From Fig. 4, we can
observe that our proposed method outperforms the other state-
of-the-art temporal proposal methods at different number of re-
trieved proposals for MSR-II and Thumos14 dataset. As com-
pared to the TURN-FLOW (Gao et al., 2017), the performance
of our proposed TAB proposals is better at lesser number of
retrieved proposals for Thumos14 dataset. For Thumos14 our
proposed TAB proposals achieve AR of 19% at only 20 pro-
posals, whereas for moderate number of retrieved proposals we
achieve the comparable performance, which again increases at
1000 proposals. Similarly, for MSR-II we achieve comparable
performance with Sparse-prop (Caba Heilbron et al., 2016) for
different number of retrieved proposals.

In the second experiment, we evaluate the ability of our pro-
posed method to obtain high recall at high tIoU overlaps. In
Fig. 5, we plot the proposal recall versus different tIoU over-
lap thresholds at 1000 proposals for Thumos14 and MSR-II
dataset. Results in Fig. 5, show that our proposed proposal
method has a comparable recall at low tIoUs but high recall
at high tIoUs as compared to other methods. For Thumos14,
we got smaller recall at lower tIoU threshold as compared to
the other methods because our method gives less weight to
the starting and ending frames of those actions that have high
similarity with the background frames. Therefore, there is the
chance that the proposals having much smaller durations (e.g.
16 frames) are misclassified due to less weights and the pre-
dicted start time for the action is somehow beyond the actual
start time. In addition, the proposals generated by our method
have duration multiple of size of the snippets i.e. 16 frames.
Therefore, it can only produce candidate proposals having du-
ration of 16, 32, 48, · · · , 1024 frames (for Thumos14). For this
reason, there is a margin of about 16 frames in starting and end-
ing times. However, our method got high recall at higher thresh-
old than other methods. It can be observed that for Thumos14
dataset, our method achieves 0.604 recall as compared to 0.26
recall achieved by the competitive method i.e. TURN-FLOW
(Gao et al., 2017) at 0.9 tIoU threshold. Similarly, for MSR-II
dataset we achieve a comparable recall rate of 0.82 as compared
to 0.80 achieved by Sparse-prop (Caba Heilbron et al., 2016) at
0.8 tIoU. This shows that our method can produce the proposals
having high overlap with the ground truth temporal locations.
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Fig. 4: Average recall against different number of retrieved proposals per video. Recall is averaged for different tIoU thresholds in the range 0.5 - 1.0. For this
metrics, we use code provided by (Escorcia et al., 2016).
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Fig. 5: Recall rate at different tIoU thresholds for 1000 proposals per video. For this metrics, we use code provided by (Escorcia et al., 2016).

Finally, in the third experiment, we compare the speed of our
proposal generation method with the APT (van Gemert et al.,
2015) on the Thumos14 dataset. For APT proposal generation,
we use the publicly available code (van Gemert et al., 2015).
For fair comparison, we only compare with APT because it also
uses IDT features. All experiments are performed on a work-
station having an Intel Xeon E5-2609 CPU and 16 GB memory.
We use frames per second (FPS) to measure the speed of both
methods as shown in Table 1. Results in Table 1, show that our
proposed TAB proposal method is about 11 times faster than
APT (van Gemert et al., 2015) because, for proposal genera-
tion, TAB scans each frame only once during feature extraction
phase. As TAB has the ability to produce multiple sized pro-

posals by reusing the already computed BoDW features, this
makes it computionally efficient. Note that IDT features take
more time because the code (van Gemert et al., 2015) provided
by authors only have CPU implementation and it is not possi-
ble to extract IDT features on GPU. Therefore for both feature
extraction and proposal generation tasks, we only mention the
time for CPU based implementations.

4.3. Qualitative Analysis of TAB proposals

For visualization of the outcome of our proposed proposal
method, we generate proposals having high and low tIoU with
the ground truth. From Fig. 6(a), it is clear that our pro-
posal method correctly finds the starting and ending time of the
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Fig. 6: Visualization of proposals obtained by our method on Thumos14 (a, b) and MSR-II (c) dataset. The candidate proposal is marked as true positive if tIoU≥0.5
otherwise false positive.

Table 1: Comparison of proposal generation performance in terms of average
processing time (in sec) for a 3-minute video from the Thumos14 dataset.

Methods Features Proposals Total FPS
APT 457.8 5120.3 5578.1 0.97
Our 457.8 8.56 466.36 11.6

Table 2: Temporal action detection performance in terms of mAP (%) @ tIoU
threshold equal to 0.5 at different number of proposals for Thumos14.

Methods @50 @100 @200 @500 @1000
Sparse-prop 5.7 6.3 7.6 8.2 8
SCNN 5.6 7.7 10.5 13.57 13.45
DAPs 8.4 12.1 13.9 12.5 12
SST 10.9 13.2 13.94 13.1 12
TURN-FLOW - - - - 25.6
Our 11.8 17.7 23.6 30.45 32.3

‘LongJump’action with high overlap with the ground truth. We
observe that the true positive proposals with high confidence
score have the highest overlap with the ground truth annota-
tions. We provide the qualitative results for the false positive
proposals in Figure 6(b). From Figure 6(b) we can see that a
false positive proposal is generated because there is no clear
transition between the background and the true action region of
‘GolfSwing’action. In Figure 6(c), we provide the results for
the untrimmed video taken from MSR-II dataset, which con-
tains three actions in order of ‘Boxing’, ‘Waving’, ‘Clapping’.
Note that the MSR-II dataset has cluttered background but still
our method correctly finds the starting and ending time for the
‘Waving’and ‘Clapping’actions with tIoU of 0.93 and 0.97 re-

Table 3: Temporal action detection performance on Thumos14 in terms of mAP
(%) @ different tIoU thresholds.

mAP @ tIoU threshold 0.3 0.5 0.7
Wang et al. (2014) 14.6 8.5 1.5
Oneata et al. (2014) 28.8 15 3.2
Yuan et al. (2015) 33.6 18.8 -
SCNN (Shou et al., 2016) 36.3 19 5.3
SST (Buch et al., 2017) 37.8 23 -
Our 39.6 32.3 20

spectively. Whereas for ‘Boxing’action, our method finds the
corresponding proposal with tIoU of 0.4 (which is less than the
tIoU threshold of 0.5) therefore it is marked as a false positive.

4.4. Application to Temporal Action Detection

The key goal of generating temporal action proposals with
high tIoU is to increase the accuracy of human action detection
in long untrimmed video streams. For achieving this goal, we
integrate our scheme into an action detection framework in the
following manner. At first, we perform training of action clas-
sifiers by means of the trimmed action clips available for both
datasets. As a standard practice (as mentioned in Section 4.1.1),
we use the KTH and UCF-101 datasets for training MSR-II and
Thumos14 dataset respectively. Subsequently, in the testing
phase, we generate temporal proposals for the untrimmed in-
put video using our proposed TAB action proposal method. In
the end, we classify each temporal proposal by applying the
trained action classifiers. We assess the performance of ac-
tion detection scheme using mean Average Precision (mAP).
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Fig. 7: Comparison of per class average precision (%) for Thumos14 and MSR-II dataset for tIoU threshold equal to 0.5 and 0.125 respectively.

Table 4: Temporal action detection performance in terms of mAP (%) at different number of proposals for MSR-II

Uniform Sampling BPC APT Sparse-prop Our Method
# Proposals 0.125 0.5 0.8 0.125 0.5 0.8 0.125 0.5 0.8 0.125 0.5 0.8 0.125 0.5 0.8
10 45.3 29.7 11.5 65.8 46.3 18.9 66.5 45.1 22.1 72.9 55.4 26.3 69.7 36.4 12.1
50 50.1 31.3 13.2 73.1 49.9 21.1 72.7 49.8 28.7 76.1 57.7 29.1 78.8 63.6 27.3
100 52.2 30.9 9.7 75.1 55.2 2.3 74.1 54.5 33.7 80.1 60.3 33.9 81.8 66.7 42.4

We then compare the final performance of action detection of
our TAB proposals with the state-of-the-art approaches.

For MSR-II and Thumos14 dataset, we reuse the extracted
IDT (Wang and Schmid, 2013) features and use the Fisher vec-
tors (Sánchez et al., 2013) to perform encoding of the extracted
HOG, HOF, MBHx and MBHy descriptors. We learn a Gaus-
sian Mixture Model (GMM) with 256 Gaussian components as
suggested in (Peng et al., 2016) for better performance. We
then apply PCA for reducing the dimensions of the extracted
descriptors into half. The resultant Fisher vector based repre-
sentation of the four descriptors is concatenated using early fu-
sion. For the training stage, we choose a one-vs-all linear SVM
classifier.

In Table 2, we present the comparison results of action de-
tection achieved using the action proposals extracted by our
method with the other state-of-the-art methods on Thumos14
dataset at 0.5 tIoU overlap for different number of retrieved
proposals. Our temporal proposals generation method achieves
better performance as compared to other action proposals ob-
tained by computationally challenging methods such as SCNN
(Shou et al., 2016) and Sparse-prop (Caba Heilbron et al.,
2016). Furthermore, the results also depict that our approach
provides a satisfactory mAP using merely a few number of tem-
poral proposals. In Table 3 we also provide the comparison
results with other methods at different tIoU thresholds and us-
ing 1000 proposals for both methods. Results show that our
method achieves a high mAP for all tIoU thresholds, which
proves that the proposals obtained by our method are tighter
with the ground truth regions.

Table 4 provides a comparison of the results obtained by ap-
plying temporal action detection scheme on our TAB proposals

with the state-of-the-art methods for MSR-II dataset. For a 0.8
tIoU threshold value, our proposed proposal generation method
obtains an mAP score of 42.4% in comparison to the best value
of 33.9% in Sparse-prop (Caba Heilbron et al., 2016). In addi-
tion, Sparse-prop method (Caba Heilbron et al., 2016) is com-
putationally expensive as compared to our method. Although,
our method scans the whole video in a single pass during fea-
ture extraction but it can aggregate multiple snippets into pro-
posals of different durations. Our results are promising due to
our proposed BoDW based encoding scheme which discrimi-
nates action and non-action regions effectively. We provide the
average precision of each action in Fig. 7. It can be observed
that the detection results on our proposed TAB proposals are
higher than other methods for 13 out of 20 classes of Thumos14
dataset but we outperform in terms of mAP than other methods.
Similarly, for MSR-II dataset, we got a high mAP as compared
to proposals obtained using APT (van Gemert et al., 2015).

5. conclusion

In this work, we have described a TAB proposal technique for
the generation of temporal action proposals. We show that the
discriminating power of the proposed BoDW encoding scheme
results in a good performance for distinguishing between action
and non-action regions. We prove that our method can produce
temporal proposals with high recall from long uncut video. Due
to its ability to generate proposals of multiple lengths in a single
pass, it is faster than other state-of-the-art methods with 11.6
FPS. This shows that TAB can aid in many large-scale video
analysis applications e.g. content-based video retrieval, support
video analysis, and video summarization etc. due to its lower
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processing time. We demonstrate that the action proposals ob-
tained by our method can aid in the task of temporal action
task and produce a gain in mAP for two challenging untrimmed
datasets i.e. Thumos14 and MSR-II. For future work, we will
test CNN features with the BoDW encoding scheme. In addi-
tion, we will see the results by directly training BoDW for the
multi-class problem for final temporal detection task.
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