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Abstract
Business process improvement can drastically influence in the profit of corporations and helps them to
remain viable in a slowdown economy such as the present one. For companies to remain viable in the
face of intense global competition, they must be able to continuously improve their processes in order to
respond rapidly to changing business environments. In this regard, the analysis of data plays an important
role for improving and optimizing the enterprise performance, and this is essential for running a
competitive business and reacting quickly in response to competitors. However, this is a challenging task
that requires complex and robust supporting systems.
Traditional Business Intelligence (BI) platforms and decision support systems have become key tools for
business users in decision making. While traditionally used to discover trends and relationships in large,
complex business data sets, these systems are not sufficient to meet today's business needs. There
currently exists an increasing demand for more advanced analytics such as root cause analysis of
performance issues, predictive analysis and the ability to perform "what-if" type simulations. These
features are powerful assets to analysts for expanding their knowledge beyond the limits of what current
platforms typically can offer. Furthermore, these platforms are normally business domain specific and
have not been sufficiently process-aware to support the needs of process improvement type activities,
especially on large and complex supply chains, where it entails integrating, monitoring and analysing a
vast amount of dispersed event logs in a timely manner, with no structure, and produced on a variety of
heterogeneous environments.
This doctoral thesis aims to put real business process improvement (BPI) technology in hands of business
users with the aim at improving the performance of their business processes. It addresses the research
challenges abovementioned by devising a cloud-based solution that supports business process
intelligence activities on highly distributed environments. Likewise, it proposes an implementation
methodology for assisting analysts in sustaining a comprehensive process improvement program, whose
activities are hard to undertake without the use of effective supporting systems.
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Chapter 1. Introduction
1.1 Introduction
In spite of latest technology advances, many companies still operate in a rudimentary manner very far
away from optimizing their resources through the use of leading technologies in an increasingly
competitive sector. Currently, there is an ever-higher demand for reducing product life cycles, minimizing
the high error rates or responding customer inquiries on the fly, which in many occasions they may go
unanswered for weeks. Moreover, due to the slowing-down economy, such as the present one, companies
start to invest in information technology as response to remain viable in a very competitive environment.
However, this has not yielded the dramatic improvements that organizations need. The existing processes
remain intact whilst computing technology is used just for speeding up the throughput of their processes,
and this cannot address their fundamental performance deficiencies. Many of their job designs, workflows,
control mechanisms, supply chains, organizational structures, etc. are obsolete and originated from an
age very different to the present one, before the advent of computer, and in a very different competitive
environment (Hammer, 1990).
Michael Hammer is the author and originator of the business reengineering concept. In his book (Hammer
& Champy, 2003) he asserts that companies must re-design their organizations around business
processes, and use the power of information technology to drastically improve their business performance.
Traditional businesses and corporations have had to evolve towards a process-oriented model due to a
growing demand for an effective management of business processes, where these have to be fast,
flexible, low-cost and deliver high quality consistently. As a result, a process-centric approach has been
adopted by enterprises in recent years, and their organizational structures have been re-designed around
a process-oriented model in order to succeed in a global economy (Hammer & Champy, 2003).
“Reengineering is defined as the fundamental rethink and radical redesign of business
processes to generate dramatic improvements in critical performance measures -- such as
cost, quality, service and speed”.

Figure 1-1 - Reengineering concept of business processes (Hammer & Champy, 2003)

A process orientation offers great advantages to corporations. It leads companies to achieve an improved
transparency and understanding of their business processes. This provides a better identification of the
organizational problems and their root causes in order to respond to non-compliant situations very quickly.
Moreover, process-oriented systems provide a clear distinction of responsibilities, an increase in efficiency
and productivity rates, and a significant improvement of product quality (Kohlbacher, 2009).
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For gaining an insight into business performance, the successful alignment of Business Intelligence (BI)
technology with process-oriented systems is key. The mainstream of BI systems where not process-aware
10 years ago (Vera-Baquero & Molloy, 2012), and business users need to measure and analyse the
throughput of their business processes in order to optimize their resources and achieve overall business
improvement. Moreover, current BI technology and process-oriented systems are not fully connected
between each other at nowadays. Wil van der Aalst (2011) supports this assertion in his work “Using
process mining to bridge the gap between BI and BPM”, where he states that there is a lack of connection
between current BI systems and process aware information systems (PAIS):
“Only a few BI tools offer mature data mining capabilities, and even these aren’t processcentric: their focus is on data and local decision making rather than end-to-end processes.”
Luan Ou and Hong Peng (2006) go further by stating that business effectiveness achievements are led by
the alignment of business process management concepts with current business intelligence systems,
since the effectiveness relies on business performance improvement and the ability to model and monitor
business strategies through the improvement of business processes.
Shi & Lu (2010) also embrace the concept of alignment between Business Intelligence and processoriented systems. However they focus their works on business process performance as the key to improve
decision making through the alignment of strategic and operational objectives with business activities.
“Managing and optimizing business performance is a critical requirement not only for
maximizing business profitability but even for remaining in viable in today’s fast moving and
competitive business environment.”
Today’s companies are converging to a process-oriented model, and therefore “a process-driven decision
support system is emerging to help enterprises improve the speed and effectiveness of business
operations” (Ou & Peng, 2006).
The alignment of BI systems with process-centric systems can help to improve the efficiency of business
processes since they transform valuable data into actionable information, and in turn, such information is
transformed into knowledge. This action is performed by means of knowledge management techniques
that support the decision making. However current BI platforms are not process-aware and these must be
re-engineered in response to changes in the process design. Likewise, traditional BI systems, as a means
for performing business process analysis, require more than the use of mere historical data and
rudimentary analysis tools such as dashboards, or ad-hoc business queries to be able to predict future
actions, recognizing behavioural business patterns or perform “what-if” type simulations. These features
are essential in the next future development of BI systems to answer most of the demanding questions of
today’s business users.

1.2 Significance of the study
Traditional BI systems have become a powerful tool for business users in decision making. Through the
analysis of historical data, these systems assist end-users in gaining an insight into business performance.
This leads to the attainment of organizational effectiveness by improving their business processes.
However, there currently exists a disconnection between BI platforms and process-aware information
systems that prevents analysts from using suitable tools for monitoring and analysing event data, and this
is a significant handicap for them to infer knowledge about business performance.

4

Introduction

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

A successful analysis of business processes is essential for organizations to gain competitiveness.
Process models are usually designed inadequately within organizations, and consequently processes are
performed poorly. This leads to long response times, unbalanced utilization of resources, low service
levels, and so on, thereby causing high costs and dramatic loss of profits to corporations (van der Aalst,
Nakatumba, Rozinat, & Russell, 2010). Therefore, it is essential that analysts undertake a full analysis of
their processes before they are put into production (simulation), while they are running (monitoring) and
when re-designing them (optimization). This last feature is extremely important since it entails a significant
impact on the global profit of corporations. On this purpose, the use of advanced analytical techniques
would lead organizations to meet their business goals. For example, the incorporation of predictive
analysis would allow analysts to anticipate actions and predict future behaviours. The application of
pattern recognition approaches would help users to recognize undesirable situations that are experienced
frequently or in a continuous basis. Another valuable resource is the reproduction of event streams in
simulation mode, this feature would facilitate users diagnosing inefficiencies and identifying root cause
issues. Finally, the use of special simulation cases such as “what-if” type-based simulations can be a
powerful asset for decision making as it extends the visibility of business processes over a variety of
hypothetical scenarios.
Real-time measurement and data analysis of the performance of managerial activities is essential to meet
these aims. The monitoring of business process executions allows business users to detect error rates
and non-compliant business situations, such as identifying supply chain issues. This action must be
performed in-time in order to react quickly to those inconsistencies. In a well running process it is expected
arrival (demand) and throughput rates to be in balance. Processes or activities which do not have the
capacity to work to this arrival rate will cause delays and bottlenecks, thereby starving proceeding
activities of input. This may result in a loss of profit due to a waste of valuable resources that are
underutilized, and in consequence, a loss of customer satisfaction and loyalty. In addition, the use of
simulation engines enables business users to anticipate actions by reproducing what-if scenarios through
the use of hypothetical information, as well as applying root cause analysis for diagnoses purposes.
Likewise, reproducing event streams in simulation mode could greatly help to detect bottlenecks or identify
of non-compliant situations on complex supply chains. This would be an important asset to business users
for making a thorough understanding on their processes' performance. Finally, a fully collaborative
environment can support inter-departmental or cross-organizational business performance analysis in a
distributed and collaborative fashion rather than at individual supply chain nodes. Therefore, the
combination of historical performance analysis with the use of monitoring activities and simulation
approaches can provide business users with a powerful understanding of what happened in the past, to
evaluate what happens at present and to predict the behaviour of process instances in the future (zur
Muehlen & Shapiro, 2010).
The latest advances in technology have made it possible for organizations to co-operate with each other,
necessitating the integration of diverse business information systems across large and complex supply
chains. In these scenarios, isolated optimisation within individual organizations is insufficient to optimize
and improve end-to-end processes (see Figure 1-2). Therefore “events need to be correlated across
organizational boundaries” (van der Aalst, 2012). This leads to the management of non-trivial operational
processes, where web services technology and cloud computing have become widely used, producing
cross-functional event logs that are beyond company (and increasingly software) boundaries. This has
promoted an incredible growth in event data in corporations that needs to be merged for analysis (van der
Aalst, 2012). In addition, enterprises’ business data are usually handled by heterogeneous systems which
run on different technological platforms, and even use incompatible standards. Those systems are usually
critical for corporations’ efficiency, making them difficult and costly to replace them or re-engineer.
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Furthermore, the continuous execution of distributed business processes (BP) generates vast amounts of
event data that cannot be efficiently managed by the use of traditional storage systems which are not
designed to manage event data of the order of hundreds of millions of linked records.

Figure 1-2 - Distributed business process in supply chains

All these features described above are powerful assets to analysts for decision making in business
process improvement initiatives. The combination of BI, Business Process Management (BPM) and
Business Activity Monitoring (BAM) technologies may provide mechanisms to infer knowledge about
business performance, but these are not sufficient for answering most of the demanding questions of
today’s business users, and also these are not easy at all to achieve. Furthermore, the successful
implementation of these both technologies, which are aimed to support Business Process Analytics (BPA),
present significant challenges, which are outlined below:
1) First, BI-like platforms must be re-engineered to support business process analytics, and these
are typically business domain-specific.
2) Processes and enterprise events are intrinsically related to each other but these need to be
correlated across organizational boundaries, and this is challenging.
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3) Measuring and improving overall business performance is especially hard to achieve on highly
distributed environments whose business processes are part of complex supply chains. In turn,
these processes are typically executed under a variety of heterogeneous systems, which makes
them even harder to measure.
4) Continuous execution of distributed business processes may produce a vast amount of event
data that cannot be efficiently managed by means of traditional storage systems, which are not
adequate to manage event data in the order of hundreds of millions of linked records.
5) Existing centralized approaches such as described in (Vera-Baquero & Molloy, 2012), cannot
provide real-time analytics on complex business cases that produce large amounts of event data.
These systems are not suitable to deal with such volumes of information since they neither
include sharding mechanisms nor provide big-data support. Furthermore, these approaches may
entail a significant latency from the time the event occurs on source to the time the event is
recorded in central repositories. This pitfall is intensified on very large and complex supply chains
which normally involve a high number of business units and a greater number of operational
systems.
6) Dealing with highly distributed supply chains demands some collaborative analysis where
individual stakeholders are geographically separate and need a platform to perform BPM in a
collaborative fashion, rather than depending on a single centralized process owner to monitor and
manage performance at individual supply chain nodes. This is especially complex to accomplish
using centralized approaches.
Therefore, research contributions must be addressed on this direction with the aim of providing a fully
distributed solution that leverages emerging technologies, such as big-data and cloud-computing, to
support collaborative business process analytics in (or near) real-time. This is especially interesting on
business cases that involve very complex and highly distributed supply chains.

1.3 Research Objectives
The continuous improvement of business processes, through the use of advanced business process
analytics techniques, can lead corporations to drastically improve their profit and remaining viable in
today’s competitive environment.
The main objective of this doctoral thesis is to research innovative constructs and approaches aimed to
put real business process improvement (BPI) technology in hands of business users. The research
objectives pursue three different aims, 1) devise a cloud-based infrastructure that can support the analysis
of business processes in any business domain, in a timely manner and on highly distributed environments,
2) create an instantiation of such IT architecture, and 3) propose an implementation methodology to assist
business users in sustaining a comprehensive process improvement program. The aim of this
methodology is to help analysts in conducting a successful analysis on their business performance by
harnessing the architectural solution devised which must be aligned to BPI activities and guidelines.
The most relevant contribution of this work relies on the development of a cloud-based infrastructure that
will support the analytical activities of business users. The combination of this IT solution with a proper BPI
methodology will allow end-users to analyse and improve distributed business processes within and
across the enterprise. This approach is based on initiatives aimed at measuring and improving overall
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business performance, especially on highly distributed environments and very complex supply chains,
where the analysis of processes is especially hard to achieve across heterogeneous platforms.
The research objectives of this doctoral thesis can be broken down into the following sub-objectives:


Objective 1. Investigate and gather existing models, constructs and approaches (within the
industry and research community) that are related to the aims of this work.
Objective 2. Collect, unify and improve existing approaches if any, and propose new techniques
and standards if required to solve the described problem.
Objective 3. Devise and design an architectural solution based on the study previously attained.
This approach must have the capabilities of meeting the research challenges pointed out in this
document.
Objective 4. Instantiate and evaluate the architectural solution devised. The evaluation must
demonstrate the feasibility of the artifact to solve the business problem stated in the research
challenges.
Objective 5. Study different BPI initiatives. Adopt and extend methods, techniques and ideas for
fully integrating BI-like platforms (such as Decision Support Systems, Data Warehouse, Data
Mining, etc.) into business process improvement initiatives. The contribution must be a BPI
methodology aimed to improve business performance by leveraging the artifact designed.
Objective 6. Validate the IT solution and methodology in a productive environment.










1.3.1 Research Question
The outcomes of this doctoral work are focused on the development of a fully functional prototype with the
capabilities to address the proposed research challenges aforementioned. In addition, an implementation
methodology is aimed to conduct the managerial business performance activities. Therefore, under these
premises, it arises the research question about the existence of appropriate methods and tools to
continuously improve business process performance on any business domain and in a timely fashion.

1.3.2 Hypothesis
Taking into consideration what stated above, we can formulate the hypothesis aimed to be validated in this
doctoral thesis, as following:
If there exists a technological solution that allows corporations to analyse the performance
of their business process in any business domain, in a timely manner, and regardless of
the underlying concerns of their operational systems, then such technology can be
adopted by the industry for assisting corporations to manage and optimize their business
performance with a comprehensive process improvement program.

1.4 Solution Approach
The proposed solution is illustrated in (Figure 1-3) and has the ability to provide cloud computing analytical
services in or near real-time. These services can contribute to the continuous improvement of business
processes through the provision of a rich informative environment that supports business process
analytics and offers clear insights into the efficiency and effectiveness of organizational processes.
Furthermore, these services can be leveraged by a wide range of analytical applications and visualization
tools such as real-time BI systems, business activity monitoring (BAM), simulation engines, collaborative
analytics, etc.
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Figure 1-3 - IT Solution Approach
This approach extends the framework described in (Vera-Baquero & Molloy, 2012) and adopts some ideas
and fundamentals. However, the proposal consists in an entire re-engineered framework which is based
on a cloud-based infrastructure complemented with a federative approach according to (Rizzi, 2012), in
terms of data warehousing and distributed query processing. The architecture depicted above aims to
provide capabilities to enable analysts to measure the performance of cross-functional business
processes that are extended beyond the boundaries of organizations. One of the main challenges of this
approach relies on the integration of event data from operational systems whose business processes flow
through a diverse set of heterogeneous systems such as business process execution language (BPEL)
engines, ERP systems, workflows, and so on, as well as storing very large volumes of data in a global
distributed business process execution repository. This is intended to be accomplished by the use of BigData technology. The retrieval, measurement and analysis of distributed information on a timely basis are
also big challenges to be addresses in this thesis.
To conclude, a cloud-computing service façade will be the core point for providing analytical services to
third-party applications. This will empower next generation of BI systems to support business performance
analytics on any business domain.

1.5 Research Methodology
The research method for this thesis will follow the design-science paradigm for Information Systems
research. The Information Systems Research Framework described by Henver & Chatterjee (2010) in their
work “Design Research in Information System”, states that the fundamental principle of design-science

9

Introduction

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

research is that “knowledge and understanding of a design problem and its solution are acquired in the
building and application of an artifact”.
"Design science research is a research paradigm in which a designer answers questions
relevant to human problems via the creation of innovative artifacts, thereby contributing new
knowledge to the body of scientific evidence. The designed artifacts are both useful and
fundamental in understanding that problem" (Henver & Chatterjee, 2010)

1.5.1 Information Research Framework
The Information Research Framework is built upon the following seven guidelines (Henver & Chatterjee,
2010):
Guideline 1: Design as an artifact.
“Design-science research must produce a viable artifact in the form of a construct, a model, a method, or
an instantiation”.
Three artifacts are clearly identifiable in this research. The first artifact is an innovative IT infrastructure
that can give business users an insight into business process performance. The aim of this architecture is
to answer the main research question stated in previous sections, which is to provide a decision support
system that enables business users to improve the performance of their business processes in a timely
manner, regardless of the business domain and regardless of the underlying technology of their
operational systems. The second artifact is an IT instantiation of the architecture proposed in this thesis.
And the third artifact is an implementation methodology that aims to help business users in conducting a
successful analysis of their processes by harnessing the architectural solution devised. This IT
instantiation must be aligned to the BPI activities and guidelines.
Guideline 2: Problem relevance.
“The objective of design-science research is to develop technology-based solutions to important and
relevant business problems”.
Process Mining, Business Intelligence and Business Process Improvement are not new science topics;
however research efforts must be addressed to fill the gap between process-oriented systems and
business intelligence (BI) platforms. Furthermore, BI-like systems are typically business domain specific
and these have not been sufficiently process-aware for undertaking process improvement activities. The
integration between these two realms is challenging, especially on those cases where business processes
cross organizational boundaries and are executed under a variety of heterogeneous systems. Leading
analysts towards a comprehensive framework that supports business process analysis on any business
domain is a research area that is worth to be explored. Furthermore, new IT technologies such as Cloud
Computing and Big Data will bring more powerful decision support systems to business users for
improving their business processes.
Guideline 3: Design evaluation.
“The utility, quality, and efficacy of a design artifact must be rigorously demonstrated via well-executed
evaluation methods”.
The design evaluation approach used in this thesis is an experimental method aimed at verifying that the
artifact outcomes detect and identifies unexpected behaviours on the events generated from a variety of
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artificial and real datasets. The source of the business events can be originated from datasets publicly
available in the research community, or generated by simulation tools. Different failure scenarios can be
generated on purpose by simulation methods which may serve as input to the proposed solution. In case
of simulated data sources, the successful validation and verification of the cloud-analytical services ought
to be focused on proving that the outcomes of the solution fulfils with what was modelled and configured
on the simulation tool. Likewise, it must verify that the analytical data must be timely available through the
cloud-computing services façade in order to support real-time BAM activities.
Guideline 4: Research contributions.
“Effective design-science research must provide clear and verifiable contributions in the areas of the
design artifact, design foundations, and/or design methodologies”.
The contributions of this research are focused on bringing expert system technology to the hands of
business users in order to help them to improve the performance of their business processes. The first
contribution is an IT infrastructure that leverages leading technology to provide timely analysis of massive
amount of event data. The second contribution is an IT instantiation of the proposed architecture. And the
third contribution is a methodology aimed at implementing the IT solution in a productive environment. The
methodology comes in the form of a code of good practice with a number of steps to undertake under a
business process improvement program.
Guideline 5: Research rigor.
“Design-science research relies upon the application of rigorous methods in both the construction and
evaluation of the design artifact”.
The proposed artifact will be developed under existing standardized technologies and with the aim of
proposing new standards if necessary. The rigorous methods for the evaluation will be based on the
deviation between the artificial data generated by the simulation models and the outcomes produced by
the artifact. Furthermore, tight indicators will be established to guarantee that the response of BAM
services are provided in (or nearly) real-time.
Guideline 6: Design as a search process.
“The search for an effective artifact requires utilizing available means to reach desired ends while
satisfying laws in the problem environment”.
The artifact design will be done incrementally and iteratively by refining the solutions against new research
challenges, alternatives or issues.
Guideline 7: Communication of research.
“Design-science research must be presented effectively both to technology-oriented as well as
management-oriented audiences”.
This work is intended to be distributed on a diverse set of scientific journals, international conferences and
book chapters, as well as published by the Universidad Carlos III de Madrid in partial fulfilment of the
requirements for the PhD programme in Computer Science and Technology.
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1.6 Structure of the Thesis
This thesis is divided into five main sections which are: Introduction and objectives, background,
contribution, evaluation and conclusions. A roadmap of the structure of this thesis is given in Figure 1-4.
The Introduction part describes the research problem, scope and objectives, and gives the reader an
insight into the aims of this research work. The background reviews the state-of-the-art in the wide field of
business process management and related areas that are focused on the goals and objectives of this
thesis. It consists of four chapters that cover the backbone of technologies and their fields of knowledge.
The contribution part details the research contribution of this thesis and provides a foundation for the
remaining sections. The evaluation part focuses on proving that the contribution outcomes meet the
research objectives stated herein. And finally, the conclusion section gives a summary and outlook of the
thesis by highlighting the findings, the achievements, and specifying future lines of work.

Figure 1-4 - Structure of the Thesis
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Chapter 1. Introduction. This chapter provides an overview of the research work by describing the
problem and giving an especial emphasis on the research goals and the research methodology.
Chapter 2. Business Process Management. An overview of business process management is given in
this chapter. It pays especial attention to the optimization of business processes in general, and process
performance in particular. It also focuses on Business Activity Monitoring field as the cornerstone
technology that enables the collection and visualization of business performance. Business Process
Intelligence is a sub-discipline of Business Process Management (BPM) practice that deals with the
alignment between Business Intelligence and Business Process Management systems. To sum up, this
chapter covers areas related to the BPM discipline, the performance perspective of processes, the
monitoring of process activities, and the methods that infer knowledge from them.
Chapter 3. Business Process Improvement. This chapter reviews different initiatives around the
improvement of business processes. Unlike the BPM perspective discussed in the previous section, this
chapter is focused on giving an overview of methodological frameworks that require having process
performance information available in order to perform the optimization activities. A brief overview of
relevant methodologies for optimizing business processes are covered in this chapter.
Chapter 4. Business Intelligence. Previous chapters have been focused on the operational activities of
business processes and the different existing methodologies that can be used to improve processes.
However, the optimization step involved on those methodologies is usually constrained to the provision of
some analytical knowledge that can support the decision making. Business Intelligence (BI) and Business
Activity Monitoring (BAM) are complementary approaches to each other for this purpose; BAM is oriented
to the collection and aggregation of timing data, and BI is centred on harnessing such information to infer
knowledge about process performance. Business Intelligence is a broad area that is explored in this
chapter. The integration of BI platforms with process-oriented systems is essential to support performance
managerial activities, however this is difficult to achieve and research efforts must be addressed in this
direction. Process mining is an emerging research area that is gaining ground in recent years with the aim
at improving enterprises' processes. This research discipline is also covered in this chapter as a potential
source of information to gain insights into emerging process analysis techniques, such as process models
discovering and conformance checking.
Chapter 5. Technologies for Performance Management. The collection, monitoring and analysis of
performance data are challenging, especially when these have to be achieved under the premises stated
in the research objectives of this work. A thorough review of the cutting-edge technologies, such as bigdata, cloud-computing, or event-driven architecture to name a few, is given in this chapter. These
technologies are essential to attain the research objectives pursued in this thesis, as these will set out the
cornerstone of the proposed solution. The main line of this chapter is focused on the technologies and
paradigms that can make feasible the integration of BI with BAM systems in the context of this work.
Chapter 6. A Cloud-based Infrastructure to Support Business Process Analytics. This chapter rolls
out the contribution to the body of knowledge in the field of business process improvement. Firstly, it
describes the event-based model devised that provides online monitoring and analytical support.
Secondly, it breaks down the internals of the distributed infrastructure and explores its components in
detail by giving special emphasis to its ability to provide both distributed (cross-organizational) and local
(inter-departmental) analysis. Finally, a specific-purpose business process query execution language
(BPEQL) is presented to retrieve analytical information throughout the cloud service interface provided.
This language is proposed to be adopted by the industry in response to the absence of standards for
querying business process execution data.
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Chapter 7. A Process to Guide Business Process Improvement Activities. A methodological
framework for undertaking a comprehensive business process improvement program is covered in this
chapter. This methodology is presented as a code of good practice which relies on the correct application
of the solution presented herein. This chapter outlines a series of steps that must be undertaken in order
to help analysts to succeed on the implementation of their process improvement program.
Chapter 8. Highways Agency: Live Traffic Flow - Case Study. This chapter describes a case study
conducted in the field of traffic management. This case study has been used to demonstrate the
functionality of the IT solution applied to a non-process-oriented scenario using real data. The traffic flow
data is modelled as a process, and the execution outcomes are observed, captured, deployed and
monitored. Likewise, the design, implementation and deployment of this case study have followed the
methodology proposed in this thesis as the process improvement program elected.
Chapter 9. Case Study on Call-Centres. This chapter describes a case study aimed to improve the
efficiency of the call-centres. This case study has been used to demonstrate the accuracy of the IT
solution applied to a process-oriented model using artificial data. The inbound calls and service requests
are modelled as a process whose execution outcomes are observed, captured and monitored. The design,
implementation and deployment of this case study follow the guidelines of the proposed methodology.
Chapter 10. Case Study on Smart Cities. This chapter describes a case study aimed to improve the
efficiency of smart services in the area of smart cities. This case study has been used to demonstrate the
performance of the IT solution applied to a process-oriented model using real data. The citizen service
requests are modelled as a process whose execution outcomes are observed, captured, deployed and
monitored. The real-time capabilities of the BAM solution and the response latencies are studied in this
chapter. Like in previous datasets, the process improvement methodology is also applied in this case
study.
Chapter 11. Summary and Outlook. This chapter provides a summary and outlook of the thesis. The
challenges, endeavours and findings are highlighted in this section, as well as the outcomes obtained
during the evaluation of this research work.
Chapter 12. Conclusions and Future Work. This chapter analyses the results and benefits obtained
from the research work. Additionally, it concludes by highlighting some limitations found and it overviews a
myriad of possibilities to extend the research work as well as denote related areas to explore in future
work.
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Business Process
Management

2.1 Business Process Management
Business Process Management (BPM) has become one of the most important management artefact that
help organizations to achieve their business goals and gain efficacy in an increasingly competitive sector
(Shahzad & Zdravkovic, 2010).
Many authors consider business process management as the natural evolution of workflow systems which
emerged in the early 90th decade. The WfMC (WfMC, 1995) defines workflow as:
“A system that completely defines, manages and executes ‘workflows’ through the
execution of software whose order of execution is driven by a computer representation of
the workflow logic.”
There exists a plethora of definitions for workflow systems, having all of them in common the promotion of
using software to support the execution of operation processes. Also a variety of definitions for Business
Process Management can be found, and in most cases, they clearly include the conceptual core of
Workflow Management (WFM).
From a purely practical perspective, (van der Aalst, ter Hofstede, & Weske, Business Process
Management: A Survey, 2003) defines BPM as a system for “supporting business processes using
methods, techniques, and software to design, enact, control, and analyse operational processes involving
humans, organizations, applications, documents and other sources of information.”
Currently, many workflow vendors are positioning their systems as BPM systems, and a convergence of
business processes and BI is emerging due to the challenges found in the competitive business
environment today (Seufert & Schiefer, 2005).
Seufert & Schiefer (2005) also declare that “companies have redesigned their organizations around
business processes”. A process-orientation is gaining importance since there exists an imperious need for
an effectively management of business processes in order to enable a proper decision support.
Furthermore, “collecting and reconciling all operational data related to business processes, enables the
measurement of process performance and helps to identify opportunities for process improvement”.
The measurement of process performance is a very significant concept related to the achievement of the
thesis goals. Business process improvement cannot be reached without a well-defined measurement
system.
“Managements are key. If you cannot measure it, you cannot control it. If you cannot control
it, you cannot manage it. If you cannot manage it, you cannot improve it.” (Harrington,
1991).
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2.2 Business Performance Management
Shi & Lu (2010) state that optimizing and improving business performance is mandatory today for
remaining viable in today’s fast moving and competitive business environment. They define business
performance management (BPM) as:
“...a key business initiative that enables companies to align strategic and operational
objectives with business activities in order to fully manage performance through better
informed decision making and action.”
Business performance management involves “the processes, methodologies, metrics and technology
used to monitor, measure and manage a business”. A business methodology must be established along
with a set of metrics which apply to three different dimensions: metrics for monitoring, metrics for
measurement, and metrics for change. These metrics, commonly named as key performance indicators
(KPI), are defined from a business perspective rather than an IT view, and the key is in tying performance
metrics to business strategy (Scheer, Jost, Hess, & Kronz, 2006).
The next figure illustrates a BPM system with a web-based dashboard which “provides an integrated and
dynamic environment to allow sales representatives and managers to monitor and to react quickly to
changing business situations” (Fu, Chieu, Yih, & Kumaran, 2005).

Figure 2-1 - Extracting Events for Business Performance Management (Fu, Chieu, Yih, & Kumaran, 2005)

A BPM system tries to respond to environmental stimulus by interpreting perceived data, aligning the data
with business situations, and undertaking decision making about how to respond to non-compliant
situations. In any given domain, a BPM system needs to monitor events from business processes,
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detecting both compliant and non-compliant business situations, and planning how to resolve an
undesired situation by responding to the stimulus that provoked the undesirable actions (Jeng &
Bhaskaran, 2005).
A BPM system “is focused on a subset of the information delivered by a BI system”, and the output
information indicates either business success or failure. This enables organizations to focus on optimizing
the business performance by attending to some KPI indicators (Shi & Lu, 2010).
The combination of BPM and BI initiatives provides significant benefits to businesses. “BI enables
businesses to access, analyze, and use their data for decision making. It is used for long-term strategic
planning, short-term tactical analysis, and managing daily operational business activities” (Ballard, et al.,
2005). The following table compares the traditional BI systems with the next evolution of BI systems that
are focused specifically on the role of BPM in the BI environment.
Category
Implementation
Focus
Decisions
Users
Orientation
Output
Process
Measures
Views
Visuals
Collaboration
Interaction
Analysis
Data

Traditional BI
Departmental
Historical
Strategic and tactical
Business analysts
Reactive
Analyses
Open-ended
Metrics

BI for BPM
Enterprise-wide
Timely, right-time, or real-time
Strategic, tactical, and operational
Everyone
Proactive
Recommendations and actions
Closed-loop
Key performance indicators (KPIs) and
actionable (in-context) metrics
Generic
Personalized
Tables, charts, and reports Dashboard and scorecards
Informal
Built-in
Pull (ad hoc queries)
Push (events and alerts)
Trends
Exceptions
Structured
Structured and unstructured

Table 2-1 - BI comparison with BPM technology (Ballard, et al., 2005)

Shi & Lu (2010) defines a closed-loop set of processes that link strategy to execution in order to respond
to a determined task. Optimum performance is achieved by:





Setting goals and objectives - strategize.
Establishing initiatives and plans to achieve these goals - plan.
Monitoring actual performance against the goals and objectives - monitor.
Taking corrective action - act and adjust.

Business requires flexibility to easily adapt to business changes, agility to quickly respond to new business
requirements, and adaptability to seamlessly meet new business needs. That requires continuous
monitoring of the business processes as well as the support of an appropriate BI environment. In order to
support the “requirements for both operational and strategic decision making”, the BI environment must
provide information sufficiently near to real-time. BI technologies and products are evolving towards the
so-called business intelligence 2.0 platforms which present some of the following features (Shi & Lu,
2010):
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Implement business rules and Key Performance Indicators (KPI) to enable consistent
management of the business activities.
Automatic alert generation for proactive problem avoidance rather than reactive problem impact
minimization.
Provide real-time data flow to enable activity monitoring and proactive management of business
processes.




These capabilities are important because they “enable companies to proactively manage their businesses,
rather than just react and adjust to business situations as they arise”.
“The integration of business and IT process management and BI is a key enabler for BPM”
(Shi & Lu, 2010)

2.3 Business Activity Monitoring
“Business Activity Monitoring (BAM) allows organizations to capture enterprise events from
their source systems and utilize these to detect non-compliant business situations” (Costello
& Molloy, 2009)
Real-time performance management is gaining ground in recent days thanks to its capabilities to offer
great advantages to enterprises for gaining competitiveness in the rapidly changing business environment.
A real-time measurement and “analysis of the performance of managerial activities is essential” within the
enterprise in order to achieve a better business performance or obtain a significant improvement of
business process. Business Activity Monitoring (BAM) is a system that collects and analyses in real-time
the related data to business process performance and respond with appropriate reaction when a business
event occurs in order to assure the effectiveness of the innovation or improvement efforts of the enterprise
(Kang & Han, 2008).
Colin White (2003) describes BAM as “a BI approach that provides real-time access to critical business
performance indicators to improve the speed and effectiveness of business operations”. He highlights
three essential points about a BAM system in order to get the most of it in a BI environment. First, BAM
technology must be fully understood in terms of business benefits. Second, BAM system must be
integrated with an existing BI and enterprise application integration (EAI) solutions. And third, BAM is
neither just a technology nor a standalone system, and their current implementations are continuously
evolving all over the time to adapt to new challenges.
Current business intelligence solutions present significant deficiencies on performance management since
existing techniques for data analysis and performance management are not appropriate for managing
business operations at operational level, especially when these tasks must be performed in real-time
(White, 2003).
BAM system is aimed to fill this gap by tracking operational events and recording them in a real-time store
(RTS) which serves as a data source for building a data warehouse that will later be used as an input for a
reporting and analysis engine. Therefore, “performance reports and scorecards produced by the reporting
and analysis engines” might be displayed on interactive sites and also produce appropriate alerts to
business users as well as action messages and transactions to operational systems. “All BAM processing
and analysis is done in a single integrated environment that provides scalability, reliability and high
performance” (White, 2003).
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2.4 Business Process Intelligence
Bosilj-Vuksic et al. (2008) define business process intelligence (BPI) as the convergence between BI and
BPM systems, i.e. the application of Business Intelligence and performance-driven management to
business processes.
“Process intelligence deals with the combination of business process management
techniques and traditional business intelligence methods for analysing data to discover
actionable business insights across business processes“ (Bosilj-Vuksic, Indihar-Stemberger,
& Kovacic, 2008)
BPI is an emerging area that is gaining ground and interest among companies as a response to struggling
in the face of intense global competition and running a competitive business environment. Currently, there
exists and increasing demand for improving the efficiency of business processes, to react quickly to
market changes, to respond to non-compliant situations and to meet regulatory compliance. These are
among the main drivers for BPI. BPI “comprises a large range of application areas spanning from process
monitoring and analysis to process discovery, conformance checking, prediction and optimization”
(Castellanos, Alves de Medeiros, Mendling, Weber, & Weijters, 2009).
Grigoria et al. (2004) systemize different features of the BPI suite solutions which pursue the management
of process quality and offer various levels of automation:
Analysis
BPI allows business users to analyse process executions and help analysts to perform root cause analysis
or detect non-compliant situations. Likewise, the analysis capabilities can equally be focused on analysing
the design of business processes and identifying tools and methods for improving existing process
definitions.
Prediction
BPI can derive prediction models for performing predictive analysis over processes instance with the aim
of identifying bottlenecks, possibility of exceptions or undesired behaviour.
Monitoring
BPI can monitor and analyse running process instances, and inform the user of unusual or undesired
situations. Users can monitor the status of the system, processes, services, and resources. In addition
they can define critical situations (alerts) in the forms of key performance indicators (KPI), so that BPI can
notify business users about such critical situations.
Control
Based on process monitoring and predictions, BPI can interact with the BPMS to avoid (or reduce the
impact) of foreseen and actual quality degradations.
Optimization
BPI can identify areas of improvements in business process definitions and in the assignment of resources
and services to work activities.
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Muhelen & Shapiro (2010) assert that “Automatic Process Optimization represents the most advanced
application of process intelligence”. BPI can leverage advanced intelligence method and make use of
historical process analytics and process simulation to generate and evaluate proposals for meeting
business goals.
The analysis of the business process from an historical perspective, and focusing on processing delays,
allows for the intelligent exploration of improvement strategies. Optimization uses process goals
formulated as Key Performance Indicators (KPIs). The analysis of historical process metrics can give an
insight into what changes are likely to help meet business goals. Likewise, simulation tools can be used to
anticipate actions and forecast future behaviour by evaluating systematically the proposed changes.
Furthermore, “optimization can be performed in a fully automated manner, with the analysis termination
upon satisfying the goal or recognizing that no proposed change results in further improvement” (zur
Muehlen & Shapiro, 2010).
“The work on business process intelligence is part of a larger research effort aiming at
developing business intelligence techniques and tools for monitoring, managing, analysing,
and optimizing the entire e-business platform” (Grigoria, et al., 2004)
Even though the application of business process intelligence can provide companies with extraordinary
assets to improve their business performance and meet their business goals, the practical use of BPI is
still limited. According to (Grigoria, et al., 2004), companies are facing the challenges that entail the
implementation of BPI solution, which are manifold:






BPI solution needs to identify the architecture and the technologies that can deliver the
functionalities abovementioned, and understand how to apply or modify these technologies to
achieve the goals pursued.
BPI solution needs to enable the definition of concepts and metrics that enable business-level,
qualitative analysis of processes.
BPI solution needs to develop techniques to make it easy for analysts to use the tool and extract
the knowledge they need, possibly without writing any code.
BPI solution needs a thorough understanding of how interact with the BPMS and with users in
order to build proper BAM solutions and report and correct critical situations in a timely fashion.

(van der Aalst, et al., 2007) assert that process mining techniques have gained a level of maturity that
makes them applicable to real-world business processes, however, as already stated, the real practical
use of BPI is still limited.
Business process intelligence initiatives must address diverse technical challenges. One of the most
challenging is the heterogeneity, where BPI solutions have to deal with the heterogeneous systems
landscape of large enterprises. This becomes even more complex when business processes run beyond
the software boundaries of a single organization. Namely, dealing with cross-organizational business
processes such as large and complex supply chains. While process discovery (process mining) tools can
be rather easily using events logs collected from business process execution on a single workflow system
(van der Aalst, et al., 2007), it becomes difficult when the log is involved in a transactional scope of a
single ERP system such as SAP back to high-level business events (Ingvaldsen & Gulla, 2008).
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Business Process
Improvement

3.1 Introduction
Business Process Improvement (BPI) is “a systematic methodology developed to help organizations make
significant improvements in the way their processes operate” (Harrington, 1991).
Harrington (1991) outlines the features that a BPI approach should ensure in respect on the business
processes of an organization: eliminate errors, minimize delays, maximize the use of assets, promote
understanding, are easy to use, are customer-friendly, are adaptable to customers’ changing needs,
provide the organization with a competitive advantage and reduce excess head count.
Furthermore, he proposes a general BPI methodology which consists in performing perpetual iterations
over of a five-stage cycle:
Stage I: Organizing for Improvement.
This stage is aimed to ensure the success of the overall cycle by undertaking some relevant
activities related to this stage such as reviewing business strategies and requirements, making a
selection of critical business processes and developing an improvement model, among others.
Stage II: Understanding the process
This stage is aimed to define and making a thorough understanding of the current business
processes. The relevant activities on this stage are defining the business scope and mission,
delimiting the business process boundaries, collecting measurement information (cost, time and
value data) and define business measurement and expectations, among others.
Stage III: Streamlining
This stage is aimed “to improve the efficiency, effectiveness and adaptability of business
processes”. The relevant activities on this stage are identifying improvement factors, eliminate
redundancy, attempt process simplification when possible and promote standardization and
automation, among others.
Stage IV: Measurements and control
This stage is aimed to verify and measure the magnitude and impact of each change. The relevant
activities on this stage are to develop and approve an improvement plan, apply the best solution
accordingly to the plan approved, implement a management control systems and track the
transactions through the new processes, among others.
Stage V: Continuous improvement
This stage is aimed to turn back all over the cycle and start again the refinement approach with the
objective of achieving a breakthrough in performance.
Lodhi, Köppen, & Saake, (2011) defend the use of a complete framework for analysis in order to support
business process improvement. This framework is intended to address relevant issues found around the
collection of data from involved systems, informational representation in business process models,
defining improvement techniques and methods, and mechanism to undertake the changes.
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The authors continuing by specifying that process mining is a viable technique “to attempt to solve the
issues related with data collection and its conversion”. This technique, as any other method of analysis,
requires of a data format for representing and storing business events. BPAF (Business Process Analytics
Format) is a standard data representation that “helps in correlating and aggregating business events from
different systems to one location”.
As already mentioned, BPAF is a suitable format for analysis; however there still exists a need for creating
knowledge from data analysis. A decision support system must extract and display knowledge in a proper
manner in order to provide business users and decision makers of an intuitive understanding of business
processes (Lodhi, Köppen, & Saake, 2011).

3.2 BPI Methodologies and Standards
Business process modelling and improvement are essential for responding to a continuously changing
business environment with ever-higher levels of competition. Corporations struggle for achieving
advanced levels of performance, which are even more complex to attain on large organizations where
they experience increasing demands of competitiveness. Hence, companies need a well-reasoned
strategy for remaining viable on the market today (Evelina, Pia, David, von Würtemberg Liv, & Waldo,
2010).
“The quality of products and services is largely determined by the quality of the processes
used to develop, deliver and support them. An effective process is capable of bringing
people, tools and methods together into an integrated whole which produces the expected
outcomes” (Delgado, Weber, Ruiz, Garcia-Rodriguez, & Piattini, 2014).
Several aspects in the context of BPI have to be taken into consideration to continuously improve
business processes. Firstly, it is important to create an organizational improvement context on where
business and software teams are committed with the improvement initiative. Secondly, a systematic
approach for conducting improvement endeavours is essential to meet the business goals. Thirdly, it is
basic to set out an explicit definition of business processes (models), a specification of the software and
underlying technology on where those processes run. Likewise, it is needed to define the set of measures
that must be collected during business process execution. And finally, it is equally essential to avail of
advanced techniques and tools that enable the evaluation of the collected execution logs in order to infer
knowledge for decision making (Delgado, Weber, Ruiz, Garcia-Rodriguez, & Piattini, 2014).
The next figure illustrates a business process intelligence lifecycle as base for supporting business
process improvement initiatives. One of the main challenges is to achieve the alignment between processoriented systems and business intelligence tools (Business Process Intelligence). The implications of this
approach are manifold: 1) it entails the collection and integration of execution logs from heterogeneous
data sources; 2) it entails the storage (distributed warehouse in some cases) of process executions, and
3) it entails the use of advanced analytical tools to provide information about the past (What happened?),
to allow monitoring activities (What’s happening?) and to anticipate future actions (What might happen?)
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Figure 3-1 - BPI Lifecycle (Mutschler, Reichert, & Bumiller, 2005).

Several improvement initiatives have become popular over recent decades and many of them have been
adopted by organizations to improve their business processes. These include Just in Time (JIT), TQM
(Total Quality Management), Lean manufacturing, BPR (Business Process Reengineering), and Six
Sigma. TQM and Six Sigma are based on the application of different techniques to conduct the analysis of
business processes while aligning the efforts with improvement opportunities. These approaches are
based on the PDCA (Plan Do Check Act) and DMAIC (Define, Measure, Analyse, Improve and Control)
improvement lifecycles respectively. There are other lifecycle models in the industry and in the research
community such as IDEAL (Initiating, Diagnosing, Establishing, Acting and Learning). This lifecycle was
initially designed specifically for software process improvement and based upon the Capability Maturity
Model (CMMI). Wessel and Burcher (2004) state that “TQM, Six Sigma requires a strong incorporation of
the corporate control system to enable companies to objectively measure and monitor their long-term
development and monetary outcome of TQM using statistical techniques”. The reference to the use of
CMMI and ISO models is also interesting, but these are difficult to adopt and implement on small and
medium organizations (SME) because of the complexity of their recommendations, which require large
investment in terms of time and resources.

3.2.1 Total Quality Management (TQM)
Total quality management (TQM) is a methodology that settles the basis for mutual cooperation of every
individual in the organization within a business process context, with the aim to produce quality products
and services to achieve the customer satisfaction (Dale & Cooper, 1994).
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“A management philosophy embracing all activities through which the needs and
expectations of the customer and the community, and the objectives of the organization are
satisfied in the most efficient and cost effective way by maximizing the potential of all
employees in a continuing drive for improvement” (BSI, 1991)
Dale & Cooper (1994) define TQM not only as a methodology, but also as a philosophy for managing an
organization, based on the perpetual pursuit of company-wide improvement. According to Sila and
Ebrahimpour (2002), there is not a universally accepted model for TQM, and many TQM frameworks have
been specifically developed for large companies. Ahire and Ravichandran (2001) classified TQM
implementations intro three categories: 1) prescriptive teachings of quality experts, 2) quality standards
(e.g. ISO 9000) and quality awards and 3) scholar academic research that strives to conceptually and
empirically elicit the components of quality management and their linkages to performance. They also
support the philosophy perspective of the TQM implementation, as they "were not driven in theory, and
focused on identifying relationships among TQM constructs and then interpreted these relationships using
a variety of theoretical lenses". TQM has been overshadowed by ISO 9000, Lean manufacturing, and Six
Sigma methodologies.

3.2.2 Six Sigma
The Six Sigma methodology was originally developed by Motorola Inc. by Bill Smith (see Smith, 1993) with
the aim of improving the quality of processes by reducing the defects and variations of processes. A Six
Sigma methodology pursues the customer satisfaction, and strives in achieving good levels of quality in
the enterprises' processes.
“Defect-free performance in all products and services provided to the customer defines
quality” (Smith B. , 1993)
Six Sigma is a data-driven approach to process analysis based on the application of methods and
measurements. It implements the DMAIC lifecycle and one of the most challenging aspects of
implementing a Six Sigma improvement programme for service processes is, particularly, "what to
measure and how?" (Antony, 2006). Although Six Sigma has been successfully implemented in many
manufacturing industries, “its application in the service sector is still comparatively limited" (Antony, 2006).
The most common Six Sigma performance metrics (KPIs) used in the service industry include (but are not
limited to) (Antony, 2006):
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cost of poor quality (COPQ);
defects per million opportunities (DPMO);
process capability;
time to respond to customer complaints;
processing time (mortgage applications, insurance cover, bank loans, etc);
delivery time or speed of delivery;
time to restore customer complaints;
waiting time to obtain the service;
service reliability;
accuracy of information provided to customers;

Business Process Improvement

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

3.3 BPI Lifecycle Models
Next sections will review the following lifecycle models that are related to the business process
improvement initiatives in general, and process performance in particular.
1) The Business Process life cycle. This is the well-known and most widely accepted life cycle
model within the business process realm.
2) PDCA (Plan-Do-Check-Act) life cycle model is widely used in continuous quality improvement
programmes.
3) DMAIC (Define, Measure, Analyse, Improve and Control) life cycle model supports the
improvement activities in Six Sigma approaches.

3.3.1 The Business Process Lifecycle
A business process is involved in a sequence of steps that constitute what is widely accepted by the
research community as the process lifecycle (zur Muehlen & Rosemann, 2004), (van der Aalst, Netjes, &
Reijers, 2007). Despite of the simplicity on its definition, the management view of the life cycle has been
subject of controversy during the previous four decades (Costello, 2008). The business process life cycle
is depicted in Figure 3-2 and defines five phases which are:
Design: This phase is focused on the process definition. In this stage, the designer aims to design and
experiment with business process models, evaluate designs and improve those paths by using the input
obtained from the diagnosis phase (van der Aalst, Netjes, & Reijers, 2007).
Configuration: In this phase the designed process is deployed into the organization. This may require
changes in the organizational structure or even in the technology infrastructure, although this is rarely to
happen, since corporations frequently refuses to replace or redesign their operational systems. Therefore,
it is important that the improvement measures are studied and approved before they are implemented in
this stage.
Execution: In this phase the process starts its execution. Thereby, each running instance of the process
needs to be tracked and measured in order to allow the analysis of the process performance in the control
phase.
Control: In this phase is aimed to analyse measures against benchmark values or targets to assess
whether the process is achieving expected results (Costello, 2008).
Diagnosis: In this phase there are adjustments on business processes according to outcomes obtained in
the analysis stage. Process re-designs are considered if necessary.
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Figure 3-2 - The standard Business Process lifecycle

The terms used in the lifecycle may slightly change between authors. For instance, zur Muehlen &
Rosemann (2004) refer to Process Implementation as the Configuration phase, Process Enactment as the
Execute phase, Process Monitoring as the Control phase and Process Evaluation as Diagnosis phase.
The Improvement activity closes the cycle and it is an essential step as it introduces an added-value
feature to the organization. However, it may not feature any improvement if the process is not optimized
and run as expected (Costello, 2008).

3.3.2 PDCA
Walter A. Shewart was the first author that discussed the PDCA concept in 1939 in his book, Statistical
Method from the Viewpoint of Quality Control. But it was Dr. Deming who gave the name to PDCA “Plan,
Do, Study, Act”, originally named "Shewart cycle" (Johnson, 2002).
PDCA is quality management life cycle that spans four stages. Also known as The Deming Wheel, PDCA
is an ongoing improvement process cycle that can be continuously repeated and measured, and it is used
to study and improve the quality of product and process. It includes four phases (Yang, Yu, & Ma, 2008):





Plan. Design and plan the objective of quality and establish a roadmap for achieving the business
goals according to the demand of market.
Do. Implement the plan according to what was designed in the previous step and produce the
product following the quality planning measures.
Check. Analyse the execution of the quality planning and verify the results are according to the
expectations.
Action. Take actions based on what it was learnt, i.e. detect and identify the error, correct it, and
start over the cycle.

3.3.3 DMAIC
DMAIC stands for the initials of its stages which are Define, Measure, Analyse, Improve and Control. It is
the basis of process improvement on Six Sigma projects. DMAIC, in essence, it is a closed feedback loop
that can be summarized as follows:
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Define: In this phase the process requirements are gathered in a definable and manageable format, and
they may include key measurements required for analysing process performance or any other related
information.
Measure: The goal in this phase is to calculate key process metrics on a continuous basis during process
execution. This metrics must be related to the process definition identified in the previous step.
Analyse: This phase is focused on the analysis of enterprise processes. Critical paths, bottlenecks
identification, inefficiencies or error rates are to be identified and analysed in this phase accordingly to the
performance information available.
Improve: Based on the analysis made in the previous step, this phase aims to overcome the deficiencies
found by proposing changes in the processes. Those changes must be approved, implemented and
deployed into the operational environment.
Control: In this phase the improvement measures are tracked and it is aimed to verify predictable process
states. Finally, the lifecycle starts over again on continuous improvement basis, so the DMAIC phases are
repeated on a perpetual loop until processes reach a predictable process state.
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Business Intelligence

4.1 Business Intelligence
"Business Intelligence is a set of methodologies, processes, architectures, and technologies
that transform raw data into meaningful and useful information used to enable more effective
strategic, tactical, and operational insights and decision-making" (Statchuk, 2011).
The next figure illustrates a common Business Intelligence architecture for analysing data from operational
systems. The figure depicts how the data are extracted from operational data sources (ODS), transformed
into a unified data format and loaded into a data warehouse component that manages the structured
analytics data. This DWH component may serve as an input for analytical applications and BI tools to
enable the decision making.

Figure 4-1 - Data Warehouse Architecture and BI components (Costello, 2008).

In response to competitors, many organizations strongly rely on their enterprise information systems to
achieve their business goals (Tan, Shen, Xu, Zhou, & Li, 2008). Widespread systems such as enterprise
resource planning (ERP), supply chain management (SCM) and customer relationship management
(CRM) are continuously involved in business transactions handling supplier and customer data. “Those
various operational and transaction data can be transformed into information and then into knowledge by
using business intelligence (BI) tools” (Wu, 2010).
Traditional business intelligence platforms have become a powerful tool for business users for decision
making. It is an undeniable fact that BI systems have compelling capabilities to answer end-users
questions like “What happened?”, since they analyse and make the most of the historical data.
Nevertheless, what organizations really often need is to answer to questions such as “Why did it
happen?”, “What is going to happen?” or even “What would happen if?”
The answers to these questions are the base of knowledge that business users pursue to improve their
business processes with the aim at anticipating actions and achieving the overall organizational
effectiveness. These questions are intrinsically related to the creation of knowledge from a business
process perspective, as this is the root cause of business improvement, and it is also the place where
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organizations can really gain competitiveness by optimizing resources, improving the cost-benefit, thereby
meeting their business goals.

4.1.1

Real-time Business Intelligence

Organizations strive by reducing the time needed to react to non-compliant situations with the aim of
continuously gaining competitiveness. Monitoring and analysing business events for decision making in
real-time is the key. Seufert & Schiefer (2005) state that:
”An ideal state would be reached if reactions were possible in real-time”.
Analysing data to predict actions, identifying trends or improving the performance of enterprise business
systems is a part of running a competitive business. These actions are usually undertaken in the form of
delivering periodic reports to enterprise decision makers. However, with increasing competition and rapidly
changing business needs, business users require something more than “scheduled analytics reports, preconfigured key performance indicators or fixed dashboards”. The new evolving demands tend to provide
business users the ability to construct ad hoc queries on the fly to be answered quickly as well as
“actionable information from analytic applications using real-time business performance data”. Moreover,
these insights should be fully accessible to the right people at any time (Azvine, Cui, Nauck, & Majeed,
2006).
“Real-time decision support provides suggestions of how to speed up the flow of information
in order to achieve competitive advantages.” (You, 2010).
Seufert & Schiefer (2005) focus on real-time business intelligence systems from an Enterprise Application
Integration (EAI) context, since this technology has recently become a popular solution for integrating
heterogeneous systems in or near real-time. Its popularity has significantly increased due to their powerful
capabilities to broadcast any kind of data updates around every involved system.
The system integration between operational systems through the EAI paradigm, only involves data
consolidation but not data analysis. Here, Business Intelligence becomes the backbone “to produce the
information that is necessary to decide and take appropriate actions”. And so, real-time decision support is
gaining a great deal of attention, and concepts such as “active warehousing, real-time analytics, real-time
warehousing, or real-time decision support, provide suggestions of how to speed up the flow of information
in order to achieve competitive advantage” (Seufert & Schiefer, 2005).
“Vendors of BI and data warehousing solutions tend to enhance their products by
mechanisms for real-time data integration and real-time analysis: this leads to the
convergence of EAI and BI solutions. “ (Seufert & Schiefer, 2005).
The next figure illustrates a traditional real-time BI architecture. The source system data are processed
and converted by real-time ETL implementations, and stored in an intermediary data cache. Thereafter,
the cached data is loaded into a data warehouse by a scheduled task, and consequently the event data
become ready to be accessible in or near real time by analytical applications.
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Figure 4-2 - Traditional real-time BI architecture (Nguyen, Schiefer, & Tjoa, 2005).

The presentation of metrics in real-time business intelligence systems has a direct impact on decision
latency. The Figure 6 shows “the potential loss of business value that is caused by a delayed reaction to a
business-relevant event”. Business analysts may mitigate these latency effects if they react early enough
and before the impact occurs on the process customer, thus avoiding a loss of customers loyalty caused
by a damaged image on service delivery (zur Muehlen & Shapiro, 2010).

Figure 4-3 - Latency types on real-time process analysis (zur Muehlen & Shapiro, 2010).
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Business Activity Monitoring technology plays a fundamental role in minimizing this latency by reducing
“the cycle time for capturing, storing, and visualizing business relevant events”. Furthermore, an adequate
representation of business events as well as a successful implementation of a BAM solution under an
appropriate technical infrastructure is essential to shorten the responsive latency of organizations (zur
Muehlen & Shapiro, 2010).

4.1.2

Collaborative Business Intelligence

Cooperation is one of the major corporations’ assets for increasing flexibility, competitiveness, and
efficiency in order to remain viable in today’s ever-competitive market. Business users need to access
information anywhere and performing business data integration in inter-business collaborative contexts
with the aim of companies to organize and coordinate themselves to share opportunities and gain
competitiveness (Rizzi, 2012).
Collaborative BI environments, in terms of business analytics functionality, extend “the decision-making
process beyond the company boundaries thanks to cooperation and data sharing with other companies
and organizations” (Rizzi, 2012). In addition, federated data warehouses provide transparent access to the
distributed analytical information across different functional organizations.
In the regard of applying a federative approach on distributed data warehouse systems, (Rizzi, 2012)
highlights the importance of defining of a global schema that represents the common business model of
the organization, where the construction of a generic model will enable the integration of distributed
business information along the collaborative network. In short, “data warehouse integration is an enabling
technique for collaborative BI, and it provides a broader base for decision-support and knowledge
discovery than each single data warehouse could offer. The base of this integration is architected by
federative approaches and is widely discussed in (Rizzi, 2012).

4.1.3

Extract, Transform & Load (ETL) Process

One of the main objectives of BI systems is gathering data from a diverse set of sources and converting
such data into valuable information which can be queried and transformed into knowledge. Here is where
ETL processes come into play.
“Collecting and reconciling all operational data related to business processes, enables
the measurement of process performance and helps to identify opportunities for process
improvement.” (Seufert & Schiefer, 2005)
ETL refers to the procedure to extract, transform and load information into a data warehouse system
(Kimball & Ross, 2002). ETL processes are the backbone of any BI solution, and an effective
implementation of such processes is mandatory in order to unify, integrate and query the business event
data in an effective and efficient manner. If these methods are not undertaken properly, the business
events will be poorly managed and the analysis of process execution outcomes will not produce the
expected results making the overall system useless.
Event data collection involves “moving data from a set of sources to an integrated data warehouse”.
Normally, the data sources are heterogeneous systems in which implementation is based on diverse
technical platforms with their own data structure and where storage is spread around many locations
(Kimball & Ross, 2002).
A data warehouse aims to extract the data from the source systems and transforms it so that it is
meaningful for decision support.
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Huge J. Watson & Wixom (2007) state that metadata plays a key role since the data migration process is
a complex task to carry out due to the following reasons. First, the business users must understand
multiple characteristics involved in the data in order to use it in an effective way. Second, the “metadata is
technical and business in nature; it describes field values, sizes, ranges, field definitions, data owners,
latency, and transformation processes”. And third, “metadata provides transparency as data moves from
sources to the warehouse to end users”.

4.2 Decision Support Systems
Decision support systems (DSS) is a discipline in the area of information systems (IS) that is focused on
supporting and improving managerial decision-making. Contemporary DSS include “personal decision
support systems, group support systems, executive information systems, online analytical processing
systems, data warehousing, and business intelligence” (Arnott & Pervan, 2005).
The term “Decision Support Systems” first appeared in 1971 following the work of Gorry and Scott Morton
(1971). Gorry and Scott Morton conceived DSS as systems “that support any managerial activity in
decisions that are semi-structured or unstructured”. DSS has been a research topic since the early 1980s,
and there have arisen a plethora of terms and definitions since then. The original aim of those early
systems was to create an environment in where the human decision maker and the IT-based system could
interact together to solve business problems (Arnott & Pervan, 2005).
Next figure shows the evolution of DSS along the history and the multiple terms and buzzy words
associated to this discipline.

Figure 4-4 - Evolution of Decision Support Systems (Arnott & Pervan, 2005).
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Arnott & Pervan (2005) highlight the Alter's influential taxonomy of decision support systems (Alter, 1980)
which has been widely used in DSS research and textbook. Even though it was firstly formulated in the
late 1970s, it still remains relevant. This taxonomy (Table 4-1) gives an insight into the technical
foundation of DSS, and it helps to classify contemporary DSS like business intelligence systems and
customer relationship analytics.
Table 4-1 - Alter’s Taxonomy of Decision Support Systems (Alter, 1980).

Technical Orientation

System Types

Description

Data-oriented

File Drawer Systems

Allow immediate access to data items

Data Analysis Systems

Allow manipulation of data by tailored or
general operators

Analysis Information Systems

Provide access to a series of databases
and small models

Accounting Models

Calculate the consequences of planned
actions using accounting definitions

Representational Models

Estimate the consequences of actions
without using or partially using accounting
definitions

Optimization Models

Provide guidelines for action by generating
an optimal solution

Suggestion Models

Provide processing support for a
suggested decision for a relatively
structured task

Model-oriented

”Decision-making phases and steps can be improved by the support of decisional services
and tasks, which are provided by architectural capabilities that can/could in the future be
computationally implemented by symbol/program-based mechanisms” (Mora, et al., 2005)
The current DSS industry movement is oriented to business intelligence (BI) as one of the most leading
areas of investment (Arnott & Pervan, 2005). Arnott & Prevan (2005) consider BI platforms to be a form of
evolution of DSS systems that appeared in the early 1980s. Specifically, they are a contemporary
definition of Executive Information Systems (EIS), which are data-oriented DSS that provide reporting
about the nature of an organization to management (Fitzgerald, 1992), and these are used by all levels of
management.
“We use business intelligence as the contemporary term for both model-oriented and dataoriented DSS that focus on management reporting, that is, BI is a contemporary term for EIS”
(Arnott & Pervan, 2005)

4.3 Process Mining
As already mentioned, current BI tools do not provide a mature data mining background, and their final
aims are simply focused “on data and local decision making rather than end-to-end processes”. Business
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process management (BPM) systems are based on process models which are used to analyse
operational processes, however there currently exists a noticeable disconnection between the processes
and their actual event data, and thus their “results tend to be unreliable because they are based on an
idealized model of reality and not on observed facts” (van der Aalst, 2011).
Wil van der Aalst (2011) defines process mining as an emerging discipline that “aims to discover, monitor,
and improve real processes by extracting knowledge from event logs readily available in today’s
information systems”. In recent years, enterprise information systems have undergone a spectacular
growth of event data and process mining techniques have matured significantly. As a result, management
trends related to business process improvement initiatives can now benefit from process mining to
improve their business processes.
The process mining manifesto (van der Aalst, et al., 2011), gives the following definition of process mining:
“The idea of process mining is to discover, monitor and improve real processes (i.e., not
assumed processes) by extracting knowledge from event logs readily available in today's
systems.”
Despite of event data is everywhere within and across organizations, the important managerial decisions
of corporations tend to be based on PowerPoint charts, local politics, or management dashboards rather
than on careful analysis of event data. Latest advances on this emerging research area of process mining,
allow corporations to unfold the knowledge hidden in the event logs and turn them into actionable
information. Classical data mining approaches have been traditionally used to discover trends and support
complex decisions based on large datasets. However, inner problems in terms of classification,
regression, association rule, learning or sequence/episode mining, are not process-centric (van der Aalst,
2011), thus BPM approaches are not aligned with current BI and Data Mining technology. Process mining
comes into play aiming to bridge the gap between them.
As previously stated, there is a noticeable disconnection between business processes and their actual
event-data at nowadays, as they are focused on local decision making rather than end-to-end processes.
Furthermore, their outputs tend to be unreliable since they are based on idealized models of reality rather
than on observed facts (van der Aalst, 2012). According to van der Aalst (2011), process mining enables
event-based process analysis, where research outcomes must be fact-based, and therefore empirically
evaluated with real data which leads to trustworthy analysis results.
Van der Aalst, M. (2012) states that process mining can be the key-driven technology to align Business
Intelligence with process-oriented systems by combining event-data and process models. This can be
leveraged by next generation of BI systems for providing insight into business process throughput, key
intelligence in initiatives aimed at measuring and improving overall business performance.
“Process mining is based on facts. Based on observed behaviour recorded in event logs,
intelligent techniques are used to extract knowledge. Therefore, we claim that process
mining enables evidence-based BPM. Unlike existing analysis approaches, process mining
is process-centric (and not data-centric), truly intelligent (learning from historic data), and
fact-based (based on event data rather than opinions)” (van der Aalst, 2012).
Process mining discipline is gaining ground in recent years and it is considered to be one of the most
important innovations in the field of business process management. This interest has led corporations to
get an increasing interest in log-based process analysis, which has motivated the establishment of the
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IEEE Task Force on Process Mining. “The task force aims to promote the research, development,
education, and understanding of process mining”. It was established in 2009 in the context of the Data
Mining Technical Committee of the Computational Intelligence Society of the IEEE (van der Aalst, 2012).

Figure 4-5 - An event log and four potential process models aiming to describe observed behaviour (van der
Aalst, 2012).

(Castellanos, Alves de Medeiros, Mendling, Weber, & Weijters, 2009) describe a practical overview of
process mining and its important role within the context of business process intelligence. They focus on
the ability of organizations to register and generate event logs on what have been occurred during the
execution of their business processes. Hence, those event logs are the starting point of the analysis by
applying process mining techniques. Moreover, it is assumed that the event logs must contain data about
(i) which events correspond to which process instance (event correlation), and (ii) the ordering of those
events along the timeline of their process instance execution.
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The analysis using process mining techniques can be broken down into three different areas: discovery,
conformance and extensions (Castellanos, Alves de Medeiros, Mendling, Weber, & Weijters, 2009):
1) Discovery: This technique is focused on mining information purely from the data contained in the
event log. Hence, there is not pre-existing knowledge about the process model that describes the
processes in the organization. Process mining provides methods and tools that are able to
discover the specification of these processes directly from the event log.
2) Conformance: This technique is aimed to verify that business processes are compliant with
organization rules. The executions registered in logs must follow the desired behaviour specified
in the model. Conformance algorithms can verify and detect undesired behaviours and
exceptional situations from the event log and the process (conformance) model.
3) Extensions: The extensions algorithms enhance previously defined models by mining the event
log to automatically discover business rules.

Figure 4-6 - The three basic types of process mining in terms of input and output (van der Aalst, 2012).

Business process analysis ranges from model verification at design-time to the monitoring of processes at
run-time. The techniques described above are part of an analysis at run-time, but a design-time analysis is
equally important to close the loop of analysis and establish the base of improvement. Therefore, two
types of analysis are needed, 1) analysis at design-time and 2) analysis at run-time. At design-time, the
model is the only basis for the analysis, such as re-design a process on a workflow or on a BPEL instance.
At run-time, the actual behaviour of processes can be identified and inferred by using process mining
tools.
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Next figure illustrates an overview of the different types of process mining techniques discussed in this
section.

Figure 4-7 - Different types of design-time and run-time analysis on process mining (van der Aalst, 2008).

4.3.1

ProM

ProM is the leading tool for performing process mining activities and it is the result of multiple research
efforts in the area of process mining. ProM is a fully extensible framework that supports a wide variety of
process mining techniques in the form of plug-ins for applying discovery, conformance and extension
among others. Currently, it has available more than 500 plug-ins and supports process definition in
multiple formats such as Petri Nets (PNML, TPN), EPML, BPMN (XPDL), Process Trees (PTML), etc.
Likewise, is compatible with standard event formats for process mining, i.e. MXML and XES.

4.3.2

XeSame

XeSame is a standalone application that allows business users extract event logs from non-event log data
sources. Although many enterprise information systems record execution information in logs, this
information is not easily readily for being processed by process mining tools, i. e. ProM. The end goal of
this tool is to reconstruct the event log from data stored from corporations’ systems. The most recent
versions of ProM include this application in the form of a plug-in (Verbeek, Buijs, van Dongen, & van der
Aalst, 2011).

4.3.3

Disco

Dicso is the flagship product of Fluxicon for supporting Process Mining. It provides capabilities for getting
actionable insight about processes from event logs. The authors are the co-founders of Fluxicon and
former researchers in Technische Universiteit University Eindhoven, where they received a PhD degree in
the area of process mining. The process mining research group at such University is the originator and
leading drivers of this topic in the research community.
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4.4 Business Process Analytics
Michael zur Muehlen (2009) defines Business Process Analytics as “the family of methods and tools
that can be applied to the event streams in order to support decision-making in organizations”.
The fact of managing enterprise businesses effectively requires enterprise decision makers of the use of
sophisticated management tools in order to understand business processes from various perspectives and
adapting the business goals to the increasing business demands. Consequently, meeting business needs
requires, most of the times, achieving a significant improvement and refinement on business processes.
This has become a serious challenge on recent times where significant research efforts there have been
aiming at improving business process performance (Tan, Shen, Xu, Zhou, & Li, 2008).
“How do we evaluate business processes in an enterprise? The answer to this question is
the basis of enterprise process simulation and optimization research for business process
improvements.” (Tan, Shen, Xu, Zhou, & Li, 2008)
Hammer M. (1990) states that “starting from the very basic issues, reformation of the reengineering
process will dramatically improve an organization in terms of its cost, quality, service, and speed”.
Enterprise decision makers need sophisticated process modelling and management tools in order to
enable an effective management of enterprise business processes. The understanding of business
processes and the appropriate use of methods and techniques are essential for identifying potential issues
or discovering areas for improvements in a quick manner for gaining competitiveness (Tan, Shen, Xu,
Zhou, & Li, 2008).
Business process analytics provides decision makers and process participants with insight about the
efficiency and effectiveness of organizational processes from a performance and compliance perspective
of business processes. From a performance perspective, the process analytic aims to reduce the reaction
time of “decision makers to events that may affect changes in process performance”. From a compliance
perspective, the process analytic aims to ensure that process executions do not lead to incompliant
situations and that business processes meet the governing rules as well as the service agreements (zur
Muehlen & Shapiro, 2010).
The analysis of process events are focuses on two main dimensions: analysis of the behaviour of
completed processes which is intended to evaluate currently running process instances, and analysis on
the prediction of the process instances behaviour in the future (zur Muehlen & Shapiro, 2010).
The next figure shows the different stages of process analytics in context proposed by Michael zur
Muehlen, “Business Process Analytics” (2009).
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Figure 4-8 - Business process analytics in context. Michael zur Muehlen,
Business Process Analytics (2009)

A generic design of a process analytics system requires of an event format independent of the underlying
process model. In order to unify criteria, a standardized state model is mandatory for audit event purposes
in heterogeneous environments since each process execution environment may implement a slightly
different state machine (zur Muehlen & Shapiro, 2010). Muehlen and Shapiro (2010) propose the BPAF
(Business Process Analytics Format) event format to represent knowledge about business process
analysis. BPAF is a standard adopted by the WfMC to support the analysis of business process. The
internal details of this standard will be covered in further sections of this thesis.

4.4.1

Business Process Execution Query Language

One key challenge in decision making is having access to all relevant information in order to undertake a
performance and compliance assessment of business processes at a determined moment or in a
particular situation. Such information is normally dispersed on diverse heterogeneous systems where
organizational business processes are involved around. In such case, not only the collection, unification
and correlation of event data are required, but also to be able to retrieve and query the information from an
event repository.
This section reviews information about the state-of-the-art on the mechanisms to query business process
execution data.
4.4.1.1
Semantic Web
Semantic Web technology is a set of ontology languages, repositories, reasoning mechanisms and query
languages that “provide scalable methods and tools for the machine-accessible representation and
manipulation of knowledge” (Hepp, Leymann, Domingue, Wahler, & Fensel, 2005).
4.4.1.2
Semantic Event Processing
The combination of event processing and semantic technologies leads to semantic event processing.
Teymourian and Paschke (2009) study different works and approaches that try to define a common top
ontology for describing events in different domains. They reached the conclusion that it is not possible to
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define one single common top ontology that can be used to represent events in quite heterogeneous
domains. Furthermore, they assert that significant events attributes such as “What happened?”, “When it
happened?”, “Who is involved?”, “Where?”, “Why?”, “What?”, “How?” etc., they would not be a scalable
and efficient approach to represent all this event information in one common ontology. Additionally, they
also stated that this approach would never be complete because it cannot cover all potential application
domains (Teymourian & Paschke, 2009).
4.4.1.3
Ontologies
In the scope of this thesis, an ontology can be defined as an explicit specification that defines a common
vocabulary for researchers and software agents with the aim of sharing the understanding of the structure
of information in a particular domain (Noy & McGuiness, 2001). Nitzsche, Wutke, & van Lessen (2007)
state that an ontology is described using a formally defined language that consists of:





A number of concepts represented as classes supporting the definition of hierarchies through
(multiple) inheritance.
Instances of concepts representing concrete objects of the ontology.
Relations between concepts.
Axioms that capture knowledge that cannot be inferred.

Web Ontology Language (OWL)
Web Ontology Language (OWL) is a language for defining ontologies within a given domain. Being built on
the top of RDF, OWL is specified in XML format and “is designed to be interpreted by a computer”.
Additionally, an OWL ontology “may include descriptions of classes, properties and their instances”. The
OWL format semantics specifies the way the facts are deduced. These facts are not literally present in the
ontology, but are inferred by the semantics (Aref & Zhou, 2005).
“An ontology differs from an XML schema in that it is a knowledge representation, not a message format.”
(W3C, 2004)
OWL language has three expressive sublanguages which are designed for different usages (W3C, 2004):





OWL Lite: supports those users primarily needing a classification hierarchy and simple constraint
features.
OWL DL: supports those users who want the maximum expressiveness without losing
computational completeness (all entailments are guaranteed to be computed) and decidability (all
computations will finish in finite time) of reasoning systems.
OWL Full: is meant for users who want maximum expressiveness and the syntactic freedom of
RDF with no computational guarantees.

Resource Description Framework (RDF)
Resource Description Framework (RDF) is an official W3C standard model for the representation of data
in a labeled graph data format. The RDF data model defines the structure of the RDF language and is
modelled as a triplet of three basic data types (Bönström, Hinze, & Schweppe, 2003):
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A RDF statement is typically expressed as a triplet of [resource - property - value] and is typically defined
as (P,R,V): A resource R has a property P with value V. These data combination can also be seen as
object-attribute-value triplet. Statements can also be expressed as graphs where the nodes represent
resources and their associated values in relation to the directed edges which represent the properties
(Bönström, Hinze, & Schweppe, 2003).
4.4.1.4
SPARQL
SPARQL is an official W3C standard query language to extract data from RDF graphs. It is a declarative
and extendable query language that provides a powerful graph matching mechanism based on so-called
triple patterns. Each pattern consists of “subject, predicate and object, and each of these can be either a
variable or a literal”. During the query evaluation, the variables specified in the triple patterns are matched
against the RDF input graph and the evaluation process is described by a set of mappings, where each
mapping is associated to set of variables related with graph components (Schmidt, Meier, & Lausen,
2010).
SPARQL supports advanced operators “(namely SELECT, AND, FILTER, OPTIONAL, and UNION)” which
increase the expressiveness of the language, and thus enabling to construct more complex queries
(Schmidt, Meier, & Lausen, 2010).
4.4.1.5
FPSPARQL
FPSPARQL is query language for analyzing event logs of process-oriented systems based on the
concepts of folders and paths. These concepts enable analysts to join related events together and
additionally, store the folders and paths to later be used in future analysis. FPSPARQL extends the
SPARQL graph query language by implementing progressive techniques in a graph processing engine
(Behesti, Benatallah, Motahari-Nezhad, & Shakr, 2011).
4.4.1.6
EP-SPARQL
Event Processing SPARQL (EP-SPARQL) is an extension of the SPARQL querying language for event
processing and stream reasoning that enable stream-based querying. It extends SPARQL language for
supporting event processing and stream reasoning capabilities (Anicic, Fodor, Stojanovic, & Rudolph,
2011).

4.5 Business Process Simulation
Business process simulation is the act of reproducing the behaviour of business processes in a fictitious
environment but with real data, hypothetical data or both, with the aim of providing a better insight and
knowledge to the business process analysis by the detection and prediction of future situational
behaviours.
As already mentioned in previous sections, business processes improvement is aimed at the redesign and
redeployment of business processes in a continuous improvement cycle (Jansen & Netjes, 2006).
Historical data analysis is useful for identifying behavioural patterns based on past actions, but not for
performing what-if analysis by comparing different scenarios based on some hypothetical information.
The use of simulation engines allows existing and redesigned processes to be evaluated and compared. It
may also provide a quantitative estimation of the impact that a redesigned process is likely to have in
relation to process performance and also ensuring that the redesigned processes meet the business
demands (Jansen & Netjes, 2006).
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Simulations are normally represented in models that are abstractions of the real business processes within
an organization. Discrete-event simulation models are based on events that occur within the execution
flow of a business process and are designed to “add value to business process analysis, business process
management, business monitoring and decision support”. The collection of random occurrences of
business events can serve to the simulation engine to reproduce the dynamic behaviour of the business
(DeFee & Harmon, 2004).
DeFee & Harmon (2004) describes two common types of discrete event simulation models:



Probabilistic: the use of probability distribution functions to represent a stochastic process (this
type of implementation is also commonly known as Monte Carlo)
Deterministic: the events that are input into the simulation will produce the same set of results
over time.

The process model, in combination with a determined set of assumptions, is essential for a simulation
system to determine how work flows across the business processes. Such assumptions are usually based
on the understanding and knowledge of historical flows which may be combined with current execution
data and also fictitious information based on a given hypothesis (DeFee & Harmon, 2004).
Additionally, a simulation system can be configured to repeatedly run simulations with the most recent
data and alert business users and managers of potential problems before they occur. Moreover, detecting
the way that proposed changes will affect business process execution in the future is a great feature that
would enable decision makers to anticipate actions and future business behaviours (DeFee & Harmon,
2004).
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Chapter 5. Technologies for
Performance Management
5.1 Event-Driven Architecture
An event-driven architecture (EDA) is an architectural IT infrastructure (from a logical view), that
communicates different software components through the exchange of data in form of event messages.
“Typically an EDA is implemented as a message oriented middleware (MOM) that defines
extract, transform, load (ETL) operations in order to send the event message to the
appropriate receivers.” (Minguez, Zor, & Reimann, 2011)
Many often, enterprises’ business data are handled by heterogeneous systems which run on distinct
operating systems, are implemented on different technological platforms, and even use incompliant
standards. Those systems are usually critical for corporations’ efficiency which frequently refuses to
replace them or redesign them.
Two major challenges need to be faced in this scenario. First, it is required to overcome the problem of
how integrating heterogeneous legacy information systems into “information flows across different
enterprise applications and the detection”, and second, it is necessary to interpret and processing
“complex events that trigger the corresponding reactive processes” (Minguez, Zor, & Reimann, 2011).
EDA is a suitable solution for achieving the integration of corporations’ legacy system in a global
framework focused on data propagation context. Behind the scenes, the framework usually resolves
destinations of an event-message depending on the event data attached in the own message and the
sender. The communication is always performed through a central module responsible of routing,
mediating and transforming the messages in order to be delivered to the destination in the appropriate
structure and format (Minguez, Zor, & Reimann, 2011).

5.1.1

EDA-BAM

Event-driven architecture (EDA) is the underlying technological platform that usually supports the BAM
system implementation.
“Business Activity Monitoring relies upon event-driven architecture principles and
components to enable companies monitor their business operations” (Costello & Molloy,
2009).
BAM systems need to define a set of modules with capabilities to monitor processes in (near) real-time,
and provide meaningful information about “on-time views of enterprise operations” (Costello, 2008)
Costello (2008) points out four core modules required for the successful implementation of a BAM
solution:
Event Processing Module
This module is the core and most important part of a BAM solution. It is the responsible entity of the
extraction and collection of business data from source systems. These business data often refers to
business events.
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Process Definition Module
This module is responsible of providing of some meaning to the event data collected. BAM systems must
explicitly define a set of process models whereby, an implicit relation between the stored data and the
business process can be made.
Monitoring Module
This module is responsible of “applying business logic to analyse the data”.
Visualization Module
This module is responsible of displaying the analysed data in an appropriate way for generating messages
and alerts to business users.

5.1.2

Event-Based Systems

An event can be defined as any transient occurrence of interest for a computing system, and an event
instance is “a concrete semantic object containing data describing the event” (Teymourian & Paschke,
2009).
Events may present different relationships to each other in different domains. However, in most cases the
most common data types used in event models is a time attribute. The timestamp of the event capturing is
usually considered, but also the start and end time of the event, the start and duration of event, or even
the window slicing time between events during execution (Teymourian & Paschke, 2009).
Event attributes are items and data associated to a determined event which is the result of an action, or
“any other information that gives character to the specific occurrence of that type of event”. A set of
attributes or data elements within the event context can be used to “define a relationship with other events
in order to correlate them” (Rozsnyai, Schiefer, & Schatten, 2007). This action is commonly known as
event correlation which is reviewed in further sections.

Event-based systems are commonly used to “implement networked and adaptive business
environments based on loosely coupled systems in order to respond faster to critical business
events”. They are intended to capture event information from a variety of heterogeneous sources,
usually called producers, and distribute it in a timely manner to a set of processing units which are
usually called consumers. These systems are used to integrate a variety of heterogeneous
components into a loosely coupled distributed system such as “application components, post-commit
triggers in a database, sensors, or system monitors, and event consumers which can be application
components, device controllers, databases, or workflow queues” (Schiefer, Rozsnyai, Rauscher, &
Saurer, 2007).
Event-based system implementations are typically based on well-known architectural patterns such
as “a publish-subscribe paradigm as well as on stream processing, continuous queries, and rulebased event correlation”, which are suitable ways of representing, filtering and querying events
(Rozsnyai, Schiefer, & Schatten, 2007).

5.1.3

Event Stream Processing
“An event stream is a sequence of event objects, typically arranged in order of arrival time.”
(Chandy & Ramo, 2007)

An event stream can be viewed from a persistence perspective, as a special entity in a relational database
context where each record represents a determined event object that arrived to the event processing
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system. Typically, each record contains a timestamp that specifies when the event object was instantiated,
and relevant information along the event object is appended to the stream table every time a new event
object arrives (Chandy & Ramo, 2007).
Event stream data can be retrieved from the stream table by specifying a window time. That is querying all
records with timestamps set within the specified window. Typically, EDA systems retrieve and process
messages from input queues containing event instances which reside in external message-oriented
middleware or inside the database itself. Event streams often contain irrelevant event objects for an event
processor which must filter out the useless event data by using rules that are specific to the business
function (Chandy & Ramo, 2007).

5.1.4

Business Events

Business events are defined as “observable actions or relevant state changes in IT systems”. Normally,
these events are exchanged between different peers in a message form and usually structured in an XML
format (Rozsnyai & Vecera, 2007). At nowadays, these events may also be represented in a myriad of
data formats that are more efficient to be used on event stream processing such as JSON, BSON,
protobuf, etc. These formats are especially relevant from an efficiency standpoint since they present a
lower overhead in comparison to XML.
Chandy & Ramo (2007) define business events as a “meaningful change in the state of something
relevant to the business”.
The accelerated growth of IT technologies on recent times has empowered the possibilities of capture and
treatment of business-related events. Rozsnyai, Schiefer, & Schatten (2007) in their work “Concepts and
Models for Typing Events for Event-Based Systems”, establishes some exemplary capabilities of eventbased systems in relation to business event and the importance of an event model in achieving flexibility
and usability on event-based systems:
Development Tools
An event model is primarily important to check the consistency of linked processing tasks or providing
auto-completion capabilities for event-related expressions. These capabilities can significantly facilitate the
queries construction and definition, event-triggered rules or data mappings.
Integration Tools
The event producer is normally a business system integrated with the event-based system. Events are
delivered in a producer-consumer fashion, and these events are often represented as XML messages due
to its extensibility and flexibility that enormously eases the integration between disparate systems on a
data level. Many existing event-based systems follow a SQL-based approach for querying event streams,
but they present certain limitations when querying hierarchical data.
Event Mining
“An event model has a significant impact on how event patterns can be discovered in event streams or
within historical event traces”. From a statistical analysis, it is necessary to join events with similar specific
characteristics. Thereby, event mining approaches require of event types for “classifying, ranking or
analysing temporal sequence patterns”.
Query and Rule Management
It is a real challenge for business users to define queries and rules on event-based systems. Therefore,
the use of graphical tools for building queries and rules are essential, and thus it requires of an event
model that eases to business users their construction and understanding.
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Event Model

In an event-driven architecture approach, the consumer entities need to establish a way to understand the
received business events since the producers do not deal with the details of consumer processing. An
event model fills this gap by providing a definition and a structure for every event type (Rozsnyai, Schiefer,
& Schatten, 2007).
Rozsnyai, Schiefer, & Schatten (2007) define the scope of an event model as follows:





Description of a valid schema that defines the attributes of events which can be identified by an
event processing consumer.
Methods and mechanisms to extend an existing schema for aggregating or specializing events.
Classification of event types that can be processed by the event consumer for subscription
purposes.
Definition of relationships between events.

Within the context of event-driven business process management, Becker et al. (2012) review the most
relevant event formats that currently exist in the research community for representing and analysing event
logs, especially in the fields of Business Process Management (BPM), Business Activity Monitoring (BAM),
Complex Event Processing (CEP) and related areas.
The next table classifies the list of event formats reviewed by the authors (Becker et al.). They identify four
different domains: BPM, CEP, System Interoperability and IT security, and three different enterprise
architecture layers where the events are involved into:
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B - Business Layer: In this layer, normally the event formats focus on data originated by the
execution of enterprises’ business processes from operational systems.
A - Application Layer: In this layer, the events are not explicitly involved in business
transactions but claims for generality.
I - Infrastructure Layer: In this layer, the event formats deal with low-level technical details by
representing event data that is collected from devices such as networks, routers, etc.
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Table 5-1 - Event formats classification (Becker, Matzner, Müller, & Walter, 2012).
Name

Purpose

Business Process Analytics Format (BPAF)

Analysing and monitoring of process run time
audit data.

B

Common Workflow Audit Data (CWAD)

Analysing and monitoring of audit data from
different workflow related systems.

B

Mining XML Format (MXML)

Analysing of event logs for process mining.

B

eXtensible Event Stream (XES)

Analysing of event logs, in particular for
process mining.

B

Rule Core Event Format (RCEF)

Packaging of arbitrary event data for
automatic processing.

WebSphere Business Event Format
(WBEF)

Packaging of arbitrary event data for
automatic processing.

Common Base Event (CBE)

Interoperability and communication among
different enterprise components and business
applications.

Common Event Expression (CEE)

Interoperability of electronic systems and
devices.

Web Services Distributed Management
(WSDM) Event Format

Interoperability of communication among
different IT resources in a web service based
system architecture.

Common Event Format (CEF)

Detection of low-level security relevant events
from different kinds of infrastructure devices.

Intrusion Detection Message Exchange
Format (IDMEF)

Interoperability of electronic systems and
devices.

Incident Object Description Exchange
Format (IODEF)

Intrusion management and collaboration of
Computer Security Incident Response teams

Distributed Audit Service (XDAS)
Common Audit Event Record Format
(XCAERF)

Security auditing across heterogeneous
systems and applications

Event Metamodel and Profile (EMP)

--

IT Security

System Interoperability

CEP

BPM

Domain
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In the next table (Table 5-2), Becker et al. (2012) outlines the outcomes of the analysis of the most
relevant and promising event formats for auditing business processes execution in the context of BPM.
Table 5-2 - Analysis of Event Formats in the context of BPM (Becker, Matzner, Müller, & Walter, 2012).
Requirement

BPAF

CBE

XES

ID

Glob. unique
event ID

EventID

GlobalInstanceID,
LocalInstanceID

Concept ext.

Time

Time of event
observation

Timestamp

CreationTime

Time ext.

Origin

Glob. unique
source ID

ServerID

SourceComponent,
Reporter-Component

Classifier on log

Business event
types

Not supported due
to state model

Report- or
OtherSituation +
ExtensionName

Classifier on event
level + concept
ext.

BPM event types

PreviousState +
CurrentState
(state transition)

Report- or
OtherSituation +
ExtensionName

Classifier on event
level + concept/
lifecycle ext.

Business Data

DataElement
(key, value)

ContextDataElement
(name, type, value)

Attribute (key,

BPM-specific
data

No support of
ActivityType,
ApplicationID,
UserID

ExtendedDataElement
(name, type, value)

Attribute (key,

Referencing
causing events

Not Supported

AssociatedEvents

Partly resulting

Targeted actions

Not Supported

Not Supported

Not Supported

BPM-specific

Not Supported

Not Supported

Not Supported

Explicitly Supported

Implicitly Supported

Not Supported

Type

Context

Cause

Impact

level

type, value)

type, value)

from log hierarchy

actions

The most significant event formats in relation to the purposes of this thesis are reviewed in subsequent
sections.
5.1.5.1
Business Process Analytics Format (BPAF)
BPAF is a standard format published by the Workflow Management Coalition to support the analysis of
audit data across heterogeneous business process management systems (WfMC, 2012). It enables the
delivery of basic frequency and timing information to decision makers, such as the cycle times of
processes, wait time, number of process instances completed against the failed ones, etc. (zur Muehlen &
Shapiro, 2010).
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“BPAF is designed as an implementation independent data format that enables the
aggregation and correlation of audit data across multiple platforms” (WfMC, 2012)
Although, that the primary sources for BPAF data will be events streams coming from business process
management systems, the use of the standard is not limited uniquely to these sort of systems. Any other
information systems may publish events following the BPAF standard format and hence achieving a fully
integration with other process-related audit data (WfMC, 2012).
BPAF is focused on the analysis of execution outcomes of processes in the form of run time events. It
addresses identification, origin and time by the generic information supplied in the header data such as
event ID, server ID, and timestamp (Becker, Matzner, Müller, & Walter, 2012).
5.1.5.2
Mining Extensible Markup Language (MXML)
Mining Extensible Markup Language (MXML) is an event format that emerged in nearly 2003 on the
Technische Universiteit University Eindhoven and it is the first standard arisen on the process mining
discipline to audit event logs. This format is designed to track and record the event log information
generated by process-aware information systems.
This format is supported by several process mining tools and approaches such as ProM. MXML “improves
applicability of process mining in business environments, through the mapping of Meta Models and
ontological analysis thereof” (van Dongen & van der Aalst, 2005).
MXML has some deficiencies in terms of flexibility and extensibility, which does not make it to be a
suitable choice for auditing event logs in determined business scenarios. XES (eXtensible Event Format)
is the successor event format of MXML, and aims to overcome this limitation by providing a simple, flexible
and extensible event format for process mining. This format is discussed in the next section.
The next figure depicts the transition model of MXML which has been adopted by the default standard
transactional state model of XES.

Figure 5-1 - MXML transitional model (van Dongen & van der Aalst, 2005).

The XES standard outlines the different transaction states as follow:
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assign - The activity is assigned to a resource for execution.
withdraw - Assignment has been revoked.
reassign - Assignment after prior revocation.
start - Execution of the activity commences.
suspend - Execution is being paused.
resume - Execution is restarted.
pi_abort - The whole execution of the process is aborted for this case.
ate_abort - Execution of the activity is aborted.
complete - Execution of the activity is completed.
autoskip - The activity has been skipped by the system.
manualskip - The activity has been skipped on purpose.
unknown - Any lifecycle transition not captured by the above categories.

5.1.5.3
Extensible Event Stream (XES)
XES is the successor of MXML and it is an XML-based standard for recording and auditing event logs with
the purpose of providing a “generally-acknowledged format for the interchange of event log data between
tools and application domains”. It is focused on dealing with process mining activities mainly, namely the
analysis of the execution outcomes of business processes. These business events are typically collected
from operational systems in the form of event logs. Nevertheless, XES is a general-purpose and flexible
event format that is equally suitable for “general data mining, text mining, and statistical analysis” (Günther
& Verbeek, 2013).
The XES format was designed to fulfil the following principles:
Simplicity
XES uses a simple way to represent the event information by using an XML-based format, thereby it is
quite easy to parse and generate the information in this format. Likewise, it features a human-readable
format, which may be useful and handy in determined situations.
Flexibility
XES is generic and flexible enough to capture event logs from any business domain, and regardless the
underlying technology the operational systems rely on.
Extensibility
XES features an excellent extensibility that it makes possible to add new property to the standard. The
extensions are transparent while maintaining backward and forward compatibility. These extensions are
essential to keep the standard agnostic to any business domain, whilst it has the capabilities to adapt itself
to the requirements of specific applications.
Expressivity
XES has a formidable feature to represent and express flexible and strongly typed information, thus
adapting to any human-interpretable semantics.
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5.1.5.4
Common Base Event (CBE)
Common Base Event (CBE) is an event format developed by IBM and aimed to be used in conjunction
with the IBM Common Event Infrastructure (CEI). It provided a standard and consistent format for the
collection, sharing and transmission of wide range of events with the aim of consolidating event
information to be available quickly and efficiently to business users (IBM, 2013).
CBE addresses identification, origin and time as BPAF and XES does, but it is focused on the
management of IT components. In this format the events are structured by situation type by stating when
a component has completed start-up, a configuration has changed or even that two components has
established communication. CBE is a specific-purpose event format that is focused on IBM productspecific components. IBM FileNet BPM software provides process or activity identifier and process name.
Even though initially focused on auditing IBM CEI events, it is possible to audit business event data and
represent event types by the means of using extensions (Becker, Matzner, Müller, & Walter, 2012).

5.1.6

Event Correlation

Event correlation refers to the determination of the sequence of events produced by the execution of interrelated and consecutive processes or activities.
In a business domain, event correlation is “a technique for collecting and isolating related data from
various (potentially lower level) events in order to condense many events each holding a fraction of
information into a meaningful business incident”. The correlated information is a valuable source of data
for discovering business opportunities or identifying exceptional situations (Schiefer, Obweger, &
Suntinger, 2009).
The Figure 8 illustrates the correlation of events produced by the execution of an order process.

Figure 5-2 - Execution path of an order process (Schiefer, Roth, Suntinger, & Schatten, 2007).
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A correlation between event types is typically called a “correlation set”. Multiple correlation sets related to
each other is usually called a “bridged correlation”. Bridged correlations allow the indirect correlation of
event types. “A correlation set consists of a unique name, the event types that participate in this
correlation set, and the event attributes that relate to each other”. (Rozsnyai & Vecera, 2007)
Schiefer, Rozsnyai, Rauscher, & Saurer (2007) propose an event driven rule processing engine for
correlating events along with a user interface for building rules and defining constraints of events for
business situations. In their review they describe different authors that support an event correlation
approach based on rules which are used to match incoming events via an inference engine. Furthermore,
event patterns are used to match temporal event sequences.
In contrast, Costello (2008) proposes an event correlation based on the shared data between process
instances during their execution. In an event-driven approach, such shared data usually makes reference
to the message payload. This information can be used to identify the start and end events for a particular
process instance. The main drawback of this approach is to identify which part of the event payload use to
determine and link the consecutive events.
Schiefer, Obweger, & Suntinger (2009) point out the following issues that make event correlation a real
challenge to undertake:







5.1.7

Correlated events may occur at different periods of time, and thus it requires of a temporary
storage of correlated event data.
Business events may occur in a variety of distinct source systems which processes run on
heterogeneous platforms. And thus, the capture and the correlation of process must present a
minimal latency and a minimal impact on the operational system.
The event correlation must be fully independent from the underlying systems and protocols.
Network failures or downtimes of operational systems may provoke late arrival of events within
heterogeneous and distributed software environments.
Only relevant event data must be unified and transformed before they are correlated. Frequently,
only a small subset of event attributes is required for the event correlation.

Event Cloud

Event Cloud is a conceptual definition of a cloud-based software system module that enables business
users to query business events as well as identifying patterns and performing analysis from a cloud
repository of historical events. The event data repository is used for searching and analysis purposes. The
event cloud system processes the events by correlating consecutive events within the same business
process, and also creating an index between events in order to enable an effective event search. In
addition, this software module usually provides a historic view of events with the aim to explore and
discover “different aspects of business processes based on event correlations” (Rozsnyai & Vecera,
2007).
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Figure 5-3 - Extracting related business events from the cloud of events (Rozsnyai & Vecera, 2007).

5.2 Cloud Computing
Cloud computing has emerged in recent years as a dominant paradigm to provide on-demand access to
computing resources (Thiruvathukal & Parashar, 2013). Cloud-based solutions are undergoing an
incredible growth in recent years since companies are gradually migrating their enterprise systems to the
cloud to "lower the cost of computation by leveraging economies-of-scale" (Krishnappa, Irwin, Lyons, &
Zink, 2013), thus cloud platforms significantly minimize the usage cost of computing resources
(Amanatullah, Juliandri, Ipung, & Lim, 2013).
“Cloud computing is a model for enabling ubiquitous, convenient, on-demand network
access to a shared pool of configurable computing resources (e.g., networks, servers,
storage, applications, and services) that can be rapidly provisioned and released with
minimal management effort or service provider interaction.” (Mell & Gance, 2011)
The next figure illustrates the conceptual model of cloud computing defined by the NIST (National Institute
of Standards and Technology).

Figure 5-4 - NSIT definition of cloud computing (Kavis, 2014).
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According to Mel & Glance (2011) the cloud model is composed of five essential characteristics, four
deployment models, and three service models:
Characteristics








On-demand self-service. A consumer can unilaterally provision computing capabilities without
requiring human interaction with each service provider.
Broad network access. Capabilities are available over the network and accessible through a
diverse of heterogeneous client platforms such as mobile phones, tablets, laptops, and
workstations.
Resource pooling. Computing resources are pooled to serve multiple consumers using different
physical and virtual resources that are dynamically assigned according to consumer demand.
One important aspect is the concept of location independence, whereby the customer generally
has no control or knowledge over the exact location of the provided resources.
Rapid elasticity. Capabilities can be elastically provisioned and released to scale rapidly to meet
the consumer demand.
Measured service. Cloud systems can control and optimize their computational resources. These
resources usage can be monitored, controlled, and reported, providing transparency of the
utilized service.

Deployment Models





Private cloud. In this model the cloud infrastructure is provisioned for exclusive use by a single
organization which may encompass multiple consumers (business units).
Community cloud. In this model the cloud infrastructure is provisioned for exclusive use by a
community of consumers from organizations with shared interests.
Public cloud. In this model the cloud infrastructure is provisioned for open use by the general
public.
Hybrid cloud. In this model the cloud infrastructure is a combination of multiple distinct cloud
infrastructures (private, community, or public).

Service Models
Service models are Infrastructure as a Service (IaaS), Platform as a Service (PaaS) and Software as a
Service (SaaS). Next figure depicts the stack components of cloud-computing services structured by
service models. This illustration gives a clear distinction of the different levels of cloud services and
components that compound a cloud-based solution. The different level of service models are reviewed in
next sections.
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Figure 5-5 - Cloud stack (Kavis, 2014).

5.2.1

Infrastructure as a Service (IaaS)

Infrastructure as a service (IaaS) is a cloud computing service model that allows users to control and
manage computing resources such as storage, networks, computing power, etc. where the consumer can
deploy and run arbitrary software. IaaS is primarily targeted at use by enterprises and integration with data
and applications. In this model, the providers focus on a purely management of the underlying physical
cloud infrastructure. Contrarily, consumers own the underlying physical components of the cloud
architecture, thereby having maximum control of the infrastructure (Mell & Gance, 2011). IaaS providers
include Amazon, Google, Microsoft, Rackspace and IBM.
IaaS abstracts many of the tasks related to managing and maintaining a physical data centre and physical
infrastructure such as servers, disk storage, networking, etc. These services are accessible and
automated from code libraries or web-client applications. In the IaaS model there is no physical
infrastructure to manage. The virtual cloud infrastructure is available on demand and can be ready
instantly by simply invoking an application programming interface (API) or performing an action from a
web-based management console. In summary, IaaS provides virtual data centre capabilities whereby
consumers can save money and time by focusing on application management rather than on data centres
administration (Kavis, 2014).
Amazon Web Services (AWS) is the IaaS cloud service provider par excellence, but other providers such
as Rackspace, GoGrid and OpenStack are gaining ground in recent years. Furthermore, there are a
number of companies that are building IaaS solutions on top of OpenStack (Kavis, 2014).
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Platform as a Service (PaaS)

Platform as a service (PaaS) is a cloud computing service model that allows users to deploy onto the
cloud infrastructure "consumer-created or acquired applications created using programming languages,
libraries, services, and tools supported by the provider". In this model the consumer does not control the
underlying cloud infrastructure but they have full control on their own applications (Mell & Gance, 2011).
Google App Engine (GAE) is a well-known PaaS service.
PaaS integrate with a myriad of third-party software solutions, such as databases, logging, monitoring,
searching, caching, analytics, and so on. Thus, developers can leverage this-party APIs to assemble more
complex applications without the need to deal with internal functionality. This allows companies to
"achieve huge gains in speed to market and cost efficiency since they do not have to manage and
maintain the technology behind the APIs" (Kavis, 2014).

5.2.3

Software as a Service (SaaS)

Software as a service (SaaS) is a colud computing service model that allows consumers to use the
provider’s applications running on a cloud platform. These applications are commonly available and
accessible through software clients or application programming interface (API). The consumer has no
ability at all to manage the cloud platform except on exceptional cases, where it is possible for the user to
have limited access to specific application configuration settings (Mell & Gance, 2011). Gmail, Google
Drive, Google Calendar, Windows SkyDrive, and Dropbox are popular SaaS services.
Other popular SaaS business-oriented applications are customer relationship management (CRM),
enterprise resource planning (ERP), payroll, accounting, and other common business software. These
sorts of SaaS solutions are extremely common for providing generic business-related functionality; thereby
companies do not need to support the cost of maintenance, qualified staff, or application infrastructure.
Instead they only pay a subscription fee for use of the service, which is very profitable (Kavis, 2014).

5.3 Big Data
The dramatic expansion of information in recent years has undergone a huge explosion of data growth at
exponential rates that prevents information systems from efficiently managing such volumes of data by the
use of traditional approaches. The advent of such large data-sets, has significant impacts not only from a
storage perspective, but also in the use of powerful computational resources. The processing and analysis
of huge volumes of information is a computational data-intensive process that requires high performance
compute power (O’Driscoll, Daugelaite, & Sleator, 2013).
Big-data technology has emerged as response to the existing limitation found on traditional data systems
for handling vast amount of data in the order of terabytes (TB), petabytes (PB) or even exabytes (EB) of
information (Smith et al., 2012). The term “Big-data” is commonly used to refer to a set of technological
components that have the capabilities to empower data-intensive analysis on very large and complex
data-sets whose size is beyond the ability of traditional software tools to capture, collect, integrate, unify,
store and analyse hundreds of millions terabytes of information (Patel, Birla, & Nair, 2012). In this regard,
research efforts are being driven by big-data technology to extract meaning and infer knowledge from very
large datasets (Park & Leydesdorff, 2013).
“Datasets that stretches the limits of traditional data processing and storage systems is
often referred to as Big Data. The need to process and analyse such massive datasets has
introduced a new form of data analytics called Big Data Analytics” (Mukherjee, et al., 2012).
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In many research areas, such as data science, big-data technology is currently being leveraged to create
human profiles, monitor social behavior, provide decision support based on social trends or discover new
business opportunities by the means of social network analysis. On this purpose, various techniques such
as data mining, behavioural pattern recognition or predictive analysis gain special relevance in this area.
This leads to the need of addressing research efforts into the next generation of business intelligence
system for providing timely data analysis over big-data.
M. Oussalah et al. (2013) explores existing research works that propose different approaches and
software architectures for collecting tweets and performing searches over the gathered data, however all
of them are based on using traditional storage systems at the back-end. O’Driscoll et al. (2013) asserts
that the big data problem has been at the forefront of the IT sector for the last few years due to the global
proliferation and dramatic growth of data, largely due to the advent of social media.
Sachchidanand Singh (2012) states that the main challenges of big data are “data variety, volume,
analytical workload complexity and agility”, and defines three dimensions to take into account when
designing big-data approaches.





Velocity: It is a critical factor when analysis outcomes should be available in a timely manner in
order to maximize the value of information to the business.
Volume: The size of data to be managed tends to be very large. In most cases, the entire volume
of data must be available with the aim of achieving a reliable and valuable analysis of the data.
Performance measures must to be addressed in this direction.
Variety: The information may be generated by diverse heterogeneous systems that use
incompatible standards, available from multiple sources in different formats and published with no
structure, e.g. text, posts, blogs, log files, etc.

That is why traditional systems are facing a major challenge to store, process and exploit these large
amounts of data in a smart fashion. In order to tackle this challenging environment Big Data based
architectures commonly require the support of: 1) a distributed file or storage system to collect both (raw
and processed data); 2) a processing framework to deploy or execute algorithms on the dataset
(Map/Reduce based systems such as Apache Hadoop are currently a common practice to the off-line
processing of large amounts of data) and 3) an interface to query pre-processed data enabling the
possibility of providing some added-value service such as analytics or prediction. Finally some Big Data
architectures also include a real-time layer to support streamline analysis avoiding latency of the batch
layer. In the first case, NoSQL, Apache HDFS or Google Big Query are the main options to support a
distributed data management system. Secondly, Apache Hadoop based projects such as Pig, Hive,
Mahout or Cassandra enable a distributed processing environment of large data sets across clusters of
computers using simple programming models. Thirdly, there are also frameworks that offer both batch and
on-line processing such as Storm (a distributed and fault-tolerant real time computation environment),
Apache Drill, Cloudera Impala, Spark, Sparrow, Shark, Amazon S4, Druid, MapR or Lambdoop. All the
aforementioned systems are based on the same processing model: a distributed storage system, a
Map/Reduce framework to execute some algorithm in the field of predictive analytics and a query interface
that usually translates SQL-based queries (e.g. HQL) into Map/Reduce jobs (e.g. SploutSQL). As a major
conclusion about existing Big Data techniques, Map/Reduce based solutions are clearly a good option to
deal with vast amounts of data providing the appropriate storage infrastructure, processing model and
query interface through different but compatible frameworks. Furthermore this “dataland” is gaining
momentum in the ICT sector due to the growing interest and financial support for the creation of new startups.
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Current big data technologies “include massively parallel processing (MPP) databases, data mining grids,
distributed file systems, distributed databases, cloud computing platforms, the Internet, and scalable
storage systems”. One of the main features of big data analytics is to deliver analytical information in real
or near-real time (Patel et al., 2012). The performance scalability features of Big-data have led towards
cloud computing, whereby the workloads are spread into very large clusters (Katal, Wazid, & Goudar,
2013).

5.3.1

Big data embraces cloud computing

The exponential growth of data over the last decade has demanded the introduction of innovative and
emerging technologies to deal with high-latency response time on systems that manage very large
volumes of datasets. Traditional RDBMS systems and conventional data warehouses platforms are not
suitable for managing vast amount of data in the order of TB or PB, and drastic improvements are needed
“to scale databases to data volumes beyond the storage and/or processing capabilities of a single large
computer” (Borkar, Carey, & Li, 2012).
Cloud computing is a key enabler for big data analytics since the huge volume of data to be managed
requires very large scale processing, especially on those cases where the scale of data exceeds a single
computing node. In this scenario, it is necessary to develop applications where data processing can be
splitted and executed in parallel across the cluster (O’Driscoll et al., 2013). Ji et al. (2012) define cloud
computing as a link between the paradigm around the provisioning of powerful processing computing
infrastructure and big-data processing.
Cloud computing is closely related to big data. The Figure 5-6 shows the key components of cloud
computing. Big data main line of action is focused on data-intensive operations which stress the storage
capacity of a cloud system. In turn, cloud-based solutions provide a platform for the storage and
processing of big data. Furthermore, the cloud computing technology can provide distributed storage
technology and harness the parallel processing capabilities to improve the analysis of big data (Chen,
Mao, & Liu, 2014).
The evolution of big data has been driven by the rapid growth of application demands, cloud computing,
and virtualized technologies. Cloud computing provides on-demand computational resources by offering
data-intensive processing over big data, and to a certain extent, the advances of cloud computing foster
the adoption and development of big data solutions (Chen, Mao, & Liu, 2014).
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Figure 5-6 - Key components of cloud computing (Chen, Mao, & Liu, 2014)

In the regard of the context of this thesis, a set of big-data combined with cloud computing technology has
been leveraged to provide an architectural approach for enabling business process analysis on highly
distributed environments.

5.3.2

Distributed File Systems

Distributed file systems have been designed to enable data-intensive computing. This it to store, manage,
access, and process efficiently and effectively very large amount of data with the aim of searching,
analyzing and mining valuable information (Humbetov, 2012).
Google File Systems (GFS)
The Google File System (GFS) is a proprietary Distributed File System designed and developed by
Google. It aims to provide efficiency, reliability and full access to very large data-sets by using clusters of
commodity hardware (Ji et al., 2012) and supports fault-tolerance by data partitioning and replication.
Hadoop Distributed File System (HDFS)
The Hadoop Distributed File System (HDFS) is a distributed file system that features high throughput
access to application data and provides fault tolerance as it is designed to run on commodity hardware. It
can store data across a vast number of servers and run map/reduce jobs in parallel along the cluster. This
is particularly important since HDFS is based on the principle that “Moving Computation is Cheaper than
Moving Data”. Namely the ability to assign processing units across the cluster nodes to manage the data
is extremely advantageous in comparison to assign data to cluster nodes to be processed, especially on
cases such as the present one where the file size are huge (Apache Software Foundation, Apache
Hadoop, 2013).
The next figure depicts how HDFS replicates data across multiple clustered nodes for compute
performance and data protection:
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Figure 5-7 - HDFS data distribution along data nodes (Cloudera, 2013).

An HDFS cluster consists of a single NameNode which is a master server that manages the file system
namespace and control access to files. Additionally, the DataNodes manage storage attached to the
nodes that they run on. HDFS allows user data to be stored in files. Those files are split into one or more
blocks and these blocks are stored in a set of DataNodes. The NameNode is responsible for executing
HDFS operations like opening, closing, and renaming files, etc., and DataNodes are responsible for
processing read/write requests and also perform block creation, deletion, and replication upon instruction
from the NameNode (Apache Software Foundation, 2013). The following figure illustrates a very high-level
design of the HDFS architecture.

Figure 5-8 - HDFS Architecture. Source: from Apache Hadoop.

5.3.3

Hadoop

Hadoop is an open-source project from Apache Software Foundation that has recently emerged as the
leading platform for supporting Big-Data intensive computing. Its main features are built around to provide
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reliable storage and wide scalability on analytical systems by using inexpensive hardware. Its core
functionality is based on a distributed storage system called HDFS which encompasses “a distributed
storage as a new type of repository where structured data and complex data may be combined easily”
(Narayan et al., 2012).
Apache Hadoop comprises a set of related sub-projects that allow distributed parallel processing of large
volume of data across clustered computing nodes. The following illustration depicts the core stack of
hadoop-related projects which will be covered in next sections:

Figure 5-9 - Apache Hadoop core stack

5.3.3.1

Map-Reduce
"Hadoop Map-Reduce is a software framework for easily writing applications which
process vast amounts of data (multi-terabyte data-sets) in-parallel on large clusters
(thousands of nodes) of commodity hardware in a reliable, fault-tolerant manner"
(Apache Software Foundation, 2013)

The main idea behind the Map-Reduce processing is to split a set of data into independent chunks that will
be processed in a completely parallel manner. This process is called map task, whereby its outputs are
sorted and forwarded to the reduce tasks, which in turn are processed in parallel by providing together the
desired map-reduce function. The inputs and outputs of the map-reduce processes are normally stored in
a file-system. Typically the compute nodes (Map-Reduce framework) and the storage nodes (Hadoop
Distributed File System) are the same, thus allowing the framework to effectively schedule tasks on the
nodes where data is already present, and in consequence, achieving a very high aggregate bandwidth
across the cluster (Apache Software Foundation, Apache Hadoop, 2013).
5.3.3.2
HBase
The HBase open source distributed database system is part of the Apache Hadoop project. It is a NoSQL,
versioned, column-oriented data storage system that provides random real-time read/write access to big
data tables and runs on top of the Hadoop Distributed Filesystem. HDFS is well suited for the storage of
large files, but it is not a general purpose file system, and does not provide fast individual record lookups
in files. HBase is built on top of HDFS to fill this gap by enabling fast access to records on large tables.
“HBase internally puts your data in indexed ‘StoreFiles’ that exist on HDFS for high-speed lookups”.
Hence, technically speaking, “HBase is really more a ‘Data Store’ than ‘Data Base’ because it lacks many
of the features you find in an RDBMS” (Apache Software Foundation, Apache HBase, 2013).
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HBase features powerful scaling capabilities. HBase clusters expand on commodity of HRegionServers,
thus linearly increasing the storage and processing capacity. The technical documentation of this product,
specified in (Apache Software Foundation, 2013), reveals extraordinary clustering capabilities for providing
data-intensive processing on large data tables. The most relevant features highlighted on the document
are outlined below:
x
x
x
x
x
x
x
x
x

Strongly consistent reads/writes: HBase is not an "eventually consistent" DataStore. This makes
it very suitable for tasks such as high-speed counter aggregation.
Automatic sharding: HBase tables are distributed on the cluster via regions, and regions are
automatically split and re-distributed as your data grows.
Automatic RegionServer failover.
Hadoop/HDFS Integration: HBase supports HDFS out of the box as its distributed file system.
MapReduce: HBase supports massively parallelized processing via MapReduce for using HBase
as both source and sink.
Java Client API: HBase supports an easy to use Java API for programmatic access.
Thrift/REST API: HBase also supports Thrift and REST for non-Java front-ends.
Block Cache and Bloom Filters: HBase supports a Block Cache and Bloom Filters for high
volume query optimization.
Operational Management: HBase provides built-in web-pages for operational insight as well as
JMX metrics.

The following picture illustrates a high-level architecture of the HBase system by highlighting how its
components interact and integrate with Apache Hadoop HDFS. For further internal details refer to the
HBase Apache documentation in (Apache Software Foundation, Apache HBase, 2013).

Figure 5-10 - HBase system architecture. Source: from Apache Hadoop.

5.3.3.3
Hive
Hive is an open-source data warehouse system that is developed as part of the Appache Hadoop project.
It provides data summarization, queries, and analysis of large datasets. Likewise, it incorporates a
mechanism to feature ad-hoc queries via a general-purpose SQL-like language called HiveQL while
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maintaining traditional map/reduce on those situations where complex logic is inadequate to be expressed
using HiveQL (Apache Software Foundation, Apache Hive, 2013).
As already covered in a previous section, Hadoop is a batch processing system which jobs tend to have
high latency. Consequently, Hive has a significant latency as well since their queries are transformed into
map-reduce jobs which run in the top of Hadoop. Nevertheless, Hive aims to provide acceptable (but not
optimal) latency for interactive data browsing and queries over reduced data sets. Therefore, Hive is not
designed for providing real-time queries, and it is best suited for batch processing over large data sets of
immutable data (Apache Software Foundation, Apache Hive, 2013).
5.3.3.4
Pig
Apache Pig is an open source platform that provides capabilities for analysing large data sets through a
specific high-level language that is used for expressing data analysis programs. The most relevant
advantage of this product is that the structure of the Pig programs can feature high grades of
parallelization. Hence, it enables them to handle very large data sets.
Pig language specific, so-called Pig Latin, is used to write information retrieval programs on very large
data sets. The compiler parses and traduces the Pig program into sequences of Map-Reduce jobs. The
main benefits of this product are (Apache Software Foundation, Apache Pig, 2013):





Ease of programming: The achievement of producing parallel execution data analysis tasks is
fairly simple.
Optimization opportunities: The Pig Latin language and Pig infrastructure own implicitly an
automatic optimization on the data analysis execution, thus allowing the user to focus on
semantics rather than efficiency.
Extensibility: The language can be extended with specific user functions in order to provide
special processing methods that are not covered by the core of the language.

5.3.3.5
Sqoop
Apache Sqoop is an open-source product aimed to transfer two-way bulk data between Apache Hadoop
and a variety of data stores such Relational Database Management Systems (RDBMS), HDFS, Hive or
even HBase. Sqoop relies on Map-Reduce to import and export the very large set of data, thereby it
provides parallel operation as well as fault tolerance (Apache Sqoop). Therefore, it is an extraordinary tool
for implementing ETL methods between data store endpoints (Apache Software Foundation, Apache
Sqoop, 2013).
5.3.3.6
Flume
Apache Flume is “a distributed, reliable, and available system for efficiently collecting, aggregating and
moving large amounts of log data from many different sources to a centralized data store” (Apache
Software Foundation, 2013).
Flume is an Apache project that aims to transport massive volumes of event data between a source and a
target (so-called sink) through the use of a specific Flume channel. Flume equally provides a powerful
and complementary approach to construct specific ETL tools over big-data. Sources are fully
customizable, thereby it can provide log data aggregation functionality, and transport any event data
produced by a variety of heterogeneous sources such as network traffic data, social-media data, email
messages and so on (Apache Software Foundation, Apache Flume, 2013). The following picture gives a
very basic and conceptual overview of how a Flume agent works transporting big-data between two endpoints.
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Figure 5-11 - Conceptual overview of a Flume agent. Source: from Apache Flume blogs.

5.3.4

Cloudera (CDH)

Cloudera Inc. is a software corporation that provides Big-Data products and services based on Apache
Hadoop. CDH (Cloudera Hadoop) is an open-source distribution that integrates a set of added-value
products within the context of Big-Data and Haddop. Cloudera defines CDH as “the world’s most
complete, tested, and popular distribution of Apache Hadoop and related projects”. The entire distribution,
including its all components, is Apache-licensed open source and “is the only Hadoop solution to offer
unified batch processing, interactive SQL, and interactive search, and role-based access controls”
(Cloudera, 2013). The components stack of the CDH distribution is illustrated in the next figure:

Figure 5-12 - Cloudera CDH components stack (Cloudera, 2013).
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5.3.4.1
Impala
Cloudera Impala is an open source initiative from Cloudera Inc. inspired in the Google Dremel work
(Melnik, et al., 2011) aiming at supporting real-time query capabilities on Apache Hadoop and HBase and
complementing conventional map-reduce batch processing. It provides fast, interactive SQL queries
directly on HDFS or HBase and uses the same metadata and SQL syntax (Hive SQL) as Apache Hive.
This enables the IT proposed solution of an unified platform for providing real-time or batch-oriented
queries (Cloudera, 2013).
Furthermore, Cloudera Impala is a Massively Parallel Processing (MPP) query engine that runs natively on
Apache Hadoop by featuring scalable and parallel data-intensive technology for querying big data. This
tool enables end-users and third-party systems to issue low-latency SQL queries to data stored in HDFS
and Apache HBase (Cloudera, 2013).
The following diagram illustrates how Impala is positioned and interacts between components in a
Cloudera environment:

Figure 5-13 – Impala components in Cloudera environment (Cloudera, 2013).

Cloudera impala supports most common SQL-92 features of Hive Query Language (HiveQL) such as
SELECT, joins and aggregate functions. Below are outlined the most relevant advantages of using this
technology to access big data in a timely fashion (Cloudera, 2013):
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It provides a SQL-like language interface that is familiar to end-users.
It has the ability to perform distributed queries along a cluster environment, thus making it
suitable for easily scaling out in the commodity of hardware.
It has the ability to share data files between different components without the need of using
specific export/import functions. For instance, it can easily write with Pig and read with Impala, or
write with Impala and read with Hive.
It has the ability to interactively query data in Apache Hadoop.
It has built-in functionality to easy provide ETL methods, thus avoiding costly modelling and
implementing complex ETL tools just for analytics.
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Cassandra

Apache Cassandra is an open source NoSQL database that features extraordinary scalable capabilities. It
is an evolution of the original Facebook's work performed by Lakshman and Malik (2010) where they
define Cassandra as following:
“Cassandra is a distributed storage system for managing very large amounts of
structured data spread out across many commodity servers, while providing highly
available service with no single point of failure”
Cassandra delivers continuous availability, linear scalability, and operational simplicity on commodity
hardware, thus providing fail-over and flexibility capabilities combined with a dynamic data model that
makes possible to achieve very low latency on response times (Datastax, 2013). Originally, Cassandra
was designed to run on clusters with hundreds of nodes and on cheap commodity hardware in order to
efficiently manage high write throughput without sacrificing read efficiency (Lakshman & Malik, 2010). This
work has evolved towards what we know today as Apache Cassandra project. The project documentation
states that Cassandra is a perfect option “for managing large amounts of structured, semi-structured, and
unstructured data across multiple data centres and the cloud”.
Cassandra supplies linear scalability by adding new nodes to the cluster ring. The following figure
illustrates how 2 nodes can handle a determined number of transactions per second and how the
computing power scales up linearly on the commodity of new nodes to the ring (Datastax, 2013).

Figure 5-14 - Linear scalability of Apache Cassandra (Datastax, 2013).

5.3.6

Apache Drill

This project is the analogue framework to Cloudera Impala, but under an Apache project initiative. Apache
Drill is the open source software implementation based on Google's Dremel work (Melnik, et al., 2011).
The resulting system of that work is what we know today as Google BigQuery service (Apache Software
Foundation, Apache Drill, 2013). Apache Drill project documentation defines this product as a "framework
that supports data-intensive distributed applications for interactive analysis of large-scale datasets". One
of the main goals is to process in seconds very large volumes of data in the order of terabytes of
petabytes information by scaling to 10.000 servers.
The promising Apache Drill aims to be extremely fast by achieving high grades or parallelization along its
processes, such as coordination, query planning, optimization, scheduling, execution, etc. These are
designed to be distributed and executed throughout clustered nodes to maximize parallelization. The next
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figure highlights the data analysis response time among Drill and other alternatives (Apache Software
Foundation, Apache Drill, 2013).

Figure 5-15 – Latency of data analysis comparison (Apache Software Foundation, 2013).

5.3.7

Spark

The Apache Spark project documentation (Apache Software Foundation, Apache Spark, 2013) defines
Spark as "a fast and general-purpose cluster computing system" that is built on the top of Hadoop
Distributed File System (HDFS). It is designed to perform data-intensive processing on most common
hadoop-based data stores such as HDFS, HBase, Cassandra and Hive, as well as any other data analysis
streams like event streaming, interactive queries, and machine learning. Furthermore, Spark incorporates
a built-in in-memory file system that allows big-data applications to load data along a cluster's memory,
thereby providing a timely data analysis with powerful clustered computing capabilities. The framework
comprises a set of powerful tools including Shark (Hive on Spark), MLlib for machine learning, GraphX for
graph processing, and Spark Streaming.

Figure 5-16 - Spark components stack (Apache Software Foundation, 2013).

5.3.7.1
Shark
Shark is defined in (Apache Software Foundation, Apache Spark, 2013) as "a large-scale data warehouse
system for Spark designed to be compatible with Apache Hive". The promises of this platform extend to
the improvements of Hive QL execution queries to be run 100 times faster than the normal Hive
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distribution. Shark supports and extends Hive's query language and it integrates with existing Hive
deployments harmlessly. Additionally, it extends the query features beyond the Hive standards.
5.3.7.2
Spark Streaming
Spark Streaming is a core API component of the Spark project for performing live data-intensive stream
processing in a reliable manner and with a high-throughput processing. Furthermore, the live input data
streams can be ingested from multiple sources such as Flume, Kafka, Twitter, TCP sockets, etc. which are
later splitted into batches for processing. The Spark engine is responsible for generating the final stream
of results in batches. Thereafter, the processed data can be settled into filesystems, databases, and live
dashboards. In short, Spark Streaming is a convenient component for providing data-intensive computing
on live data streams (Apache Software Foundation, Apache Spark, 2013).

Figure 5-17 - Spark Streaming flow (Apache Software Foundation, 2013).

5.3.7.3
MLlib (Machine Learning)
MLlib is a Spark component that implements some common machine learning (ML) functionality, including
their associated tests and data generators. MLlib currently supports four common types of machine
learning problem settings: 1) binary classification, 2) regression, 3) clustering and collaborative filtering
and 4) underlying gradient descent optimization primitive (Apache Software Foundation, Apache Spark,
2013).
5.3.7.4
GraphX
Data explosion undergone in recent years has led many research areas, such as social analysis and
language modelling, to underpin the importance of graph data. This has driven the development of
numerous new graph-parallel systems (e.g., Giraph and GraphLab). The introduction of new techniques to
partition and distribute graphs allows these systems to efficiently “execute sophisticated graph algorithms
orders of magnitude faster than more general data-parallel systems” (Apache Software Foundation,
Apache Spark, 2013).
GraphX is a Spark component that provides a functional API for providing graph-parallel computation in
this discipline.

5.3.8

Apache S4

Apache S4 is an Apache initiative that was originally developed by Yahoo! Inc. and released in October
2010. The project documentation defines S4 as "a general-purpose, distributed, scalable, fault-tolerant,
pluggable platform that allows programmers to easily develop applications for processing continuous
unbounded streams of data". Apache S4 platform introduces capabilities to perform distributed stream
processing and foster S4-based applications to "form arbitrary graphs to process streams of events"
(Apache Software Foundation, Apache S4, 2013).
S4 is aimed to complement Hadoop-based processes and defines itself as a platform for processing
streams of events. It has capabilities to process and analyse event streams without the need of gathering
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data into a centralized repository for batch processing. Thus, It complements other Apache Hadooprelated projects "by providing a flexible platform for distributed event processing” (Apache Software
Foundation, Apache S4, 2013). Similarly to Apache Drill, this project is currently an incubator Apache
project.

5.3.9

Apache Storm

Apache Storm is an open source project that provides distributed real-time computation by offering realtime processing on what Hadoop does for batch processing. Storm features scalability, fault-tolerance,
velocity and security by guaranteeing that no data will be lost during streaming and processing. Thus, it is
an ideal solution for using in real-time analytics, online machine learning, continuous computation,
distributed RPC, ETL, etc. The most relevant feature is the ability to process over a million tuples per
second per node (Apache Software Foundation, Apache Storm, 2013).

5.3.10

Summary

Many of the technologies aforementioned are the cornerstone of the big-data solution presented herein,
and the base for enabling the processing of high volumes of event data that are produced by the
continuous execution of business processes from operational systems.
To conclude this section, big-data technology features exceptional capabilities to efficiently process large
scale data-sets within tolerable elapsed times (Katal et al., 2013), thereby it is a key enabler for providing
business process analysis on an acceptable response time basis. Complementary solutions around bigdata, such as Apache Flume, may enable the collection, aggregation and storage of massive event
streams in a reliable manner and at very low latency rates, thus making data available for timely analysis.
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Chapter 6. A Cloud-based Infrastructure
to Support Business Process Analytics
6.1 Introduction
As organizations reach higher levels of business process management (BPM) maturity, they often find
themselves maintaining very large process model repositories, representing valuable knowledge about
their operations (Dumas, García-Bañuelos, La Rosa, & Uba, 2013). Business processes have become
increasingly important in many enterprises since they determine the procedure for developing and
distributing value for the customers and are key drivers for the three success criteria: cost, quality, and
time (Adam, Riegel, Doerr, Uenalan, & Kerkow, 2012). Several widely used quality models, including ISO
9001 and European Foundation for Quality Management highlight the importance of process orientation.
The application of various measurement and analysis techniques on process-related data, using a variety
of statistical and artificial intelligence techniques, is often grouped under umbrella terms such as process
intelligence, process mining, or process analytics (Janiesch, Matzner, & Müller, 2012). According to Van
der Aalst et al. (van der Aalst, Weske, & Wirtz, 2003), there are basically three types of business process
analysis (BPA): validation, verification and performance analysis. In any case, all these analyses rely on
high volumes of process and event data that must be collected and stored. The concept of event plays a
crucial role in this scenario. In the context of our work, events represent state changes of objects within
the context of a business process (Janiesch, Matzner, & Müller, 2012). In spite of the importance of events
for event-driven BPM and analysis, no commonly adopted event format for communicating business
events between distributed event producers and consumers has emerged (Becker, Matzner, Müller, &
Walter, 2012) although BPAF (Business Process Analytics Format) (zur Muehlen & Swenson, 2011) is one
of the most important and adopted proposals. Based on this standard, there are several proposals in the
literature devoted to analyze the events and execution outcomes of business processes (Vera-Baquero &
Molloy, 2012).
Nevertheless, due to the incredible growth of process event data, new approaches for BPA must be
adopted. One of these approaches is based on big data that, according to (Zhang, 2012), will be widely
leveraged in more and more applications for developing deep business insights. “Big Data” provides new
prospects for BPM research given that organizations are recording large amounts of event data and this is
great opportunity to promote “evidence-based BPM” (van der Aalst, A Decade of Business Process
Management Conferences: Personal Reflections on a Developing Discipline, 2012). Different areas and
paradigms are arising around BPM and Data Mining with the aim at filling the gap between BPM and
performance analysis over very large volumes of event data. Process mining intends to connect event
data to process models, and thus, in a very large enough scale, it represents the missing link between
analysis of big data and BPM (van der Aalst, Process mining, 2012). The purpose of this section is to
introduce an architecture aimed to integrate big data analytics with BPM in a distributed environment in
order to provide end-users with a solution to analyze the execution outcomes of business processes.

6.2 Architecture and implementation
This section describes a cloud-based infrastructure to support BPA over highly distributed environments.
This aims to provide business users with visibility on process and business performance by monitoring
business processes from operational systems where their execution data outcomes can be collected,
unified and stored in an appropriate structure that enables end-users to measure and analyse such
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valuable information. The analysis of these event data can assist end-users in gaining an insight into
business performance with the aim of achieving organizational effectiveness by improving their business
processes as well as providing analysts with a powerful understanding of what happened in the past, to
evaluate what happens at present and to predict the behaviour of process instances in the future (zur
Muehlen & Shapiro, 2010). Nevertheless, the effective management of business information is a
challenging task that cannot be easily achieved using traditional approaches. Event data integration is
essential for analytic applications, but especially hard to achieve on highly distributed environments whose
business processes are part of complex supply chains that are normally executed under a variety of
diverse heterogeneous systems. Additionally, the continuous execution of distributed business processes
produces a vast amount of event data that cannot be efficiently managed by means of traditional systems
which are not adequate to manage event data of the order of hundreds of millions of linked records.
Likewise, centralized systems are not suitable because they entail a significant latency from the time the
event occurs on source to the time the event is recorded in central repositories. These shortcomings
prevent existing approaches, such as (Vera-Baquero & Molloy, 2012), from providing instant business
analytics on highly distributed environments. In addition, we are typically dealing with highly distributed
supply chains, where individual stakeholders are geographically separate and need a platform to perform
BPM in a collaborative fashion, rather than depending on a single centralised process owner to monitor
and manage performance at individual supply chain nodes. The author therefore proposes a fully
distributed solution that supports collaborative BPA over highly distributed environments.

Figure 6-1 - Overall architecture

This approach, based on the framework described in (Vera-Baquero & Molloy, 2012), proposes an
extension based upon a cloud-based infrastructure complemented with a federative approach according to
(Rizzi, 2012), in terms of data warehousing and distributed query processing.
This solution provides the capabilities for capturing and integrating event data from operational systems
whose business processes flow through a diverse of heterogeneous systems such as business process
execution language (BPEL) engines, ERP systems, workflow, and so forth, as well as storing very large
volumes of data in a global, distributed BP execution repository.
Each organizational unit handles its own local business analytics service unit (BASU) component, which is
attached to every operational business system along with their own local event repository which is built
upon Big Data technology. Here, this repository is implemented using the HBase product combined with
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Apache Hadoop as Big Data storage, and incorporates the Hive project for enabling data warehouse
capabilities over Big Data.
These local components enable BPA to be carried out collaboratively in each organization independently
by performing distributed queries along the collaborative network. Likewise, the integration of BASU
subsystems is required for measuring the performance of cross-functional business processes that are
extended beyond the boundaries of organizations.
The Global Business Analytics Service (GBAS) is the entity responsible for integrating BASU components
and the core point for providing analytical services to third-party applications.
The overall architecture (Figure 6-1) has the ability to provide cloud computing services at very low latency
response rates. These services can contribute to continuous improvement of business processes through
the provision of a rich informative environment that supports BPA and offers clear insights into the
efficiency and effectiveness of organizational processes. Furthermore, these services can be leveraged by
a wide range of analytical applications such as real-time BI systems, business activity monitoring (BAM),
simulation engines, collaborative analytics, etc.
Collaborative BI environments, in terms of business analytics functionality, extend “the decision-making
process beyond the company boundaries thanks to cooperation and data sharing with other companies
and organizations” (Rizzi, 2012). In addition, federated data warehouses provide transparent access to the
distributed analytical information across different functional organizations, and this can be achieved
through the definition of a global schema that represents the common business model of the organization.
We therefore require the construction of a generic model with two aims: 1) to represent the business
performance of organizations, and 2) to be fully agnostic to any specific business domain.

6.2.1 An Event Model for Business Activity Monitoring and Business
Process Analysis
From a business process perspective, an event model is required to provide the framework of a concrete
understanding and representation of what needs to be monitored, measured and analysed (Costello,
2008). The event structure must represent the data execution of whatever business process flows through
a diverse set of heterogeneous systems and must support the information required to effectively analyze
business process performance.
An event model represents actions and events which occur during the execution of a business process.
The proposed event model provides the information required to enable the global system to perform
analytical processes over them, as well as representing any derived measurement produced during the
execution of any business process flow (Vera-Baquero & Molloy, 2012). This model is built upon the BPAF
standard, specified in (WfMC, 2012), combined with some important features of the iWISE model widely
discussed in (Costello, 2008) and (Molloy & Sheridan, 2010).
BPAF is a standard format to support the analysis of audit data across heterogeneous BPM systems
(WfMC, 2012). It enables the delivery of basic frequency and timing information to decision makers, such
as the cycle times of processes, wait time, etc. This permits host systems to determine what has occurred
in the business operations by enabling the collection of audit data to be utilized in both analysis and the
derivation of status information (zur Muehlen & Shapiro, 2010).
The primary sources for BPAF data are events streams coming from BPM systems. With regard to the
design of a generic process analytics system it provides an event format independent of the underlying
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process model. This format enables analytic applications and BAM technology to unify criteria and to
standardize a state model for event auditing purposes in heterogeneous environments (zur Muehlen &
Shapiro, 2010).
Within the context of this work, the proposed event model must provide the information required to enable
the framework to perform analytical processes over them, as well as representing any measurable action
produced during the execution of a whatever business process flow. In other words, the event model must
be defined from a high level of abstraction to be designed as generic enough as to accommodate
whatever event data is produced on heterogeneous environments independently from the source system
that originated the event.
This proposed event model, discussed in (Vera-Baquero & Molloy, 2012), is built upon a BPAF extension
to accommodate the event correlation features defined by iWISE. As part of this work, this event format
has been modified for supporting distributed storage. Both models are described below.
6.2.1.1 iWISE
The iWISE software is an IT platform that provides a full infrastructure to manage process models and to
monitor the activity of business processes with the aim at capturing enterprise events from business
systems and leveraging such data to detect non-compliant situations (Costello & Molloy, 2009).
The iWISE system is widely discussed in (Costello, 2008) and (Costello & Molloy, 2009), and defines an
event-based model to represent the results of business process executions as business events. The
event-based model is designed to represent operational business data supplied from heterogeneous
environments where processes cross both organizational and software boundaries. The main modelling
constructs are depicted using an UML class diagram. Such diagram is depicted in Figure 6-2.

Figure 6-2 - High-level event-based model (Costello & Molloy, 2009)

The model element is the root element of the process model. It represents the definition of a process
model and contains a list of processes. In turn, such processes can have a reference to another model,
thus enabling a structure for accommodating multiple levels of sub-process or activities (Costello & Molloy,
2009).
The iWISE event model is structured in an XML format that represents the UML specification described
above. The process element contains the relevant information of a process instance, and reference to a
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list of events associated. These events are modelled in the EventType element which contains the
definition of an event instance and serves to provide some meta-data about the event (Costello, 2008).
The most significant contribution to the event model proposal presented in this work is attained under the
structure used for iWISE to represent an event. An event is documented in the Event element and
references and EventType through the EventTypeID element. This element establishes the
relationship between the events and their respective process instances.

Figure 6-3 - The iWISE Event element (Costello & Molloy, 2009)

The Event elements are specified below.
eventInstanceID: Unique event identifier.
EventTypeID: Specifies the event type information.
Timestamp: Element that contains the time at which the event occurred.
XMLPayload: The XML data containing the business information.
The XMLPathExpression element, located in the EventType data, is used to identify an
element or attribute within the XML document contained in the XMLPayload of the event. The iWISE
software uses XPath to retrieve a part of the message payload in XML format, that will later be used to
uniquely identify an event instance for a particular process instance during execution (Costello, 2008).
6.2.1.2 The BPAF Model
BPAF is a standard format published by the Workflow Management Coalition to support the analysis of
audit data across heterogeneous business process management systems (WfMC, 2012). It enables the
delivery of basic frequency and timing information to decision makers, such as the cycle times of
processes, wait time, number of process instances completed against the failed ones, etc. This permits
host systems to determine what has occurred in the business operations by enabling the collection of audit
data “to be utilized in both analysis (Business Process Analytics) and the derivation of status information
(Business Activity Monitoring)” (zur Muehlen & Shapiro, 2010).
The primary sources for BPAF data are events streams coming from business process management
systems, but the use of the standard is not limited uniquely to these sorts of systems. Any other
operational system may publish events following the BPAF standard format, and hence achieve a fully
integration with other process-related audit data (WfMC, 2012).
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BPAF is designed as an XML schema and consists of a generic design for a process analytics system
which provides an event format independent of the underlying process model. This format enables analytic
applications and BAM technology to unify criteria and to standardize a state model for auditing event
purposes in heterogeneous environments (zur Muehlen & Shapiro, 2010).
State Model
The BPAF state model and transitions are depicted in the following figure.

Figure 6-4 - BPAF State Model (zur Muehlen & Shapiro, 2010)

The following table specifies the different BPAF transitioning states and their meanings which are
specified in (WfMC, 2012).
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State
OPEN.NOTRUNNING
OPEN.NOTRUNNING.READY
The process/activity is ready to be processed but has not been assigned to a particular
participant.
OPEN.NOTRUNNING.ASSIGNED
The process/activity has been assigned to a role (potentially a group of participants), but work
has not started yet.
OPEN.NOTRUNNING.RESERVED
The process/activity has been assigned to a named user (a single participant), but work has
not started yet.
OPEN.NOTRUNNING.SUSPENDED
The process/activity has been moved into a hibernation state. Execution has not yet begun at
this point, i.e. the process/activity cannot be executed from this state but has to be reactivated
before execution can begin.
OPEN.NOTRUNNING.SUSPENDED.ASSIGNED
The process/activity was suspended from an assigned state.
OPEN.NOTRUNNING.SUSPENDED.RESERVED
The process/activity was suspended from a reserved state.
OPEN.RUNNING
OPEN. RUNNING.IN_PROGRESS
The process/activity is in execution.
OPEN. RUNNING.SUSPENDED
The process/activity has been moved into a hibernation state after its execution has begun.

State
CLOSED CLOSED.CANCELLED
CLOSED.CANCELLED.ERROR
The process/activity has ended due to an error in the execution.
CLOSED.CANCELLED.EXITED
The process/activity has ended because it was manually exited prior to its completion.
CLOSED.CANCELLED.OBSOLETE
The process/activity has ended because it has been superseded.
CLOSED.CANCELLED.ABORTED
The process/activity has been forcibly but gracefully ended, i.e. running activities and subprocesses were allowed to complete as scheduled before the end of the process instance.
CLOSED.CANCELLED.TERMINATED
The process/activity has been forcibly ended, i.e. running activities and sub-processes were
terminated before their scheduled completion.
CLOSED.COMPLETED
CLOSED.COMPLETED.SUCCESS
The process/activity has completed as planned and has achieved its objectives.
CLOSED.COMPLETED.FAILURE
The process/activity has completed as planned but has not achieved its objectives.
Table 6-1 - BPAF States (WfMC, 2012)

If any operational system does not support any of the above states, the event can be reduced to the next
closest state it represents. This provides BPAF with a great flexibility to monitor and analyse events fired
from heterogeneous platforms and disparate environments.
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The BPAF Structure
An event in BPAF represents a state change accordingly to the transitions specified above. The event
data is structured as XML messages which follow the BPAF event format (WfMC, 2012) illustrated in
Figure 6-5 - BPAF Event Format (zur Muehlen & Shapiro, 2010).

Figure 6-5 - BPAF Event Format (zur Muehlen & Shapiro, 2010)

As specified in (WfMC, 2012), BPAF presents four basic components: General Information, Process
Context, Activity Context, and Event Detail Context.
General Information
EventID: A globally unique identifier for the individual event.
Timestamp: The time of the event occurrence.
ServerID [optional]: A globally unique identifier for the originating server of the event.
Process Context
ProcessDefinitionID: The identifier of the process definition from which the current process
instance has been derived.
ProcessInstanceID: The identifier of the process instance that serves as the context of the event.
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ProcessName [optional]: The name of the process definition from which the current process instance
has been derived.
Activity Context
The following attributes are only used if the represented event is at an activity or sub-process level.
ActivityDefinitionID [optional]: The identifier of the activity definition from which the current
activity instance has been derived.
ActivityInstanceID [optional]: The identifier of the activity instance that serves as the context of
the event.
ActivityName [optional]: The name of the activity definition from which the current activity instance
has been derived.
Event Detail Context
CurrentState: An identifier of the current state of the object that changed state, derived from the
BPAF state model. The state model is specified on the Table 6-1 - BPAF States (WfMC, 2012).
PreviousState [optional]: An identifier of the previous state of the object that changed state, derived
from the BPAF state model. The state model is specified on the Table 6-1 - BPAF States (WfMC, 2012).
DataElement [multiple, optional]: A name-value-pair that can be used to store additional process data
that can later be used to correlate or aggregate events.
XML Schema
<?xml version="1.0" encoding="UTF‐8"?>
<xs:schema xmlns:bpaf="http://www.wfmc.org/2009/BPAF2.0"
xmlns:xs="http://www.w3.org/2001/XMLSchema"
targetNamespace="http://www.wfmc.org/2009/BPAF2.0"
elementFormDefault="qualified"
attributeFormDefault="unqualified">
<xs:element name="Event">
<xs:annotation>
<xs:documentation>
Business Process Analytics Format Event
</xs:documentation>
</xs:annotation>
<xs:complexType>
<xs:sequence>
<xs:element name="EventDetails">
<xs:complexType>
<xs:attribute name="CurrentState" type="bpaf:State" use="required"/>
<xs:attribute name="PreviousState" type="bpaf:State"/>
</xs:complexType>
</xs:element>
<xs:element name="DataElement" minOccurs="0" maxOccurs="unbounded"/>
</xs:sequence>
<xs:attribute name="EventID" type="bpaf:ID" use="required"/>
<xs:attribute name="ServerID" type="xs:NMTOKEN"/>
<xs:attribute name="ProcessDefinitionID"
type="xs:NMTOKEN" use="required"/>
<xs:attribute name="ProcessInstanceID" type="xs:NMTOKEN" use="required"/>
<xs:attribute name="ProcessName" type="xs:string"/>
<xs:attribute name="ActivityDefinitionID" type="xs:NMTOKEN"/>
<xs:attribute name="ActivityInstanceID" type="xs:NMTOKEN"/>
<xs:attribute name="ActivityName" type="xs:string"/>
<xs:attribute name="Timestamp" type="xs:dateTime" use="required"/>
</xs:complexType>
</xs:element>
<xs:simpleType name="State">
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<xs:annotation>
<xs:documentation>
Enumeration of Possible Process and Activity States
</xs:documentation>
</xs:annotation>
<xs:list>
<xs:simpleType>
<xs:restriction base="xs:string">
<xs:enumeration value="Open"/>
<xs:enumeration value="Open.NotRunning"/>
<xs:enumeration value="Open.NotRunning.Ready"/>
<xs:enumeration value="Open.NotRunning.Assigned"/>
<xs:enumeration value="Open.NotRunning.Reserved"/>
<xs:enumeration value="Open.NotRunning.Suspended"/>
<xs:enumeration value="Open.NotRunning.Suspended.Assigned"/>
<xs:enumeration value="Open.NotRunning.Suspended.Reserved"/>
<xs:enumeration value="Open.Running"/>
<xs:enumeration value="Open.Running.InProgress"/>
<xs:enumeration value="Open.Running.Suspended"/>
<xs:enumeration value="Closed"/>
<xs:enumeration value="Closed.Completed"/>
<xs:enumeration value="Closed.Completed.Success"/>
<xs:enumeration value="Closed.Completed.Failed"/>
<xs:enumeration value="Closed.Cancelled"/>
<xs:enumeration value="Closed.Cancelled.Exited"/>
<xs:enumeration value="Closed.Cancelled.Error"/>
<xs:enumeration value="Closed.Cancelled.Obsolete"/>
<xs:enumeration value="Closed.Cancelled.Aborted"/>
<xs:enumeration value="Closed.Cancelled.Terminated"/>
</xs:restriction>
</xs:simpleType>
</xs:list>
</xs:simpleType>
<xs:simpleType name="ID">
<xs:annotation>
<xs:documentation>Namespace for Event Identifiers</xs:documentation>
</xs:annotation>
<xs:restriction base="xs:NMTOKEN"/>
</xs:simpleType>
</xs:schema>

6.2.1.3 Extended BPAF
BPAF is a flexible XML-based data format for interchange audit data that flows across heterogeneous
business process management systems, however the proposed framework pursues to record and analyse
event information which are originated not only from business process management systems, but also
from others whose operations are part of an upper global business process within a supply chain. Hence,
some extra information in the original BPAF structure is required in order to meet the goals of the
proposed framework.
An extension of BPAF must enable heterogeneous systems to produce interchangeable event information
regardless of the underlying concerns of the source systems. Likewise, the audit information must provide
the behavioural information about business process executions to enable business analysts to compose a
powerful insight about the overall business performance.
This work presents an extension to the BPAF structure which has been modified slightly with the purpose
of achieving two main aims. The first aim is to enable the framework to correlate the events from business
processes which are run across a diverse of disparate systems such as ERP systems, BPEL engines,
workflows, etc. and which in turn, are part of an upper global process. And the second aim is to
accommodate structural properties of business processes that are of relevance to business analyst and
that are commonly found on business operations close to the real-world.
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The proposed extension of the BPAF event format is illustrated in Figure 6-6 - Extended Business Process
Analytics Format (exBPAF).

Figure 6-6 - Extended Business Process Analytics Format (exBPAF)

The extended elements and attributes are specified below.
ServerID: At difference with the BPAF standard, this attribute cannot longer be optional, as it is an
essential data field to be able to correlate events properly. The proposed framework requires to uniquely
identifying the business systems that originated the event since the business processes are to cross
business boundaries throughout a diverse of disparate software systems. Therefore, this attribute must be
mandatory.
ActivityParentID: The BPAF standard only allows a two-level process hierarchy which is
unnecessarily restrictive and far from the real world process models. The proposed format permits to
accommodate an unlimited number of levels of sub-process / sub-activities by keeping a reference to its
closest parent.
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DataElement [multiple, optional]: A name-value-pair that can be used to store additional process
data, except the data used for correlate events as well as the data that represents the message payload of
processes or activities.
Payload [multiple, optional]: A name-value-pair that can be used to uniquely store the event payload of
processes or activities.
The next snippet shows up a sample of a message payload, and how the business data is represented
and stored in the Payload element.
<payload>
<OrderShip>
<OrderNumber>A525</OrderNumber>
<Items>
<Item>
<ItemCode>0587</ItemCode>
<Quantity>3</Quantity>
</Item>
<Item>
<ItemCode>8912</ItemCode>
<Quantity>10</Quantity>
</Item>
</Items>
</OrderShip>
</payload>

Payload Element
Key
OrderShip.OrderNumber
OrderShip.Items.Item.ItemCode
OrderShip.Items.Item.Quantity
OrderShip.Items.Item.ItemCode
OrderShip.Items.Item.Quantity

Value
A525
0587
3
8912
10

Table 6-2 - Payload Element

The payload data provides significant information to business analysts about the structural properties of
business processes. This information enables end-users to fetch a determined process instance by
providing such specific data instead of dealing directly with instance identifiers which are complex to deal
with. For instance, from a business analyst perspective, it is more adequate to formulate questions such
as “What is the execution time of the process instance where order number is equal to ‘A525’?” rather
than “What is the execution time of process instance with identifier ‘2834768’?”
ProcessInstanceID [optional]: The identifier of the process instance whose source system has
the ability to uniquely identify a process instance by the means of a unique identifier. This element is
optional as not all source systems are able to manage unique identifiers on the execution of their business
processes.
Correlation [multiple, optional]: A name-value-pair that stores a subset of elements contained on
the event payload and that are used to uniquely identify a determined process or activity. This business
data is required for those source systems which cannot manage identifiers on their process instances or
activities, but they have the ability to identify uniquely any instance associated to a particular
processDefinitionID by allocating a determined subset of business data as part of the event
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payload. This element is essential to correlate event produced by sources such as non-BPEL systems.
The event correlation is covered in more detail on the next section 6.2.2.1.
XML Schema
<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema"
xmlns:basu="http://www.uc3m.es/softlab/basu/event"
xmlns:bpaf="http://www.wfmc.org/2009/BPAF2.0"
targetNamespace="http://www.uc3m.es/softlab/basu/event">
<xs:annotation>
<xs:documentation xml:lang="en">
BPAF (Business Process Analytics Format) extension for
handling events in the BASU (Business Analytics Service Unit)
component of the CBI4API (Cloud-based Infrastructure
for Process Intelligence) system
</xs:documentation>
</xs:annotation>
<xs:element name="Event">
<xs:annotation>
<xs:documentation>
Business Process Analytics Format Event (Extended for BASU-CBI4API)
</xs:documentation>
</xs:annotation>
<xs:complexType>
<xs:sequence>
<xs:element name="EventDetails">
<xs:complexType>
<xs:attribute name="CurrentState"
type="basu:State" use="required"/>
<xs:attribute name="PreviousState" type="basu:State"/>
</xs:complexType>
</xs:element>
<xs:element name="ActivityParent"
type="basu:ActivityParent" minOccurs="0" maxOccurs="1"/>
<xs:element name="Correlation"
type="basu:Correlation" minOccurs="1" maxOccurs="1"/>
<xs:element name="DataElement" minOccurs="0" maxOccurs="unbounded"
type="basu:DataElement"/>
<xs:element name="Payload" minOccurs="0" maxOccurs="unbounded"
type="basu:Payload"/>
</xs:sequence>
<xs:attribute name="EventID" type="basu:ID" use="required"/>
<xs:attribute name="ServerID" type="xs:NMTOKEN" use="required"/>
<xs:attribute name="ProcessDefinitionID" type="xs:NMTOKEN"
use="required"/>
<xs:attribute name="ProcessName" type="xs:string"/>
<xs:attribute name="ActivityDefinitionID" type="xs:NMTOKEN"/>
<xs:attribute name="ActivityInstanceID" type="xs:NMTOKEN"/>
<xs:attribute name="ActivityName" type="xs:string"/>
<xs:attribute name="Timestamp" type="xs:dateTime" use="required"/>
</xs:complexType>
</xs:element>
<xs:complexType name="ActivityParent">
<xs:sequence>
<xs:element name="ActivityDefinitionID"
type="xs:NMTOKEN" minOccurs="1" maxOccurs="1"/>
<xs:element name="ActivityInstanceID"
type="xs:NMTOKEN" minOccurs="1" maxOccurs="1" />
</xs:sequence>
</xs:complexType>
<xs:complexType name="Correlation">
<xs:sequence>
<xs:element name="ProcessInstanceID" type="xs:NMTOKEN" minOccurs="0"/>
<xs:element name="CorrelationData"
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type="basu:CorrelationData" minOccurs="0"/>
</xs:sequence>
</xs:complexType>
<xs:simpleType name="State" xmlns="http://www.wfmc.org/2009/BPAF2.0">
<xs:annotation>
<xs:documentation>
Enumeration of Possible Process and Activity States
</xs:documentation>
</xs:annotation>
<xs:restriction base="xs:string">
<xs:enumeration value="Open"/>
<xs:enumeration value="Open.NotRunning"/>
<xs:enumeration value="Open.NotRunning.Ready"/>
<xs:enumeration value="Open.NotRunning.Assigned"/>
<xs:enumeration value="Open.NotRunning.Reserved"/>
<xs:enumeration value="Open.NotRunning.Suspended"/>
<xs:enumeration value="Open.NotRunning.Suspended.Assigned"/>
<xs:enumeration value="Open.NotRunning.Suspended.Reserved"/>
<xs:enumeration value="Open.Running"/>
<xs:enumeration value="Open.Running.InProgress"/>
<xs:enumeration value="Open.Running.Suspended"/>
<xs:enumeration value="Closed"/>
<xs:enumeration value="Closed.Completed"/>
<xs:enumeration value="Closed.Completed.Success"/>
<xs:enumeration value="Closed.Completed.Failed"/>
<xs:enumeration value="Closed.Cancelled"/>
<xs:enumeration value="Closed.Cancelled.Exited"/>
<xs:enumeration value="Closed.Cancelled.Error"/>
<xs:enumeration value="Closed.Cancelled.Obsolete"/>
<xs:enumeration value="Closed.Cancelled.Aborted"/>
<xs:enumeration value="Closed.Cancelled.Terminated"/>
</xs:restriction>
</xs:simpleType>
<xs:simpleType name="ID">
<xs:annotation>
<xs:documentation>Namespace for Event Identifiers</xs:documentation>
</xs:annotation>
<xs:restriction base="xs:NMTOKEN"/>
</xs:simpleType>
<xs:complexType name="CorrelationData">
<xs:sequence>
<xs:element name="CorrelationElement" type="basu:CorrelationElement"
minOccurs="1" maxOccurs="unbounded" />
</xs:sequence>
</xs:complexType>
<xs:complexType name="CorrelationElement">
<xs:attribute name="key" type="xs:NMTOKEN" use="required"/>
<xs:attribute name="value" type="xs:string" use="required"/>
</xs:complexType>
<xs:complexType name="DataElement">
<xs:attribute name="key" type="xs:NMTOKEN" use="required"/>
<xs:attribute name="value" type="xs:string" use="required"/>
</xs:complexType>
<xs:complexType name="Payload">
<xs:attribute name="key" type="xs:NMTOKEN" use="required"/>
<xs:attribute name="value" type="xs:string" use="required"/>
</xs:complexType>
</xs:schema>
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6.2.2 Business Analytics Service Unit
As previously stated, capturing and integrating business events from heterogeneous operational systems
and different organizational units is a challenging task, not only from a BAM perspective, but also with
respect to the representation of performance information.
The BASU component (see Figure 6-7) is responsible for achieving such functionality on a local scope
whilst the cross-organizational dependencies are managed by the GBAS module which is responsible for
integrating an undetermined set of BASU modules across the entire system.

Figure 6-7 - BASU Architecture

The event publisher is responsible for capturing the events from legacy business systems and publishing
them to the network throughout an ActiveMQ message broker instance. The legacy listener transforms
event streams into XML messages structured in the extended BPAF format and forwards the enterprise
events to a specific JMS queue as they occur.
The event subscriber is continuously listening for incoming events upon a specific JMS queue. Each event
is then processed individually by transforming the content of its XML message into a memory
representation of an instance in an extended BPAF format. Every instance is then forwarded to the event
correlator which is responsible for identifying and setting the correct sequence of the incoming events
before they get stored into Big Data tables.
The event correlator module is responsible for identifying the correct sequence of events per process
instance or activity. It leverages the extended BPAF data to determine the process instance or activity
associated with the event. This is achieved by querying the local event store for the existence of a process
instance associated with the correlation data provided. The information retrieval at this stage is critical, as
the latency for querying Big Data tables must be minimal in order that the system can provide BAM
services in a short-time response basis.
The event store provides a service interface to access the big data store containing the live enterprise
event data. The core of this module is basically composed of a set of entity beans that represents the
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business events in BPAF format, a set of Spring components for managing the event data throughout the
Java Persistence API (JPA), and another set of Spring components that provides the service interface to
the data access methods. The use of JPA specification over Big Data tables is performed by an
implementation of JPA over HBase which is supported by the DataNucleus project.
An important component of this module is the implementation of the ETL methods for extracting the event
information received from the subscriber module, transforming the event data structured in the extended
BPAF format into raw BPAF (Vera-Baquero & Molloy, 2012), and loading the resulting data into the event
store.
Whilst the live enterprise data give an insight into the business process execution, they do not provide
measurable information about business performance (Vera-Baquero & Molloy, 2012), therefore the
definition of metrics are required in order to provide business analysts with an understanding of the
behavioural aspects of business processes.
The event data warehouse module is devised for this purpose, and it is composed of a data repository of
metrics combined with a subset of event data that enable end-users to query business events for
analytical purposes. The underlying storage system is based upon an HBase instance along the Hive
product with the aim at supporting data warehouse capabilities over Big Data.
The proposed system captures and records the timestamp of events locally containing the time at which
they occurred on the source system. The analysis of the timestamp of a set of correlated events is
leveraged by the event data warehouse module to construct metrics per process instance or activity as the
events arrive. This analytical information is derived in a very tight timeframe as events arrive and is fully
accessible through a specific-purpose SQL-like query language discussed in subsequent sections (see
6.2.2.3.6).
Metrics and live event data are jointly stored and managed within a data warehouse implementation. This
module implements this component in order to provide analysts with the ability to retrieve and process
historical events as well as analyse the behaviour of business processes by the means of a set of
proposed metrics widely discussed in previous sections.
In subsequent sections we explore these components in further details.
6.2.2.1 Event Correlation
Event correlation refers to the determination of the sequence of events produced by the execution of interrelated and consecutive process instances or activities. The event correlation is an essential part of the
proposed framework for achieving the correct identification of process execution sequences. Without the
ability to correlate events it would not be possible to generate metrics per process instance or activity
(Costello & Molloy, 2009), and thus the business analysts were unable to identify exceptional situations
neither discovering business opportunities. Hence, an event correlation mechanism is mandatory in order
to perform a correct business process analysis over the collected data.
Foundation of the Event Correlation Algorithm
The event correlation algorithm is the base of the system for identifying and linking sequences of interrelated events. This is essential for measuring processes and generating metrics per process instance or
activity. This section rolls out the fundamentals of the event correlation algorithm that is proposed in this
thesis.
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Domain of Discourse
The quadruplet {S, D, P, E} composes the domain of discourse for the event correlation foundation. We
define the domain of disclosure such as follows:
S ≡ {s1,s2,s3,…,sn}
D ≡ {d1,d2,d3,…,dn}
P ≡ {p1,p2,p3,…,pn}
E ≡ {e1,e2,e3,…,en}

Defines the set of existing sources.
Defines the set of existing process definitions (models).
Defines the set of existing process instances.
Defines the set of existing event instances.

Definitions. Every discrete value of an event 𝑒 ∈ 𝐸 belongs to an unique instance 𝑝 ∈ 𝑃 , which is
defined by a process model 𝑑 ∈ 𝐷 , and whose instances are executed at a particular source 𝑠 ∈ 𝑆.
Every individual value on any of these sets is denoted such as follows:
s∈𝑆≡
d∈𝐷≡
p∈𝑃≡
e∈𝐸≡

Defines the source s
Defines the process definition (model) d
Defines the process instance p
Defines the event e

All discrete values associated to the set of events (E), process instances (P), models (D) and sources (S)
are related to each other by definition, i.e. an event (E) implies a process instance (P) which must comply
a process model (D) defined at a specific source (S). In this relationship (E->P->D->S), no discrete value
can exists without the other, and this related data is denoted such as follow:

𝑒 𝑝 ∈ 𝑃 ≡ Process instance of event e
𝑝𝑑 ∈ 𝐷 ≡ Process definition of instance p
𝑑 𝑠 ∈ 𝑆 ≡ Source of the process definition d

The data-relationship constraints described above are expressed in the form of predicates which are
defined below:
Predicate 1. For every process definition there exists an associated source.
∀𝑥 ∈ 𝐷(∃𝑦 ∈ 𝑆 ∶ 𝑥 𝑠 = 𝑦)
Predicate 2. For every process instance there exists a process definition that represents such process.

∀𝑥 ∈ 𝑃(∃𝑦 ∈ 𝐷 ∶ 𝑥 𝑑 = 𝑦)
Predicate 3. For every event there exists a process instance that is owner of such event:

∀𝑥 ∈ 𝐸(∃𝑦 ∈ 𝑃 ∶ 𝑥 𝑝 = 𝑦)
Before introducing the next predicate, let’s define 𝑒 𝑑 ∈ 𝐷 such as the process definition that represents
the event e.
Predicate 4. For every event there exists a process definition associated with the event which must be
equal to the definition of the process instance that it refers to. This is denoted by the following formulation:
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∀𝑥 ∈ 𝐸(∃𝑦 ∈ 𝑃(∃𝑧 ∈ 𝐷 ∶ 𝑦 𝑑 = 𝑧 ∧ 𝑥 𝑝 = 𝑦 ⟹ 𝑥 𝑑 = 𝑧))
Before introducing the next predicate, let’s define 𝑒 𝑠 ∈ 𝑆 such as the source that originated the event e.
Predicate 5. For every event there exists a source from where the event originated which must be equal
to the source of the process definition that it refers to. This is denoted by the following formulation:

∀𝑥 ∈ 𝐸 (∃𝑦 ∈ 𝑃(∃𝑧 ∈ 𝐷(∃𝛼 ∈ 𝑆 ∶ 𝑧 𝑠 = 𝛼 ∧ 𝑦 𝑑 = 𝑧 ∧ 𝑥 𝑝 = 𝑦 ⟹ 𝑥 𝑠 = 𝛼)))
Predicate 6. Let’s define the correlation data of an event e as a set of key-value pairs {{k1,v1}, {k2,v2},
{k3,v3}, …, {kn,vn}} that is contained in the payload message of an event. This is denoted by 𝑒 𝑐𝑜𝑟 . In turn,
𝑒 𝑘 ∈ 𝑒 𝑐𝑜𝑟 and 𝑒 𝑣 ∈ 𝑒 𝑐𝑜𝑟 represent respectively a particular key and value pair of the correlation set for
a particular event e.
Two correlation sets of two different events are equal if and only if, both sets have the same size and all
key-value pairs from the first set are contained in the second set and vice versa.

𝑒𝑖𝑐𝑜𝑟 = 𝑒𝑗𝑐𝑜𝑟 ⇔ (∀𝑥 ∈ 𝑒𝑖𝑐𝑜𝑟 [∃𝑦 ∈ 𝑒𝑗𝑐𝑜𝑟 : 𝑥 𝑘 = 𝑦 𝑘 ∧ 𝑥 𝑣 = 𝑦 𝑣 ])
∧ (∀𝑦 ∈ 𝑒𝑗𝑐𝑜𝑟 [∃𝑥 ∈ 𝑒𝑖𝑐𝑜𝑟 : 𝑦 𝑘 = 𝑥 𝑘 ∧ 𝑦 𝑣 = 𝑥 𝑣 ])
Before introducing the next predicate, let’s define 𝑝𝑒 ∈ 𝐸 such as the set of events of the process
instance p.
Predicate 7. The event correlation set must be unique across process or activity instances, so that the
inter-relation of events for a specific instance can be univocally identified. Hence, the following formulation
must be compiled.

∀𝑥 ∈ 𝑃 (∀𝛼 ∈ 𝑥 𝑒 (∄𝑦 ∈ 𝑃 ∶ 𝑥 ≠ 𝑦 ∧ (∀𝛽 ∈ 𝑦 𝑒 ∶ 𝛼 𝑐𝑜𝑟 = 𝛽 𝑐𝑜𝑟 )))
Objective Function. Following the predicates stated above, we can define the objective function as the
correlation function 𝐶(𝑒) = 𝑒 𝑝 that finds the process instance 𝑝 of the event 𝑒 in the domain of
discourse for all existing events contained in E.

𝐶(𝑒) = {

∀𝑥 ∈ 𝐸[∃𝑦 ∈ 𝐸 ∶ 𝑥 𝑐𝑜𝑟 = 𝑦 𝑐𝑜𝑟 ∧ 𝑥 𝑑 = 𝑦 𝑑 ∧ 𝑥 𝑠 = 𝑦 𝑠 ] ⇒ 𝑦 𝑝
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒, 𝑎𝑠𝑠𝑖𝑔𝑛 𝑎 𝑛𝑒𝑤 𝑖𝑛𝑠𝑡𝑎𝑛𝑐𝑒

The event correlation algorithm proposed in this paper is an implementation of the objective function
formulated and based on the predicates defined above.
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Table 6-3 - Event Correlation Algorithm
Algorithm. Event Correlation
1: function correlation (event in E) : return (p in P)
2: begin
3: for every 𝑒 in E
4: do
5:
if (𝑒 𝑑 == 𝑒𝑣𝑒𝑛𝑡 𝑑 ) ∧ (𝑒 𝑠 == 𝑒𝑣𝑒𝑛𝑡 𝑠 ) ∧ (𝑠𝑖𝑧𝑒(𝑒 𝑐𝑜𝑟 ) = 𝑠𝑖𝑧𝑒(𝑒𝑣𝑒𝑛𝑡 𝑐𝑜𝑟 ))
6:
then
7:
found := true
8:
for every 𝑐 in 𝑒 𝑐𝑜𝑟
9:
do
10:
if ¬((𝑐 𝑘 , 𝑐 𝑣 ) in 𝑒𝑣𝑒𝑛𝑡 𝑐𝑜𝑟 )
11:
then
12:
found := false
13:
break
14:
end if
15:
end do
16:
17:
if (found) then
18:
return 𝑒 𝑝
16: end if
20: end do
21: return {new identifier}
22: end

The algorithm complexity is O(N2) as it iterates over the correlation set of every event identified in the
system. Since it is not possible to know, either estimate, beforehand the execution time of business
processes, the event correlation mechanism must have available all historical data in order to identify
previous instances. Even though the algorithm complexity is manageable, the input size can be extremely
large in big-data contexts, thus making the algorithm inefficient and unable to correlate instances in realtime. In this case, clustering capabilities must be used to mitigate this handicap by distributing the
processing load across different servers; however this might potentially span to hundreds or thousands of
servers depending on the business case and the volume of data. In order to keep hardware investments at
minimum, secondary indexes in HBase are leveraged in order to achieve the algorithm to run in real-time.
The big-data tables store the entire set of events 𝑒 ∈ 𝐸 using an event model that is based on the
business process analytics format (BPAF) which is ideal to meet the purposes of this research work. The
implementation details of this algorithm are extensively covered later on this thesis.
An Implementation Perspective
This work proposes an event correlation mechanism based on the shared data between business
processes during their execution. In an event-driven approach, such shared data usually make reference
to the message payload. This information can be used to identify the start and end event data for a
particular process instance or activity. The main drawback of this approach is to determine which part of
the event payload is used to identify and link the consecutive events.
The listening software (Event Publisher) is responsible for specifying which part of the message payload
will be used to correlate the events of instances associated to a specific model. The following figure
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illustrates a sample of how three consecutive events in time (Event A, Event B and Event C) are correlated
relating to the order number ‘A525’ contained in the message payload of the involved process.

Figure 6-8 - Event correlation sample based on some shared data

At destination, part of the message payload associated to the event is used to uniquely identify the
associated process instance or activity by querying the event store. The identification of the correct
instance is undertaken by retrieving the exact instance associated to a determined process model, fired
from a determined source and executed with a given correlation data. This triplet allows the proposed
framework to determine which process instance or activity is the owner of a determined event. Therefore,
the event sequence is identified by two data types; the event timestamp and the process or activity
instance identifier, both generated and managed at destination.
In source systems with capabilities to generate and manage identifiers on their source instances, such as
BPEL engines, it is not necessary to provide any correlation information on the event message. In such
cases, the instance identifier is provided instead, and in turn, this is then used to correlate the subsequent
events.
Technological Approach
The proposed solution (Figure 6-9) uses an event correlation mechanism based on the shared data
between business processes during their execution. This information makes reference to the payload of
event messages, and it can be used to identify the start and end event data for a particular process
instance or activity.
The next figure illustrates the event-capturing side of the proposed IT solution. It is a cloud-computing
event-driven platform that relies on big data technology to handle very large volumes of event data with
the aim of supporting timely business performance analysis. The continuous execution of distributed
processes during the business lifetime produces a vast amount of unstructured event data that may occur
in a variety of source systems which are run on different heterogeneous platforms. Based on the event
model described herein, the solution has the capabilities to timely collect the enterprise events, correlate
the data along their inter-related processes, and measure their throughput.
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Figure 6-9 - Contextual diagram of business event correlation

In this context, the listening software is responsible for specifying which part of the message payload will
be used to correlate the events of instances associated to a specific model. This module is responsible for
capturing the events from legacy business information systems and publishing them to the network
throughout the ActiveMQ message broker. The legacy listener software emits the event information to
different endpoints depending on the message format provided. Currently, the platform supports a variety
of most common and widely adopted formats for representing event logs such as XES, MXML or even raw
BPAF. Consequently, a different set of plugins are available per supported event format, and in turn, each
plugin incorporates specific ETL (Extract, Transform and Load) functions to convert source event streams
into the proposed extended BPAF, which will enable the correlation of instances. Furthermore, the
proposed platform also provides a plugin that directly mines BPEL databases for a specific vendor. This
plugin has been specifically designed for Apache ODE engine, and has the capabilities to transform event
logs into XML messages already structured in BPAF.
The author leverages existing works around audit interchangeable event formats discussed in (zur
Muehlen & Swenson, 2011) and (Becker, Matzner, Müller, & Walter, 2012) to enable the transformation of
multiple enterprise event formats into extended BPAF. Once the events are transformed, then they are
forwarded to a specific channel for processing. The event correlation module is subscribed to this channel
listening continuously for new incoming events. Thereby, the enterprise events are correlated as they
arrive by querying the event repository for previous instances. This is achieved by fetching the existence
of a process instance associated with the correlation data provided. If no data is returned, it means that a
new process has been created at the source system; thereby a new process instance is generated at
destination. In such a case, a new identifier to the process instance is assigned that will later be used to
correlate the subsequent events as they arrive.
In source systems that have the ability to generate and manage identifiers on their source instances, such
as BPEL engines, it is not necessary to provide any correlation information on the event message. In such
cases, the instance identifier is provided instead, and in turn, this is used to correlate the subsequent
events.
As already stated, the retrieval of previously stored information is needed for the correlation mechanism.
Hence, the timely access to this information at this stage is critical to provide timely business performance
information, and thus the latency for querying big data tables must be minimal. For this purpose, a big data
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approach has been used to overcome this significant pitfall. The underlying technology of the event store
module is based on Apache HBase, whereby the event repository is implemented as big data tables.
Big-data event data store (HBase)
The event-based model introduced previously permits the representation of the structural and behavioural
information of highly distributed business processes, but this is not enough to provide analysts with timely
process performance information. The correct sequence of instances must be identified before any
measurement can be applied, and thus, this action must be performed in a very-low latency.
A big data approach has been leveraged on this purpose. The next figure (Figure 6-10) illustrates a
simplified representation of the big data tables implemented on HBase and the relationship between them.
In order to simplify the data schema, the attributes that are irrelevant to the event correlation mechanism
have been omitted.
Source

Model

RowKey: SourceId

RowKey: ModelId
"model": Source

ProcessInstance

ActivityInstance

RowKey: InstanceId
"process_instance": Model
"process_instance": SourceInstanceId

RowKey: InstanceId
"activity_instance": Model
"activity_instance": SourceInstanceId

EventPayload

Event

EventCorrelation

RowKey: EventId@Key
"event_payload": EventId
"event_payload": Key
"event_payload": Value

RowKey: EventId
"event": ProcessModel
"event": ProcessInstance
"event": ActivityModel
"event": ActivityInstance

RowKey: EventId@Key
"event_correlation": EventId
"event_correlation": Key
"event_correlation": Value

EventData
RowKey: EventId@Key
"event_data": EventId
"event_data": Key
"event_data": Value
Figure 6-10 - Simplified overview of live event-data model implemented as big data tables on HBase

As previously discussed, the event correlation relies on finding the associated process instance or activity
in the event repository. This can be achieved by using the triplet - source, model and event correlation,
where the event correlation can either be a set of key-value pairs, or a process or activity instance
identifier. According to the data model described below, the join between event and event-correlation
tables is needed for correlating processes that run on non-BPEL systems. However, on BPEL-like source
platforms, it is only necesary to perform a simple scan on the process-instance or activity-instance tables
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over the source instance identifier attribute. Consequently, the measurement of process executions that
are run on BPEL systems is much faster than those ones that are executed on legacy systems.
It is worth to mention that the data model below has been denormalized due to performance reasons.
Since join operations entail a very high performance cost on very large tables, the model attribute has
been duplicated at the event level, and thus reducing the joins to just two tables. Furthermore, the eventcorrelation table can not be denormalized as the correlation information contained in the message payload
may have multiple items, so the relationship must be one-to-many in either case, otherwise the systems
would be restricted to some specific business processes. Likewise, the correlation data can neither be
implemented as a map attribute within the event table because the key-value pairs must be scanned and
filtered. Therefore, the join operation is hard to be removed from the event-based model presented in this
thesis.
In order to provide timely business performance analysis the author leverages current big data technology
through the use of three different emerging approaches. The author proposes three different options: 1) to
write map-reduce jobs, 2) use cloudera Impala product or 3) implement secondary indexes over HBase.
Map-reduce
Map-reduce is a distributed data-intensive processing framework introduced by Google that exploits
cluster capabilities to support large distributed job in a cloud infrastructure. It features fault tolerance,
automatic parallelization, scalability and data locality-based optimizations. Due to their excellent fault
tolerance and scalability fatures, Map-reduce has now become the choice of data-intensive analysis in the
cloud (Nurain, Sarwar, Sajjad, & Mostakim, 2012).
The author designed a map-reduce job for implementing the event correlation mechanism described
above. The following illustration (Figure 6-11) depicts how the correlation process work.
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Event Correlation

Scan
(model, key1, value1)
HBase
Filter

EventID_1 | Key1

Scan
(model, key2, value2)

Scan
(model, key3, value3)

Scan
(model, key M, value M)

EventID_1 | Key2

EventID_1 | Key3

EventID_3 | Key1

EventID_3 | Key2

EventID_3 | Key3

EventID_4 | Key1

EventID_4 | Key2

EventID_2 | Key1

...

...

Map

EventID_N | Key1

EventID_N | Key2

EventID | 1

EventID | 1

...

EventID_N | KeyM

...

EventID | 1

Reduce
* EventID_1 | 3
EventID_2 | 1
* Only those event ids
with the exact correlation
size are emitted

* EventID_3 | 3
EventID_3 | 2
...

EventID_N | N

Figure 6-11 - Event correlation based on map-reduce

During the map stage, the events are filtered by model and key-value in isolation per correlation set.
Thereafter, every event identifier is emitted as key with value “1“ representing the number of occurrences
of the event within the correlation set. At the reducer stage, only those event identifiers that meet the exact
correlation size are emitted. Thereby, we identify those events with the specific key-values combination
thereof. The process or activity instance used to correlate subsequents event are retrieved by querying
directly the event table by rowkey (event identifier). The performance of this approach will highly depend
on the nature of the business model and the clustering capabilities of the IT infrastructure.
Cloudera Impala
Cloudera Impala is a Massively Parallel Processing (MPP) query engine that features scalable and parallel
data-intensive technology for querying big data. Thus, it is a powerful technology for providing eventdriven business performance analysis in real-time.
The author has leveraged Cloudera Impala capabilities to speed up the correlation of event data, and thus
accelerate the availability of business performance measures to end-users. During tests execution the
author experienced a correlation performance improvement by a factor of 5 in respect with the mapreduce approach for a specific environment and with a fixed volume of data – around 5 million of linked
event records. In the context of this work, a more considered study on determining the grade of
improvement of this approach in comparison to map-reduce might be desirable considering the small size
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of the dataset. Further research work is aimed at determining the relationship between the grade of
improvement and the factors that directly affect to the throughput of these both approaches, namely the
volume of data and clustering capabilities. This will give us a better insight on determining the trade-off
between hardware investments and acceptable response time, as this strongly varies different among
business cases with very specific demands.
The following Hive SQL query can be run in Cloudera Impala to provide same result than above but with a
considerable improved response time.
select t1.event_id
from
(select evt.event_id
from event evt join event_correlation
where cor.key = <key1> and cor.value =
join
(select evt.event_id
from event evt join event_correlation
where cor.key = <key2> and cor.value =
on (t1.event_id = t2.event_id)
join
(select evt.event_id
from event evt join event_correlation
where cor.key = <key3> and cor.value =
on (t2.event_id = t3.event_id)
join
.
.
.
(select evt.event_id
from event evt join event_correlation
where cor.key = <keyN> and cor.value =
on (tN-1.event_id = tN.event_id)
order by t1.event_id desc

cor on (evt.event_id = cor.event_id)
<value1>) t1
cor on (evt.event_id = cor.event_id)
<value2>) t2

cor on (evt.event_id = cor.event_id)
<value3>) t3

cor on (evt.event_id = cor.event_id)
<valueN>) tN

Once the results are found, the set of event identifiers fetched should be very small and manageable, and
thus the model can be easily filtered afterwards without causing any performance issue. Likewise, it also
possible to slightly modify the above statement to include a model filter by making distinctions per
processes or activity cases.
Secondary Indexes
This last approach consists in using secondary indexes in HBase over the event correlation table in order
to achieve immediate access to event identifiers that meets the set of key-value pair condition. According
to the result obtained and discussed in next section (Global Business Analytics Service), the read
operations over the rowkey in the event table are performed in the order of miliseconds. Since these
operations present a very-low latency, we can leverage this feature to enable real-time analysis.
The idea behind this approach is to use an alternate HBase table that will be used as a secondary index
for the event correlation table. The rowkey is established as a byte stream sequence of strictly ordered
key-value pairs for every event as following:

RowKey: Key1Value1Key2Value2…KeyNValueNSourceModel cf: “event_correlation” {eventId}
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Similarly as previous approaches, the correct process or activity instance can be identifying seamlessly by
querying the event table per event identifier.
The downside of this approach is that it requires additional cluster space and processing, similarly as
happens in RDBMS where alternate indexes require extra space and cost processing cycles to update.
Furthermore, reliable synchronization measures must be implemented as the indexes could potentially be
out of sync with the main data table. Even though RDBMS products have more advanced capabilities to
handle alternate index management, HBase scales better at larger data volumes (Apache Software
Foundation, Apache HBase, 2013).
6.2.2.2 Analytics Requirements
Business process analytics provides decision makers and process participants with insight about the
efficiency and effectiveness of organizational processes. This insight is obtained, to a large degree, by
measuring the behaviour of business processes. In consequence, the suitable treatment of event streams
from operational data sources is extremely important in order to effectively “evaluate what happened in the
past, to understand what is happening at present and to develop an understanding of what might happen
in the future” (zur Muehlen & Shapiro, 2010).
At the most basic level, operational systems deliver timing information on the event occurrence. The
majority of process metrics are obtained by analysing the timestamp of a set of correlated events which
are associated to a determined process instance or activity (zur Muehlen & Shapiro, 2010), and the use of
such metrics provides business analysts with an understanding of the behavioural aspects of business
processes.
The framework presented in this thesis, captures and records the timestamp of events containing the time
at which they occurred on the source system, not when they are packaged or delivered. This property is
essential in order to identify and analyse the right sequence of process instances, as well as ensuring that
the generation of metrics produces correct and precise information on its outcomes.
Based on the event timing information and the BPAF state model presented in previous sections, it is
possible for an analyst to determine the measurement of different behavioural aspects of business
processes with the aim at analysing the behaviour of completed processes, evaluating currently running
process instances, or predicting the behaviour of process instances in the future (zur Muehlen & Shapiro,
2010).
Michael zur Muehlen & Shapiro (2010) propose to leverage the state change records in the life cycle of
business process to determine the following information:






Turnaround: Measures the gross execution time of a process instance or activity.
Wait Time: Measures the elapsed time between the entrance of a process or activity in the
system and the assignment of the process or activity to a user prior to start its execution.
Change-over Time: Measures the elapsed time between the assignment of the process or
activity to a user and the execution start of the process or activity.
Processing Time: Measures the net execution time of a process instance or activity.
Suspend Time: Measures the suspending time of a process or activity.

The Figure 6-12 illustrates graphically the metrics outlined above by depicting a sample of the execution of
an activity instance according to the BPAF state model.

102

A Cloud-based Infrastructure to Support Business Process Analytics

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

Figure 6-12 - Activity Instance Metrics (zur Muehlen & Shapiro, 2010)

Likewise, the system is able to provide structural metrics according to the BPAF state changes per
instance or activity. These structural metrics are described as follows:





Running cases: number of instances executed for a given process or activity.
Successful cases: number of instances for a given process or activity that completed their
execution successfully.
Failed cases: number of instances for a given process or activity that finalized their execution
with a failure state.
Aborted cases: number of instances for a given process or activity that did not complete their
execution.

This work uses the metrics outlined above to measure the performance of business process executions,
and thus to analyse the behaviour of business operations. Subsequent sections such as Event Data
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Warehouse and Business Process Execution Query Language (BPEQL) relies on the model presented
herein.
6.2.2.3 Architecture of the Business Analytics Service Unit (BASU)
The architecture of the business analytics service unit (BASU) is illustrated in the Figure 6-7 and consists
of two main subsystems, the Business Activity Monitoring subsystem and the Business Intelligence
subsystem. They are both built upon the Spring Framework version 3, and hence, they are Java-based
enterprise applications.
The BAM subsystem is composed of a set of listener software modules (Event Publisher) that collects the
events from business systems and publishes them through a message broker platform, an Event
Subscriber module that listens and processes the incoming events, an Event Correlator module that
identifies and links consecutive events, and an Event Store module that implements the data interface and
events persistence.
The message broker platform relies on the ActiveMQ open source product of Apache Software
Foundation. This platform, among multiple other features, implements the specification of the Java
Message Service 1.1 (JMS); thereby the framework leverages ActiveMQ technology for delivering the
events in a reliable and scalable manner.
The BI subsystem is composed of an Event Data Warehouse and a Business Process Execution Query
Language (BPEQL) module. The Event Data Warehouse is responsible for the generation and persistence
of metrics, as well as serving as a data interface for querying the data warehouse containing metrics. The
BPEQL module basically parses, executes and returns the results of query statements about the structural
and behavioural properties of business processes.
The framework is deployed within the Tomcat Application Server, on which modules run under the
Inversion of Control (IoC) container of the Spring Framework.
6.2.2.3.1 Event Publisher
This module is responsible of capturing the events from legacy business systems and publishing them to
the network throughout the ActiveMQ message broker. The legacy listener software transforms event
streams into XML messages structured in the extended BPAF format, by the means of ETL methods, and
it forwards the enterprise events to a specific JMS queue as they occur.
6.2.2.3.2 Event Subscriber
This module is responsible for subscribing to a specific JMS queue for receiving the incoming enterprise
events. Each event is then processed individually by transforming the content of its XML message into a
Java Bean instance through the use of the JAXB technology. The Java Bean structure is a Java class that
represents the extended BPAF format presented in previous sections, and every instance of this class is
then forwarded to the Event Correlator module which will identify and set the correct sequence of the
incoming events before they get stored.
6.2.2.3.3 Event Correlator
As already mentioned, this module is responsible for identifying the correct sequence of events per
process instance or activity. It leverages the extended BPAF data to determine the process instance or
activity associated with the event. This is achieved by querying the Event Store for the existence of a
process instance associated with the correlation data provided. If no data is returned, it means that a new
process has been fired at the source system; thereby a new process instance is generated at destination.
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In such a case, the framework assigns a new identifier to the process instance that will later be used to
correlate the subsequent events as they arrive.
An important component of this module is the implementation of the ETL methods for extracting the event
information received from the subscriber module, transforming the event data structured in the extended
BPAF format into raw BPAF, and loading the resulting data into the event store.
6.2.2.3.4 Event Store
This module provides a service interface to access the data store containing the live enterprise event data.
The core of this module is basically composed of a set of entity beans that represents the business events
in BPAF format, a set of Spring components for managing the event data throughout the Java Persistence
API (JPA), and other set of Spring components, along with the DataNucelus product, that provide the
service interface to the data access methods. The entity beans follows the class diagram depicted in
Figure 6-13, however internally the data is structured in a slight different manner due to performance
reasons (see Figure 6-10). These components use the HiveQL (Hive Query Language) for querying the
stored event data and serves as intermediary to the proposed query language which is aimed at retrieving
and analysing the execution outcomes of business of processes. This query language is presented in this
work and is covered in next sections.
DataNucleus is an open source product that implements Java Persistence API over HBase. This package
highly empowers the capabilities of the analytical solution since integrates the relational representation of
the analytical model presented herein into Big Data tables, thus enabling data-intensive processing in a
relational way (see Figure 6-13).
Class Diagram

Figure 6-13 - Event store class diagram
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6.2.2.3.5 Event Data Warehouse
This module is a data repository of metrics combined with a subset of event data that enable end-users to
query business events for analytical purposes.
One key challenge in decision making is having access to all relevant information in order to undertake a
performance and compliance assessment. Metrics and event data are jointly stored and managed within a
data warehouse implementation. This module implements this component with the objective of providing
analysts with the ability to retrieve online performance information and process historical events as well as
analyse the behaviour of business processes by the means of a set of proposed metrics. In order to
provide Business Activity Monitoring functionality in (or near) real time, the construction of metrics and
KPIs must be performed at minimum latency. To assist in this regard, the framework incorporates an
intermediate in-memory cache solution with event data eviction. This cache has been implemented using
Infinispan and configured as a distributed cache with replication (owner nodes). As the event correlation
identifies sequence of events in time as they arrive, those events are temporarily stored in a distributed
cache, so that a large number of events co-exist during a variable period of time, in both permanent
storage and cache. Once an event is correlated in the stream chain, this event is cached and associated
with the event stream of its process instance. Additionally, there is an observer object which is
continuously listening to events that transition towards a COMPLETED state. At that precise moment, the
entire event stream is read from cache for that particular instance in place and forwarded to the data
warehouse module for processing. Once the metrics processor is notified of a new incoming instance that
has finished its execution, the event stream sequence is analysed and the metrics are produced according
to the state transition changes based on zur Muehlen & Shapiro's model. These metrics are described in
the previous sections and they are widely discussed in (zur Muehlen & Shapiro, 2010).
Once the metrics are generated, these are stored back in cache and persisted in HBase. The data
warehouse solution represents a star schema but with the difference that the fact table has been
denormalized to improve the speed of BPEQL queries (see section 6.2.2.3.6) over HBase. The reasons
why metrics are stored in cache for a fixed period of time with data eviction backed by HBase, is twofold:
1) enabling low-cost time access to metrics of the latest instances with the aim at supporting real-time
BAM capabilities, and 2) giving the framework real-time support for retrieving metrics of newly processed
instances through API calls.
Star Schema
The event data warehouse implementation is based upon a star schema. This schema contains one fact
table
“EventFact”
and
two
dimension
tables:
“ProcessInstance”
and
“ActivityInstance”, and in turn, these two tables are related to their respective models. These
are represented as tables (“ProcessModel” and “ActivityModel”) that store the model of
processes and activities respectively. The star schema developed is illustrated in the Figure 6-14.
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Figure 6-14 - Star Diagram

The description of the fact table is specified below.
Attribute

Description

Property

id

Event fact identifier.

Structural.

process

Process instance.

Structural.

activity

Activity instance.

Structural.

startTime

Process/Activity start time.

Structural.

endTime

Process/Activity end time.

Structural.

successful

Whether the Process/Activity execution was successful or not.

Behavioural.

failed

Whether the Process/Activity execution was failed or not.

Behavioural.

aborted

Whether the Process/Activity execution was aborted or not.

Behavioural.

turnAround

Turnaround time.

Behavioural.

wait

Waiting time.

Behavioural.

changeOver

Change-over time.

Behavioural.

processing

Processing time.

Behavioural.

suspend

Suspending time.

Behavioural.

Table 6-4 - Event fact table description
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6.2.2.3.6 Business Process Execution Query Language (BPEQL)
One key challenge in decision making is having access to all relevant information in order to undertake a
performance and compliance assessment. Such information is normally distributed on diverse
heterogeneous systems belonging to different organisational units. In such cases, not only the gathering,
unification and correlation of event data are required, but also the ability to query the event repository and
display the data thereof.
Many query languages for business processes have been proposed, using a variety of different
approaches such as SQL-like languages, languages based on graphs and ontologies.
The BP-Ex query language proposed in (Balan, Milo, & Sterenzy, 2010) is a user-friendly interface based
on a graph representation for querying business process execution traces.
The FPSPARQL is a query language for analyzing event logs of process-oriented systems based on the
concepts of folders and paths. These concepts enable analysts to join related events together and
additionally, store the folders and paths to later be used in future analysis. FPSPARQL extends the
SPARQL graph query language by implementing progressive techniques in a graph processing engine
(Behesti, Benatallah, Motahari-Nezhad, & Shakr, 2011).
The EP-SPARQL (Event Processing SPARQL) is an extension of the SPARQL querying language for
event processing and stream reasoning that enables stream-based querying (Anicic, Fodor, Stojanovic, &
Rudolph, 2011).
The query language proposed in this work resembles the SARI-SQL language discussed in (Rozsnyai,
Schiefer, & Roth, 2009). SARI-SQL defines a language comparable to ANSI-SQL from a declarative
perspective. The advantage of the languages based on an SQL-like syntax is that SQL is an industry
standard that is widely used in business environments. Furthermore, many non-technical people are
familiar with it (Rozsnyai, Schiefer, & Roth, 2009). An SQL based language is intuitive, and easier to learn
for business users who are familiar with the notion of entities and queries for reporting purposes.
In the absence of standards for querying business processes, a BPEQL (Business Process Execution
Query Language) query language has been proposed in (Vera-Baquero & Molloy, 2012). One of the main
objectives of this research work is to enable the systems to access structural and behavioural properties of
business properties in (or near) real-time by leveraging Big Data technology that is supported on
BASU/GBAS components. Thus, the BPEQL language has been extended for this purpose.
The BPEQL component provides a query engine that processes query statements formulated in the
proposed query language. The query engine works as a translator by parsing and converting BPEQL
query statements into internal HiveQL statements. Once the queries are translated into HiveQL
statements, these are forwarded to the Event Data Warehouse component, which performs the query over
the big–data tables and returns the result back to the query engine. The HiveQL serves as a suitable
intermediary layer for accessing the metrics stored at the data warehouse. The resulting data is handled in
the Event Data Warehouse module. This information is then transformed into entity beans which are
bound to the relational model of the star diagram described above. This transformation between the bigdata storage and the relational world is performed by the DataNucleus framework. This framework enables
to bind big-data tables in HBase with a relational view of the data. This analytical information is exposed
throughout cloud computing services and available to third-party applications.
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The query engine uses the ANTLR runtime for parsing and translating the queries into HiveQL. ANTLR
(ANother Tool for Language Recognition) is an open source product that “provides a framework for
constructing recognizers, interpreters, compilers and translators from grammatical descriptors” (Parr).
The grammatical description of the language is covered in the subsequent sections.
Grammar
The BPEQL grammar is based upon of a subset of the ANSI-SQL standard. The proposed grammar has
been drastically reduced in respect with ANSI-SQL and some other features have been incorporated to
adapt the language to a business process domain.
The specification of the BPEQL grammar is as follows:
SELECT [AGGREGATE] ((*) | (id | name | source | start_time
| end_time | successful | failed
| aborted | turn_around | wait
| change_over | processing | suspend))
FROM (ACTIVITY | PROCESS | MODEL)
[WHERE condition]
SELECT clause
The select clause specifies the attributes that will be projected in the output. Such set of attributes are
outlined above and they are self-explanatory.
The optional AGGREGATE clause groups the result in just one row and applies the average function to
the metric attributes.
FORM clause
The FORM clause specifies the context domain of data where the information will be retrieved from. It can
specify indistinctly an ACTIVITY, PROCESS or MODEL.
WHERE clause
The optional WHERE clause may specify alternatively an ID or a NAME or both, provided the FORM
clause references to an ACTIVITY, a PROCESS or a MODEL.
Grammar Specification
The grammar definition is broken down into two main components, a lexer and a parser. The lexer is a
specification with a set of rules that defines the lexical analysis to the proposed grammar. And the parser
is a grammar specification that determines if an input is syntactically correct with respect to the formal
grammar defined. This is also known as syntactical analysis. Furthermore, the proposed grammar
features some semantic rules which allow the recognizer to work as a translator. These rules are
commonly known as semantic rules.
Lexical Grammar
The language has the following tokens that are part of the reserved words of the proposed language.
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Reserved word
ACTIVITY

Token
activity

AGGREGATE

aggregate

AND
CHANGEOVER
END_TIME
FROM
ID

and
change_over
end_time
from
id

MODEL

model

NAME

name

SELECT
START_TIME
SUCESSFUL

select
start_time
successful

FAILED

failed

ABORTED

aborted

TURNAROUND
PROCESS

turnaround
process

PROCESSING
SOURCE
SUSPENDED
WAIT
WHERE

processing
source
suspended
wait
where

Alejandro Vera-Baquero

Description
Specifies in the form clause that the set of data retrieval must be
focused on the activity instances.
Specifies that the results must be aggregated with an average
function applied over their metrics.
Specifies the AND conjunction on the where clause.
Specifies the projected attribute of the change-over time metric.
Specifies the projected attribute of the end time of a process, activity.
Specifies the FROM clause.
Specifies the projected attribute of the identifier of a process, activity.
Specifies the identifier of a process, activity, model or map in the
where clause.
Specifies the projected attribute of the model of a process or activity.
Specifies in the form clause that the set of data retrieval must be
focused on the model of processes or activities.
Specifies the projected attribute of the name of a process or activity.
Specifies the name of a process, activity or model in the where
clause.
Specifies the SELECT clause.
Specifies the projected attribute of the start time of a process, activity.
Specifies the projected attribute of the successful state of a process
or activity.
Specifies the projected attribute of the failed state of a process or
activity.
Specifies the projected attribute of the aborted state of a process or
activity.
Specifies the projected attribute of the turnaround time metric.
Specifies in the form clause that the set of data retrieval must be
focused on the process instances.
Specifies the projected attribute of the processing time metric.
Specifies the projected attribute of the source of a process or activity.
Specifies the projected attribute of the suspending time metric.
Specifies the projected attribute of the waiting time metric.
Specifies the WHERE clause.

Table 6-5 - Reserved Words of the BPEQL grammar

Syntactic Grammar
Below is specified a snippet of the proposed grammar focused on the process instance context, but it can
be extensible to the rest of source entities such as activity, model or map.
query_specification
: SELECT
select_instance_list
instance_expression
| SELECT
select_model_list
model_expression
| SELECT AGGREGATE
select_aggregate_instance_list
instance_aggregate_expression
| SELECT AGGREGATE
select_aggregate_model_list
model_aggregate_expression
;
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select_instance_list
:
Asterisk
|
select_instance_sublist
( Comma
select_instance_sublist
;
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)*

select_instance_sublist
:
value_expression
;
value_expression
:
behavioural_value_expression ( structural_value_expression )?
|
structural_value_expression
;
structural_value_expression
:
ID
|
NAME
|
SOURCE
|
MODEL
|
START_TIME
|
END_TIME
;
behavioural_value_expression
:
SUCCESSFUL
|
FAILED
|
ABORTED
|
TURNAROUND
|
WAIT
|
PROCESSING
|
SUSPENDED
|
CHANGEOVER
;
select_aggregate_instance_list
:
Asterisk
|
select_aggregate_instance_sublist
( Comma
select_aggregate_instance_sublist
;

)*

select_aggregate_instance_sublist
:
aggregate_value_expression
;
aggregate_value_expression
:
behavioural_aggregate_value_expression
( structural_aggregate_value_expression )?
|
structural_aggregate_value_expression
;
structural_aggregate_value_expression
:
NAME
|
SOURCE
|
MODEL
;
behavioural_aggregate_value_expression
:
SUCESSFUL
|
FAILED
|
ABORTED
|
TURNAROUND
|
WAIT
|
PROCESSING
|
SUSPENDED
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CHANGEOVER

instance_expression
:
FROM
instance_from_clause
;
instance_from_clause
:
activity_reference ( activity_where_clause )?
|
process_reference ( process_where_clause )?
;
instance_aggregate_expression
:
FROM
instance_aggregate_from_clause
;
instance_aggregate_from_clause
:
activity_reference ( activity_where_clause )?
|
process_reference ( process_where_clause )?
;
activity_reference
:
ACTIVITY
;
activity_where_clause
:
WHERE activity_search_condition
;
process_where_clause
:
WHERE process_search_condition
;
activity_search_condition
:
ID Equals_Operator INT
|
NAME Equals_Operator STRING
;
process_search_condition
:
ID Equals_Operator INT
|
NAME Equals_Operator STRING
;

The next figure illustrates how the BPEQL translator works internally by generating the parse-tree
accordingly to the code snippet outlined above. Furthermore, it evaluates the semantic rules at the parse
tree nodes against the input statement. The translation is carried out on the following input query:
SELECT id, start_time, end_time
FROM PROCESS
WHERE NAME = ‘Delivery Item’
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Figure 6-15 - BPEQL syntactic tree

The example above shows how the parse-tree generates the HiveQL statement in pieces while processing
their nodes. The translated BPEQL statement into HiveQL is outlined below.
SELECT
FROM
JOIN
JOIN
WHERE
AND

i.id, start_time, end_time
event_fact f
process_instance i on (f.process = i.id)
process_model m on (m.id = i.id)
f.activity is null
name = ‘Delivery Item’

6.2.3 Global Business Analytics Service
Previous sections have covered how to correlate events per process instance or activity, but not how to
identify sequences of inter-related process within a supply chain that are parts of a higher level global
business process. As long as a process runs across a diverse set of heterogeneous systems such as
BPEL engines, workflows engines, etc. It is necessary to identify the sequence flow of a business process
that is running along the involved systems. Such sequence identification is called instance correlation.
Instance correlation refers to the way in which messages are uniquely identified across different process
instances (Costello, 2008) within the context of an upper global business process. From a business
analytics perspective, this is extremely important to enable end-users to understand the correlation
between business events and to drive automated decision making.
This component is responsible for integrating a set of BASU components and correlating the process
instances that are executed across their organizational boundaries. These BASU subsystems are
connected through an Enterprise Service Bus (ESB) representing a collaborative network where xml
events and metrics data is flowing through.
The GBAS component has the ability to provide analytical services of global processes by itself as it
stores information in terms of business performance and live enterprise data from cross-organizational
business processes. Likewise, it allows drilling down into multiple levels of detail by performing distributed
queries throughout the BASU components along the collaborative network.
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As a first evaluation attempt, and in order to tests the different alternatives for big-data management, the
author collected numerical performance data of live event operations. In a dataset of over 1,000,000
events in a local test environment with a single node, the author collected the data under various
execution concurrencies. Read operations were performed in the range [0.2-0.5] milliseconds (average
0.31 and standard deviation of 0.13) while write instructions were performed in the range of [5-9]
milliseconds. However, going beyond figures, the most remarkable finding is that times were not
increasing with the growth of the dataset and there were not statistical significance in such times when
comparing, for instance the dataset populated with 700,000 events and with 1,000,000 events. This
significant hint led the author to continue exploring further the HBase capabilities and finally adopting this
product as big-data storage media.
6.2.3.1 Instance Correlation
Previous sections have covered how to correlate events per process instance or activity within the scope
of single BASU units, but not how to identify sequences of inter-related process that cross multiple nodes
along the supply chain. As long as a process runs across different organizations which may have a
diverse set heterogeneous systems such as BPEL engines, ERP systems, Workflows, etc. it is necessary
to identify the sequence flow of such process that is running along the involved corporations. Such
sequence identification is called instance correlation, and the GBAS is the responsible component for
performing such operation.
In order to perform instance correlation across highly distributed supply chain nodes, three different
approaches have been considered for this purpose. These approaches are aimed to link process
instances that are related to each other and associated them to a unique global business process. Such
methods are outlined below:
1) Cross-organizational process modelling
This approach is based on establishing links between process models at design time that will later be used
for correlating the process instances at runtime. The basic idea is to specify which part of the message
payload will be used in each process to correlate the subsequent process in the chain. Some sort of
visualization software is required in here for enabling end-users to determine the proper sequence of
process instances. The use of a process mapping tool or similar software is helpful to business users to
understand how the correlation is performed between processes and drive automated decision making
throughout. In this case, the correlation framework will use this information to analyse the event payloads
at runtime, and consequently determine the proper sequence (see Figure 6-16). This is done by assigning
a unique attribute to all inter-related process instances. This attribute (correlatorId) is a shared identifier
among the involved instances associated within the same business process flow. This value identifies the
grouped set of process instances and it is normally defined within the process instance object.
The following figure illustrates the correlation of events by making a clear distinction between the definition
of business data used to identify consecutive events and the payload used at runtime to link them.
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Figure 6-16 - Event correlation derived from a business process definition and execution (Shatten, 2006).

The main advantage of this method is that the visualization software offers analysts a better
comprehension of the process flow across corporations and it lets them know how the internal interactions
work between them. Likewise, it fosters analysts to be fully participant in the implementation process by
contributing with their experience throughout, thus playing an essential role for increasing the chances of
success. The downside of this approach is that the manual intervention of business users is necessary,
thereby making the system to be more prone to errors. Furthermore, it requires modelling all possible
business process flows beforehand.
2) Process level conversion
This approach aims to automatically establish the correlation of instances without explicitly specifying links
between process definitions. Thereby, there is no need to know the relationship between attributes in the
message payload across the supply chain nodes. In this case, GBAS implements the same event
correlation mechanism that is implemented in the BASU units but with a slight difference; the nested levels
of processes and activities, that are specified in the BPAF event messages, are modified and downgraded
to a lower level, and in turn, the global process information is set in place instead (see Figure 6-17).
As aforementioned, the BASU nodes forward their event messages throughout the collaborative network.
The GBAS is listening continuously to a message queue for the reception of these events. Every time an
event arrives, the GBAS event correlation modifies the BASU event information by moving down the
process data to the next level (sub-process) and overriding the process attributes with the global process
information thereof. In other words, the GBAS process definition is explicitly set as global process, the
BASU processes become activities, and the activities become sub-activities and so on. In this way, we
achieve to have the triplet that enables the correlation mechanism to work out; that is a process definition,
a source and some correlation information. The next figure illustrates this process.
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Figure 6-17 - Process level conversion on instance correlation

The advantage of this approach is that no manual intervention is required and the process model is
discovered automatically as the processes are executed and tracked by the systems. The analysis of the
execution traces can easily infer the model of business processes, so end-users do not need to make an
exhaustive analysis of their processes beforehand. The process model analysis can be performed in a
later stage once the system have captured and monitored the first operational activities. The downside is
that only one global process can be represented in the system. Typically, this is enough for modelling
most of supply chain business cases, but under special circumstances, this may not be sufficient for
monitoring and analysing more than one cross-organizational process at a time. In such case, it is
required to include a global identification at source or using a process modelling approach instead. The
global identification alternative is described in the next section. It is worth to mention that it is assumed
that the same correlation data (e.g. order identifier) is present along the whole process as the Figure 6-17
illustrates. However, sometimes, and depending on the business nature, this would not be feasible to
achieve (e.g. see Figure 6-16). In those cases, it will only be possible to use a “cross-organizational
process modelling” approach.
3) Global process model identification
This approach aims to give visibility of the global process definitions into local business units. The
previous approaches have the advantage that both, the local source systems and the BASU units, do not
have to have knowledge about global processes to correlate local and global instances. However, these
methods force the analysts either to explicitly set the process correlation or limit the system by using a
unique global process definition. To overcome these limitations, this approach aims to supply a unique
identifier in the event data, which specifies the definition of the global process on where the local process
is involved. The idea is twofold: 1) adopting the "Process Level Conversion" method, and 2) using a
custom attribute in the DataElement of the BPAF event format to identify the global process definition. This
will give the system the ability to deal with multiple distributed process model in complex supply chain
scenarios.
<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<ns2:Event EventID="bad5a286-59ea-487e-a623-5fd143bd1f01"
ServerID="BASU unit identification"
ProcessDefinitionID="process model definition"
ProcessName="process name"
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ActivityDefinitionID="activity model definition"
ActivityName="activity name"
Timestamp="2013-06-15T11:33:53.395+01:00"
xmlns:ns2="http://www.uc3m.es/softlab/basu/event">
<EventDetails CurrentState="Open.Running.InProgress"
PreviousState="Open.NotRunning.Ready"/>
<Correlation>
<CorrelationData>
<CorrelationElement key="attr01" value="value01"/>
<CorrelationElement key="attr02" value="value02"/>
...
</CorrelationData>
</Correlation>
<DataElement key="globalProcessDef"
value="global process model definition"/>
<Payload key="attr03" value="value03"/>
<Payload key="attr04" value="value04"/>
...
</ns2:Event>

The advantages of this approach are the same than those of the "Process level conversion" plus the ability
to monitor and analyse more than one global process in the supply chain. The downside is that local units
are no longer unaware of the global context, whereby the event listeners and publishers are more complex
to control and implement since they must deal with this feature.

6.2.4 Amazon Web Services Deployment
The deployment of the cloud-based infrastructure in an operational environment is challenging and it
requires powerful computational resources to be able to provide timely analytics over Big-Data. Firstly, a
BASU node must be provisioned per organization involved in the supply chain. Each BASU unit needs at
least one server that will run the BASU instance, plus a big-data storage, which in turn, requires a set of
clustered data nodes (1 master and a number of slaves). The number of data nodes is indeterminate at
first, and it will depend on the business nature, the acceptable range of response time, and the volume of
data. Depending on the nature of the business process that we aim to monitor and improve, we may have
to deploy a considerable number of nodes, thereby the grade of complexity and the number of
computational resources will grow significantly.
The next figure (Figure 6-18) illustrates the deployment of the IT solution in the AWS (Amazon Web
Services) platform. Therein we can notice that there is an availability zone per BASU node that is
deployed over a virtual private cloud (VPC). Every node has a Cloudera CDH 4.7.1 installation with a
specific number of HBase nodes (at least one master and multiple slaves), which in turns rely on HDFS for
storage. All components are settled in a private network for data protection. Local analytical applications
can access to their internal data within the organization through the BASU API, so that the analytical data
is secured and inaccessible from outside the VPC. Global performance data is shared and published onto
the GBAS component, thereby being visible and accessible to third-party applications through the global
GBAS API. Consequently, business users are able to access those cloud services from anywhere at any
time. The GBAS component has a similar deployment than BASU nodes. The process performance data
in GBAS is partially duplicated, so the number of data nodes should be greater than those deployed in a
single BASU node. The provision of these components in the cloud provides a powerful set of services
that allow software engineers to build powerful ad-hoc analytical applications for doing timely performance
analytics such as real-time monitoring, simulation, prediction and visualization. In addition, this solution
fosters the collaboration between business users and across organizations by sharing crossorganizational performance information. This system provides a core infrastructure for the next generation
of business intelligence systems to support business process intelligence.
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Figure 6-18 - Infrastructure deployment on Amazon EC2 Services
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A Process to Guide Business
Process Improvement Activities

7.1 Introduction
Analysis of performance data with the aim of improving the performance and efficiency of enterprise
business systems is an important part of running a competitive business. Decision Support Systems
(DSS) are a valuable asset for analysts since they transform performance data into useful information, and
in turn, such information is transformed into knowledge in order to support decision making. However,
traditional BI and DSS tools require something more than the use of mere historical data and rudimentary
analysis tools to be able to predict future actions, identifying trends or discovering new business
opportunities.
Reducing the time needed to react to non-compliant situations can be a key factor in maintaining
competitiveness. Real-time, low latency monitoring and analysing of business events for decision making
is key, but difficult to achieve. The difficulties are intensified by those processes and supply chains
(typically, the most interesting cases) which entail dealing with the integration of enterprise execution data
across organizational boundaries. Such processes usually flow across heterogeneous systems such as
business process execution language (BPEL) engines, ERP systems, workflow management systems,
document management systems, etc. The heterogeneity of these supporting systems makes the
collection, integration and analysis of high volume business event data extremely difficult (Vera-Baquero &
Molloy, 2013).
In the previous chapter we introduced a big-data based Decision Support System (DSS) that provides
visibility and overall business performance information on distributed process. This DSS approach has the
capability to enable business users to access performance analytics data efficiently in a timely fashion,
availing of performance measurements on an acceptable response time basis. Integrating this approach
with the methodology presented herein, we aim to put real BPI technology in hands of business users,
thus leading analysts to gain a better understanding and control of their processes within and across
organizations, while keeping aligned the control of their business operations with the process improvement
activities. In short, this aim is to assist business users in sustaining a comprehensive process
improvement program.

7.2 BPI Methodology
The methodology consists of five phases (see Figure 7-1). The first phase identifies business process
models that we aim to monitor and improve. The second phase studies and defines the physical elements
of the operational systems and prepares the analytical environment for collecting enterprise performance
data. This phase will identify the steps that must be undertaken within the operational environment in order
to gather and collect performance information. The third phase involves the implementation of listeners for
capturing and collecting both, structural and behavioural information from operational systems. The fourth
phase monitors the execution of processes, and establishes quality control measures in order to identify
critical paths and incompliant situations. And the fifth phase leverages the outcomes obtained from the
previous step to reveal deficiencies in the model that was defined in the first phase. The deficiencies found
determines those processes that are susceptible to be improved. Once the improvement measures have
been undertaken on enterprises systems, the lifecycle starts over again on a continuous refinement basis.
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Figure 7-1- Business process improvement lifecycle.

7.2.1 Definition Phase
The definition phase deals with the identification of the distributed business process model along the large
and complex supply chains. This phase consists in discovering and defining the process that we aim to
improve. Likewise, the purpose of this phase is not only to identify and represent the business process
that has a significant value for the organization, but also to have clear insight into the strategic
management of the enterprise and a good understanding of the business goals being pursued. This will
help the analyst to identifying the critical processes or activities that must be monitored. For identification
of the process models, we use a method based on the tabular application development (TAD)
methodology widely described in (Damij, Damij, Grad, & Jelenc, 2008).
During this phase, a sequence of tasks must be undertaken in order to obtain a representation of the
business process thereof. The definition phase involves four steps: 1) the first step determines the scope
and boundaries of the global business process (cross-organizational), 2) the second step identifies
operational flows within each single organization; including interactions between operational units (interdepartmental), 3) the third step identifies the level of detail that the global business process will be broken
down into (level of sub-activities), and 4) the last step deals with the development of process and activity
tables.
7.2.1.1
Scope and boundaries identification
This step consists in identifying the scope and boundaries of the global business process, and defining the
global business process itself. In large and complex supply chains, there are a considerable number of
business entities that are involved in the business process, such as Manufacturing, Sales, Stock, Logistic,
Accounting, etc. The determination of these participants is crucial for establishing the boundaries of subprocesses and discovering key interactions between enterprises (cross-functional) or departments (interdepartmental), hereinafter business nodes.
The Figure 7-2 illustrates a cross-functional business process that flows across six organizations, namely
business nodes. The demand and delivery lines depict the global business process that must be identified
in this step along with the business nodes involved.
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Figure 7-2 - Cross-functional business process (Vera-Baquero & Molloy, 2012).

7.2.1.2
Definition of sub-processes, activities and sub-activities
In this step we have to iterate over each organizational node that has been identified in the previous step.
The aim of this process is trying to discover sub-processes, activities and sub-activities (see Figure 7-3)
associated to the global process identified in the previous step.

Figure 7-3 - Sample process hierarchy (Vera-Baquero & Molloy, 2012).

As already stated, this BPI methodology is sustained by the big-data based DSS system introduced in
previous sections. This IT solution presents capabilities to monitor and query the structural and
behavioural properties of business processes. Hence, it is required to gather the relevant properties that
are part of the structure of the processes and activities, i.e. inputs and outputs, payloads, resources, costs,
etc. Likewise, it is important to give especial emphasis on the input, outputs and payloads of processes
and activities, as this information will be essential at further stages for establishing the link between interrelated processes.
7.2.1.3
Determination level of detail within business processes
It is worth highlighting that “a process may itself be composed of a number of different sub-processes or
activities which in turn may be decomposed into a set of smaller related tasks” (Vera-Baquero & Molloy,
2012) (see Figure 7-3). There is no globally accepted limit on the number of levels, and depending on the
nature of the business process and the specific requirements on process improvement endevours, it may
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be necessary to monitor both high level and low level processes. This number of levels must be identified
in this step.
The greater the number of nested levels, the more cumbersome is the deployment of the DSS, and the
more complex is the monitoring and analysis of the performance information. Therefore, it is important to
determine the trade-off between the deployment costs, and the final value of such data. If the performance
information of an activity or sub-activities at a given level is neither crucial nor relevant, then it might be
better to leave them out of the analysis. Additionally, each business node may have its own level of detail
per process or activity. Thus, every business node (business analytics service units, hereinafter BASU)
can perform the analysis of their own processes in isolation.
7.2.1.4
Development of model tables
Once all sub-processes and activities have been identified, the next step is to model the business process
in a tabular form. This methodology follows a business process model representation using tables
because they are useful for representing the sequence of events, clear and easy to manage for business
users (Damij, Damij, Grad, & Jelenc, 2008), and simplifies the deployment of the DSS system in further
stages.
In this step we must create a table per business node, where each table is organized as follows: the first
column defines the global business process definition of the business node. Consequently, this process is
a sub-process of the cross-organizational process defined in the first step. The second column presents
the activities grouped by processes; the third column represents the nested level of the activity by making
a reference to the parent activity. The fourth and last column lists a set of properties in the form of key
value pairs.
This table is a very simplified representation of the business process model. It has been designed to be as
simple as possible on purpose. The execution sequence of instances will be determined by the DSS in
runtime by making use of the information provided in such a model table, and the behavioural information
will be calculated at the execution phase. The following table describes a sample of a business process for
a single node A.
Table 7-1 - Sample process model table for business node A
Process
1#P1

2#P2

Activity
1#A1
2#A2
3#A3
4#A4
5#A5

Activity Parent
A1
A1
A4

Properties
Prop1
Prop1,Prop2,Prop3
Prop1,Prop2
Prop1
Prop1,Prop4

7.2.2 Configuration Phase
This phase intends to prepare the analytical environment for receiving structural event data from the
operational systems that will feed the DSS for later analysis. Therefore, this phase is critical for the global
success of the performance analysis, and equally important in the successful implementation of the DSS.
In this stage we aim to identify software boundaries and inter-departmental processes within business
nodes. Likewise, the selection of event data format, and the determination of instance correlations are also
undertaken. Finally, we implement software listeners along with a selection metrics and their threshold
values. The internal steps of this phase are outlined below.

122

A Process to Guide Business Process Improvement Activities

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

7.2.2.1
Business nodes provisioning and software boundaries identification
In this step we must provision a BASU (Business Analytic Service Unit) component per business node
identified in the Definition phase. The number of nodes may vary depending on three main factors: 1) the
nature of the business process that we intend to analyse, 2) the performance of the DSS, or 3) security
issues due to the data sharing between the BASU unit and the GBAS (Global Analytic Business Service)
component.
The DSS allows individual companies in a supply chain to own and manage their own data. Provided data
sharing was not an issue, or if a single secure data store was acceptable to all process owners, we can
provide one BASU unit per business node. Otherwise, it is possible to breakdown a business node into
smallest business units, and provisioning a unique BASU component per unit. This approach is also valid
for performance reasons. Afterwards, and as part of the business nodes provisioning step, it is necessary
to load the process model tables into every corresponding BASU unit.
Once we have provisioned all business nodes, we must identify the software boundaries within each
business node. This will give us an insight about the software requirements on source systems when
implementing the listener in a further step. Furthermore, these software boundaries are normally linked to
inter-departmental sub-processes. Therefore, the use of the model tables developed in the Definition
phase, are very useful to discover technological requirements for those processes that flow across
heterogeneous systems.
7.2.2.2
Selection of event data format
The event format data that will feed the DSS must be decided in this step. There are several alternatives
that are discussed in (Becker, Matzner, Müller, & Walter, 2012), being XES, MXML and BPAF the most
popular and accepted event format for process mining. This selection will depend on the business
analysts; whether they consider to be useful or not to maintain interoperability of the event logs with other
process mining tools and techniques besides the DSS.
Within the DSS context, the legacy listener software may emit the event information to different endpoints
depending on the message format provided. Currently, the platform supports a variety of widely adopted
formats for representing event logs such as XES, MXML (Becker, Matzner, Müller, & Walter, 2012) (zur
Muehlen & Swenson, 2011) or even extended BPAF (Vera-Baquero & Molloy, 2012) (zur Muehlen &
Shapiro, 2010). Every BASU unit transforms and correlates their own events by querying the event
repository for previous instances. The DSS event correlation algorithm uses the event data provided in the
format message, and thus this correlation data is crucial for the accuracy and quality of the performance
data.
7.2.2.3
Determine event correlation data
This step consists in determining which part of the message payload will be used to correlate instances.
The term instance correlation refers to the unique identification of an event for a particular process
instance or activity during execution. For example, for an order process, the order number may be used to
match the start and end of the event sequence in the timeline. The event correlation is on the execution
critical path, and they must occur timely with their own process definitions. Without the ability to correlate
events, it is not possible to generate metrics or Key Performance Indicators (KPI) per process instance or
activity (Molloy & Sheridan, 2010). Furthermore, if the correlation data is wrongly chosen, the metrics
would be incorrect, leading to a poor accuracy and loss of quality on analytical data.
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In this phase we must look close into the business process model table and identify the relationships
between processes. The common properties along the business process will reveal good candidates for
using their values as correlation data.
Table 7-2 – Correlation properties identification on the model table.
Process
1#P1

Activity
1#A1
2#A2
3#A3
4#A4
5#A5

2#P2

Activity Parent
A1
A1
A4

Properties
Prop1
Prop1 ,Prop2,Prop3
Prop1 ,Prop2
Prop1
Prop1 ,Prop4

7.2.2.4
Implement listeners
At this stage, we already have all the information required for implementing the software listeners that will
capture business events from operational systems. Thus, the next step consists in building the software
that will be capable to collect the execution event data of instances. Accordingly to the event format
selected in the step 2, the event data must contain at least the mandatory entries stated in Table 7-3.
Table 7-3 – Event structure data.

Field

Description

Optional

EventId

Unique identifier for the event per business node.

No

Source

BASU unit.

No

ProcessDefinitionId Definition of the process identified in model table.

No

ProcesName

Name of the process.

Yes

ActivityDefinitionId

Definition of the activity identified in model table.

Yes

ActivityName

Name of the activity.

Yes

ActivityParent

Parent of the current sub-activity.

Yes

StateTransition*

State transition for the current event. This is highly dependent of the No
message format.

Correlation[]

Set of key/value pairs used for correlation.

Payload[]

Set of key/value pairs that represent the structural properties of the Yes
process or activity.

No

7.2.2.5
Selection of metrics and KPIs
The selection of metrics and Key Performance Indicators (KPI) are accomplished in this step. These
metrics are essential to build a concrete understanding of what needs to be monitored and analysed.
Within a Business Activity Monitoring (BAM) context, the construction of metrics and KPIs is intended to
be performed at minimum latency, and this can be a data-intensive process in big data based DSS
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systems with BAM capabilities, such as the one presented herein. Hence, the metrics and KPIs must be
selected with caution.
Once the metrics are activated in the DSS, we may or not establish thresholds per process or activity. This
depends whether there already exists or not in the DSS historical information where the expected
execution time of a process or instance could be inferred. In such case, the thresholds might be set in the
BAM component to generate alerts, and thus detecting non-compliant situations.
At following it is outlined the structural metrics that the DSS can deal with:





Running cases: number of instances executed for a given process or activity.
Successful cases: number of instances for a given process or activity that completed their
execution successfully.
Failed cases: number of instances for a given process or activity that finalized their execution
with a failure state.
Aborted cases: number of instances for a given process or activity that did not complete their
execution.

This methodology also defines and uses the following behavioural metrics proposed by Michael zur
Muehlen & Shapiro in (zur Muehlen & Shapiro, 2010):






Turnaround: Measures the gross execution time of a process instance or activity.
Wait time: Measures the elapsed time between the entrance of a process or activity in the
system and the assignment of the process or activity to a user prior to the start of its execution.
Change-over time: Measures the elapsed time between the assignment of the process or
activity to a user and the start of the execution of the process or activity.
Processing time: Measures the net execution time of a process instance or activity.
Suspend time: Measures the time a execution of a process or activity is suspended.

Likewise, this methodology incorporates the performance dimension that is defined as a quality factor in
(Heidari & Loucopoulos, 2014). The following measures refer to the performance dimension, and we adapt
them to this methodology as KPIs that can be inferred from the metrics defined above. Below it is outlined
the most relevant ones.
Cycle-time
Time is a universal and commonly used measure of performance. It is defined as total time needed by a
process or activity instance to transform a set of inputs into defined outputs (Heidari & Loucopoulos,
2014), i.e. the total amount of time elapsed until task completion.
This KPI is automatically derived from the “Turnaround” metrics defined in (zur Muehlen & Shapiro, 2010),
and it is provided by the DSS.

T (a)  DD(a)  PD(a)
a = process or activity.
T(a) = cycle Time duration of a process or activity.
DD(a) = Delay Duration of a process or activity.
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PD(a) = Process Duration of a process or activity (processing time).

DD(a)  CH (a)  WT (a)  ST (a)
a = process or activity
DD(a) = Delay Duration of a process or activity.
CH(a) = Change over time of a process or activity.
WT(a) = Waiting time of a process or activity.
ST(a) = Suspended time of a process or activity.

OF : MinT (a)

OF = Objective Function.

Time Efficiency
This KPI is derived from the Time Efficiency quality factor defined in QEF. Activity Time Efficiency
measures “how an activity execution is successful in avoiding wasted time”. This KPI is the “mean of Time
Efficiency in different instances of an activity execution”. Formula for Time Efficiency KPI calculation is
defined as follows:

ET (a) 

PT (a)
x100
T (a)

a = process or activity
ET(a) = Time of Efficiency of a process or activity
T(a) = cycle time duration of a process or activity
PT(a) = Planned Time duration of an activity. This is a big data based function that is inferred by the
historical registry of the DSS.

OF : E (a)  100

OF = Objective Function

7.2.3 Execution Phase
This phase involves the execution of the operational systems. During this phase the listeners and the
configured DSS become operational. The execution phase starts to capture the operational data and send
business event data to the DSS. It is in this phase, when we must ensure that the configuration has been
set up correctly, i.e. the incoming events recreate the business process designed in the first phase, and
the metrics are generated accordingly to expected values.
This trial period is very useful in complex business processes, such as very large supply chains. Before
moving to the next phase, this trial phase should be completed successfully.

7.2.4 Control Phase
At this stage, the business users are encouraged to monitor and analyse the outcomes of the DSS. The
DSS pursues to avail and represent the analytical data from three different perspectives: 1) Historical
Analysis: this drives the analysis of the event logs to provide business users with a powerful
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understanding of what happened in the past, 2) Business Activity Monitoring: this serves for evaluating
what happens at present, and 3) Predictive Analysis: this will give analysts the ability to predict the
behaviour of process instances in the future (zur Muehlen & Shapiro, 2010).
The following picture illustrates the different dimensions on where the analysis can be focused on in this
phase.

Figure 7-4 - Business process analytics on different dimensions.

7.2.5 Diagnosis Phase
This last and final phase aims to identify deficiencies and weaknesses on the business processes
identified in the Definition phase. Business analysts may exploit the DSS capabilities such as visualization
to identify hot-spots, or re-run event streams in simulation mode in order to perform root cause analysis,
among others. Once the weaknesses are found, they must be eliminated from the operational systems. In
such a case, the business process is re-designed and re-deployed on the operational environment, and
the improvement lifecycle starts over again on a continuous refinement basis.
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Highways Agency: Live
Traffic Flow Case Study

8.1 Introduction
Smart cities and their infrastructures are one of the main producers of data and, as a consequence of this,
Big Data efforts with regards to urban or traffic data are one of the most important arenas for research.
The so-called real-time city is a concept based on the use of real-time analytics to manage aspects of how
a city functions and how it is regulated (Kitchin, 2014), in other words the key is using big-data enabled
flow systems in order to enable the concept of smart city (Vilajosana, et al., 2013). Initiatives include
intelligent transportation systems based on mobile devices and big data architecture (Dobre & Xhafa,
2014), a traffic temporal-spatial-historical correlation model based on big data (Lu, Sun, & Qu, 2014), an
infrastructure to support data management based on Hadoop HDFS and HBase as well as a set of web
services to retrieve the data (Yu, Jiang, & Zhu, 2013) or using the Open Source Data analytics platform
Konstanz Information Miner (KNIME) to predict traffic distribution in the city of Santander in northern Spain
(Jara, Genoud, & Bocchi, 2014). However, in spite of the work performed by researchers around the
world, and to the best of author’s knowledge, there is not up to date an approach based on business
process analytics and big data architecture to monitor and analyse the vehicles flows on roads for traffic
management and control.
We present a case study with the aim at testing the methodology and big data based DSS proposed in this
thesis. The big data based technological approach is applied to this case study with the objective of
bringing operational decision support technology to traffic managers in order to help them drive traffic
strategies on road networks. The case study consists in analysing and improving the efficiency and
security of the roads network in England. The study focuses on the motorways and major trunk roads, as
these are the roads with highest traffic flow rates, and are the most interesting cases to identify hot-spots,
safety and congestion on the roads.
For attaining this study, we have used a real-life data set published by the Highways Agency. This data set
is publicly available and fully accessible in (Highways-Agency, 2013). It provides average speed, journey
times and traffic flow information on all motorways and 'A' roads, known as the Strategic Road Network, in
England.

8.2 Background
We have applied the fundamentals discussed in this thesis to this case study in order to monitor and
analyse the vehicles flows on roads for traffic management and control. The proposed analytical
framework has the ability to provide cloud computing services in a timely fashion. These services rely on a
big-data infrastructure that enables the system to perform data-intensive computing on processes whose
executions produce a vast amount of event data that cannot be efficiently processed by means of
traditional systems. This data usually comes from a variety of heterogeneous platforms that are
continuously producing enterprise business information. The problem of integrating event data from
heterogeneous data sources data can be challenging and is very common to occur on distributed
environments where the continuous execution of distributed processes produces high volumes of
unstructured event data that may occur on a variety of diverse platforms. The framework overcomes this
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pitfall by introducing a generic event model that is an extension of BPAF (Business Process Analytics
Format) (zur Muehlen & Swenson, BPAF: A Standard for the Interchange of Process Analytics Data,
2011), hereinafter exBPAF. This format enables heterogeneous systems to produce interchangeable
event information regardless of the underlying concerns of the source systems, and it provides the
information required to enable the DSS to perform analytical processes over them, as well as representing
any derived measurement produced during the execution of any process flow. This is essential to provide
the framework of a concrete understanding and representation of what needs to be monitored, measured
and analysed, and it can contribute to the continuous improvement of processes by giving insights into
process performance.
This framework is also referred in the literature, as Decision Support Systems (DSS), which have been
used in several case studies (see Chapter 9 and Chapter 10) to perform business process analysis in the
business process improvement discipline. In addition, this solution has the capabilities to timely collect the
enterprise events, correlate the data along their inter-related processes, and measure their throughput.
These extraordinary capabilities could be adopted by the industry to track every single vehicle traveling
along the road network and monitor live traffic data flow on a short response time basis. Likewise, this can
lay the ground for establishing a fact-based analysis over the gather data instead of using idealized
models or estimation basis. Thus, it may enable analysts to gain insights into the past, present and future
of traffic behaviour by mining very large data repositories. Hence, we propose to leverage this processcentric DSS and apply its fundamentals to the traffic management realm with the aim of analysing live
traffic data.

8.2.1 A Traffic Process Model
For adopting the business process improvement principles into the traffic management discipline, we need
to link these two fields of knowledge by making a representation of the traffic flow as a process. For this
purpose, we use a generalized representation of a road network based on a graph definition 𝐺 =
(𝐽, 𝑆, 𝑅), where 𝐽 are the vertices (junctions), 𝑆 are the edges (road sections), and 𝑅 are the roads. Let 𝐽
be the set of junctions 𝐽(𝐺) = {𝑗1 , 𝑗2 , 𝑗3 , … , 𝑗𝑛 }, let 𝑆 be the set of road sections 𝑆(𝐺) =
{𝑠1 , 𝑠2 , 𝑠3 , … , 𝑠𝑛 }, and let 𝑅 be the enire set of roads in the network 𝑅(𝐺) = {𝑟1 , 𝑟2 , 𝑟3 , … , 𝑟𝑛 }. We
denote 𝑅(𝑖) ⊆ 𝑆 as the set of sections of the road 𝑖, so that every road section must correspond to only
one road, i.e. ∀𝑖, 𝑗 ∈ 𝑅: 𝑖 ≠ 𝑗 → 𝑅(𝑖) ⋂ 𝑅(𝑗) = ∅. Similarly, we define a path, denoted by the function
𝑃(𝑥, 𝑦) ⊆ 𝑆, as the sequence of adjacent edges that link the source 𝑥 to the destination 𝑦. The next
figure illustrates an example of a road network definition that follows these premises.

Figure 8-1 – Sample of road network modelling
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The time function 𝑇(𝑠, 𝑣, 𝑡) represents the time that takes an individual vehicle 𝑣 to drive along the road
section 𝑠 ∈ 𝑆 in a particular period of time 𝑡. Consequently, the time consumed by a vehicle to drive
along a full path is given by the sum of its individual times. This is formulated by the following equation:

T ( P( x, y), v, t ) 

T (s, v, t )

sP ( x , y )

The flow function 𝐹(𝑠, 𝑡) represents the number of vehicles that drive along the road section 𝑠 ∈ 𝑆 in a
particular period of time 𝑡. Consequently, the flow on a path is determined by the sum of its individual
flows. This is formulated by the following equation:

F ( P( x, y), t ) 

 F ( s, t )

sP ( x , y )

The interest of the study rely on the identification of bottlenecks on different paths, as this will enable traffic
managers to gain a broader vision of the state of road network at any time, and thus performing



congestion analysis in nearly real-time. The vector function Fp is an analytical measure that gauges the
flow of individual sections on a given path 𝑃(𝑥, 𝑦) for a particular period of time 𝑡, and it is formulated by
the following equation:


Fp ( P( x, y), t )  F(k1 ,t), F(k 2 ,t),..., F(k n ,t) , ki  P( x, y)



Likewise, the vector function T p is an analytical measure that specifies the time that it takes a vehicle to
travel along individual sections on a given path 𝑃(𝑥, 𝑦) for a particular period of time 𝑡, and it is
formulated by the following equation:


T p ( P( x, y), v, t )  T(k1 ,v,t),T(k2 ,v,t),...,T(kn ,v,t) , ki  P( x, y)
From a process perspective, the journey of a vehicle can be modelled as a process whose activities
represent the set of adjacent edges 𝑆(𝐺) that a vehicle travels through to reach its destination. Thereby,
we represent a process model as a specific path in the road network that connects a source 𝑥 with a
𝑑𝑒𝑓

destination 𝑦. This is denoted by 𝑝𝑥,𝑦 = 𝑃(𝑥, 𝑦) ⊆ 𝑆(𝐺). In addition, we model a process instance as
a running vehicle that is traveling through a specific path upon a certain period of time 𝑡, and this is
𝑑𝑒𝑓

denoted by the pairs (𝑣, 𝑡). Similarly, such path is represented by the process model 𝑝𝑥,𝑦 . The set of
adjacent edges correspond to the number of inter-related and consecutive activities that are specified in
the vehicle’s journey (process definition), and the completion time of the activities represent the time a
particular vehicle 𝑣 takes to drive along the road sections 𝑠 upon a particular time 𝑡, and this is denoted
by the ternary (𝑠, 𝑣, 𝑡).
Within a process context, let’s define the following:
𝑑𝑒𝑓



𝑝𝑥,𝑦 ≡ Process definition for the path 𝑃(𝑥, 𝑦)



𝑝 ≡ Process instance of the vehicle 𝑣 traveling through the path 𝑃(𝑥, 𝑦) on a particular period
of time 𝑡



𝐼(𝑝𝑥,𝑦 ) ≡ List of instances associated to the process definition 𝑝𝑥,𝑦
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𝑎𝑑𝑒𝑓 ≡ Activity definition of the process instance 𝑝 that is traveling through the road section 𝑠 ∈
𝑆(𝐺)
𝑎 ≡ Activity instance of the vehicle 𝑣 traveling through the road section 𝑠 on a particular period
of time 𝑡
𝐼(𝑎𝑑𝑒𝑓 ) ≡ List of instances associated to the activity definition 𝑎𝑑𝑒𝑓 ∈ 𝑆(𝐺)
𝑝𝑎𝑐𝑡𝑖𝑣𝑖𝑡𝑖𝑒𝑠 ≡ List of road sections that a vehicle v is travelling through upon a given time t.

The following table summarizes the analogy aforementioned between a traffic-oriented and processcentric model.
Traffic-oriented
model
Process definition
𝒅𝒆𝒇
(𝒑𝒙,𝒚 )

𝑃(𝑥, 𝑦) ⊆ 𝑆(𝐺)

Process instance
(𝒑)

(𝑣, 𝑡)

Activity definition
(𝒂𝒅𝒆𝒇 )

𝑠 ∈ 𝑆(𝐺)

Activity instance
(𝒂)

Process-centric
model
𝑑𝑒𝑓

𝑝𝑥,𝑦 = 𝑃(𝑥, 𝑦)
𝑝𝑚𝑜𝑑𝑒𝑙 = 𝑃(𝑥, 𝑦)
𝑝𝑖𝑑 = 𝑣
𝑝𝑡𝑖𝑚𝑒 = 𝑡
𝑎𝑑𝑒𝑓 = 𝑠

Attributes
𝑑𝑒𝑓

𝑝𝑥,𝑦 ≡Model definition of the process
𝑝𝑚𝑜𝑑𝑒𝑙 ≡Model of the process instance p
𝑝𝑖𝑑 ≡Identifier of instance p
𝑝𝑡𝑖𝑚𝑒 ≡Time of the process instance p
𝑎𝑑𝑒𝑓 ≡Model definition of the activity

𝑎𝑚𝑜𝑑𝑒𝑙 = 𝑠
𝑎𝑚𝑜𝑑𝑒𝑙 ≡Model of the activity a
𝑎𝑝 = 𝑝
𝑎𝑝 ≡Process instance of the activity a
(𝑠, 𝑣, 𝑡)
(𝑎𝑝 )𝑖𝑑 = 𝑣
𝑎𝑖𝑑 ≡Identifier of activity a
𝑎𝑡𝑖𝑚𝑒 ≡Time of the activity a
𝑎𝑡𝑖𝑚𝑒 = 𝑡
Table 8-1 - Traffic process model definitions

The traffic-process model that we aim to monitor and analyse is very basic and simple (see Figure 8-2).
The journey process is initiated upon vehicle detection on the road network. Once the system has
knowledge of the existence of a particular vehicle, its journey is recorded by tracking the plate registration
number on every junction, thereby the road sections are identified as the vehicles progress along its
journey. The process ends either when the vehicle goes beyond the limits of the scoped area, or it
reaches its destination.

Figure 8-2 - Traffic-process model
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8.3 Technological Solution
The DSS proposed is a cloud-computing and big-data based solution that supports distributed process
analysis and provides an analytical environment to business users for performing timely data analysis. The
overall architecture of the framework is depicted on Figure 8-3. It consists of a variety of cloud-based
analytical services that are integrated into a main functional unit so-called GBAS (Global Business
Analytics Service Unit). This unit is the key component responsible for providing monitoring and analysis
functionality to third-party applications. Likewise, a number of BASU (Business Analytics Service Unit) are
provisioned along the collaborative network for enabling local analysis within a specific area. Every single
BASU unit supports the monitoring and analysis of the data coming from its area of scope, thus it provides
the capabilities to capture and integrate heterogeneous event data that is originated from diverse traffic
operational systems. Those units are attached to one or many areas of the road network and they handle
their own big-data based repository in isolation with respect to the rest of BASU units. The number of
nodes may vary depending on two factors: 1) the volume of data, and 2) the performance of the DSS.
Obviously, these two factors are related to each other, but it is important to analyse them individually when
setting up the environment. As the volume of data grows, the computational resources needed to keep
latency in low levels increase, and thus the number of nodes determines the trade-off between hardware
investments and low response rates.
The integration of BASU subsystems is required for measuring the traffic performance of cross-functional
areas that are extended beyond the software boundaries. The GBAS (Global Business Analytics Service)
module is the entity responsible for integrating BASU units along the entire road network and providing
analytical insights into traffic performance of inter-related areas.
Consequently, a large number of ANPR (Automatic Number Plate Recognition) publishers are attached to
every BASU unit to feed the nodes with timing information about single vehicles flowing through road
sections. Moreover, there must be at least one ANPR system settled in every junction, and these
publishers are continuously listening to its operational ANPR systems for incoming registration numbers of
vehicles. Once the vehicle is identified, the publishers send timing event information to the analytical units
for processing.

Figure 8-3 - Architecture of the analytical framework
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The integration of BASU subsystems is required for measuring the traffic performance of cross-functional
areas that are extended beyond the software boundaries. The GBAS (Global Business Analytics Service)
module is the entity responsible for integrating BASU units along the entire road network and providing
analytical insights into traffic performance of inter-related areas. Moreover, this key component is the core
point for providing analytical services to third-party applications.
In a nutshell, the cloud-service components (BASU & GBAS) have the capabilities for collecting data
originated from distributed heterogeneous traffic systems, storing the live traffic data by using big data
underlying technology and inferring knowledge from the gathered information. This analytical framework
has the ability to store and process massive amount of vehicles journeys over time. This allows traffic
managers to not only determine the exact time and location of individuals on the fly, but also to analyse
historical snapshots of conflictive roads, incorporate behavioural pattern recognition on hot-spots or
congested roads, and even predict future behaviours by leveraging simulation tools.

8.3.1 Traffic Systems Integration
Current technologies such as Closed-Circuit Television (CCTV) and Automatic Number Plate Recognition
(ANPR) can play an important role in identifying traffic movement and location based on vehicle
registration plate numbers. ANPR systems are widely used in many urban areas and productively adopted
across Europe. These systems have been included in the architectural solution with the aim at feeding the
system with traffic status information.
Traffic operational platforms, namely ANPR systems, are intended to produce unstructured event data
which contains the captured vehicle registration number, the exact date time, the area on where the
camera is located and the ANPR camera identification itself. These cameras are located in every single
junction of the scoped area we aim to monitor and control. The Figure 8-4 illustrates the event-capturing
side of the proposed IT solution. An ANPR plugin receives these t-uples from the software listener and it
generates an exBPAF event by the means of a specific ETL (Extract, Transform & Load) module. This
module basically converts source event streams into exBPAF format, which contains the information
needed to infer the process instance of the vehicle at hand from this record. Thereafter, the event
information is emitted and published to the network throughout the ActiveMQ message broker, which will
forward the generated event to the internal BASU dependencies for processing.
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Figure 8-4 - Traffic live event data processing

8.3.2 Event-Based Model
BPAF is a standard format published by the Workflow Management Coalition to support the analysis of
audit data across heterogeneous process-aware systems. It enables the delivery of basic frequency and
timing information to decision makers, such as the cycle times of processes, wait time, number of process
instances completed against the failed ones, etc. This permits host systems to determine what has
occurred in the business operations by enabling the collection of audit data to be utilized in both analysis
and the derivation of status information (zur Muehlen & Swenson, BPAF: A Standard for the Interchange
of Process Analytics Data, 2011). An event in exBPAF represents a state change accordingly to the
transitions specified in the BPAF standard, and consists at least of a unique event identifier, the identifiers
of the process definition and instance (if available), a timestamp, some event correlation information and a
state transition. Within the context of this work, this standard allows the system to audit vehicle journeys
and derive measurement information from the event sequence. This is achieved by tracking the state
transitions over the instance lifetime. The table outlines the most relevant exBPAF fields related to the
study.
Attribute

Description

EventID
Timestamp

A globally unique identifier for the individual event.
The time of the event occurrence.

ServerID

A globally unique identifier for the source ANPR system of
the event.
The identifier of the journey the vehicle instance is flowing
through.
The identifier of the vehicle instance for the event journey.

ProcessDefinitionID
ProcessInstanceID
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ProcessName
ActivityDefinitionID

The name of the journey.
The identifier of the junction.

𝒑𝒏𝒂𝒎𝒆
𝒂𝒎𝒐𝒅𝒆𝒍

ActivityInstanceID
ActivityName
CurrentState

The identifier of the vehicle instance for the event junction.
The name of the junction.
Current BPAF state transition. In this model there are only
two
possible
values:
OPEN_RUNNING
and
OPEN_CLOSED_COMPLETED.
The previous BPAF state. In this model there is only one
possible value: OPEN_RUNNING or NULL for the starting
instances.
A name-value-pair that stores a subset of elements that are
used to uniquely identify a determined process or activity.

𝒂𝒊𝒅
𝒂𝒏𝒂𝒎𝒆
-

PreviousState

Correlation

Vehicle registration
number.
Journey date.

Table 8-2 - exBPAF description

The system captures and records the timestamp of events containing the time at which they occurred on
the ANPR system, not when they are packaged or delivered. This property is essential in order to identify
and analyse the correct sequence of activity instances, as well as ensuring that the generation of metrics
produces precise information on its outcomes. The vehicle path is reconstructed by retrieving the
sequence of all events for a particular instance, and in turn, the path definition base is generated
progressively as the events arrive.
The exBPAF event model permits the representation of the structural and behavioural information, but this
is not enough to provide traffic managers with timely performance information. The correct sequence of
instances (vehicle journeys) must be identified before any measurement can be applied, and thus, this
action must be executed in a very-low latency. The event correlation mechanism is based on the shared
data between instances during their execution. This information makes reference to the payload of event
messages, and this is used to identify the start and end event data for a particular vehicle journey. In this
case, and assuming a road network analysis on a daily basis, the correlated data in this configuration are
the vehicle registration number and date. With this information, the system is able to identify the journey of
a particular vehicle on a particular vehicle on a given time (see 6.2.2.1). Whilst the live event traffic data
give an insight into the vehicle journeys, they do not provide measurable information about road network
performance, therefore the definition of metrics are required in order to provide analysts with an
understanding of the behavioural aspects of the data. Hence, the metrics and key performance indicators
(KPIs) are essential to build a concrete understanding of what needs to be monitored and analysed. These
metrics are defined and expanded in subsequent sections.
This case study has applied the BPI implementation methodology for big-data decision support systems
presented in this thesis. Such methodology and its application are described in next section.

8.3 Definition
The adoption of the big data based DSS presented in this thesis along with the traffic model introduced in
previous sections is leveraged to analyse the efficiency and security of the roads network in England. The
study is focused on the motorways and major trunk roads, as these are the roads with highest traffic flow
rates, and are the most interesting cases to identify hot-spots and congestion. As part of the evaluation,
we have used a real-life data set published by the Highways Agency, which is publicly available and fully
accessible in (Highways-Agency, 2013). This dataset provides average speed, journey times and traffic
flow information on all motorways and 'A' roads. This is known as the Strategic Road Network in England.
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During the definition phase we identified and represented the model illustrated in Figure 8-2, and
determined the scope and boundaries of the study. Due to managerial and performance reasons, we have
broken down the analysis into six different areas: North West, North East, Midlands, East, South West and
South East. The reason for splitting the data analysis into different regions is twofold: 1) managerial
reasons: the analysis is greatly simplified when it is performed per areas as it allows traffic managers to
perform data analysis locally on specific locations rather than dealing with a broader view of the entire
road network, and 2) performance reasons: the high volumes of live traffic data are easier to manage
when they are stored and analysed in isolation. Likewise, we determined the process models by selecting
a variety of journeys that connect two cities through different routes. For doing this, we constructed the
model table based on a road map and set the routes of every journey along with the properties of every
road link (road section). This process is detailed further at following sections.

8.3.2 Scope and boundaries identification
In this phase we identify six business nodes that correspond to the different areas in the road network.
These areas are North West, North East, Midlands, East, South West and South East. Whereas the
amount of data is presumably to be huge, we aim to breakdown the analysis per areas for performance
and managerial reasons. Thereby, each business node will manage the data of its own area locally (see
Figure 8-5).

Figure 8-5 - Division areas of the road network (Highways-Agency, 2013)

8.3.3 Definition of sub-processes, activities and sub-activities
In this study case we aim to analyse the journeys of every vehicle per day along the road network. We
define a global process as a specific route that links a source city to a destination across different areas.
Consequently, we define a sub-process as a specific route that links source and destination, but only
within the limits of determined area.

8.3.4 Determination level of detail within business processes.
The analysis is intended to be performed on the motorways and main roads of England. Hence, a subprocess level is sufficient for the purpose of this study.
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8.3.5 Development of model tables
We selected a variety of journeys that connect two cities by using different routes. For constructing the
model table we used a road map for establishing the routes along with the properties of every road link.
This information is supplied in the data set (refer to the data set published information in (HighwaysAgency, 2013) for further details). The Table 8-3 illustrates a sample of one of the process models
developed.
Table 8-3 - Birmingham-Staffordshire process model for business node BASU-ML

Process

Activity

Properties*

BirmStaf01#Journey
[Birmingham - Staffordshire]

LM1015
Start Junction: M6 J6
End Junction: M6 J7
LM1017
Start Junction: M6 J7
End Junction: M6 J8
LM1019
Start Junction: M6 J8
End Junction: M6 J9
LM1021
Start Junction: M6 J6
End Junction: M9 J10
…
LM1015
Start Junction: M6 J6
End Junction: M6 J7
LM1017
Start Junction: M6 J7
End Junction: M6 J8
LM747
Start Junction: M6 J7
End Junction: M5 J1
LM723
Start Junction: M5 J1
End Junction: M5 J2
…

PN, JD, TP, FR, AS, LL, LD

BirmStaf02#Journey
[Birmingham - Staffordshire]

PN, JD, TP, FR, AS, LL, LD
PN, JD, TP, FR, AS, LL, LD
PN, JD, TP, FR, AS, LL, LD

PN, JD, TP, FR, AS, LL, LD
PN, JD, TP, FR, AS, LL, LD
PN, JD, TP, FR, AS, LL, LD
PN, JD, TP, FR, AS, LL, LD

*PN=Plate Number, JD=Journey Date, TP=Time Period, FR=Flow Rate, AS=Average Speed, LL=Link Length, LD=Link Description

8.4 Configuration
8.4.1 Business nodes
identification

provisioning

and

software

boundaries

We deployed six BASU nodes in a test environment for evaluating the approach. The business nodes
deployed are: BASU-SW (South West), BASU-SE (South East), BASU-EA (East), BASU-ML(Midlands),
BASU-NW (North West), BASU-NE (North East). Afterwards, in every BASU unit we loaded the process
models (journeys) developed in the previous phase.

8.4.2 Selection of event data format
We selected exBPAF as event format since we do not require integration with other process mining tools.
Furthermore, exBPAF does not require format conversion on the DSS since it already deals with BPAF
internally.
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8.4.3 Determine event correlation data
This phase is critical to recreate successfully the vehicle journeys. For the purpose of this case study, and
assuming a vehicle journey analysis on a daily basis, the correlation data to be used is the plate number
and the day of journey. This information will identify uniquely the process along the sequence of events.

8.4.4 Listeners Implementation
For the implementation of the listeners we simulated an Automatic Number Plate Recognition (ANPR)
systems and in-vehicle Global Positioning System (GPS). The journey time, traffic flow (number of
vehicles per road), and the rate of accidents, have been inferred from real information publicly available.
The events have been generated by using pseudo-random numbers from a normal distribution based on
the values provided in the dataset. Below is a sample of event generated by the listener.
<ns2:Event EventID="c4eccbbc-c9c4-4423-b63d-e2735383a91b"
ServerID="BASU-ML"
ProcessDefinitionID="BirmStaf01"
ProcessName="Journey [Birmingham - Staffordshire]"
ActivityDefinitionID="LM926"
ActivityName="M6 between M6 J10 and M6 J10A (LM926)"
Timestamp="2013-06-15T11:27:23.670+01:00"
xmlns:ns2="http://www.uc3m.es/softlab/basu/event">
<EventDetails PreviousState="Open.NotRunning.Ready"
CurrentState="Open.Running.InProgress"/>
<Correlation>
<CorrelationData>
<CorrelationElement key="regNumber" value="BD30 FCU"/>
<CorrelationElement key="date" value="15/06/13"/>
</CorrelationData>
</Correlation>
<Payload key="linkRef" value="LM926"/>
<Payload key="linkDescription"
value="M6 between M6 J10 and M6 J10A (LM926)"/>
<Payload key="timePeriod" value="45"/>
<Payload key="averageJourneyTime" value="203.75"/>
<Payload key="averageSpeed" value="100.0"/>
<Payload key="linkLength" value="5.66"/>
<Payload key="flow" value="1231.5"/>
</ns2:Event>

8.4.5 Selection of metrics and KPIs
Within a real-time monitoring context, the construction of metrics and KPIs is intended to be performed at
minimum latency in order to enable traffic managers to react quickly to undesired situations, and this is a
data-intensive process in the DSS. To this extent, this is similar to what happens on BAM (Business
Activity Monitoring) solutions, where the business activity outcomes must be timely accessible to business
users for decision making. Therefore, the BAM-like component of the DSS plays an important role in the
KPIs configuration. This feature is very useful to managers as they may decide whether or not establish
thresholds per process (path) or activity definitions (road section). This depends on whether there already
exists historical information in the DSS, as this will allow the system to infer the expected execution time of
a process or activity. In such case, the thresholds might be set in the BAM component to generate alerts
for detecting bottlenecks and congestion in nearly real-time. However, the activation of these thresholds
entails the timely generation of metrics per vehicle along with its aggregations, and this is a computingintensive operation whereas the system is tracking individual vehicles over time. In this regard, the volume
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of data is presumably to be high, depending on the flow rates of the road network, and thus, the activation
of these alerts must be selected with caution. Furthermore, they should be deactivated if they are not
essential for the purpose of the analysis, namely when performing historical or predictive analysis.
At following we outline some metrics that the DSS can deal with, but not limited to:
Processing time: Measures the net execution time per process instance or activity. In the case of process
instances, it refers to the global journey time of the vehicle. By contrast, for activity instances it refers to
the time a vehicle takes to travel along a road section.
Activity Instance
Time metrics

Flow metrics
time
id

F (s, v, t )  1

time
id 1

T (s, v, t )  a

a

Activity Definition
Time metrics

T ( s, t ) 

 T ( s , v, t )

aI ( a def )
def

I (a

) size



Flow metrics

a

a

I (a

) size

time
id
aI ( a def )
def

time
id 1

F ( s, t ) 

 F (s, v, t )  I (a

aI ( a

def

)

def

) size

Process Instance
Time metrics

T (v, t ) 

T (s, v, t )   a

a pactivities

a pactivities

Flow metrics
time
id

a

time
id 1

F (v, t )  ( pactivities ) size

Process Definition
Time metrics

 T ( v, t )

Flow metrics

pI ( p xdef
,y )

 F ( v, t )

pI ( p xdef
,y )

F ( P( x, y ), t ) 
I ( p xdef, y ) size
I ( p xdef, y ) size


The vector functions T p and Fp are easily derived from the metrics formulated above, and can be used to

T ( P( x, y ), t ) 

analyse bottlenecks and critical paths along the network.

8.5 Execution
The evaluation was performed in a test environment that meets the infrastructure depicted on the Figure
8-3. A vast amount of event data was generated by simulating the traffic flow experienced during May-Jun
of 2013 in two different routes from Birmingham to Staffordshire, and no statistical significance was found
with respect to the official values publicly available. The comparative of results between the real data
published in the dataset and the DSS outcomes for the route 1 is depicted on Figure 8-7. The figure
illustrates the average time for vehicle to travel through the road links stated on the x-axis, whereas the yaxis displays the average journey time in seconds. It worth to point out that the dataset specifies the
estimated journey time per road link for a given date and within a 15 minutes interval. The simulator
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recreated the traffic flow experienced by generating event data based on a normal distribution. Random
values sampled were generated from the normal distribution by using the inversion method (a.k.a inverse
transform sampling), and the mean was provided by the dataset. These items were harnessed to feed the
DSS based on these estimations.
We deployed the infrastructure on a Cloudera (CDH 4.7.1) instance over a 4-node configuration, and thus
exploiting the clustering capabilities of the proposed solution. Due to the hardware limitations we had for
provisioning the complete set of units along with their internal dependencies in separate physical
components, all BASU nodes were deployed on different VMs but with a shared physical infrastructure.
Nevertheless, the journeys configured for the tests crossed two areas at most, and thus all computational
resources available at a time were used for only two instances. The volume of data for the route 1 rose to
nearly 24 million vehicles, and the correlation algorithm performed in the order of milliseconds.
Future endeavours will be focused on extend the battery of tests to incorporate extra routes, sources and
destinations, as this will make the data grow considerably. This will put the research work in the right
direction to determine the trade-off between volume of data, KPI latency and hardware investments.

Figure 8-6 - DSS infrastructure

143

Highways Agency: Live Traffic Flow Case Study

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Thesis

Alejandro Vera-Baquero

8.6 Control
We successfully experienced that the outcomes of the DSS were those expected. The execution results,
measures and KPIs did not present any statistical significance with respect to the official values publicly
available. In this regard, we used paired t-test with the aim of verifying that there was no significant
difference between the two population means, i.e. the mean provided by the data set and the one inferred
by the system. We must bear in mind that the DSS calculates the execution time of processes by
detecting state transitions on the sequence of events received from the capturing software. Any
misidentification, inaccuracy or failure on the correlation algorithm would produce untrustworthy results,
which in turn would necessarily entail a deviation between means. In order to verify that there no exists
statistical significance between the dataset and the DSS outcomes we carried out a paired t-test.
First, we define the null hypothesis (Ho) and the alternate hypothesis (Ha) such as follows:
Ho: The DSS detects the real process behaviour (the system is accurate)
Ha: The DSS produce wrong outcomes (the system is not accurate)
The null hypothesis states that the system reproduces the expected behaviour of processes, namely it
conforms to those specified in the dataset. Thus we assert that the system is accurate and reliable, and
we want to test whether this assertion is true or not by invalidating the null hypothesis (Ho). In order to do
this, we collected the data generated by the DSS on the first 15 minutes interval for a specific date. Then
we carried out a t-test per activity (road-link) by verifying that the p-value was greater than the level of
confidence (0.01) for every road link. Upon test completion we could not reject the null hypothesis, thereby
demonstrating that the system correlated instances and generated the execution metrics correctly with a
99% of confidence. The following analysis was made for every road link, but the details of only one activity
is rolled out below for explanatory purposes.
Activity: LM1012
Sample length
828

Dataset mean μ1

224.32

Null hypothesis Ho: μ1 − μ2 = 0
Alternate hypothesis Ha: μ1 − μ2 ≠ 0
Mean difference (𝑑): μ1 − μ2 = 0.068970127
Standard deviation of differences (s𝑑 ): √∑828
𝑖=0
Standard error (s𝑒 ):

s𝑑
√𝑛

2

(𝑑𝑖 −𝑑)

(𝑛−1)

=11.57346702

=0.402205782

Degrees of freedom (d𝑓 ): n − 1 = 827
𝑑

t-score (t): 𝑠 =0.171479701
𝑒
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Under the null hypothesis, the t-score follows a t-distribution with n − 1 degrees of freedom. The p-value
is the probability that the t-score having 827 degrees of freedom is less than -0.17148 or greater than
0.17148.
𝑃(𝑡 < −0.171479701) = 0.43194427
𝑃(𝑡 > 0.171479701) = 0.43194427
p-value= 0.863888539
Since the p-value (0.863888539) is greater than the confidence level (0.01), we cannot reject the null
hypothesis, and thus we can state that no statistical significance was found on LM1012.
The next table summarizes the results of every t-test undertaken per activity. We can notice that the null
hypothesis could not be rejected on any of the activities, and therefore there is strong evidence that the
DSS detected the real-behaviour of processes contained in the dataset. We conclude then that the DSS is
accurate with a 99% of confidence according to the results obtained from the tests.
Activity
(Road Section)
LM1012
LM1011
LM513A
LM1052A
LM1047A
LM1045A
LM1042A
LM1040A
LM1037A
LM1036A
LM1034A
LM1033A
LM928B
AL3268

145

Dataset
mean
224.32
152.93
36.07
37.13
37.95
83.93
241.88
40.06
180.17
215.23
78.93
36.47
75.03
112.63

Observed
Standard
mean
deviation
t-score
224.2510299 11.57346702 0.171479701
153.082836
7.46496521 0.655800196
36.07375657 1.833118233
0.03285243
37.09007038 1.844114323 0.693217078
37.69565383 2.106296919 2.088051481
83.89237389 4.283367395 0.154911682
242.0090013
12.7299671
0.17107606
39.99760023 2.147345071 0.489711508
180.5327666 9.879086223 0.654823239
215.0733824 11.20418408 0.236810675
78.69303597 3.740780291 1.091687797
36.57435774 1.919742799 0.833327196
74.91076678 3.761801357 1.028526729
112.8836463 5.730868816 0.571960875
Table 8-4 - T-test results per activity
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p-value
0.863888539
0.512099861
0.973817867
0.488330529
0.037642039
0.876991756
0.864285782
0.624717442
0.513056415
0.812973196
0.275858132
0.405510001
0.303938541
0.568122197

Level of
confidence
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
0.01
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Figure 8-7 - Comparative outcomes between the DSS output and real dataset (route Birm-Staff)

8.7 Diagnosis
This phase is out of scope since we are using a public data set as input. In spite of not being able to go
further in this case study, we have successfully harnessed and brought the process-oriented analytical
framework to the traffic management field, thus enabling the monitoring and analysis of very large amount
of data in real time. This has been attained by the adoption of big data technology, which is the key
enabler for tracking the movement of single vehicles on a road network over time. This offers plenty of
possibilities for exploiting the gathered information and performing traffic analysis based on the observable
facts. By doing this, it could be possible to identify quickly the location of stolen vehicles, compare different
routes between junctions for a particular period of time with the aim at redistributing the traffic flow,
applying what-if simulations over different routes, or even use behavioural pattern recognition for the
automatic detection of conflictive and congested roads.
The downside of this approach is that the solution proposed highly depends on the reliability of the ANPR
source systems. Any failure or miss at the plate number detection may generate wrong paths for such
vehicle, thus creating inconsistencies in the big data repository. Those, cases should be rejected by the
system in order to keep the analytical data as trustworthy as possible. However, our system relies on the
facts not on the models, and whatever process execution path is acceptable. That means that the
instances do not have to fulfil the normative model, and in contrast, the model is reconstructed from the
processes execution itself. The current study is a special case as there will never be deviations in respect
with the normative model, and thus processes must always comply with the road network definition;
otherwise, non-compliant processes must be discarded. Such functionality is not supported by the
framework yet and is part of future work.
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Case Study on Call-Centres

9.4 Introduction
We present a case study we objective of testing the methodology proposed by using the big data based
framework presented in this thesis. The case study is focused on the improvement of the service delivery
process for call centers to enhance productivity while maintaining effective customer relationships. Call
centers play an essential role in the strategic operations of organizations as it directly impacts on customer
loyalty and their experiences greatly influence in their decision to stay or leave that organization (Taylor,
Baldry, Bain, & Ellis, 2003). The provision of effective customer service is crucial for corporations in
running a competitive business environment.
In our approach we model a hypothetical large-scale international company with presence in multiple
countries. This fictitious enterprise provides worldwide customer service assistance. Their call centers are
spread around the globe assisting customers from different regions and in multiple languages (see Figure
9-3). Every call flows through one or many call centers routing inbound calls towards the most suitable
free agent to attend the request with the aim of providing the customer with the best service value. The
flow of the incoming calls is modelled and represented as the target business process that we aim to
monitor, analyze and improve.

9.5 Background
Before proceeding with the description of the business process, we must first give a brief overview of how
call centers internally work. Typically, a call center (see Figure 9-1) is comprised of the following main
components: a PABX (Private Automatic Branch Exchange), an IVR (Interactive Voice Response),
multiple queue channels (normally grouped by categories), an ACD (Automatic Call Distributor) and a
number of agents that handle the incoming calls. Every agent normally has a workstation that is connected
to a specific-purpose enterprise information system. Usually, these systems are customer relationship
management systems (CRM) or hybrid systems that complement each other to fulfill the customer
demands. The PABX is the entry point to the call center and supports IVR and ACD functionality. A
number of extensions are connected to a PABX, and every extension is attached to the ACD. The ACD
switch is responsible for dispatching an incoming call over a certain line by selecting an extension with a
free agent. An incoming call is first routed to an IVR once it succeeded to establish a communication with
the trunk line in the PABX. The IVR provides standard message recording which drives the caller through
a menu to select the most appropriate category to the customer. Finally, the ACD dispatches the call to
the most suitable free agent. Alternatively, if the call center workload is unbalanced, inbound calls may be
forwarded to another call center according to the customer requested services and needs (Doomun &
Jungum, 2008).
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Figure 9-1 - Call-centre overview; adapted from (Doomun & Jungum, 2008)

Based on the aforementioned assumptions, the objective business process aimed to be improved is
illustrated in BPMN notation in Figure 9-2.
The improvement of the business process can drastically impact on the overall performance level of a call
center. Of course, it is important not to drive the wrong type of behavior by rewarding agents for closing
calls too quickly, and perhaps not dealing correctly with the customer query or problem. Notwithstanding,
normal process throughput is basically measured in terms of waiting time of calls, the rates of abandons,
and the productivity of the agents based on the number of calls handled and their duration. These
measures will give analysts an insight into critical factors that will directly affect business process
performance such as routing policies, queues distribution, overloads, abandonments, retrials, etc.
Doomun & Jungum (2008) outline the following benchmarks for a well-run call center: 1) the agent underutilisation level never goes up above the 5% of their total workload capacity, 2) the rate of call handling is
approximately one thousand calls per hour over one hundred agents, 3) by average, a half of incoming
calls are answered immediately and 4) the abandon rate for calls on standby waiting for service ranges
between a negligible 1 and 2 per cent. These high levels of service quality are very hard to accomplish for
a call center, even for the most productive ones. This case study aims to achieve a global visibility of call
center performance that will lay the ground for gaining an insight into the improvement of the overall
quality of customer service.
The estimated volume of call arrivals is expected to be huge, whereby the number of events generated by
the call center will grow considerably over time. In order to achieve a timely monitoring and analysis of call
center performance, the big data based DSS system described in this thesis has been leveraged and
applied in conjunction with the proposed methodology. The implementation methodology is rolled out in
the following sections.
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Figure 9-2 - Business process in BPMN notation

9.6 Definition
During the definition phase we identified and represented the model illustrated in Figure 9-2, and
determined the scope and boundaries of the study.

9.6.1 Identification of scope and boundaries
In this phase we identify 18 business nodes that correspond to the different call centers that are spread
around the globe. The call centers are outlined in the following table. Whereas the volume of event data
tends to be huge over time, the analysis will be broken down into several distinct locations. The reason for
splitting the data analysis process through many locations is twofold: 1) performance reasons: the vast
amount of event data produced by an individual call center is easier to manage when it is stored and
analyzed in isolation and 2) managerial reasons: the improvement process is greatly simplified as it allows
business users to perform data analysis locally on individual call centers. This enables analysts to drill
down into greater level of details within the scope of a particular call center rather than dealing with a
broader view of the entire business service. This is more efficient and manageable to detect and identify
exceptional issues that affect the performance of other call centers. Thereby, each call center will manage
its own data locally, and the data interaction between call centers will be shared among them (see Figure
9-3).
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Table 9-1 - Call-centre identification
Call Center ID

Location

Call Center ID

Location

CC01
CC02
CC03
CC04
CC05
CC06
CC07
CC08
CC09

USA (East)
USA (West)
Canada
Ireland
Mexico
Venezuela
Brazil
Argentina
South Africa

CC10
CC11
CC12
CC13
CC14
CC15
CC16
CC17
CC18

Spain
Norway
Algeria
Ukraine
Russia
India
China
Japan
Australia

Figure 9-3 - Call-centre locations

9.6.2 Definition of sub-processes, activities and sub-activities
In this case study we aim to analyze the performance of the service delivery process of call centers.
For this purpose, we define a global process that represents the service request that may flow through
diverse call centers in different locations to cater the customer demand. Consequently, we define a subprocess as an incoming customer call that is processed within a particular call center. The activities and
sub-activities of incoming calls correspond to the tasks and sub-tasks defined in the business process
depicted in Figure 9-2.

9.6.3 Determination of level of detail within business processes
The process performance improvement is intended to be performed on every call center, and this
entails the monitoring and analysis of a wide range of information such as routing policies, queues
distribution, overloads, abandonments, etc. Therefore, the data gathering and analysis must include the
activity level of those tasks specified in the business process (see Figure 9-2).

150

Case Study on Call-Centres

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Thesis

Alejandro Vera-Baquero

9.6.4 Development of model tables
For constructing the model table we have identified the activities (tasks) of the target process and
determined their relevance for inclusion in the analysis. The next table outlines the process model
developed and highlights those activities that are discarded. These tasks are rejected mainly because
either they are irrelevant or supply useless information for decision making.
Table 9-2 - Call-centre process model
Process

Activity

Activity
Parent

Incoming.Call

Region.Identification*
Swicth.Call
Message.Recording.Reporduction
Request.Service
Enqueue.Call
Dispatch.Call
Process.Request

Properties
CallID
CallID, Country
CallID, Country , Category
CallID, Country , Category
CallID, Country , Category
CallID, Country , Category, AgentID
CallID, Country , Category, AgentID, CustomerID

*The “Region.Identification” activity is eliminated from the analysis because it does not affect the overall business
process performance. This operation is attained by the call-center software and it is assumed it performs very
quickly.

9.7 Configuration
9.7.1 Business nodes
identification

provisioning

and

software

boundaries

We deployed 18 BASU nodes in a test environment for evaluating the approach. Once every business
node is provisioned, the process model developed in the previous phase is loaded in every node. The
BASU units deployed are outlined in
Table 9-1. In a real case, this phase is crucial to identify the specific software requirements of every call
center along with their internal information systems such as CRM, ERP, etc. The interaction among those
systems gains special relevance in this step since the integration and data sharing between both will be
essential when designing and implementing the listeners in a later stage. For instance, we must identify
how the CallID is represented, stored and linked in the CRM system for a specific customer request.
Whilst shared attributes like CallID, and CustomerID are part of the event payload, these are sourced from
different systems, so this should be taken into account when implementing the listeners. In this study
case, the event generation is performed using a simulation tool, and thus the analysis of the software
boundaries is waived in this step.

9.7.2 Selection of event data format
We selected exBPAF as the event format since we do not require integration with other process mining
tools. Furthermore, exBPAF does not require format conversion on the DSS since it already deals with
BPAF internally.

9.7.3 Listeners implementation
For the implementation of the listeners we leveraged a simulation tool that generates the sequence of
events according to a specific distribution function. The call duration time, volume of incoming calls, peak
times, rate of abandons, and other relevant features used for diagnosis have been configured as input in
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the simulation engine (see 9.8 Execution). The aim of these specific settings is to demonstrate that the
expected outputs on the DSS are those configured on the simulation side. Namely, the DSS is able to
detect and identify any exceptional situation originating from the simulation. Below is a sample event
generated by the listener.
<ns2:Event EventID="0e2c1d29-e6ea-4405-bd54-9648999d0326"
ServerID="BASU-CC04" ProcessDefinitionID="IC"
ProcessName="Incoming.Call" ActivityDefinitionID="PR"
ActivityName="Process.Request"
Timestamp="2014-06-25T09:14:53.190+01:00"
xmlns:ns2="http://www.uc3m.es/softlab/basu/event">
<EventDetails PreviousState="Open.NotRunning.Ready"
CurrentState="Open.Running.InProgress"/>
<Correlation>
<CorrelationData>
<CorrelationElement
key="CallID"
value="a7256c96-83ee-467e-bb84-135b35bbba31"/>
</CorrelationData>
</Correlation>
<Payload key="Country" value="Ireland [IE]"/>
<Payload key="Category" value="Help Desk"/>
<Payload key="AgentID" value="27AC0491"/>
<Payload key="CustomerID" value="19408284761"/>
</ns2:Event>

9.7.4 Event correlation data determination
This phase is critical to recreate successfully the inbound customer calls across call centers. For the
purpose of this case study, and assuming that the call-center software is able to generate a unique ID per
call across nodes, the correlation data to be used is the identification number that is managed by call
centers to identify incoming calls (CallID). This information will uniquely identify the process instance along
the sequence of events.

9.7.5 Selection of metrics and KPIs
The set of metrics and KPIs selected for the purpose of this case study are specified below. The DSSstandard metrics are outlined in the Table 9-3 for representing behavioral measures, and Table 9-4 for the
structural ones.
Table 9-3 - DSS-Standard behavioral measures
DSS-Standard Measure
Throughput time
Change-Over time
Processing time
Waiting time
Suspended time

Description
Total amount of time for a call to process.
Time elapsed since a call is assigned to an agent until the agent caters the customer
request.
Effective amount of time for an agent to process the request.
Time elapsed for a call in on-hold state waiting for a free agent to cater the call.
Total suspension time of a call by an agent while processing the request.

Table 9-4 - DSS-Standard structural measures
DSS-Standard Measure
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Number of incoming calls processed.
Number of incoming calls that were processed successfully.
Number of incoming calls that were processed unsuccessfully (did not fulfill the
customer demand).
Number of incoming calls that abandoned the queue.

The KPI's outlined above are deduced by querying and filtering the event data gathered from the listeners.
Regarding to the KPI selection, and only for illustration purposes, we have selected the following
behavioral and structural KPI's for measuring and identifying non-compliant situations (in or near) realtime.
Behavioral KPIs
Congestion: This KPI uses the waiting time measure and sets a threshold value for those time intervals
that are susceptible to experience some congestion at peak times. This measure gives an insight into the
workload of agents and the need to allocate resources during certain periods of time. This threshold value
is agreed at design time during the simulation stage. When the threshold is reached, an alert is fired on
the DSS.
Agent efficiency: This KPI measures the agent efficiency by computing the total amount of time that it
takes the agent to process the customer request and the effective time used to handle the call.

AE(a) = Th(pa ) / Pt(Pa )

AE(a) = Efficiency rate of agent “a”
Th(pa) = Throughput time of instances handled by agent “a” on
“Process.Request” activity.
Pt(pa) = Processing time of instances handled by agent “a” on
“Process.Request” activity.

Structural KPIs
Abandon rate: This KPI computes the average rate of abandons per category. This enables the system to
detect bottlenecks or inefficiencies on a determined queue or category. This is calculated by obtaining the
aborted instances of the “Enqueue.Call” activity per every running instance of the “Request.Service”
activity.
AR(c) =

i " Enqueue.Call":  AC (i) : ic  c
 j " Request.Service": RC ( j) : jc  c

AR(c) = Abandon rate KPI for the category “c”
AC(i) = Number of aborted cases for instances of
process “Process.Request” under the category “c”
RC(j) = Number of running cases for instances of
process “Process.Request” under the category “c”

Productivity: This KPI measures the productivity of the call center. This is calculated by obtaining the
successful instances of the “Process.Request” activity for every running instance of the “Request.Service”
category.
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P = Productivity of the call center
AC(i) = Number of successful cases for instances of
process “Process.Request”
RC(j) = Number of running cases for instances of
process “Request.Service”

Overload: This KPI measures the number of correlated events across call centers. The objective function
counts the number of executions of the “Switch.Call” activity. When a call center is overloaded the
software switches the call to an alternative node, thereby generating a new activity on the target call
center with the same CallID but with different source.

9.8 Execution
The evaluation has been accomplished successfully in a test environment that follows the infrastructure
depicted on the Figure 9-4. A large amount of event data was generated by the simulation tool whereby
inbound calls were generated in order to simulate flows that cross multiple call centers. The correlation
algorithm, and in consequence the metrics generation were performed in the order of milliseconds.
Moreover, different scenarios were built and configured in the simulation engine in order to produce the
desire outcomes on the DSS. These hypothetical cases aimed to detect exceptional situations such as
overload, low running resources on peak times, high abandon rates, etc.
The simulation model was based on a discrete event simulation approach. The simulation was built using
DESMO-J, which is a java-based simulation library that supports both event-oriented and process-oriented
modelling approaches. The events generated from the simulation model were persisted before being
forwarded to the specific event channels for processing on the DSS side. The model implementation used
three main entity types:




Calls: whose properties stored details about the caller ID, caller location, calling time and service
category.
Call agents: which hold references to the call center in which they are located and which type of
service that each agent can help with.
Call centers: which store information about the call centers locations and the backup centers in
case of unbalancing.

The model defined six different classes of events, the Table 9-5 presents the events and their
descriptions.
Table 9-5 – List of events and descriptions.
Event
Incoming Call
Dispatch Call
Service End
Enqueue Call
Switch Call
Abandon Queue
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Description
A new call arrival at a defined point of time.
An idle agent is assigned to handle an incoming or awaiting call.
A call was successfully handled by a call agent.
A call was put on-hold because all agents are busy.
A call has been switched to another call center in case that the max onhold time was exceeded.
A call abandoned the queue.
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The model included four queues of idle call agents in each call center, where each queue represents a
different category of service. Similarly, each call center had four queues of awaiting calls. Since the
simulation scenario involved 18 call centers in different locations, 144 queues, collectively, were needed to
be created during each simulation experiment. In addition, the event listeners where represented as
dispatchers. The dispatcher is a core component responsible for relaying the events generated from the
simulation engine to the DSS. The dispatcher included the capability to control the timing of the
transmitted messages, which could be used to measure the capacity of the framework.

Figure 9-4 - DSS infrastructure

9.9 Control
We successfully experienced that the outcomes of the DSS were those expected. The execution results,
measures and KPIs did not present any statistical significance with respect to the values set in the
simulation engine as input. Likewise, exceptional cases such as failure rates (abandons) were properly
identified and detected by the system. Like the traffic flow case study, we used a paired t-test to verify that
the behavioural outcomes of the DSS where those set on the simulation software. In this regard, we broke
down the analysis in two blocks: 1) behavioural analysis of execution data, and 2) structural analysis of
processes. The behavioural analysis aims to prove that there is no significant difference between the two
groups of population means, i.e. the one given by the simulator and the one produced by the DSS. The
two groups of means are: execution time (call process request) and waiting time (on-hold calls). Contrarily,
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the structural analysis focuses on verifying that the number of abandons or failures identified by the DSS
does not differ statistically from the number set as input on the simulation side.
Behavioural analysis
The behavioural analysis aims to detect statistical significance on the waiting and processing time KPIs.
These two measures follow a normal distribution and their sequence of events was sampled from this
distribution by using the inversion method (a.k.a inverse transform sampling). The mean was specified at
the simulation side as input and compared to the outcomes of the DSS as output. The accuracy of both
measures was verified separately by a paired t-test.
Processing time measure
As already mentioned, it is important to point out that the DSS calculates the execution time of processes
by detecting state transitions on the sequence of events received from the simulation engine. Any
misidentification, inaccuracy or failure on the correlation algorithm would produce untrustworthy results,
which in turn would necessarily entail a deviation between means. In order to verify that there is no
statistical significance between the simulator and the DSS outcomes, we carried out a paired t-test on the
mean of the processing time measure.
First, we define the null hypothesis (Ho) and the alternate hypothesis (Ha) such as follows:
Ho: The DSS detects the real process behaviour (the system is accurate)
Ha: The DSS produce wrong outcomes (the system is not accurate)
The null hypothesis states that the system reproduces the expected behaviour of processes, namely it
conforms to those specified in the simulator. Thus we assert that the system is accurate and reliable, and
we want to test whether this assertion is true or not by invalidating the null hypothesis (Ho). In order to do
this, we generated a total of 2824 process instances by simulating the functional work of the call centre in
a one-hour interval. This sample included exceptional cases such as queued calls (waiting time) and
abandons (failures). Thereafter we collected the data generated by DSS and we carried out a paired t-test
over the processing-time mean by verifying that the p-value was greater than the level of confidence
(0.01). Upon test completion we could not reject the null hypothesis, thereby demonstrating that the
system correlated instances and generated the process execution time metrics correctly with a 99% of
confidence.
Simulation inputs
Rates

Description

Arrival
Abandon
Queued
Call Duration
Queue Duration

Number of calls per minute.
Number of abandoned calls per minute
Number of queued calls per minute
Number of minutes per call
Number of minutes a call is in queue

Population Standard
Distribution
mean
deviation
48
Poisson
8
Poisson
15
Poisson
9.3
2.8 Normal
1.2
0.5 Normal

Table 9-6 - Simulation inputs

Process: Call Request
Paired t-test dimension: processing time

156

Case Study on Call-Centres

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Thesis

Sample length
(processed calls)

Dataset mean μ1
2341

Alejandro Vera-Baquero

DSS mean μ2
9.3

9.423747103

Null hypothesis Ho: μ1 − μ2 = 0
Alternate hypothesis Ha: μ1 − μ2 ≠ 0
Mean difference (𝑑): μ1 − μ2 = 0.123747103
Standard deviation of differences (s𝑑 ): √∑2341
𝑖=0
Standard error (s𝑒 ):

s𝑑
√𝑛

2

(𝑑𝑖 −𝑑)

(𝑛−1)

= 2.790580334

= 0.057675826

Degrees of freedom (d𝑓 ): n − 1 = 2340
𝑑

t-score (t): 𝑠 = 2.14556273
𝑒

Under the null hypothesis, the t-score follows a t-distribution with n − 1 degrees of freedom. The p-value
is the probability that the t-score having 2340 degrees of freedom is less than -2.14556273 or greater than
2.14556273.
𝑃(𝑡 < −2.14556273) = 0.016005247
𝑃(𝑡 > 2.14556273) = 0.016005247
p-value= 0.032010494
Since the p-value (0.032010494) is greater than the confidence level (0.01), we cannot reject the null
hypothesis, and thus we can state that no statistical significance was found on the processing time metric.
Waiting time measure
Similarly to the processing time measure we used a paired t-test on the waiting time mean in order to
verify that there is no statistical significance between the simulator and the DSS.
First, we define the null hypothesis (Ho) and the alternate hypothesis (Ha) such as follows:
Ho: The DSS detects the real process behaviour (the system is accurate)
Ha: The DSS produce wrong outcomes (the system is not accurate)
The null hypothesis states that the system reproduces the expected behaviour of processes, namely it
conforms to those specified in the simulator. Thus we assert that the system is accurate and reliable, and
we want to test whether this assertion is true or not by invalidating the null hypothesis (Ho).
Process: Call Request
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Paired t-test dimension: waiting time
Sample length
(enqueued calls – including abandons)
1354

Dataset mean μ1

DSS mean μ2
1.2

1.195175246

Null hypothesis Ho: μ1 − μ2 = 0
Alternate hypothesis Ha: μ1 − μ2 ≠ 0
Mean difference (𝑑): μ1 − μ2 = −0.004824754
Standard deviation of differences (s𝑑 ): √∑1354
𝑖=0
Standard error (s𝑒 ):

s𝑑
√𝑛

2

(𝑑𝑖 −𝑑)

(𝑛−1)

= 0.499050924

= 0.013562368

Degrees of freedom (d𝑓 ): n − 1 = 1353
𝑑

t-score (t): 𝑠 = 0.355745691
𝑒

Under the null hypothesis, the t-score follows a t-distribution with n − 1 degrees of freedom. The p-value
is the probability that the t-score having 1353 degrees of freedom is less than -0.355745691 or greater
than 0.355745691.
𝑃(𝑡 < −0.355745691) = 0.36104324
𝑃(𝑡 > 0.355745691) = 0.36104324
p-value= 0.72208648
Since the p-value (0.72208648) is greater than the confidence level (0.01), we cannot reject the null
hypothesis, and thus we can state that no statistical significance was found on the waiting time metric.
Therefore there is strong evidence that the DSS detected the real-behaviour of the simulated processes.
We conclude then that the DSS is accurate and detects behavioural properties of business processes with
a 99% of confidence according to the results obtained from the tests.
Structural analysis
The structural analysis aims to detect statistical significance on the number of abandons, i.e. the number
of failed instances. These events follow a Poisson distribution with mean 𝜆, i.e. Poisson(𝜆). The simulator
sampled the sequence of events by using the inversion method (a.k.a Inverse transform sampling). The
Poisson mean 𝜆 was specified at the simulation side as input and then compared to that inferred at the
DSS as output. The accuracy of this measure was verified by using a C-test that compares two Poisson
means and detects any statistical significance between both. This test was first introduced in 1940 by
Przyborowski and Wilenski and it is formulated as follows:
Let X11,…,Xn11 and X12,…,Xn22 be independent samples from Poisson(𝜆1 ) and Poisson(𝜆2 ) respectively.
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𝑛1

𝑋 = ∑ 𝑋𝑖1 ~𝑃𝑜𝑖𝑠𝑠𝑜𝑛(𝑛1 𝜆1 )
1

𝑖=1

is independent of
𝑛2

𝑋 2 = ∑ 𝑋𝑖2 ~𝑃𝑜𝑖𝑠𝑠𝑜𝑛(𝑛2 𝜆2 )
𝑖=1

Let k1 and k2 be the observed values of X1 and X2 respectively, and the hypothesis to test is whether or not
there is a difference between two Poisson means (𝜆1 and 𝜆2 ).
Ho: 𝜆1 /𝜆2 ≤ 𝑐
Ha: 𝜆1 /𝜆2 > 𝑐
The conditional test proposed by Przyborowski and Wilenski (1940) is based on the conditional distribution
X1 given X1 + X2 = k that follows a binomial distribution whose success probability is a function of the
ratio 𝜆1 /𝜆2. The distribution of X1 is binomial with the number of trial k and success probability 𝑝(𝜆1 /𝜆2 ).

𝑝(𝜆1 /𝜆2 ) =

𝜆
𝑛
(𝑛1 ) ( 1 )
𝜆
2
2
𝑛
𝜆
(1 + (𝑛1 ) (𝜆1 ))
2

2

The C-test rejects the null hypothesis Ho when the p-value is lower than the confidence level 𝛼
𝑘

𝑖
𝑘−𝑖
𝑘
≤𝛼
𝑃(𝑋 ≥ 𝑘1 |𝑘, 𝑝(𝑐)) = ∑ ( ) (𝑝(𝑐)) (1 − 𝑝(𝑐))
𝑖
1

𝑖=𝑘1

where 𝑝(𝑐) is the probability of success stated above with 𝜆1 /𝜆2 replaced by 𝑐. Then the p-value is
computed from the binomial distribution. Furthermore, the p-value for evaluating the hypothesis
Ho: 𝜆1 = 𝜆2 vs Ha: 𝜆1 ≠ 𝜆2 is given by 2 ∗ 𝑚𝑖𝑛{𝑃(𝑋1 ≥ 𝑘1|𝑘, 𝑝(𝑐)), 𝑃(𝑋1 ≤ 𝑘1 |𝑘, 𝑝(𝑐))}
Process: Call Request
Paired t-test dimension: abandons rate
Sample length
(processed calls)

Dataset mean 𝜆1
2824

DSS mean 𝜆2
23

𝑘1 ≡ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑠𝑖𝑚𝑢𝑙𝑎𝑡𝑒𝑑 𝑠𝑢𝑐𝑐𝑒𝑠𝑠𝑒𝑠 (𝑎𝑏𝑎𝑛𝑑𝑜𝑛𝑠) = 8 ∗ 60 = 480
𝑘2 ≡ 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑏𝑠𝑒𝑟𝑣𝑒𝑑 𝑠𝑢𝑐𝑐𝑒𝑠𝑠𝑒𝑠 (𝑎𝑏𝑎𝑛𝑑𝑜𝑛𝑠) = 482
𝑘 ≡ 𝑡𝑟𝑖𝑎𝑙𝑠 = 480 + 482 = 962

159

Case Study on Call-Centres

22.56666667

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

𝜆
23
( 1)
)
(
𝜆2
22.56666
𝑝(𝜆1 /𝜆2 ) =
=
= 0.504754938
𝜆1
23
))
(1 + (𝜆 )) (1 + (
22.56666
2
𝑃(𝑋1 ≤ 480|962,0.504754938) = 0.37172748
𝑃(𝑋1 ≥ 480|962,0.504754938) = 0.628272524
𝑝_𝑣𝑎𝑙𝑢𝑒 = 2 ∗ min{0.37172748, 0.628272524} = 0.743454953
Since the p-value (0.743454953) is greater than the confidence level (0.01), we cannot reject the null
hypothesis, and thus we can state that no statistical significance was found on the number of abandons.
Therefore there is strong evidence that the DSS detected the real-behaviour of the simulated processes.
We conclude then that the DSS is accurate and detects structural properties of business processes with a
99% of confidence according to the results obtained from the tests.

9.10 Diagnosis
This phase is out of scope herein since we are designing a case study based on a simulated environment
through the use of models that represent diverse hypothetical cases. The BPI methodology and system
has been applied to this case study by leveraging the scalability and processing power of Big Data to
provide business process monitoring and analysis across complex, multi-level supply chains. The system
itself is extensible, and allows a number of event formats to be used in the data collection. The case study
has demonstrated the functionality and accuracy of the implementation. By using a simulation to generate
event data in any quantity desired, and running it in either real-time or in accelerated mode, we can test
the scalability of the system. Further work will be devoted to applying the methodology and framework to a
variety of application domains, such as manufacturing, logistics and healthcare. Each domain has its own
interfacing issues, process and organizational configurations, as well specialized performance
measurements. For example, this approach should be highly useful in a distributed, decentralized "system
of systems" such as healthcare, where individual business units need their own performance monitoring
and evaluation. At the same time, the national health services need to monitor and improve efficiencies
and outcomes along multiple care pathways. Additional work is also needed to develop improved data
visualization and 'playback' facilities for the system to allow process engineers to view and drill-down into
aggregate and individual event data.

160

Case Study on Call-Centres

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

Chapter 10. Case Study on Smart Cities
10.1 Introduction
Smart cities is an emerging discipline that is gaining ground in recent years with the aim at offering
advanced and innovative services to citizens. The smart city concept encompasses a wide range of
technology and ubiquitous ICT solutions that are applied to a city in multiple domains, such as egovernment and public administration, intelligent transportation systems, traffic management, public
safety, social, health-care, educational, e-commerce, building and urban planning, environmental, energy,
etc (Piro, Cianci, Grieco, Boggia, & Camarda, 2014). A myriad of innovative services can be put in
citizens’ hands in order to improve their quality of lives. At nowadays, a large number of problems of big
cities can be avoided, or mitigated to some extent, by integrating smart cities technology into service
management (Da Silva, et al., 2013). Pervasive ICT systems and cloud technology can surround urban
citizens by an ubiquitous digital eco-system where a great variety of internet-connected devices interact to
each other (Piro, Cianci, Grieco, Boggia, & Camarda, 2014) to provide a powerful environment of smart
objects with the capabilities to digitally manage, monitor and track physical objects (Skiba, 2013), thereby
making valuable information of individuals accessible within an Internet of Things (IoT) context.
IoT represents intelligent end-to-end systems that enable smart solutions to arise by means of a diverse
range of technologies, including sensing, communications, networking, computing, information processing,
and intelligent control technologies (Zheng, Simplot-Ryl, Bisdikian, & Mouftah, 2011). By extension, IoT
aims to connect heterogeneous devices worldwide which entail an enormous density of information
connecting billions of objects. These smart objects can be any technological equipment with Internet
processing capabilities, such as computers, tablets, smartphones, smart TVs, Global Positioning Systems
(GPS), sensors, built-in vehicle devices, and so on. The interaction of these systems throughout the
provision of Smart City services may generate a very large amount of data that can be used to analyse
and improve the throughput and operative efficiency of those services. Nevertheless, traditional
approaches are not suitable for dealing with high volumes of data to such extent. The exponential growth
of data within an IoT context demands the introduction of innovative and emerging technologies with the
capabilities to deal with high-latency response time on systems that manage high volumes of data.
Traditional RDBMS systems and conventional data warehouses platforms are not suitable for managing
vast amount of data in the order of terabytes (TB) petabytes (PB) or even exabytes (EB) of information,
and drastic improvements are needed “to scale databases to data volumes beyond the storage and/or
processing capabilities of a single large computer” (Borkar, Carey, & Li, 2012).
Big-data technology has emerged as response to the existing limitation found on traditional data systems
for handling very large datasets. The term “Big-data” is commonly used to refer to a set of technological
components that have the capabilities to empower data-intensive analysis on very large and complex
datasets whose size spans beyond the ability of traditional software tools to capture, collect, integrate,
unify, store and analyse hundreds of millions terabytes of information (Patel, Birla, & Nair, 2012).
According to recent studies (Fosso Wamba, Akter, Edwards, Chopin, & Gnanzou, 2015), big data
approaches, when aligned with business and supported by the right people, can make a big impact in
business. In the big data field, research efforts are being driven by big-data technology to extract meaning
and infer knowledge from very large datasets (Park & Leydesdorff, 2013), and the need to enable dataintensive processing over massive datasets has introduced a new form of data analytics called Big Data
Analytics (Mukherjee, et al., 2012).
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Cloud computing is a key enabler for big data analytics since the huge volume of data to be managed
requires very large scale processing, especially on those cases where the scale of data exceeds a single
computing node. In this scenario, it is necessary to develop applications where data processing can be
splitted and executed in parallel across the cluster (O’Driscoll, Daugelaite, & Sleator, 2013). (Ji, et al.,
2012) define cloud computing as a link between the paradigm around the provisioning of powerful
processing computing infrastructure and big-data processing.
Cloud computing is closely related to big data. Big data main line of action is focused on data-intensive
operations which stress the storage capacity of a cloud system. In turn, cloud-based solutions provide a
platform for the storage and processing of big data. Furthermore, the cloud computing technology can
provide distributed storage technology and harness the parallel processing capabilities to improve the
analysis of big data (Chen, Mao, & Liu, 2014), although it requires specific governance approaches
(Dzombeta, Stantchev, Colomo-Palacios, Brandis, & Haufe, 2014).
The evolution of big data has been driven by the rapid growth of application demands, cloud computing,
and virtualized technologies. Cloud computing provides on-demand computational resources for offering
data-intensive processing over big data, and to a certain extent, the advances of cloud computing foster
the adoption and development of big data solutions (Chen, Mao, & Liu, 2014). Thereby, Big-data, cloudcomputing and IoT are terms that are closely related to each other, and these are especially important on
IT solutions when trying to analyse the operations management involved in the services provided by IoT
applications.
In a nutshell, ICT plays a key role when adopting smart city technology and when supporting the provision
of seamless ubiquitous services (Piro, Cianci, Grieco, Boggia, & Camarda, 2014). Big data techniques are
conceived as the powerful tool to exploit all the potential of the Internet of Things and the smart cities
(Jara, Genoud, & Bocchi, 2014).
This paper presents a big-data and cloud-based analytics framework that can be applied to the Smart
Cities and IoT arenas to monitor, analyse and improve the business processes and smart services of the
city.

10.2 Smart Cities, IoT and Big-data Analysis
Investing on smart city technology can become a business-competitive and attractive environment (Piro,
Cianci, Grieco, Boggia, & Camarda, 2014), especially on a slowing-down economy such as the present
one. Paroutis et al. (2004) study the positive impact of applying a smart city strategy on urban areas in
conditions of economic recession. The right choice of a Smart City strategy can potentially help ICT
companies, as providers of these innovative solutions, to accelerate their growth and remain viable in a
climate of intense global competition, particularly in a recession environment. Paroutis et al. (2004) state
that IBM’s Smart Cities initiative gross margin has increased considerably from 2008 to 2012. Particularly,
Smarter Planet flagship initiative in this field, together with Big Data analytics and cloud computing, will
increase its revenue for 20 billion dollars from 2011 through 2015.
From a long-term perspective, and within a business profit context, many authors consider recession as
an “opportunity to strengthen its competitive advantage and position itself for future economic recovery”.
Thereby, IT firms may choose to adopt an investment strategy rather than austerity. Investments may
include restructuring, training, R&D and process improvements at the expense of production activities
(Paroutis, Bennett, & Heracleous, 2014).
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In this regard, business process improvement can help smart cities to make them, not only even smarter
but more efficient and profitable. For instance, health care monitoring systems could help managers to
reduce costs and improve the efficiency of the service by alleviating the short-age of resources and
personnel. Likewise, intelligent transportation systems could assist traffic analysts in reducing congestion
and improving the roads safety. Additionally, the monitoring and analysis of business processes that flow
through smart distribution systems, could aid business users to improve the quality and reduce the cost of
goods and services in very large and complex supply chains (Zheng, Simplot-Ryl, Bisdikian, & Mouftah,
2011). There are plenty of potential opportunities to apply business process initiatives on smart cities
services. This converges to the adoption of smart cities, internet of things and big-data by the industry as a
means to apply business-process expertise in the improvement of operation and production management.
Business process intelligence initiatives must address diverse technical challenges. One of the most
challenging is the heterogeneity, where business process improvement (BPI) solutions have to deal with
the heterogeneous systems landscape of large enterprises and complex administrative procedures. This
becomes even more complex when business processes run beyond the software boundaries of a single
organization. Namely, dealing with cross-organizational business processes such as large and complex
supply chains. While process discovery (process mining) tools can be rather easily using events logs
collected from business process execution on a single workflow system (van der Aalst, et al., 2007), it
becomes especially complex and cumbersome when the log is involved in a transactional scope of a
single ERP system such as SAP back to high-level business events (Ingvaldsen & Gulla, 2008).
As already discussed during the course of this thesis, one of the main challenges is to achieve the
alignment between process-oriented systems and business intelligence tools (Business Process
Intelligence). The implications of this approach are manifold: 1) it entails the collection and integration of
execution logs from heterogeneous data sources; 2) it entails the storage (distributed warehouse in some
cases) of process executions, and 3) it entails the use of advanced analytical tools to provide information
about the past (What happened?), to allow monitoring activities (What’s happening?) and to anticipate
future actions (What might happen?). Traditional business intelligence (BI) platforms have compelling
capabilities to answer end-users questions like “What happened?”, since they analyse and make the most
of the historical data. Nevertheless, what organizations really often need is to answer to questions such as
“Why did it happen?”, “What is going to happen?” or even “What would happen if?”.
In this case study we aim to adopt the fundamentals rolled out in this thesis to the smart cities arena in
order to improve the business processes of urban services within the context of smart cities, internet of
things and big-data, thus achieving a well-running, smart and efficient city.

10.3 Technological solution
The monitoring and analysis of performance data within a BPI context is an important part of running a
competitive business environment. Business Intelligence (BI) platforms and Decision Support Systems
(DSS) are valuable assets for business users to analyse and improve the performance and efficiency of
enterprise business systems. These analytical systems can transform performance data into useful
information, and in turn, such information is transformed into knowledge in order to support decision
making. However, traditional BI and DSS tools require something more than the use of mere historical
data and rudimentary analysis tools to be able to reduce the time needed to react to non-compliant
situations, key factor in maintaining competitiveness.
Real-time, low latency monitoring and analysing of business events for decision making is key, but difficult
to achieve. The difficulties are intensified by those processes and supply chains which entail dealing with
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the integration of enterprise execution data across organizational boundaries. Such processes usually flow
across heterogeneous systems such as business process execution language (BPEL) engines, ERP
systems, CRMs, workflow management systems, document management systems, etc. The heterogeneity
of these supporting systems makes the collection, integration and analysis of high volume business event
data extremely difficult.
One of the major contributions of the big-data based analytical approach proposed in this thesis, amongst
others, relies on the ability to offer to business users the opportunity of availing process execution path
information at very low latency. The proposed architecture applied to the smart city arena is illustrated in
Figure 10-1, and it has the capabilities for performing timely performance analysis of cross-functional
business processes that are extended beyond the boundaries of organizations. This is addressed by
storing and managing very large volumes of data in a global and distributed business process execution
repository through the use of big-data technology. The monitoring of cross-organizational business
processes is achieved by listening to state changes and business actions from operational systems. This
is attained by collecting, unifying and storing the execution data outcomes across a collaborative network,
where each node represents a participant organization within the global distributed business process. This
drives the analysis of these event logs to provide business users with a powerful understanding of what
happened in the past, evaluate what happens at present and predict the behaviour of process instances in
the future (zur Muehlen & Shapiro, Business Process Analytics, 2010). Additionally, the structured data
may serve as an input to simulation engines that will enable business users to anticipate actions by
reproducing what-if scenarios, as well as performing predictive analysis or applying pattern behaviour
recognition.
The IT solution consists of a cloud-based platform that comprises a set of cloud-computing nodes that
provides analytical services to third party applications, namely BASU (Business analytics service unit) and
GBAS (Global Business Analytical Service) modules. The successful integration of those components
through enterprise service bus adapters completes the high-level architecture depicted on Figure 10-1.
Each of these components relies on the provision of a number of clustering nodes that provide big data
support. In turn, each clustered configuration is deployed on a cloud-based environment, thereby
empowering the scalability and performance features of the IT solution proposed at the easily commodity
of hardware.
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Figure 10-1 - Architecture overview

To conclude this section, it is worth to point out that this framework is also referred in the literature, as
Decision Support Systems (DSS), which have been used in several case studies (see sections Chapter 8
and Chapter 9) to perform business process analysis in the business process improvement discipline. In
addition, the essentials of this framework can lay the ground for establishing a fact-based analysis over
the gather data instead of using idealized models or estimation basis. Thus, it may enable analysts to gain
insights into the past, present and future of business process behaviour by mining very large data
repositories. Hence, we propose to apply this thesis’ fundamentals to the smart cities realm with the aim of
analysing live smart data and improve the efficiency of smart cities.

10.4 Case study: Smart cities
We present a case study aimed to monitor and analyse the processes involved on smart services offered
by the city of Chicago. The city of Chicago adopted in 2012 a common standard for 311 reporting known
as "Open311" (Code for America Innovation Team Arrives in Chicago to Develop New Open 311 System,
2012). This open standard is being adopted worldwide in multiple urban areas, and brings governments
the ability to build uniform interoperable systems that allow citizens to interact with their cities in the form
of a broad range of information and services. These services allow people to submit a service request,
track its progress, and receiving a notification feedback when the issue is resolved. These Open311based systems also have the ability to provide residents with customized alerts based on their localized
area (Text Messaging Capabilities Are Added to Chicago’s 311 and City Alerts System, 2012).
The main goal of using Open311 technology is to increase the efficiency of these services while "providing
the public with data on the city's service delivery". Open311 aims to improve the efficiency of 311 call
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centres, i.e. reduce the number of calls and abandon rates, remove the duplicate calls, reduce the caller
wait times or even improve distribution and management of agents. This is pursued by the Open311
standard which stands on the openness, innovation, and accountability in city services by offering citizens
multiple methods for requesting, track and acknowledges response of a wide range of 311 services
(Nuttall, 2014). These services can be invoked from smart applications that are built conformed to the
Open311 standard and which are accessible from multiple smart devices (What is Open311?, 2014).
Whilst an individual can report a non-emergency issue (ideally with a photo) at a given location, such as
potholes, broken streetlights, garbage, vandalism, and so on, these issues are recorded and routed to the
relevant authority by means of a Customer Relationship Management (CRM) system that automatically
forwards the service requests to the appropriate City department, governmental or non-governmental
agency (City of Chicago - 311 City Services, 2014).
The case study presented herein focuses on the improvement of the service delivery process of the
Open311 smart services deployed at the city of Chicago. The Figure 10-2 depicts the business process in
BPMN notation that we aim to monitor, analyse and improve. As stated in (City of Chicago - 311 City
Services, 2014), the goals of the Open311 department of the city of Chicago, and by analogy to the
purposes of this case study, are:
1) Record efficiently all requests for non-emergency City services and forward them to the proper
governmental and non-governmental agencies.
2) Assist City departments, governmental and non-governmental agencies deliver improved
customer service and manage resources more efficiently.
3) Monitor and provide consistent, essential performance management reports and analysis of City
services delivery.

Figure 10-2 - Open311 Business Process in BPMN notation
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The estimated volume of service requests coming from different sources over time is expected to be huge,
thus traditional BI-like approaches are not suitable to tackle this type of BPI activities. In this case, and in
order to achieve a timely monitoring and analysis of the Open311 smart services, the big data based DSS
system proposed in thesis has been leveraged and applied in conjunction with the methodology presented
herein. This DSS approach has the capability to enable business users to access performance analytics
data efficiently in a timely fashion, availing of performance measurements on an acceptable response time
basis. This approach aims to put real BPI technology in hands of business users, thus leading analysts to
gain a better understanding and control of their processes within and across organizations, while keeping
aligned the control of their business operations with the process improvement activities. In short, the goal
is to assist business users in sustaining a comprehensive process improvement program. The
implementation methodology is rolled out in the following sections and applied to this case study.

10.5 Definition
During the definition phase we identified and represented the model illustrated in Figure 10-2, and
determined the scope and boundaries of the study.

10.5.1

Identification of scope and boundaries

In this phase we identify the business nodes that are globally involved on the business process
aforementioned. In this case study, the business entities determination would correspond to specify the
different jurisdictions that the service request goes through during processing. The Open311 API used in
this case study only provides one jurisdiction, so only one node is identified in this step.

10.5.2

Definition of sub-processes, activities and sub-activities

In this case study we aim to analyse the performance of the service delivery process of the Open311
smart services. For this purpose, we define a global process that represents the service request that may
flow through diverse business nodes (in this case there is only one), whilst we define a sub-process as the
set of activities and tasks defined in the business process depicted in Figure 10-2.

10.5.3

Determination of level of detail within business processes

The level of detail is fixed by the information scope supplied by the Open311 API. The data structure of
the API is able to provide data according to the activities (with some minor considerations) of the process
thereof. Therefore, the data gathering and analysis must include the activity level of those tasks specified
in the business process (see Figure 10-2).

10.5.4

Development of model tables

For constructing the model table we have identified the list of 311 service requests (process) and its
activities (tasks). The following table outlines the process model developed and highlights those activities
that are discarded. These tasks are rejected mainly because either they are irrelevant, supply useless
information for decision making or the operational systems (Open311 API) are unable to provide visibility
on those activities.
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Process Definition ID
4ffa4c69601827691b000018
4ffa9cad6018277d4000007b
4fd3bd72e750846c530000cd
4fd3b167e750846744000005
4ffa971e6018277d4000000b
4fd3b656e750846c53000004
4fd6e4ece750840569000019
4fd3b9bce750846c5300004a
4fd3b750e750846c5300001d
4ffa995a6018277d4000003c
4ffa9f2d6018277d400000c8
4ffa9db16018277d400000a2
4fd3bbf8e750846c53000069
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Process Name
Abandoned Vehicle
Alley Light Out
Building Violation
Graffiti Removal
Pavement Cave-In Survey
Pothole in Street
Restaurant Complaint
Rodent Baiting / Rat Complaint
Sanitation Code Violation
Street Cut Complaints
Street Light Out
Traffic Signal Out
Tree Debris
Table 10-1 - Service Request Process Definition

Process

Activity

Act.
Parent

Properties

[Service
Request]

Submit.Service.Request
ServiceRequestId, Address, Location, Channel
Forward.Request
ServiceRequestId, Address, Location, Channel
Review.Request
ServiceRequestId, Address, Location, Channel
Resolve.Issue
ServiceRequestId, Address, Location, Channel, Dupl
Close.Request
ServiceRequestId, Address, Location, Channel, Dupl
Table 10-2 - Service Request Process Model

Considerations
The "Forward.Request" activity is eliminated from the analysis because of two reasons: 1) this task does
not affect to the overall business process performance, as this operation is attained internally by the CRM
software and we assume that it performs very quickly since it is an automated task, and 2) the information
related to this activity is not supplied by the Open311 API, and it cannot be inferred.
The information related to the "Review.Request" activity is not explicitly provided by the Open311 API
interface, but it can be easily inferred by calculating the elapsed time between the service request
submission and the first task executed during either the issue resolution, or the closure of the request if
rejected. It is essential to take these premises into account when designing the listener software on stage
10.6.4.
The "Resolve.Issue" activity is a generic task that represents the set of action to be tackled to resolve the
request. Whilst this is a generic activity defined in the business process model, it may be decomposed and
substituted by more specific tasks depending on the process model therein. For instance, the process
"Sanitation Code Violation" may require an inspection in place (Inspect for Violation) for undertaking the
resolution of the issue, or even the request could be rejected and no extra actions are required. Both
cases will lead to the closure of the request.
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10.6 Configuration
10.6.1

Business nodes provisioning and software boundaries
identification

We deployed one BASU node in a test environment for evaluating the approach and loaded the process
model developed in the previous step. This phase is crucial to identify the specific software requirements
and how to interact with the Open311 API interface. Since there are no jurisdictions defined in the dataset,
all process execution flows cross just one business node. This is the simplest scenario possible,
notwithstanding this step is still useful to get an insight and understanding of the process scope, not only
from a cross-organizational process flow perspective (they are none), but from an inter-departmental one.
Namely, to determine source software elements that can affect to the proper identification of process
instances (service requests) upon the event sequence arrival. In this case, the event payload are sourced
from only one system, which come straight from the Open311 API, therefore the analysis of the software
boundaries is kindly irrelevant in this step.

10.6.2

Selection of event data format

We selected exBPAF as the event format since we do not require integration with other process mining
tools. Furthermore, exBPAF does not require format conversion on the DSS since it already deals with
BPAF internally.

10.6.3

Event correlation data determination

This phase is critical to recreate successfully the inbound service request paths at destination. For the
purpose of this case study, the correlation data to be used is the service request identification number that
is managed internally by the Open311 systems. This information will uniquely identify a specific request,
and thus the process instance along the sequence of events.

10.6.4

Listeners implementation

For the implementation of the listener we developed an Open311 API client with ETL (Extract, Transform
& Load) support. The listener invokes the Open311 services to retrieve the status information of all
requests available to date. The Open311 API endpoint acts as data source (extract phase), the incoming
data in JSON format is analysed and converted into events in exBPAF format (transformation phase), and
those events are then forwarded to the framework endpoint (load phase). The transformation phase is
critical at this point to guarantee the quality of data as we must ensure that the incoming data is correctly
interpreted according to the model developed in the previous phase; otherwise the analytical outcomes
might be untrustworthy.
As previously mentioned, processes may have different activities for representing the "Resolve.Issue"
task. These activities could be merged into a single activity ("Resolve.Issue") as modelled, however, from
an analytical perspective, it is worthwhile to analyse the performance of its sub-tasks with the aim of
identifying bottlenecks, perform root cause analysis or diagnosis intents. For this purpose, the listener
implements an inner process interpreter that identifies different business patterns per process, and it sets
out its expected activities along with its events. This is possible to achieve as long as the Open311
interface provides this information in the data payload. In such a case the interpreter determines the sub-
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activities and infers their execution time from the body response. Below it is outlined an event sample that
is generated by the listener along with the payload received from the API.
Open311 API response payload
"notes": [
{
"datetime": "2014-12-15T16:39:54-06:00",
"summary": "Request opened",
"type": "opened"
},
{
"datetime": "2014-12-16T12:42:00-06:00",
"summary": "Inspect for Violation",
"description": "Completed",
"type": "activity"
},
{
"datetime": "2014-12-16T12:42:04-06:00",
"summary": "Request closed",
"type": "closed"
}
]

exBPAF Data Event
<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<ns2:Event Timestamp="2014-12-16T12:42:00-06:00"
ActivityDefinitionID="Inspect for Violation"
ProcessName="Sanitation Code Violation"
ProcessDefinitionID="4fd3b750e750846c5300001d"
EventID="37ffca0a-c8b2-4e46-be23-5cd0ce6c8408"
xmlns:ns2="http://www.uc3m.es/softlab/basu/event">
<EventDetails PreviousState="Open.Running.InProgress"
CurrentState="Closed.Completed"/>
<Correlation>
<CorrelationData>
<CorrelationElement value="14-02142035"
key="ServiceRequestId"/>
</CorrelationData>
</Correlation>
<DataElement value="open" key="status"/>
<DataElement value="Completed" key="statusNotes"/>
<DataElement key="duplicate"/>
<Payload value="4344 N HAMLIN AVE, CHICAGO, IL"
key="address"/>
<Payload value="41.95999687807092" key="lat"/>
<Payload value="-87.72289882814333" key="long"/>
<Payload value="phone" key="channel"/>
<Payload value="60618" key="zip"/>
<Payload value="17" key="police"/>
<Payload value="39" key="ward"/>
</ns2:Event>

Table 10-3 – Sample of data conversion of an exBPAF event

10.6.5

Selection of metrics and KPIs

The set of metrics and KPIs selected for the purpose of this case study are specified below. The DSSstandard metrics are outlined in the Table 10-4 for representing behavioural measures, and Table 10-5 for
the structural ones.
DSS-Standard Measure

Description

Throughput time
Change-Over time

Total amount of time for a process or activity.
Time elapsed for the process or activity to be forwarded to a specific department or
agency (process), or assigned to a specific operator (activity).
Time elapsed since the process or activity is forwarded or assigned until the task starts
to be processed.
Effective amount of time taken for a process or activity to complete.
This metric is unused in this case study since this state is unknown by the Open311 API.

Processing time
Waiting time
Suspended time

Table 10-4 - DSS-Standard behavioural measures
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DSS-Standard Measure

Description

Running cases
Successful cases
Failed cases
Aborted cases

Number of service requests processed.
Number of service requests that were resolved successfully.
Number of service requests that were not solved (by any reason but duplication).
Number of service requests that were cancelled due to duplication.
Table 10-5 - DSS-Standard structural measures

The metrics outlined above are deduced by querying and filtering the event data gathered from the
listeners. Regarding to the KPI selection, and only for illustration purposes, we outline some KPIs that the
DSS can deal with, but not limited to:
Behavioural KPIs
Performance: This KPI measures the average time of request resolution per request submitted. A
threshold value may be agreed at design time during the KPIs definition stage or let the DSS to infer this
value after a given period of time. When the threshold is reached, an alert is fired on the DSS.

i
Pf(x) =
1

throughput

ix

Pf(x) = Performance of the 311 service “x”

ix

Efficiency: This KPI measures the relation between the net processing time taken for request resolution
and the gross processing time. This measure gives an insight into the efficiency of the resolution per
process (service request type).
Ef(x) =

i
i
ix

ix

processin g

Ef(x) = Efficiency of the 311 service “x”

throughopu
t

Structural KPIs
Productivity: This KPI measures the production efficiency of the smart services by calculating the ratio of
request resolutions per request submissions.
Pd(x) =

SC ( x)
RC ( x)

Pd(x) = Productivity of the 311 service “x”
SC(x) = Number of successful cases for all instances of process “x”
RC(x) = Number of running cases for all instances of process “x”.

Duplication rate: This KPI measures the rate of duplicate requests. This is calculated by identifying the
number of duplicated requests per submission. A high rate indicates waste of resources that are assigned
to review existing issues that are already open, solved or in progress.
Dup(x) =

AC ( x)
RC ( x)

Dup(x) = Duplication rate of the 311 service “x”
AC(x) = Number of aborted cases for all instances of process “x”
RC(x) = Number of running cases for all instances of process “x”
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Whilst the correlation of event data must be perform at very low latency rates, the KPI's generation can be
generated in batch for historical or predictive analysis. Notwithstanding, decision makers normally aim to
react quickly to undesired situations, thus a quick identification of non-compliant scenarios is desirable.
Therefore, the BAM-like component of the DSS plays an important role in the KPIs configuration. This
feature is very useful to managers as they may decide whether or not establish thresholds per process or
activity. This depends on whether there already exists historical information in the DSS, as this will allow
the system to infer the expected execution time. In such case, the thresholds might be set in the BAM
component to generate alerts for detecting bottlenecks and non-compliant situations in nearly real-time.

10.7 Execution
The evaluation has been accomplished successfully in a test environment that follows the infrastructure
depicted on the Figure 10-3. A large amount of event data was generated by the Open311 API, and the
analytical framework was fed with up-to-date service requests online status information.

Figure 10-3 - DSS infrastructure

10.8 Control
Throughout the monitoring and analysis of the DSS outcomes we detected a high rate of duplicate
requests. This high rate may indicate a significant waste of resources that are assigned to review issues
that are already open, solved or in progress. Due to multiple citizens can potentially report simultaneously
the same issue upon a time at the same area, the process performance can be improved significantly by
avoiding the creation of false positive requests on the operating systems. This overhead could be greatly
alleviated by introducing a verification step during the request submission activity. Whereby the smart
application might check or estimate whether the same request has already been notified by another citizen
according to the given date, location, and estimated area. Likewise, the smart reporting service could
response back with the current status of the issue if duplicated, namely if it is already in progress, resolved
or rejected.
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10.9 Diagnosis
According to the methodology description (see 7.2.5) this steps aims to find weaknesses on the model,
and once they are detected and identified “they must be eliminated from the operational systems. In such
a case, the business process is re-designed and re-deployed on the operational environment, and the
improvement lifecycle starts over again on a continuous refinement basis”. Since we are using a dataset
as an input, and we have no control over the operational systems, we cannot go further on the analysis.
Hence, this phase is out of scope herein.
In this case study we have applied the cloud-based system and an implementation methodology covered
in this thesis. The big-data based analytical features of the framework were exploited in order to enable
the system to deal with very large amount of data that are generated from a myriad of smart objects during
service activation. Thereafter, we tested the applicability of the work’s fundamentals to the smart cities
arena and we successful monitored and analysed the vast amount of service requests submitted by
citizens of Chicago. The analysis was performed in real-time, and we detected potential areas of
improvement in the business process. Regarding to the architectural solution devised, we attained three
main goals: 1) the business performance analysis provided by the cloud-based solution is agnostic to any
business domain, 2) it provides analytical performance information in a timely manner, and 3) it integrates
distributed event data regardless of the internal concerns of the enterprises' business systems. The BPAF
format has been leveraged and extended to construct a generic model that represents the execution
outcomes of any business process, thereby making the system non-domain exclusive dependant.
Likewise, big-data technology has been used to effective manage large amount of event data and
providing analysis in a short response time basis. And finally, the system relies on an event-driven
architecture to conduct the data integration and making the system a platform-independent solution.
In relation to the business process improvement initiatives, the implementation methodology has been
used and successfully implemented in this case study, thereby making a complete analytical framework
available to business users for the continuous improvement of their process.

10.10

Performance Analysis

The evaluation performance of the framework has been carried out over a single BASU units deployed on
a test environment using a 4-nodes cluster for the big-data solution plus a number of nodes for the
functional modules. The infrastructure of the analytical framework (see Figure 6-7, Figure 6-18 and Figure
10-3) was deployed on a variety of servers using the Google cloud platform, and a vast amount of data
was generated that rose to nearly 500 hundred millions of records. Outstanding results on the correlation
algorithm were achieved, which manages to link consecutive instances in between 0 and 3 milliseconds
for such volume of data. Whereas the cluster size was very small, the correlation process performed at
very low latency rates, thus exceeding the author’s expectations. As expected, the performance of the
metrics generation process was equally excellent as the entire operation is done in-memory thanks to the
built-in cache system. Future endeavours will be devoted to gradually increasing the rate of the incoming
events per second, and analysing the impact of data overflow on cache. This could easily be solved
extending the cache size by adding new nodes to the distributed cache, but this might affect the
performance of the overall solution. It is worthwhile for the author to analyse the framework’s behaviour on
these edge-cases. Alternative technologies like kafka or big-data stream solutions such as Strom or
Spark, could be leveraged to deal with huge input rates of event data that could easily overflow the cache
event space. In order for this to happen, the input rate should be quite higher than the framework
processing rate, which as we will see shortly, it runs in just a few milliseconds. This action would need the
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generation of millions of event data per second in order to cause the cache to overflow. Only extremely
high transaction-rate business cases might be affected but this limitation. Nevertheless, the scalability
features of the system can mitigate these edge-cases to some extent. As already mentioned, future
endeavours will be devoted to analyse the framework response based on this scenario.
As abovementioned, the IT solution depicted on Figure 6-7 was deployed on the google cloud platform,
and the experiment ran continuously during two months generating nearly 500 hundred millions of event
data records, including event payload and derived information. This corresponds to approximately 50
million of structured events after processing, which entails a volume of 100GB of raw data assuming an
estimated size of 2KB of raw data per event gathered at source.
The first significant finding on the outcomes is that the read operations over the HBase secondary index
performed in the order of few milliseconds (see Figure 10-4). This implies the event correlation algorithm
to run at minimum latency, thus linking events as they occur without undergoing any delay that may impact
the generation of metrics in real-time. The second finding is that the read execution time remained stable
over time and did not increase as the number of events grew. This is especially important whereas the
cluster size was very small. This proves that the IT solution framework is able to produce timely metrics for
such high volumes of data with minimum hardware investments and by using the event correlation
algorithm proposed.

HBase Index Correlation
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Figure 10-4 - HBase read operation performance

With respect to the write operations, the response time results obtained were slightly worse than the
reads, but equally excellent for providing real-time outcomes (see Figure 10-5). This was expected to
occur beforehand as it is known that HBase features outstanding performance on reads in detriments of
writes. Hence, this experiment has reinforced that fact.
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Figure 10-5 - HBase write operation performance

The next graphic shows both I/O measures over time while the volume of event data grows (see Figure
10-6). It can be clearly seen that rowkey scans (reads) performed much better than writes. Nevertheless,
the writes experienced an excellent performance as it never rose above 18 milliseconds, thus running in
between 2 and 4 milliseconds most of the time.

HBase Event Data I/O Throughput
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Figure 10-6 - HBase read/write operation performance

From a purely event-correlation algorithm perspective, not only the read operations are crucial, but also
the writes as the events are correlated by finding their predecessors in the event repository. Every event is
stored immediately in the repository after being correlated in order that it can be found by its successors.
Any significant delay in the events write may impact on the overall performance of the correlation
algorithm. The next graphic overlaps both measures and provides an insight into the overall HBase I/O
throughput in relation to the event correlation algorithm. The total amount of time taken by both operations
during the correlation algorithm execution is illustrated. It also specifies a real-time threshold set to 50
milliseconds, which indicates the margin of time for the system to produce real-time metrics after getting
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the instances correlated in a big-data environment. This entails a margin of more than 30 milliseconds to
analyse an event stream in memory and generate its corresponding metrics. This leads us to assert that
the system proposed, along with its built-in correlation mechanism, can perform on real-time with a 4nodes cluster size and such volume of data.
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Figure 10-7 - HBase overall I/O performance with real-time threshold

In relation to the BPEQL language, it is worth pointing out that the big-data infrastructure used was built
upon a Cloudera (CDH 4.7.1) configuration using a cluster of 4 nodes. BPEQL queries were tested against
both Apache Hive and Cloudera Impala. In general, neither of them was suitable for performing real-time
queries using the given configuration, but they were very good for batch processing. Therefore the BPEQL
solution is still far from getting real-time outcomes, however this is greatly dependent on the cluster
configuration and the star schema modelled. Future work will be focused on evaluating the impact of using
Apache Drill as query engine as well as modifying the query language to produce a sequence of HBase
scans instead of translating directly into HiveQL. In addition, and according to the outstanding results
obtained by querying rowkeys in HBase, the author also aims to analyse the impact of including secondary
indexes in the data warehouse solution in order to keep hardware costs at minimum. On the other hand,
another potential work is devoted to gradually increase the cluster size with the aim at finding the balance
between data volumes and response time for historical data retrieval using HiveQL.
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Chapter 11. Summary and Outlook
A cloud-computing solution for supporting distributed business process analysis based on Big Data
technology has been presented in this thesis. The proposed solution is aimed at providing integrated cloud
services for monitoring and analysing business process performance over highly distributed environments.
A set of BASU nodes, along with a global master GBAS component, have been devised with the purpose
of monitoring and analysing operational activities within both, local and global contexts. In a local context,
the processes reside in an organization on where they can be analysed and optimized by the means of
BASU units. These units are attached to individual corporations for performing the managerial activities of
their internal processes. An example of local business process analysis is the customer journey. In this
case, the business process flows through different departments and systems that are in place such as
product marketing, purchasing, servicing, billing, and support. An isolated BASU unit is capable of
performing a local analysis and measuring the performance of these processes across different
departments or business units. This is usually referred to as inter-departmental performance analysis,
where processes are executed across departments or different business units and where multiple
heterogeneous data sources and applications are part of the value chain. Unlike local context, crossorganizational business process analysis can be attained on the GBAS module. This component
comprises the monitoring, analysis and optimization tasks of large complex supply-chain processes like
manufacturing and retail distribution. This global analysis supports these and other types of scenarios by
allowing the integration and cooperation between organizations in order to optimize distributed processes
that cross both, software and corporation boundaries. The overall solution is based on the provision of a
set of local business analytical service units consolidated through a global business analytical service. In
this way, multiple complex processes can be aggregated to provide process insights at the microlevel
(detailed customer transaction or interaction level) and at the macrolevel (the supply chain’s overall
health).
The cloud-service components (BASU & GBAS) have the capabilities of collecting data originating from
distributed heterogeneous enterprises systems, storing large amount of enterprise data and inferring
knowledge from the gathered information. The successful integration of those components through
enterprise service bus adapters completes the high-level architecture of the big data based solution
proposed. Likewise, an event model based on BPAF (WfMC, 2012) and iWISE (Costello, 2008) (Molloy &
Sheridan, 2010) has been proposed and extended for fulfilling the aims of this work. Such model has the
ability to represent measurable data for analysing distributed business processes that are executed on
distributed environments. Additionally, it also enables capturing systems to interpret and process event
streams that are part of cross-functional business processes. This event-based model is consumed by the
core components which rely on the provision of a number of clustering nodes that provide big data
support. In turn, each clustered configuration aims to be deployed on a cloud-based environment, thereby
empowering the scalability and performance features of the IT solution at the easily commodity of
hardware. In this regard, future endeavours are guided at determining the relationship between the grade
of improvement and the factors that directly affect to the throughput of the infrastructure in terms of volume
of data and clustering capabilities. This will give us a better insight on determining the trade-off between
hardware investments and response time, as this will strongly vary among different business cases with
very specific demands.
In order to provide the system with the capabilities to deal with very large amount of datasets, we have
leveraged big data technology aimed to generate timely business performance information. A myriad of
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big-data technologies and products have been reviewed, analysed and tested to overcome the research
challenges stated in this thesis. In terms of event correlation, three different approaches have been
evaluated based on Hadoop and HBase. The successful correlation of event data on a timely basis was
essential for meeting the research goals. Without the ability to link the correct sequence of events it would
not be possible to identify process instances, and in consequence, the systems would be unable to create
metrics per instance or activity. To overcome this significant pitfall we introduced first, a map-reduce
approach that it is suitable for using in batch processing and presents a very high scalability. Secondly, we
described an alternative solution by integrating the system with Cloudera Impala. This approach
experienced significant improvements with respect to map-reduce as it is focused on performing real-time
queries over HBase. Finally, we evaluated the use of secondary indexes in order to enable the system to
get immediate access to event instances. This approach was the final solution adopted, thus achieving
exceptional performance but in detriment of high duplication storage and synchronization issues.
In addition to the contributions of this thesis, a process devoted to guide Big Data based decision support
systems (DSS) in the field of business processes has been presented. The proposed methodology
integrates Big Data based decision support systems with business process improvement (BPI) activities
with the aim of bringing real BPI technology to business users. The cloud-based infrastructure designed in
this work has been harnessed for this purpose. This system has been adopted by the process in the form
of a DSS implementation as the key-driven tool for supporting BPI activities. In the absence of complete
and suitable frameworks for supporting process performance improvement initiatives in any domain, the
author proposes a comprehensive BPI methodology that leverages the IT solution proposed to assist
analysts in sustaining a full process improvement program.
For evaluating the contribution of this work, three different case studies were conducted in the areas of
traffic management (real-data & non process-aware), call-centres (artificial data & process-aware) and
smart cities (real-data & process-aware). The methodology has come into practice by applying its
principles to different business domains. The traffic management case study harnessed a real dataset that
registered the traffic flow experienced on the motorways and trunk roads in England. The objectives of the
tests were twofold: 1) measuring the precision and accuracy of the system and 2) proving the applicability
of the methodology to a non-process-centric domain. The evaluation was accomplished in a test
environment by generating a vast amount of event data that intended to re-create the traffic flow
experienced during May-Jun of 2013. The author successfully experienced that the outcomes of the DSS
were those expected. The execution results were generated and correlated in the order of milliseconds
and no statistical significance was detected in respect with the official values publicly available. Even
though the main research objective of the approach is focused on the improvement of large and complex
distributed business processes that cross multiple organizations, the purpose of the methodology is well
covered and successfully attained in the case study. This could be achieved by modelling traffic flows as
business processes, thus turning a non-process-oriented domain into a process-centric model. A similar
approach was tackled on a call-centre business domain. In this case study, the author harnessed a
simulation tool in collaboration with other researchers at NUIG (National University of Ireland, Galway).
With this tool, we simulated the generation of incoming calls at our leisure and controlled the input rate
and number of successes and failures. Afterwards, we compared the outputs of the DSS with the values
set on the simulation by testing different scenarios possible. This led the author to experience that the
DSS outcomes were those expected, thereby demonstrating again the accuracy and functionality of the
DSS applied on a process-centric domain.
Finally, the last case study was performed on the smart cities domain. It is important to point out that this
business case was process-centric and leveraged real-data. The author collected the events by mining the
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data source straight from the source system via API interfaces. Unlike previous case studies, performance
tests were tackled in this domain by using a real dataset. The author generated a large amount of event
data that rose nearly to 5 hundred million records (aprox. 100 GB of raw data). The tests were run on a
production environment using a 4-nodes cluster for the big-data solution plus a number of nodes for the
functional deployment. The infrastructure of the analytical framework was deployed on a variety of servers
using the Google cloud platform, and we obtained outstanding results on the correlation algorithm which
achieved to link consecutive instances in between 0 and 3 milliseconds for such volume of data. Whereas
the cluster size was very small, the correlation process performed at very low latency rates, thus
exceeding author's expectations. As expected, the performance of the metrics generation process was
equally excellent as the entire operation is done in-memory thanks to built-in cache system. Future
endeavours will be devoted to gradually increase the rate of the incoming events per second, and analyse
the impact of data overflow on cache. This could easily be solved by adding new nodes to the distributed
cache and extending the cache size, but this might affect the performance of our solution. It is worth to the
author analysing the framework behaviour on these edge-cases
These three case studies have demonstrated the ability of the DSS to be agnostic to any business domain
and avail performance data in real-time regardless of the underlying technology of source systems. Future
works will be focused on applying the process designed in a wide range of organizations and functional
scenarios to test its validity and guarantee its applicability.
Likewise, in the absence of standards for querying business process execution data, a BPEQL (Business
Process Execution Query Language) query language is proposed for enabling the systems to access
structural and behavioural properties of business processes over big-data cloud storages. This is achieved
by implementing a BPEQL engine in different scopes. On a local scope, every BASU component aims to
retrieve inter-departmental performance data, while the GBAS component aims to analyse the
performance of distributed process across supply chain nodes. Even though cross-organizational
analytical data is available on GBAS, it may has no access to certain set of data within BASU nodes due
to security reasons or due to a high nested level for a specific task which is unreachable from the GBAS
node itself. Those cases require drilling down into a greater level of detail for a specific task within a
particular BASU node. Hence, the extension of the query engine is also part of future work for fulfilling the
objectives presented in this thesis in terms of distributed processing and collaborative environments.
To conclude, the main contributions of this doctoral thesis have been published in indexed journals, in a
book chapter and several international conferences. Consequently, the outcomes of this research work
have been accepted as full papers and presented to an expert international audience.
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Chapter 12. Conclusions and Future Work
This thesis has presented a cloud-based infrastructure and an implementation methodology that support
business process analysis in the context of business performance improvement. Three main aims have
been attained in relation to the architectural solution devised: 1) its functionality is agnostic to any
business domain, 2) it provides analytical performance information in a timely manner, and 3) it integrates
distributed event data regardless of the internal concerns of the enterprises' business systems. The BPAF
format has been leveraged and extended to construct a generic model that represents the execution
outcomes of any business process, thereby making the system non-domain exclusive dependant. Similar
efforts have been undertaken for modelling a format with the capabilities of identifying process sequences
that are captured and published asynchronously during the business lifetime. Likewise, a correlation
mechanism has been devised for linking and ordering vast amount of event instances per process or
activity. Consequently, Big Data technology has been used to effectively manage large volume of event
data, thus providing analytic metrics in real-time. Lastly, the system has been built upon an event-driven
architecture that conducts data integration of end-to-end processes, thereby achieving the collection and
unification of data regardless of the underlying technology of external sources. This has allowed the
solution to be platform-independent at source since it facilitates the gathering of distributed event data of
processes that run on heterogeneous systems.
In relation to the business process improvement initiatives, an implementation methodology has been
introduced for sustaining a comprehensive improvement program. This methodology has been
implemented successfully in the case studies covered in this thesis. Hence, a complete framework is
offered to business users for undertaking improvement activities on the performance of their process in
any given domain.
Due to all the above, this thesis meets the research objectives defined in the introduction section, but
further efforts are still needed in order to complement the current work and solving some deficiencies
found. One of the major limitations of the current approach is the low performance experienced when
running BPEQL queries over the historical data. Whilst access to online metrics is performed in real-time
thanks to the built-in cache mechanism, the historical data presents significant latencies when using small
clusters. BPEQL uses HiveQL as intermediary layer for accessing big data cloud storages. Whereas Hive
was not designed for performing real-time queries, other approaches built on the top of Hive metadata
store such as Cloudera Impala or Apache Drill, must be used instead in order to achieve real-time access
to data. Neither native Hive nor Cloudera Impala was suitable for performing real-time queries using the
given configuration (4-nodes cluster), so the BPEQL solution is still far from getting real-time outcomes
with low hardware costs. Notwithstanding, this is greatly dependent on the cluster configuration and the
star schema modelled. Future work will be focused on gradually increasing the cluster size with the aim at
finding the balance between data volumes and response time for historical data retrieval using HiveQL. In
addition, it is worth to evaluate the impact of using Apache Drill as query engine as well as modifying the
query language to produce a sequence of HBase scans instead of translating directly into HiveQL.
However, this approach may limit to some extent the evolution of the BPEQL language itself in terms of
filtering capabilities. The introduction of new filters in the WHERE clause might entail the generation of
secondary indexes per attribute in order to generate immediate access to rowkeys. This would be required
in order to keep low hardware costs but at detriment of increasing storage costs. Therefore, it is also
aimed to analyse the impact of including secondary indexes in the data warehouse solution in order to

183

Conclusions and Future Work

Thesis

A cloud-based Infrastructure and Implementation Methodology
to Support Advanced Business Process Intelligence

Alejandro Vera-Baquero

keep hardware costs at minimum. Again, finding the balance between powerful hardware investments and
outcomes latency is part of research effort that is worth to accomplish in terms discussed above.
In an ideal scenario, business process analytical techniques will be performed over a very large amount of
data. This is produced by the continuous execution of processes during the business lifetime. Commonly,
analysts need to know how the business behaved during a certain period of time, learn from the errors
experienced in the past or see the evolution of business operations over time. Thus, the historical analysis
over the entire amount of data becomes key to analysts. In this regard, the scalability of the IT solution
gains an enormous significance in the system evaluation. The elasticity features of the cloud-based
solution are essential for increasing the computational power in order to meet the performance demands
of the queries workload. The use of HBase clustering capabilities and in-memory cache distribution
becomes essential for addressing potential performance issues on event-correlation due to two main
factors: 1) the high dependency of the event correlation mechanism on the data access, and 2) the high
event-arrival rates on highly distributed environments. Future endeavours will be focused on gradually
increasing the rate of the incoming events per second in order to analyse the impact of data overflow on
cache. This could be easily solved scaling out the distributed cache by adding new nodes, but this might
affect the performance of the overall solution in highly transactional environments as the data have to be
replicated across the cluster. Alternative technologies like kafka or big-data stream solutions such as
Storm or Spark, must be evaluated to deal with huge input rates of event data that could easily overflow
the cache event space. In order this to happen, the input rate should be quite higher than the framework
processing rate, and this is unlikely to happen since the event correlation algorithm runs in just a few
milliseconds. This action will necessarily need the generation of millions of event data per second in order
to cause the cache to overflow. Only very high transactional business cases might be affected by this
limitation. Nevertheless, the scalability features of the system can mitigate these edge-cases to some
extent, and thus future works will be guided to analyse the framework response based on this scenario.
As previously mentioned, different alternatives have been implemented for evaluating the latency of the
event correlation process. A map-reduce approach, a Cloudera Impala solution and the use of secondary
indexes in HBase have been considered and discussed for this purpose. The use of secondary indexes
was the final approach to be adopted. This solution experiences data duplication but it provides an
extraordinary response time on read operations in detriment of writes. Achieving low rates on reads is
essential on the correlation algorithm in order to rapidly identify process or activity instances. This is key
for having metrics available on time, and this especially important on those cases where a quick detection
of non-compliant scenarios play an important role for running a competitive business environment. This
approach may require the acquisition of powerful hardware to decrease the response time of the
correlation process depending on the volume of data. Finding the balance between powerful hardware
investments and the outcomes latency is part of research effort that is worth to accomplish for volumes
that go beyond the size experienced in this work. Further research is aimed at determining the relationship
between the grade of improvement and the factors that directly affect to the throughput of this approach,
namely the volume of data and clustering capabilities. This will give us a better insight on determining the
trade-off between hardware investments and response time, as this strongly varies different among
business cases with very specific demands. In addition, it might be worth to evaluate the incorporation of
an intermediate in-memory cache solution with event data eviction backed by an HBase repository on the
event correlation mechanism. The deployed infrastructure achieved to get the algorithm run in a few
milliseconds using only 4 clustered nodes. A massive increase of data volume may imply an increase of
number of nodes in order to keep the algorithm work in very low latencies. This could be alleviated to
some extent in a similar way as the metrics generation process does. Since it is not possible to know,
either estimate, beforehand the execution time of business processes, the event correlation mechanism
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must have available all historical data in order to identify previous instances. However, as the event
correlation identifies sequence of events in time as they arrive, it is likely to find their predecessors on the
latest arriving instances. Based on this premise, an in-memory cache solution could highly increase (on
certain circumstances) the response time of business performance analysis instead of querying directly
the event repository in HBase. This might be a significant gain, especially on small and medium-sized
companies which cannot afford huge investments on hardware.
Perhaps, the most interesting area to explore in the near future is the integration of the IT solution with
process mining techniques. This could highly extend the system functionality by providing a fully integrated
environment with very nice features. The system has demonstrated to have great capabilities to provide
monitoring activities in real-time as well as gathering disperse event logs regardless of operational system
technology and ubiquitous location. This could close the loop between event generation and postexecution analysis by contributing with the provision of real-time monitoring activity services. In this way,
the system may complement the myriad of existing tools and serve as event collector for supporting
process mining functionality in real-time. Moreover, the framework has built-in support for converting BPAF
event data into XES, which is the standard format used on process mining. This could be leveraged to
extend the functionality of the framework beyond the monitoring and performance analysis features.
Whereby, XES data could be used in real-time for applying process mining techniques such as process
model discovering, conformance checking, and so forth.
As an extension of what discussed in the previous section, other potential further research includes the
gradual incorporation of services for supporting advanced functionality that can be supported by emerging
technologies and optimization techniques. The provision of simulation techniques would highly empower
the cloud-based functionality since structured data may serve as an input to simulation engines. This will
enable business users to anticipate actions by reproducing what-if scenarios, as well as performing
predictive analysis over augmented data that constitutes a base of hypothetical information. Likewise, this
would enable analysts to reproduce live process instances and re-run event streams in simulation mode
for diagnostic and root cause analysis purposes. Again, process mining tools could be leveraged in this
regard. Collaborative business analytics is another potential research area to explore. The cooperation
and data sharing between different companies or organizations using Big Data would significantly
improve, not only the visualization of inter-related business analytical information in real-time, but also help
to identify and collaboratively perform diagnostics and root-cause analysis on non-compliant situations
along large and complex distributed business processes.
To conclude, there are plenty of possibilities to extend the proposed solution. Other potential research field
to explore is the use of behavioural pattern recognition applied over the collected data. This could be used
to detect and eliminate undesirable business process behaviours that are experienced frequently or on a
continuous basis.
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