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Abstract 

Industrial robot programming relies on a suitable interface between a human 

operator and the robot hardware. This interface has evolved through the years to 

facilitate the task of programming, making possible, for example, to position a 

robot at real time with a handheld unit, or designing ‘offline’ the layout and 

operation of a complex industrial process in the GUI of a computer application. 

The different approaches to robot programming aim to increasing rates of 

efficiency without impairing already assumed capacities of the programming 

environment, like stability control, precision or safety. Some of these approaches 

have found their way in computer vision, and the last generation of image sensors 

boosts today many applications, inside and outside the automation industry, 

featuring extended capabilities in a new low-cost market.  

The Kinect™ sensor from Microsoft® emerged in the market of video game 

consoles in 2010, based around a webcam-style add-on peripheral for the Xbox 

360™ console, enabling gamers to control and interact with it through a natural user 

interface using gestures and spoken commands. Nevertheless, the project was 

aimed at broadening the Xbox 360’s audience beyond its typical gamer base and in 

2011 Microsoft released the Kinect SDK for Windows® 7, allowing developers to 

write Kinect applications in C++/CLI, C# and Visual Basic .NET™.  

The aim of this thesis is the design, implementation, testing and documentation of 

the software capable of identifying, tracking, locating and representing three objects 

in real time, based on their color characteristic, through the use of the Kinect 

sensor. Such a system is also the beginning of an interface for robot programming. 

The sensor is to be programmed in C++ language using the Kinect for Windows 

SDK and the Desktop App UI for Windows. The OpenCV library is the tool for 

the image processing algorithms.  

For this thesis, the IDE selected for programming is Visual Studio 2012, running in 

a 32-bit OS1. 

 

 

  

                                                                 
1
 Other details of the hardware are the microprocessor, AMD Phenom™ II X4 955 at 3.20 GHz, and the 

graphic accelerator, NVIDIA GeForce GTS 450. The OS version is Windows 8 Premium  
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Introduction 

 

The use of the term “interface” is recurrently used throughout the whole document, and 

therefore, it is appropriate to include a short explanation of this term.  

Interface can adopt different definitions depending on the context to which it is applied: 

 In computer science… 

“An interface is the point of interaction between a computer and any other entity, such 

as a printer or human operator.” 

 More specifically, in software development… 

“A software interface is the layout of an application’s graphic or textual controls in 

conjunction with the way the application responds to user activity.” 

 In object-oriented programming… 

“An interface is an abstract type that contains no data, but exposes behaviors defined 

as methods.” 

 A general definition… 

“An interface is a surface forming a common boundary between bodies or regions.” 

Attending to the first definition, an interface is required to connect the computer to the 

data captured by the Kinect. This connection is assessed by the Kinect Natural User 

Interface and the Kinect drivers and hardware. The Kinect Natural User Interface is a part 

of the Kinect for Windows API focused on the acquisition of data streams from the 

Kinect. 

Attending to the second definition, another interface is needed to permit the interaction 

between a computer application and its user. This connection must be designed using the 

Windows Desktop API. The Windows Desktop API is a set of software implementations 

which operates directly on the computer hardware, permitting us, for example, to display 

images on a screen device or process mouse and keyboard events from the user. 
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To address the objectives of this thesis, we need to develop the second interface of the two 

preceding and a processing routine. With these elements, the system must be able to 

retrieve an input, three objects to be recognized, screen this input to obtain useful data, and 

show the appropriate results at an output2. Interfaces and routine are embedded into a 

computer application, and run into a single computer process.   

The processing routine uses C++ implementations from both of the previous APIs, from 

the standard C++ libraries and from the OpenCV libraries. The whole application is 

compiled in C++ language and executed into a Win32 app. 

The following schematic helps making clear the structure of the system (the elements to be 

developed in this thesis are marked in red). 

 

 

 

 

 

 

1.1  Motivation. The Use of the Natural User Interface 

A Natural User Interface (NUI), as opposed to a Graphical User Interface (GUI) or a 

Command-Line Interface (CLI) is based on actions that come naturally to humans, like 

basic body motion or gesturing. It effectively becomes invisible for its users (as the details 

of its implementation remain hidden), improves performance when working with an 

application and permits successive learned interactions that make the process of learning 

more intuitive and easily assimilated at each step. NUIs deploy interaction design concepts, 

such as “shape digital things for people’s use” and rely on a user being able to quickly 

transition from novice to expert3.  

A Kinetic User Interface (KUI) allows users to interact with computing devices through 

the motion of objects or the human body. The Kinect is an example of a KUI. The 

development of this interface technology relies on the ability of interaction devices to 

detect an increasingly wide range of human actions and gestures.  

                                                                 
2
 The output can be any suitable representation of the position of the objects. For this thesis, two 

representations are provided; one, showing the position of the objects as perceived by the camera; the other, 

simulating a robotic arm which takes the positional data of the objects as kinematic parameters. The second 

representation is intended to demonstrate the behaviour of an hypothetical robot connected to the system  
 
3 One example of a strategy for designing a NUI is the strict limiting of functionality and customization so 

that users have very little to learn in the operation of a device. Provided that the default capabilities match the 

user’s goals, the interface is effortless to use. Other approaches use “reality-based interfaces” (RBI) methods, 

whose main efforts point to a merge between cyberspace and real world  

Routine Kinect Operator 
Natural 

User 

Interface 

Application Interface 

Kinect 

API 



 

8 
 

The Kinect NUI gives the programmer the possibility to deploy solutions that permit users 

the natural interaction with computers by simply gesturing and speaking. The control of 

the motion of a robot through one of these interfaces is known as vision-based robot 

control, or simply visual servoing (abbreviated VS). 

VS is a technique which uses feedback information extracted from a vision sensor, like the 

Kinect, to control the motion of a robot. The first works in these fields were published in 

1996, and today a complete methodology that treats this technology exists.  

1.2  Hardware and Software Tools 

Kinect sensor and the Kinect for Windows API 

The Kinect has hardware components (including the Kinect sensor and the USB hub 

through which it is connected to the computer), drivers to connect these hardware 

components (installed as part of the SDK for Windows OS) and audio and video 

components and APIs. 

It features an infrared emitter and depth sensor, a RGB camera, a microphone array and an 

accelerometer, as well as a software pipeline that processes color, depth and skeleton data 

up to 30 FPS. Some of these data can be retrieved from the sensor in the form of media 

streams; for example, in one of those streams we find data about the color camera, other 

provides depth data from the depth sensor, audio data from the microphone, skeleton data, 

etc. For the purposes of this thesis we will only need the two first streams: the color stream 

and the depth stream.  

The Kinect for windows API delivers these streams with minimal software latency across 

various video, CPU, and device variables. Besides the Kinect for Windows API, the Kinect 

also makes use of implementations of media APIs available to desktop applications in 

Windows 7 and Windows 8. 

Image Processing and the OpenCV libraries 

The application developed for this thesis uses concepts, algorithms and implementations 

from image processing and computer vision. The implementation of most of the 

algorithms is taken from a library of programming functions developed by Intel, and aimed 

at real-time computer vision, known as OpenCV.  

Since they were officially launched in 1999, the OpenCV libraries have suffered multiple 

revisions and optimizations that made them both a simple and powerful tool on real -time 

image processing. The libraries today are also cross-platform and available under open 

source license. 

Desktop Programming and the Windows Desktop App UI 

In graphical computing, a desktop environment (DE) is an implementation of a desktop 

metaphor graphical user interface (GUI). Desktop GUIs help the user in easily accessing 
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and modifying many important and frequently accessed specific operating system features. 

It typically consists of icons, windows, toolbars, folders, wallpapers and desktop widgets.  

An application that runs stand alone in a desktop or laptop computer under a desktop 

environment is a desktop application. It contrasts with other type of applications, like web-

based applications, which require the web browser to run.  

Developers must be able to create a suitable graphical user interface for their applications, 

in a process called interface development. This process typically consists of three phases: 

designing, implementing and testing. 

To be able to write a desktop application, Windows provides developers with 

comprehensive tools, documentation, and a complete integrated developing environment 

(IDE) across several programming languages.  

The basic tool for Windows applications development is the Windows SDK.  

The Windows Software Development Kit for Windows 8 (Windows SDK) contains 

headers, libraries and a selection of tools to create apps that run on Windows operating 

systems. With the combined use of Visual Studio 2012 and the Windows SDK you gain 

access to a complete IDE that includes compilers and a build environment in any native 

Windows language including C#, VB.NET and C++. 

The integration of the Kinect with Windows applications comes naturally through the 

Kinect for Windows SDK. 

1.3  Approach to the Problem 

Our approach to the solution of the problem uses the basic functionality from the Kinect 

NUI to retrieve valid color and depth data from the Kinect sensor and process it through 

some image processing algorithms taken from the OpenCV function library. Then, the 

output obtained is showed in the client area of a desktop window, along with menu 

elements that permit the user to select the algorithm to be applied or the data stream to be 

showed. The GUI also shows status information about the running success or failure of 

the application.  

The second part of this document covers the two main steps of the image processing 

algorithms used in the application. The third part contains proposed extensions to the 

algorithms in the second part, to be applied in a further development of the solution. The 

design of the application is covered in the fourth part of this document, while  a short guide 

to the use of the GUI is included in the fifth part. Finally, the appendix shed light into the 

use and configuration of the environment necessary to run the application.  
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Segmentation Algorithm 

 

Segmentation is the most important and challenging fundamental task of computer vision. 

It is a critical part in many applications such as image search, image auto-annotation and 

scene understanding. However it is still an open problem due to the complexity  of object 

classes and images. It is defined as the process of partitioning a digital image into multiple 

segments (sets of pixels, also known as superpixels). The goal of segmentation is to 

simplify and/or change the representation of an image into something that is more 

meaningful and easier to analyze. The result of image segmentation is a set of segments or 

regions that collectively cover the entire image. Each of the pixels in a region is similar with 

respect to some characteristic or computed property, and adjacent regions are significant ly 

different with respect to the same characteristic. 

In the current application, segmentation is used to separate each object from the others, 

and from the rest of the image (background and other foreground parts). The applied 

segmentation algorithm consists of two steps. Each step uses distinct segmentation criteria 

and has inherent weaknesses that are overcome when combined with the correct selection 

of parameters. 

Overview of the Segmentation Steps 

The first step involves discrimination of the pixels against differences in hue of color. The 

hue is one of the main properties of color, together with other properties associated to 

color appearance like colorfulness, chroma, saturation, lightness and brightness. It is 

defined technically (in the CIECAM02 model) as “the degree to which a stimulus can be 

described as similar to or different from stimuli that are described as red, green, blue and 

yellow”. In painting color theory, a hue refers to a pure color (one without tint or shade, 

i.e. without white or black pigment added). If two pixels on the image have well different 

values of hue, it comes up that they can be distinguished one from another, and if an object 

has a uniform value of hue in all of its pixels, it can be also differentiated from the rest of 

the image, process called segmentation. As opposite to other algorithms which feature 

shape recognition (like edge detection), color segmentation is based only on the histogram 

of the image, and do not take into account the relative position of the pixels. This aspect 

entails an important drawback, as we will see later. 

The second step is used to compensate the deficiencies of the first. With it, we aim to 

choose only the portion of the image of interest, disregarding as much as possible the set 

of pixels providing us with no useful information, or even worst, with disturbances. In our 
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problem, this set of pixels mostly corresponds to the background of the image. The 

background of an image can mislay object segmentation when the same characteristic 

sough in the object is resembled in the background. To avoid this source of error, we 

extract the background from the image and eliminate it, letting the foreground clear for its 

analysis. To effectively extract and remove the background of the image, the used 

algorithm creates a model of the pixels that remain constant from one frame to the 

following, marking them as ready for elimination. This model is updated with every frame.  

We introduce both steps in detail in the following section. 

2.1 Color Segmentation 

The easiest way to detect and segment an object from an image are the color based 

methods. As a technical restriction, colors in the object and the background must have 

significant differences in order to be able to use this segmentation method successfully. 

The Kinect RGB Camera 

Color image data is available from the Kinect at different resolutions and formats. The 

resolution is a measure of the detail an image holds and it is usually measured indicating the 

number of pixel columns (width) by the number of pixels rows (height). The format 

determines how the color image data is encoded in the color image data stream. All color 

formats are computed from the same camera data. Only one resolution and one format can 

be used at a time.  

The resolution used in the current application is constant, of 640x480 pixels. The Kinect 

permits to capture up to 30 frames per second (FPS) at this resolution. The chosen 

resolution is not the highest resolution the Kinect offers, and because of that, we loss some 

image quality due to compression; however, we gain in frequently of update: the stream 

sends more frames per second. Lower-resolution images can also be processed faster, being 

this the major reason of selection for this application due to the intensive processing work 

associated with the image processing routines. 

The chosen encoding format for this application is RGB. In this format, frames are 

retrieved in 32-bit, linear X8R8G8B8-formatted color bitmaps. That is, after extracting the 

useful image information, images can be considered as three matrices corresponding to the 

three color components, red, green and blue, with integer values ranging from 0 to 255. 

The RGB and the HSL/HSV Color Models 

The RGB color model is an additive color model in which red, green and blue light are 

added together in various ways to reproduce a broad array of colors. The main purpose of 

the RGB color model is for the sensing, representation and display of images in electronic 

systems, such as televisions and computers. Because the R, G and B components of an 

object’s color in a digital image are all correlated with the amount of light hitting the object, 

and therefore with each other, image descriptions in terms of those components make 
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object discrimination difficult. Descriptions in terms of hue/lightness/chroma or 

hue/lightness/saturation are more relevant.  

The HSL and the HSV color models address these considerations. They rather take into 

account how colors are organized and conceptualized in human vision in terms of color-

making attributes, such as hue, lightness and chroma.  

HSL and HSV can be derived via geometric strategies from the more traditional RGB color 

model, from which they are cylindrical-coordinate representations. In these representations, 

the RGB cube is taken –with constituent amounts of red, green and blue light– and tilted 

on its corner, so that black rests at the origin with white directly above it along the vertical 

axis. The projection of the tilted RGB cube on the “chromacity plane” perpendicular to the 

neutral axis takes the shape of a hexagon with red, yellow, green, cyan, blue, and magenta at 

its corners. In this projection, hue is roughly the angle of the vector point in the projection, 

with red at 0º, green at 120º and blue at 240º. However, the exact details of this derivation 

will not be included in this document. 

Mathematically, the hue is written piecewise and, for points which project onto the origin 

in the chromacity plane (i.e., grays) it is undefined, as can be inferred looking to its 

definition. When the R, G and B components are converted to floating-point format and 

scaled to fit the 0 to 1 range, the hue is defined as: 

  

{
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When     then        . The hue ranges then 0º-360º. However, the actual value 

in memory of this parameter depends on the destination data type after conversion. As for 

OpenCV, when converting RGB values of 8-bit images, the H value fits into a range from 

0 to 127. 

OpenCV Implementation 

The conversion function cvtColor from the OpenCV libraries takes an input array in the 

BGR color space and converts it into an output array in the HSV color space, when called 

with the parameter CV_BGR2HSV. This parameter must be used rather than 

CV_RGB2HSV, as the internal representation of RGB images in OpenCV is actually BGR 

(the bytes are reversed). 

Once converted, the hue component must be extracted from the whole data for analysis.  
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In a Mat object4 containing the HSV image after conversion, the hue characteristic can be 

extracted taking the first channel of the image. This is accomplished through the OpenCV 

function split. Then, the overloaded operator of subtraction can be used to calculate the 

distance of the image pixels to the hue value sought. Is necessary to include the absolute 

value operator for the output of the previous operation to be meaningful from the point of 

view of image representation, abs(Image – hue_value). The result of this operation can be 

then displayed. As the output of this operation, the pixels that match more closely the 

sought hue value will have a lower value of grey in a greyscale image. If the complementary 

of this image is taken, through the operation 255 – Image, the pixels of the object 

containing the desired hue value will be showed as closer to white, and the other pixels will 

have relatively lower values ranging between 0-255, but appearing darker in the image. 

 

The target hue value can be fixed in the program as a constant or it can be retrieved as a 

parameter and be changed dynamically at real time. The last option is the chosen one for 

our application. The parameter can be fixed intuitively through a slider trackbar situated on 

the window application, and the application responds instantaneously to its changes. As we 

aim to track three objects, we also have three trackbars available, each one for the hue 

component of each of the objects. 

                                                                 
4 The internal representation of images in OpenCV is a single-channel or multi-channel matrix. The type of 

data used to represent these array entities is the class cv::Mat. It can be used to represent the seemingly wide 

selection of existing standard image formats and is one of the basic structures in OpenCV. The objects of this 

class have multiple methods available to create, copy or operate on the image data contained. One of the key 

points of this structure is the automatic management of memory, which makes the process of creation, copy 

and elimination of these objects robust from the point of view of memory management and efficient at the 

same time, while being completely invisible to the programmer 
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Until now, we have not yet performed segmentation of the image. It is the next step. Once 

we have a greyscale image with the value of the pixel as de distance to the sough hue value, 

the only additional step to segment the image is to apply a threshold. All the pixels with 

values inside the threshold will acquire a logical 1 value or positive, as indicating presence 

of the object, and the pixels with values outside the threshold will have a logical 0 value, or 

negative, as indicating pixels from the background.  

The same sequence of steps can be applied three times for each of the objects, every time 

with the appropriate value of the hue characteristic. Then, the three segmented images can 

be superimposed and showed through the application window. In the application, each of 

the objects is assigned a color either Red, Green or Blue, to differentiate each other.  

 

2.2  Background Subtraction 

Background subtraction is a technique in the fields of image processing and computer 

vision wherein an image’s foreground is extracted for further processing (object 

recognition etc.). Generally an image’s regions of interest are objects (humans, cars, text 

etc.) in its foreground. It is a technique normally applied after the stage of image 

preprocessing (which may include image denoising). Background subtraction is a widely 
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used approach for detecting moving objects in videos from static cameras, and is required 

by some object localization algorithms. The rationale in the approach is that of detecting 

the moving objects from the difference between the current frame and a reference frame, 

often called “background image”, or “background model”. Background subtraction is 

mostly done if the image in question is a part of a video stream.  A robust background 

subtraction algorithm should be able to handle lighting changes, repetitive motions from 

clutter and long-term scene changes.  

The simplest approaches to background subtraction use frame differencing, where the 

current frame is taken as the background and the pixel distance to the next frame is 

compared to a certain threshold to discriminate the presence of movement. A more 

elaborated approach uses a mean filter to average a series of preceding images and make a 

more reliable model of the background.  

The Background Mixture Model 

Is the approach applied in this work and implemented in the application. In this technique, 

it is assumed that every pixel’s intensity values in the video can be modeled using a 

Gaussian mixture model. A simple heuristic determines which intensities are most probably 

of the background5. Then the pixels which do not match to these are called the foreground 

pixels. Foreground pixels are grouped using 2D connected component analysis.   

The algorithm used is an improved adaptive Gaussian mixture model. It solves common 

problems of other algorithms, such as slow learning at the beginning, and also provides 

shadow detection.  To distinguish between moving shadows and moving objects it uses a 

color model which differentiate the chromatic component from the illumination 

component, maintaining a chromatic model regardless of brightness. This makes the 

algorithm robust against changes in illumination. 

OpenCV Implementation 

The implementation of this algorithm in OpenCV is provided by the 

BackgroundSubtractorMOG class along with the ( ) operator of the class. This operator 

updates the background model and returns the foreground mask. It takes as arguments the 

input array containing the image and a parameter called learningRate (which is a trade-off 

between stability and quick update) and returns a mask containing the foreground.  

The result of the operation is then subjected to some extra processing to delete noise. The 

final output is a frame with all the pixels in the background at zero value and the pixels in 

the foreground unaltered. 

                                                                 
5 The method maintains more than one model per pixel (that is, more than one running average). This way, if 

a background pixel fluctuates between, let’s say, two values, two running average are then stored. A new pixel 

value will be declared as foreground only if it does not belong to any of the maintained models. Furthermore, 

not only is the running average maintained for each model, but also the running variance 
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2.3  Combined Effect 

The color segmentation by itself is not an effective segmentation algorithm, because the 

same color characteristic sought in the object can appear in the background, misleading the 

threshold stage to accept more pixels than those strictly from the object. 

 

On the other hand, background subtraction does not lead to a correct segmentation 

neither, because the moving characteristic can be shared with other objects in the image 

apart from the target objects (for example, a hand holding the object is also a moving 

object, but is not target for recognition). 
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However, when combined, the likeliness of obtaining a good segmentation increases: when 

color segmentation is applied after removing the background, no interference of the 

background colors is present anymore, and the segmentation is more effective.  

After a learning process that can last several seconds (depending on the frame rate 

obtained from the stream), the algorithm can effectively discriminate the foreground from 

the rest of the image, and the applied color segmentation step act only on those parts of 

the foreground. 

 

2.4  Additional Considerations 

After the segmentation step, each object is effectively separated from the rest of the image. 

No further image processing is required; however, some post-processing steps are required 

in order to assess the objectives stated in the specification. Namely, the position of the 

objects must be determined. For that, some criteria need to be applied. In this section we 

see the method used to calculate the position of the objects. A note about distance units is 

also included. Finally, a subsection is dedicated to the application feature devoted to show a 

robot view. 
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Position of the object 

The position of the objects is easily determined from the binarized image obtained from 

the segmentation process. For a binarized image containing an object, the centroid of the 

distribution of pixels can be calculated from the first moments of the image: 

 ̅  
   
   

          ̅   
   
   

 

The centroid or geometric center of a two-dimensional region is the arithmetic mean 

position of all the points in the shape. It should be coincident with the center of the object 

provided that all the positive pixels pertain to the object (providing that the segmentation 

process is successful and the image contains no noise). 

Screen Units vs. Real Units 

Along the application, distances inside a plane parallel to the image plane are calculated 

from a captured frame at a specific resolution, without any other information from the 

sensor. In this way, the unit used to define distance, the pixel, is a relative unit instead of an 

absolute unit.  Therefore, distances showed along the program are dependent on absolute 

distances from the sensor in the direction perpendicular to the image plane (depth), 

suffering from a distortion due to perspective6. The values of distance in this plane vary 

from 0 to the number of pixel columns in the horizontal direction (640), and from 0 to the 

number of pixel rows in the vertical direction (480), independently of the real distance.  

For depth distances, the range in use is 0-255. This arbitrary value responds to the fact that 

the depth values provided by the Kinect are scaled inside the application to fit the size of a 

byte (internally, this representation is used to map a depth image into a greyscale image of 8 

bits). 

As discussed, these units are rather arbitrary and they are not well suited for a real interface 

with a robot. A robot receiving data from the application would need it to provide real 

units instead of relative units, even if the application works with these relative units 

internally.  

Due to this fact, the application suffers a penalty in the aspect of distance representation, 

and the distances showed in the application must only be taken into consideration with the 

demonstrative purposes with which they were created. A further improvement in this part 

is needed for the interface to be suitable for a real connection with a robot.  

Change of Reference System 

The following image shows the subjacent principle of the change of reference system 

feature. In the program, a specific point is selected as the origin of the reference system, 

                                                                 
6 Though this distortion has tried to be “corrected” through a factor proportional to depth, the application 

needs an improvement so that real distances can be determined from a frame solving the perspective problem  
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coincident with the hypothetical robot base. Then, the corresponding captured points, 

centers of the three objects, are translated to this point.  

 A vector connecting the first object with the second object defines the position of the 

robot’s TCP. 

 A vector connecting the second object with the third object defines the orientation of 

the robot’s tool, in such a way that the direction of this vector would be coincident to 

the direction of the robot’s tool relative to the tool’s TCP.  
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Proposed Extensions on Image 

Processing 

 

The algorithms proposed in the previous chapters consider the case that only objects with 

different color characteristic are to be distinguished. If more than one object with the same 

characteristic is to be recognized, more steps are required. These steps are schematized in 

the following diagram, and discussed in the individual sections of this chapter.  

 

 

  

3.1 Labeling 

Connected-component labeling, region labeling or blob extraction is an algorithmic 

application of graph theory, with spread use in computer vision, used to detect connected 

regions in binary digital images and uniquely label them into distinct regions or “blobs”. A 

labeling step is usually performed at the output of a thresholding step. The blobs may be 

counted, filtered and tracked. The heuristic depends on the values of the vertices (or pixels) 

while the edges indicate the existing type of connection between “neighbors” (adjacent 

pixels). Connectivity is determined by the medium (for example, image graphs can be 4-

connected or 8-connected). 

Labeling is not included in the current implementation; it is only included in the present 

documentation as an extension that could be applied in future improvements of the 

program. The reason for not applying labeling is that it is not necessary, because there is 

not more than one object of the same kind, and the different kind of objects are 

successfully determined in the segmentation step. If more than one object with the same 

hue characteristic is to be determined, labeling should be applied to determine how many 

objects of the same kind appear in the image, and being able to determine their position. 

However, as opposed to segmentation, labeling does not permit to distinguish between 

objects of the same kind. 

Segmentation Labeling 
Shape 

Recognition 

Video 

Tracking 
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3.2  Shape recognition 

Object recognition or object detection is the task of finding a given object in an image or 

video sequence. Humans recognize a multitude of objects in images with little effort, 

despite the fact that the image of the objects may vary in different viewpoints, in different 

sizes or even when they are translated or rotated. Objects can even be recognized when 

they are partially obstructed from view. This task is still a challenge for computer vision 

systems in general.  

Current approaches to object recognition fall in either of two categories. In top-down 

object recognition, hypotheses are found by matching models to the image features. This 

approach includes a training stage to obtain class-specific model features or to define 

object configurations. In bottom-up object recognition we start from low-level or mid-level 

image features, like edges or segments, building up hypotheses from such features and 

extending them by construction rules to be later on evaluated by certain cost functions. 

For the objects of shape recognition though, simplifications can be introduced in the task 

of object recognition. As the labeled image would contain no information about the object 

texture (we should remember that this is obtained after a threshold step, and thus, it is 

binarized), the only feature available for recognition is the contour shape. For shape 

recognition, image descriptors based on moments can be used. 

An image moment is a certain particular weighted average of the image pixels’ intensities, 

or a function of such moments, usually chosen to match some property. It is possible to 

calculate moments which are invariant under translation, changes in scale, and also rotation 

(see set of Hu invariant moments). This moments offer descriptors of the objects, so that 

one object can be distinguished from another if they have different shapes.  

3.3  Video Tracking 

Video tracking is the process of locating a moving object (or multiple objects) over time 

using a camera. It has a variety of uses in human-computer interaction, security and 

surveillance, video communication and compression, augmented reality, traffic control, 

medical imaging and video editing. Video tracking is inherently a resource-consuming 

process due to the amount of data to be processed in a video stream, and it can be even 

more consuming due to the further complexity of the object recognition techniques used 

for tracking. The objective of video tracking is to associate target objects ºin consecutive 

video frames. The association can be especially difficult when the objects are moving fast 

relative to the frame rate. The same as with labeling, video tracking will not be used in the 

present work. This paragraph is only included as a reference to which could be an 

improvement for the program. It only makes sense when the previous step of labeling 

applies, that is, when more of one objects of the same kind is to be detected.  
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Design and Interface for the 

Solution 

 

In the present chapter we want to show the schematic of the system, with the interfaces 

developed. A commented diagram flow is also included to outline the main parts of the 

application. 

4.1 System Schematic 

The following is a schematic of the system. It shows the main parts of hardware and 

software and their interrelation. 

 

 

 

 

 

 

 

 

 

 

 

4.2  Application’s Flow Diagram 

The following is the flow diagram for the application. 
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The most important parts of the application are the Image Processing Thread and the 

Window Messages Queue. They run in independent threads, so they do not interfere with 

each other, and the access to shared resources is synchronized so that information in 

memory is secured against corruption. The first one is in charge of applying the processing 

algorithms to the Mat( ) objects in the application. The second one is in charge of the 

visual drawing of the complete window, and the managing of requests from the user. 

Whenever a new image operation is selected in the windows menu, the window messages 

queue processes this request, and update the corresponding fields in the private set of 

variables of the program. When the image processing thread accesses these variables, it 

knows which operation must be applied to the image. Finally, the window messages queue 

takes over control of the processed frame and shows it in the window.  

4.3  Application’s Performance 

The application performance is a measure of the computational resources used by the 

application. From the point of view of the user, the perceived performance is the number 

of operations that the application can process per unit of time, in the one hand, and the 

time required for an application to respond to a user action (latency), on the other hand. 

Application performance has a profound effect on user experience; however, the 

performance of an application gains a special importance when the system operated is a 

real-time system. 

Real-time programs must guarantee response within strict time constraints, often referred 

as “deadlines”. However, real-time systems can be classified depending on the consequence 

of missing a deadline as hard, firm and soft. In a soft real-time system, the usefulness of a 

result degrades after its deadline, but it does not lead to a total system failure. This 

definition matches with the type of system operated by our application. The reason why 

the system operated is a soft real-time system, is that the sampling rate must be higher than 

a certain amount to ensure that enough samples are retrieved, in order to define a  correct 

trajectory7.  

The sampling rate, or sampling frequency, defines the number of samples per unit of time 

taken from a continuous signal to make a discrete signal. Its units are hertz, or in digital 

video, fps (frames per second). The sampling rate has an upper limit imposed by the 

software pipeline of the device providing the data streams. In the case of the Kinect, this 

limit is 30 fps for both the color and depth streams. This is the maximum theoretical 

frequency with which frames can be extracted; however, this rate is usually reduced due to 

the latency of the hardware that processes the frames gathered and the performance of the 

processing algorithms.  

In the laboratory computer, the camera could capture 4 fps in the stage of object 

recognition, value high enough for recreating trajectories with moderated velocities of the 

objects (the trajectories can be reconstructed with sufficient accuracy from the sample 

points using interpolation curves, like splines).   

                                                                 
7 Additional reasons for maintaining a high sampling rate are the stability of the algorithms used for 

segmentation and object recognition. 
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Application’s User Guide 

 

We are going to explain how to use the application developed. It is advisable to read the 

Appendix A: “Setting up the Environment” before continuing, to know how to manage 

the resources included in the documentation of this project.  

The application is logically organized in a window and two bitmaps. Both show relevant 

information about the program. The bitmap on the left is called the algorithms bitmap, 

because on it we can see step by step the image processing algorithms applied on the 

image. The bitmap on the right is also called the object tracking bitmap, because on it we 

can see relevant information about object tracking and the simulation of the robot. Both 

bitmaps are operated from the same menu, situated on the top of the window, and by three 

additional trackbar sliders positioned at the bottom-left side of the window. 

 

 

 

 
Trackbars  
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Menu Items  
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5.1 Algorithms Bitmap 

In the left bitmap we can display either a normal view of the color image captured by the 

Kinect or the output of one of the image processing algorithms. The output mode can be 

selected in the menu item labeled “Algorithm steps”. This element is a drop down menu. 

Through it, one we access one of the following options: 

 Color Image: the raw image captured from the color stream. 

 Thresholding: the result of applying the threshold algorithm 

 Background subtraction: the result of applying the threshold subtraction algorithm 

 Subtraction + Threshold: the combination of the two previous algorithms 

 Centroids: it paints a white point in the centre of the detected objects 

 

It is advisable, but not obligatory, to choose the options out of this menu in order, because 

they follow a sequence from the most basic algorithm to the final algorithm that leads to 

the correct segmentation of the image.  

There is another part of the menu in the upper-right part that also operates on the 

algorithms bitmap. It has three menu items corresponding to the three hue components. 

These menu items let us to fix easily the hue characteristic of the objects to be tracked.  



 

28 
 

 

The trackbars let us fix each one of the three components. By default, these components 

are set to three objects with Purple, Green and Yellow colors. However, these default 

values can be changed at any time in the program to select a different object or to adjust a 

value if a change in illumination is produced. The labeling of the objects is accomplished 

through the coloring of the segmented images into colors Red, Green and Blue, 

corresponding to the first, second and third recognized objects, respectively.  For example, 

in the next captures, the following objects are recognized: 

 Object 1: Yellow 

 Object 2: Green 

 Object 3: Red 

 

Object 1 
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The appropriate way of set this sliders to the correct recognition of a color is to move them 

to the position with which the desired object appears highlighted in the image respect  to 

the rest of the objects and the background. The more close to white are the pixels on the 

object, the more correct will be the segmentation in the thresholding step. 

In the following snapshots we can see the output for each one of the options in the 

“Algorithm steps” menu. 

Object 2

 

 Object 1 

 Object 1 

Object 3

 

 Object 1 

 Object 1 
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5.2  Object Tracking Bitmap 

The right bitmap is used as a complement for the visual information showed in the left 

bitmap and more specifically to show the object tracking and the robot simulation. The 

menu element dedicated for this bitmap is “Auxiliary View”. There we have several 

options. These options only produce valid outputs if the option selected in the “Algorithm 

steps” is “Centroids” and the three objects are recognized and inside the area of detection 

of the depth sensor (is good to remember at this point that the Kinect for Xbox 360 does 

not support the near mode, so it needs a certain distance from the sensor to be able to 

detect its depth). 

Similarly as with the Algorithms Bitmap, we can simply choose one of the options available 

on the drop down menu. 

 

In the following snapshots the output for each of the options is showed.  
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Additionally to the functionality explained before the program includes a “Pause” menu 

item, with which one can stop the image streams at the current frame. To resume the 

normal execution this button can simply be pressed again. 

The program window has an area in the bottom of the window where relevant information 

about the status of execution is displayed, like if the Kinect has been initialized successfully. 

Each of the bitmaps show in addition three strings containing the frame resolution, the 

type of operation applied to the image and the number of frames per second captured from 

the stream, in the upper-left corner of the bitmap. 
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Appendix A 

Setting up the Environment 

 

The program written is contained in a project solution created in Visual Studio 2012. To be 

able to debug the program, having Visual Studio installed is a necessary requirement, but it 

is not the only one. The system must also have installed the latest versions of the Windows 

SDK, the DirectX SDK and the DirectX End-User Runtimes, Visual C++ Redistributable 

for Visual Studio, the Kinect SDK and a folder containing the OpenCV libraries. The 

property pages on Visual Studio must be set pointing to the corresponding library, include 

and executable files. In particular, setting the executable files directory is also necessary for 

running the application without debugging, because the OpenCV libraries are dynamically 

linked (note that it may be necessary to set the environmental variable PATH with the 

location of the folder containing these executable files).  

However, in the documentation of this project, a folder containing an .exe (executable) file 

of the program and the necessary .dll (dynamic libraries) files is included in order to be able 

to run the program without debugging purposes. This facilitates the task of testing the 

program, but if the code want to be debugged, the previous tools are necessary too. To 

access the code without debugging, an instance of Visual Studio can be opened clicking the 

.sln file contained in the project folder, and one can navigate to the desired files in the 

solution explorer, or the source and header files can be opened with a text editor, like the 

Notepad in Windows, by simply clicking on them and choosing the appropriate program in 

the “open with…” dialog. 
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