
  Guillermo Mur Igualada 
 

ABSTRACT 

With the increasing growth of media content sharing, there is a huge need of improving 

classification and prediction systems. Fortunately, there is an equal growth of 

information available with this video content.  

Following a previous research made by a student of University Carlos III de Madrid, 

which proved the value of aesthetic features together with YouTube data, in order to 

predict the viewer’s response to a video and classify a set of videos, we decided to go 

further in this investigation.  

This is quite an interesting research field, as it could provide valuable and quantified 

information about the perception of the viewer. Most of the research done so far 

address this issue from a psychological point of view, which cannot be measured.  

STATE OF THE ART 

Checking the new Computer Vision System Toolbox, recently implemented in MATLAB, 

we discovered some interesting tools, and decided to make a deeper research on one, 

face detection. The point of this investigation is to quantify the impact on the viewer of 

the presence of faces in a commercial video. This research could be, in case of achieving 

good results, of great interest for the advertising community. 

Face detection and recognition has been quite a popular field in the last 3 decades, with 

lots of different approaches, most of them focused on security task, such as surveillance 

or identity verification.  For this tasks, implementations must be, not only precise and 

with high detection and recognition rates, but also capable of working in real time, 

suited for security systems.  

The first step is face detection, which essentially identifies a face in a given digital image. 

We decided to focus this research on this, as it is the first step of the process, and face 

recognition is a much wider field, which should be investigated once face detection is 

strong enough.  

 After this research we concluded on focusing on a popular face detection algorithm, 

Viola-Jones, and a strong feature tracking system, KLT.  

 

 

 



FACE DETECTION AND TRACKING 

Viola-Jones face detection algorithm is the most popular face detection system 

nowadays, due to a good compromise between face detection and processing cost, 

which allows it to work in real time. It’s based on the use of Haar-like features to detect 

face features, using a series of classifiers in cascade architecture.  We’re more concerned 

about high detection rates, rather than performance, but we selected this algorithm due 

to its ease of use, high detection rates, and amount of documentation, thanks to its 

popularity.  

Kanade-Lucas-Tomasi (KLT) feature tracker is a solid, yet fast tracking algorithm, which 

allows us, not only to follow the movement of a face, but to extract some interesting 

features, such as rotation or expansion. It uses interest points to find facial features such 

as eyes, nose or mouth (in the area limited by the Viola-Jones algorithm) which will be 

later used to experiment on trust measures, depending on their distribution. The 

MATLAB alternative in the Computer Vision System Toolbox was CAMShift, which gave 

less information and proved to be less effective in the tracking task.  

These algorithms proved to achieve good results, but have some weaknesses, such as 

detection of profile faces, low video quality, lightning issues or sudden change of facial 

emotions. Because of this, the first step of this research was to make an effort in 

adapting these tools to our videos, given that many of them present all of the adverse 

conditions described.   

DETECTION RESULTS 

Some of these issues couldn’t be helped (low video quality), but we managed to improve 

detection and tracking rates in adverse conditions to a reasonable point. Along with this, 

we improved the system to detect and track several simultaneous faces, and reduced 

the false positive rates.   

Most of the false positives were caused by elements in the background, such as windows 

or clocks, which share a resemblance with the Haar-like features used by the algorithm.  

The causes of the high no-detection rate were more diverse: 

 Low quality videos. Either low resolution or high compression prove to have a 

negative impact in the detection. 

 

 Occlusions and lighting issues, which cause facial features to be hardly visible, 

proved to be a great issue. 

 



 Profile faces. One of the main weaknesses of Viola-Jones algorithm, we managed 

to obtain better results via tweaking the algorithm and setting cascade 

detectors, but still has a significant no-detection rate.  

Next step was the feature extraction. We came up with a total of 47 features divided 

into 3 families: 

 Movement and composition: Related to face location and appearance in the 

frame, we took several features, such as area, movement, position, or proximity 

to rule of thirds intersections.  

 

 High level features: Include features related with the whole composition of the 

video, instead of frame level. Here we can find number of faces, duration, or 

distribution of them among the video scenes.  

 

 Trust: This family is dedicated to experimental features based on possible 

measurements of the trust level of a detected face. We can find a coefficient 

based on Viola-Jones detection, tracking trust, global trust (joining the two 

previous ones) Kullback-Leibler divergence or Bhattacharyya distance.  

 

We used this program to extract features from a 138 video collection about car 

advertisements, created in a previous research.  

With the data of these features already prepared, we were ready to begin with feature 

experimentation in classification and prediction, using the software WEKA.  

WEKA EXPERIMENT AND RESULTS 

WEKA is a powerful collection of machine learning algorithms for data mining tasks. With 

it, we can evaluate the statistic relevance of our data, and its use in classification and 

prediction tasks.  

Using WEKA explorer we created different sets of data, including those related to the 3 

families previously exposed (the MATLAB software output consists on a .csv for every 

video file, which were merged and transformed into a .arff file, supported by WEKA), 

and sets of 5, 10, 15 and 20 best features using SVMAttributeEval.  

We experimented (using the WEKA experimenter tool) with several classification 

methods, such as ZeroR, NaiveBayes, Logistic, SimpleLogistic, SMO or regression. After 

several experiments we achieved some relevant results, with a maximum success rate 

of 66.05% in classification by regression, compared to 55.77% from the ZeroR classifier, 



used as a benchmark. It was achieved with the best 15 features selected by WEKA, and 

contained mostly movement and composition, and trust features.  

In a previous step we created some trust thresholds using trust features, but they proved 

to reduce the success rate of the program. After further analysis of the results given by 

WEKA, we can assume that the trust features seem to be working, and they are relevant 

in the classification process, for this, the bad results given by those thresholds must be 

the consequence of a bad implementation.  

The conclusion extracted from this experiments is that there is a certain link between 

the face-related features extracted with our program and the video classification data 

given, therefore an impact on the viewer exists.    

The feature extractor software proved to have a relative false positive rate, but the 

results on face detection could be better. This is due to the fact that, even if we tried to 

do it, some of the problems causing no detections rely deep on the algorithm.  

SCHEDULE AND BUDGET 

This research was carried out on a personal computer. Due to this fact, and the high 

computational cost of evaluating a 138 video collection, we couldn’t do all the research 

we wanted to do, but it was enough to achieve positive results. With higher processing 

capabilities, we believe that detection rates will be easily improved.  

The research conducted in this project took around 340 hours, distributed in several 

tasks, from initial investigation, to document writing, and had an estimated cost of 

3700€, considering material, license, and personal costs.  

FUTURE WORK 

With the conclusions of this research, 5 future work lines are proposed.  

 The first one consists on improving the face detection rate, including new ideas 

to help Viola-Jones algorithm, such as video treatment, or addition of new face 

detection algorithms, which can be slower, but we’re not concerned on the 

performance of the software.  

 

 Extraction of new features. Facial recognition is a wide field with lots of tools 

available for video processing. Some of these could be used, not only to improve 

video detection, but to add new features related to face features, such as age, 

gender, race, emotion or expression. This could lead to a much deeper research 

on the understanding of the meaning of a face to a viewer.  



 

 Classification experiments. We made some experiments with WEKA, but these 

can be greatly expanded, adding new classification methods and tweaking them 

to improve success rate.  

 

 Using different video categories to test the adaptability of the software. Despite 

of the great amount of negative conditions present on car advertisements, it’s 

essential to prove it can work in other video genres.  

 

 Improve the prediction adding new sources of objective data. Recent studies on 

neuromarketing have created ways of measuring attention and emotion caused 

in a viewer by advertisements. This information can be of great use if we manage 

to relate it to the features obtained.  

 

 

 

 


